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Abstract

We prove that the Quantum Approximate Optimization Algorithm (QAOA) approaches the
ground-state energy per spin of the Gaussian zero-field Sherrington–Kirkpatrick model when
system size tends to infinity first and circuit depth then increases. For every accuracy, some
finite depth and deterministic angles, independent of system size and disorder, achieve that
accuracy in the limiting expected energy per spin using the standard cost Hamiltonian and
transverse-field mixer. This proves the eventual Parisi-optimality conjecture of Basso, Farhi,
Marwaha, Villalonga, and Zhou in its fixed-parameter thermodynamic formulation. We give no
quantitative bound on the required depth or efficient angle-selection procedure.
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1 Introduction and statement of the result

The Sherrington–Kirkpatrick (SK) model was introduced by Sherrington and Kirkpatrick [22] as a
mean-field Ising spin glass with independent Gaussian pair interactions. Parisi’s replica-symmetry-
breaking description uses a hierarchy of order parameters [20]. Guerra’s interpolation established
the Parisi upper bound for the pressure [12], and Talagrand proved equality [23].

Farhi, Goldstone, and Gutmann introduced the quantum approximate optimization algorithm
(QAOA) as alternating evolution under an objective Hamiltonian and a transverse-field mixer,
starting from the uniform superposition [10]. For this model, Farhi, Goldstone, Gutmann, and
Zhou developed an exact description of its performance at every fixed depth in the infinite-size limit
and proved concentration at fixed parameters [11]. Basso, Farhi, Marwaha, Villalonga, and Zhou
related that limit to QAOA on large-degree trees and conjectured that increasing depth eventually
attains the Parisi optimum [4, Section 7, Equation (7.2)]. Boulebnane et al. [5] proved a fixed-depth
spin–boson representation and used it to obtain numerical evidence for convergence towards the
Parisi value. Their representation provides a useful Hilbert-space language for the limit. The
construction here must also realize bounded classical computations and eliminate longitudinal seed
controls before selecting one ordinary word.

Sels and Morone [21] studied QAOA on the SK model using a semiclassical truncated-Wigner
approximation and compared its performance with quantum data. Their numerical results and
heuristic analysis give further evidence for convergence to the Parisi value and suggest a depth
scaling.

The order of limits distinguishes this question from the fixed-instance optimality proved by
Farhi, Goldstone, and Gutmann [10, Section VI, Equation (10)]: for each fixed instance, increasing
the depth approaches its optimum. That result does not provide a finite depth that works as the
number of spins tends to infinity. We instead choose a complete finite word for each desired accuracy
and then let the number of spins tend to infinity. The quantum construction simulates a finite
classical calculation, using temporary Gaussian seed controls and then removing them.

2



There are two ways to supply the classical calculation. Auffinger, Chen, and Zeng proved that
the zero-temperature Parisi order parameter has infinitely many support points [3, Theorem 1];
Chen proved full support on [0, 1) and a smooth density [6, Theorem 1.3]. Our primary route uses
the companion Full support of the zero-temperature Sherrington–Kirkpatrick order parameter [19].
Its scalar diffusion yields a finite function of independent Gaussian variables and a coefficient formula
for its value. We realize that function directly in the rooted Hilbert space and identify the coefficient
formula with its energy. The imported scalar facts are full support of the zero-temperature order
parameter, the diffusion’s consistency and value identities, and a finite Gaussian coefficient identity.
Section 3 states these inputs before constructing their rooted realization.

We also give an independent positive-temperature route. It follows the Parisi-diffusion approach
of Montanari [18], whose optimization theorem assumes interval support of the positive-temperature
Parisi measure, and the broader framework of El Alaoui, Montanari, and Sellke [8]. Lopatto’s
full-support theorem [16] supplies that positive-temperature support property. The finite-iteration
Gaussian and edge-energy analysis of El Alaoui, Montanari, and Sellke [9] then gives a near-optimal
descendant formula. This second route has its own quantitative and finite-degree statements and
does not use the zero-temperature companion.

1.1 Model and quantifiers

Let (Jij)1≤i<j≤n be independent standard real Gaussian random variables. For σ ∈ {−1, 1}n, set

hn,J(σ) =
1√
n

∑
i<j

Jijσiσj , Cn,J =
1√
n

∑
i<j

JijZiZj , Bn =
n∑

i=1

Xi. (1.1)

Here X,Y, Z are the Pauli matrices. The positive SK optimum is

P∗ = lim
n→∞

1

n
Emax

σ
hn,J(σ). (1.2)

The ground-state Parisi formula and its attainment are due to Auffinger and Chen [2]. We use the
covariance convention ξ(t) = t2/2; its exact relation to the unordered-pair model is stated with the
scalar input in Section 3. Appendix A also obtains this limit from the positive-temperature formula
and a log-sum comparison.

For p ≥ 1 and γ, β ∈ Rp, define

|ψn,p,J(γ, β)⟩ = e−iβpBne−iγpCn,J · · · e−iβ1Bne−iγ1Cn,J |+⟩⊗n. (1.3)

All parameters are deterministic. Write

vp(γ, β) = lim
n→∞

1

n
E⟨ψn,p,J(γ, β)|Cn,J |ψn,p,J(γ, β)⟩, Qp = sup

γ,β∈Rp
vp(γ, β). (1.4)

The fixed-parameter limit exists [11, 4].

Theorem 1.1. For the zero-field SK model (1.1),

lim
p→∞

Qp = P∗. (1.5)

Equivalently, for every ε > 0 there exist a finite integer p and deterministic real vectors γ, β ∈ Rp,
independent of n and J , such that vp(γ, β) ≥ P∗ − ε.
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This proves the conjectured eventual Parisi optimality in the fixed-parameter thermodynamic
formulation of [4]. Measurement in the computational basis immediately gives Qp ≤ P∗. Appending
a zero-angle layer gives Qp+1 ≥ Qp. Thus the theorem reduces to constructing a finite word at every
prescribed accuracy. The final word may contain inverse gates, zero angles, and very large angles,
all of which are allowed in (1.3). A finite word in costs and mixers can always be written in that
alternating form by merging consecutive gates of the same kind and inserting identity gates.

The theorem is stated in expected energy. The argument gives no quantitative finite-size estimate,
depth bound, or efficient procedure for choosing the angles.

1.2 How the construction works

The proof separates a classical choice of target from its quantum implementation. The intermediate
setting is the large-degree regular tree: each vertex carries an independent Gaussian label, and a
finite rooted calculation only reads labels within a fixed radius. Normalized sums of centered child
calculations become jointly Gaussian coordinates. Section 2 gives a Hilbert-space realization of
these coordinates and a continuous quadratic expression for the limiting energy.

The scalar companion provides a bounded odd function of finitely many independent Gaussians
whose value approaches P∗. In Section 3, each new Gaussian is the normalized aggregate of a
suitable calculation one level below. An orthogonality induction makes the joint Gaussian law exact.
The one-particle part of the resulting function gives its rooted energy, so the scalar value formula
passes to this realization without a separate finite-degree edge expansion.

We next approximate all transmitted functions by bounded smooth ones. A finite label assigns a
type to each vertex. Splitting the label space into sufficiently small types lets every aggregation omit
the receiver’s type, the types of all its path ancestors, and a small reserved set of helper types, at
arbitrarily small energy cost. These exclusions prevent a compiled operation from feeding back into
its own parameters. They do not assert independence of calculations using the same descendant
subtree. Proposition 3.5 gives the resulting bounded finite formula, with its output written as
sin(2θ) for a bounded angle calculation θ.

Theorem 4.1 implements these angles using cost and mixer gates together with a longitudinal field
formed from the Gaussian labels. To implement a neighbor sum, commutators combine interactions
along a receiver–sender–helper–sender walk. When the walk returns to the same sender, the helper
spin, held in its initial state, supplies the desired term. We subdivide the sender type and retain
only walks whose two sender visits lie in the same part. This keeps every returning walk, while the
different-sender contribution vanishes as the parts become small. The proof also controls the effects
inside the lower calculations, which are called repeatedly within a fixed surrounding circuit. Helpers
have arbitrarily small total probability; discarding their output is included in the energy estimate.

Theorem 5.1 then removes the longitudinal field from the already selected finite circuit. An
imperfect cost echo creates a small component with a large coherent displacement. Selective spin
rotations change that component while canceling their leading action on the rest of the state; a
long cost echo magnifies the change into a finite longitudinal field. Separating its direction from
the circuit’s existing Gaussian coordinates gives a seed that can be reused at every requested seed
gate. A separate one-particle calculation shows that this Gaussian identification also preserves the
rooted energy. The elementary ensemble-control ideas are related to those of Li and Khaneja [15];
Section 5 proves the estimates for one fixed circuit, including its changing insertion directions and
the singular echo.

After all these choices there is one finite ordinary cost–mixer word. Only at this point do we
invoke the fixed-word tree-to-SK identity of Basso et al. [4]. The exact error allocation and the
order of choices are given in Section 6, after the three constructions have been established.
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1.3 A regular MaxCut consequence

For a finite simple graph G = (V,E) with E ̸= ∅, put

HMC(G) =
1

2

∑
{u,v}∈E

(I − ZuZv), BG =
∑
v∈V

Xv.

For a, b ∈ Rp, let ⟨·⟩Gp,a,b denote expectation with the gate order and signs of (1.3), using cost

HMC(G), mixer BG, angles a, b, and initial state |+⟩⊗|V |. The expected fraction of edges cut by a
computational-basis measurement is

qp,G(a, b) =
⟨HMC(G)⟩Gp,a,b

|E|
.

Write OPT(G) = MaxCut(G)/|E| for the maximum cut fraction.

Corollary 1.2 (Regular MaxCut in successive limits). For every η > 0 there are an integer p ≥ 1,
deterministic normalized angles γ, β ∈ Rp, and an integer D0 ≥ 2 such that, for every integer
D ≥ D0 and every finite simple unweighted (D + 1)-regular graph G of girth greater than 2p+ 1,

qp,G(2γ/
√
D,β) ≥ 1

2
+
P∗ − η√

D
. (1.6)

The word p, γ, β is independent of D, the graph size, and G; the displayed usual MaxCut cost angles,
unlike the normalized angles γ, are scaled with the degree.

Let Gn,d be uniform among simple labelled d-regular graphs on n vertices, along admissible n
with nd even. For the same word, put

∆D(G) = OPT(G)− qp,G(2γ/
√
D,β).

The word may be chosen so that

lim
D→∞

lim sup
n→∞

n(D+1) even

Pr
G

[√
D∆D(Gn,D+1) > η

]
= 0. (1.7)

Here the inner limit keeps D, p, γ, β fixed, and PrG is only over the graph: qp,G already averages
quantum measurement.

The complete proof is given in Section 7, after the fixed-word tree interface and the SK
construction.

The optimality comparison concerns random regular graphs in these successive limits, not all
high-girth graphs or fixed-degree optima. No joint size–degree limit is asserted. Here p counts
QAOA rounds, not a degree-uniform two-qubit gate depth; the cut fraction above averages quantum
measurement.

1.4 Reading paths and conventions

Section 2 develops the fixed-word rooted calculus. Section 3 imports the scalar theorems and
constructs the bounded excluded formula. Sections 4 and 5 implement it and remove the seeds.
Section 6 assembles the ordinary word and proves Theorem 1.1. Section 7 then proves the regular-
MaxCut consequence from this theorem and the fixed-word tree interface.
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For the positive-temperature reading path, Appendix A replaces the scalar input and its rooted
realization. It derives the same classical conclusion independently, using the shared bounded
approximation and exclusion lemmas of Section 3. The quantum constructions and final assembly
are the same for both paths.

Physical system size is n, tree degree is D + 1, and ordinary circuit depth is p. The scalar mesh
count in Section 3 is N ; top-generation occupation operators appearing in the operator estimates
are identified by their operator context. Mixer angles are denoted by β, inverse temperature by β0,
and the scalar Parisi coefficient γ(t) is distinct from the vector of cost angles. Inner products are
antilinear in the first argument.

All constants may depend on a fixed finite formula or word. Uniformity in any approximation
parameter is stated when required. Degree limits are taken with all words and their angles fixed;
further approximation limits concern the resulting tree values.

2 The fixed-word tree calculus

This section constructs the common space in which we compare ordinary QAOA words and classical
formulas. It has three tasks: identify the fixed-word SK value with a tree limit, express that limit
as a bounded quadratic form, and justify the controlled operations used in synthesis. The same
space will carry the finite Gaussian construction in Section 3.

We first isolate the transfer from an ordinary word to the tree. A word always means a finite
word with fixed real coefficients; none of the statements below makes a uniform assertion in its
length or its coefficients. The initial vector Ω below is the plus product state on the finite light
cone used to define the edge expectation.

Proposition 2.1 (Fixed-word transfer). Let W be an ordinary QAOA word, and apply the same
word to the (D + 1)-regular tree with cost CD = D−1/2

∑
{i,j}∈E ZiZj, with each unordered edge

counted once. Its expectation at an edge is defined by restricting to the finite light cone of that edge.
Then

vW = lim
D→∞

√
D

2
⟨WDΩ|ZiZj |WDΩ⟩. (2.1)

Here vW is the disorder-averaged thermodynamic SK energy per vertex, with the normalization in
the introduction. Both limits exist for every fixed word and every fixed choice of its angles.

Proof. This is Theorem 1 of [4], together with its normalizations in Equations (2.3), (2.6), and
(6.1)–(6.2). Its Equation (3.11) gives the fixed-depth tree value, and Equation (6.3) identifies that
value with the SK limit. That paper uses the negative of our tree cost. Conjugation by X on one
bipartition of the tree changes the sign of every ZiZj , preserves every mixer, and fixes the initial
vector. It therefore changes the sign of the edge correlation as well, giving precisely (2.1). The SK
convention already agrees with the positive Gaussian Hamiltonian in its Equation (6.1). Consecutive
gates of the same kind and inverses are included by inserting zero-angle gates.

We first construct the rooted space and identify its energy functional. This also gives the Gaussian
coordinates used by the classical construction. We then prove the weighted convergence estimates
that realize ordinary words in this space and justify controlled gates inside a fixed surrounding
circuit.
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2.1 Pointed spaces and occupation embeddings

The number of children will tend to infinity while the number of circuit layers remains fixed. We
therefore organize a symmetric collection of child states by how many differ from the initial state.
The limiting space is a symmetric Fock space: its m-particle sector records m such child excitations,
not m physical spins. The bosonic representation is related to the fixed-depth spin–boson description
of Boulebnane et al. [5]; the occupation, insertion, and surrounding-circuit estimates used below are
proved here.

Let (S, µ, ι) be a probability space with a measure-preserving involution. The cases needed
below are a one-point space and a standard Gaussian, with ι(s) = −s. Extra independent marks
may be included in S. Set

k = C2 ⊗ L2(S, µ), ω = |+⟩ ⊗ 1.

For any pointed space below, write ⟨T ⟩0 = ⟨Ω|T |Ω⟩ for the vacuum mean and Q = 1 − |Ω⟩⟨Ω|
for its centered projection. All seed variables act by multiplication. In particular, a circuit never
changes their values. The local symmetry is X ⊗ (f 7→ f ◦ ι).

For a pointed Hilbert space (H,Ω) write H◦ = H⊖CΩ and Γs(H
◦) =

⊕
m≥0(H

◦)⊗sm. At finite
height define

H0 = k, Hh+1 = k⊗ Γs(H◦h), Ωh+1 = ω ⊗ Ω. (2.2)

The embedding from height h to height h + 1 appends empty descendants: it is ξ 7→ ξ ⊗ Ω at
height zero, and thereafter is obtained by applying the symmetric Fock functor to the preceding
embedding. These embeddings preserve the vacuum. We identify the spaces with their images and
use the completion of their union when convenient. Every construction in the proof takes place at
some finite height before this completion is used.

Write Rιf = f ◦ ι. The joint spin/seed parity on these spaces is the vacuum-preserving involution

P0 = X ⊗Rι, Ph+1 = (X ⊗Rι)⊗ Γs(Ph|H◦
h
).

These involutions respect the height embeddings and fix the vacuum, so every odd observable has
zero vacuum mean. We suppress the height in P when the space is understood.

The analogous invariant space on a rooted D-ary tree is

HD,0 = k, HD,h+1 = k⊗ SymD(HD,h).

The symmetry here permutes children together with their entire subtrees and seed coordinates. It
does not discard the seeds. For any pointed space H, the orthogonal decomposition by the number
of nonvacuum tensor factors gives an isometry

ID : SymD(H) −→
D⊕

m=0

(H◦)⊗sm. (2.3)

On a symmetric m-particle tensor, the inverse distributes its m nonvacuum factors over the D slots

with coefficient
(
D
m

)−1/2
. Applying this isometry recursively gives isometries ID,h : HD,h → Hh.

Their range projections tend strongly to the identity at each fixed height. Indeed, a finite-particle
vector involving finitely many child vectors is approximated inductively by vectors in these ranges.
The finite-tree parity is the tensor product of the local involutions over its vertices; the occupation
embeddings intertwine it with Ph.

Creation is linear in its argument, annihilation is antilinear, and

q(d) = a∗(d) + a(d), [q(d), q(e)] = 2i Im⟨d, e⟩.
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Conjugation by the recursive parity sends the child field q(d) to q(Phd); an odd child direction
therefore gives an odd field at the next height. The fields are first defined on finite-particle vectors
and then closed. Each q(d) is essentially self-adjoint there, as follows either from the one-mode
Schrödinger representation or from the convergence of its exponential series on finite-particle vectors.
We use W(d) = eiq(d). In particular,

W(d)∗q(v)W(d) = q(v)− 2 Im⟨v, d⟩. (2.4)

2.2 Root insertions and edge energy

At finite degree, a rooted vector records the response of a root observable to a circuit. Let U be a
circuit on a finite subtree and Uj its restriction to child subtree j. Factoring the child operations
defines the root interaction-picture unitary u by

U =

 ⊗
j child

Uj

u.

For a root Pauli observable P , its insertion vector is

fP = U∗PUΩ = u∗PuΩ,

because the child operations commute with P . For a word evaluated on a neighborhood containing
both endpoint light cones, the pairing of its two Z insertions gives the expectation of ZiZj . We
will prove convergence of ordinary insertion vectors after establishing the weighted estimates below.
First we identify the energy of any convergent family of rooted vectors with bounded expected
occupation; this geometric step needs no circuit estimates.

The insertion vector lives at one root, whereas an edge joins two rooted neighborhoods. The
following operator moves one centered vector down to a single child while placing the new root in
its initial state. It will turn the edge pairing into a quadratic form on one common space.

Define the centered root shift by

L : H◦ −→ H◦, Lv = ω ⊗ a∗(v)Ω. (2.5)

At height h its range lies at height h+1. The definitions are compatible with the height embeddings,
so L is an isometry on the centered direct limit. Extend it by LΩ = 0 when writing L∗; this
extension is a partial isometry on the whole pointed space. In particular L∗ extracts the root-vacuum
one-particle component, with a constant root seed.

Proposition 2.2 (Energy as a root shift). Let fD be centered, root-invariant, finite-radius vectors
on the (D + 1)-regular tree. Root invariance means that the vector itself is fixed by every rooted
permutation of complete child subtrees, including their seed coordinates, at every vertex of its finite
neighborhood. Suppose their occupation embeddings converge strongly to v at a fixed finite height
and their expected top-generation occupations are bounded uniformly in D. Place the same rooted
vector at the endpoints of an edge, calling the resulting vectors fD,i and fD,j. Then

lim
D→∞

√
D

2
⟨fD,i, fD,j⟩ = E(v) := Re⟨v, Lv⟩. (2.6)

For any centered v, w,
|E(v)− E(w)| ≤ (∥v∥+ ∥w∥)∥v − w∥. (2.7)
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Proof. We give the exact finite-degree decomposition. Put M = D + 1, let E be the pointed child
space, and write NM for the number of nonvacuum children in k⊗ SymM (E). Let RM contract a
distinguished child against its vacuum, and let

JMξ = ω ⊗ 1√
M

M∑
j=1

Ω⊗(j−1) ⊗ ξ ⊗Ω⊗(M−j).

The latter is an isometry from E◦. Under occupation embeddings, J∗M = L∗ and

RM =
√

1−N/M, ∥RMf − f∥2 ≤M−1⟨f |NM |f⟩. (2.8)

Indeed, in the m-particle sector the fraction of placements surviving deletion is
(
M−1
m

)
/
(
M
m

)
=

1−m/M .
Delete the distinguished edge and let PA, PB denote the vacuum projections on its two half-trees.

Decompose fD,i with PB + (1 − PB) and fD,j with PA + (1 − PA). The term with both vacuum
projections is zero: the surviving half-tree vectors are centered. If just one side is excited, the other
side being vacuum forces the root and all the other branches of the first vector to be vacuum. With
sD = J∗MfD and rD = RMfD, the two such terms are ⟨sD, rD⟩/

√
M and its conjugate. Heights in

this pairing are matched by adding empty descendants. Each remaining excited-side vector has
squared norm ⟨fD|NM |fD⟩/M , by symmetry among branches. Thus

⟨fD,i, fD,j⟩ =
2√
M

Re⟨sD, rD⟩+ εD, |εD| ≤
⟨fD|NM |fD⟩

M
. (2.9)

After multiplication by
√
D/2 the error tends to zero. Equation (2.8) and strong convergence show

that the first term tends to Re⟨L∗v, v⟩ = Re⟨v, Lv⟩. This proves (2.6).
Finally, (2.7) follows by adding and subtracting ⟨w, Lv⟩ and using ∥L∥ = 1.

The occupation hypothesis in Proposition 2.2 is a sufficient hypothesis for the displayed proof;
strong convergence alone does not bound the remainder in (2.9). Lemma 2.9 and Theorem 2.12 will
supply that hypothesis for the quantum gates used here.

Remark 2.3 (Classical rotations). The classical sector consists of vectors whose spin is |+⟩ at every
vertex and whose coefficients depend only on seeds. If a Y rotation whose angle depends only on
seeds produces an insertion v = |+⟩m+ |−⟩n with seed-only coefficients in all descendants, then
E(v) = E(|+⟩m). Indeed every Lv has root spin |+⟩, while L(|−⟩n) has a child spin excitation and is
orthogonal to the classical sector. Seed-only here permits dependence on descendant seeds; it does
not mean dependence only on the root seed.

2.3 Classical Gaussian positions and descendant formulas

The root-shift functional also applies to classical vectors, before they are compiled into quantum
gates. We now give a common Gaussian realization for both classical constructions in this paper.
This is a definition on the limiting pointed space; a finite-degree energy limit still requires the
hypotheses of Proposition 2.2.

Keep every quantum spin in |+⟩ and use real coefficients in the seed and symmetric Fock factors.
This gives the real classical subspace. For a real centered classical child vector f , let G(f) = q(f) be
the position operator on the root’s child Fock factor. For any finite list f1, . . . , fk, these positions
strongly commute and have joint centered Gaussian vacuum law with covariance ⟨fi, fj⟩. Indeed,
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choose a real orthonormal basis of their finite-dimensional span. The position operators of these
orthogonal modes act on separate Fock factors, and

〈
ei

∑k
j=1 tjG(fj)

〉
0
= exp

−1

2

∥∥∥∥∥∥
k∑

j=1

tjfj

∥∥∥∥∥∥
2 .

In particular, orthonormal directions give independent standard normal positions: the variance
convention is ∥f∥2, with no additional factor of two. The positions act trivially on the local seed
factor. Their joint vacuum law is therefore independent of the receiving root’s seed, even when a
child direction itself depends on the seed at its own root.

We identify a scalar function of these commuting variables with the vector obtained by applying
that function to the vacuum. Under this identification,

∥
(
G(f)− G(g)

)
Ω∥ = ∥f − g∥. (2.10)

All fields are realized on the same pointed space, so this equality also specifies their coupling.
The empty-descendant embeddings in (2.2) preserve inner products, commute with passing to the
corresponding Fock fields, and keep the local seed factor fixed. Thus directions constructed at
different finite heights can first be embedded in one common height without changing their joint
Gaussian law.

Definition 2.4 (Finite descendant formula). A finite descendant formula is a finite expression
built recursively from a local seed and finitely many Gaussian positions of centered formulas one
level below, using pointwise scalar functions. The functions are required to be measurable and to
produce square-integrable vectors whenever the formula is used as a vector. Additional empty levels
identify formulas of different radii. Its finite-degree version replaces every Gaussian position by the
normalized sum of the corresponding independent child variables.

The definition by itself is a limiting-space construction, not a finite-degree convergence theorem.
Later approximation arguments impose boundedness or polynomial-growth conditions on the
pointwise maps as needed. Because L places a constant seed at the new root, L∗ extracts precisely
the first Gaussian chaos with constant receiving-root seed. If e1, . . . , ek are orthonormal real centered
child vectors and F is a square-integrable function of G(e1), . . . ,G(ek) alone, this gives

L∗F =
k∑

j=1

E
[
F G(ej)

]
ej . (2.11)

Here F may have a nonzero constant component, which L∗ annihilates. The identity follows by the
orthogonal projection onto the first chaos in these Gaussian coordinates; the remaining orthogonal
child modes and all higher chaoses have zero projection. This is the normalization used in the
primary classical construction.

The rooted space, Gaussian positions, and energy functional now give the setting for the classical
construction in Section 3. The rest of this section establishes convergence and continuity of the
quantum operations that will implement it.

2.4 Weights and the topology of convergence

The fields just defined are unbounded. To pass their products and parameter derivatives through
limits, we need a common domain and bounds that control both seed moments and excitations at
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every level. These recursive weights serve that purpose; they are distinct from the top-generation
number weight used in the seed-removal argument. If all local-seed coefficients under consideration
are uniformly bounded, take W0 = 1 on k. For coefficients of polynomial growth in a Gaussian seed,
start with multiplication by 1 + |s| and make it block diagonal at ω:

W0 = P0 +Q0(1 + |s|)Q0, P0 = |ω⟩⟨ω|, Q0 = 1− P0.

Compression is understood on its natural closed domain. This is a positive self-adjoint operator
bounded below by one. It differs from multiplication by 1 + |s| by a bounded finite-rank operator
whose range consists of vectors with all seed moments. Consequently their positive-integer power
domains coincide, with equivalent graph norms. For completeness, this last assertion follows by
induction from Am − Bm =

∑m−1
j=0 Aj(A − B)Bm−1−j on the common core; every occurrence of

A−B has smooth finite-dimensional range, and the resulting estimates close in both directions.
Since W0ω = ω, we can recursively set

Λh =Wh|H◦
h
, Wh+1 =W0 ⊗ 1 + 1⊗ dΓ(Λh). (2.12)

Thus WhΩh = Ωh and Wh ≥ 1. On a finite tree use WD,h+1 = W0 +
∑D

j=1QjW
(j)
D,hQj . The

occupation embeddings intertwine these weights exactly. This also shows that their range projections
commute with every power of Wh.

Write
Sh =

⋂
m≥0

Dom(Wm
h ), ∥ξ∥m = ∥Wm

h ξ∥.

Finite-particle tensors of smooth child vectors and local vectors with all seed moments are dense in
every one of these graph norms. One proof first cuts off the spectral variables of W0 and each Λh,
then cuts off particle number, and finally approximates in the resulting bounded spectral subspaces
by algebraic tensors. The finite-degree projections give simultaneous approximants in all fixed graph
norms.

When comparing unitary maps on the varying embedded spaces, extend each embedded unitary
by the identity on the orthogonal complement of its range projection. These are genuine unitaries
on the common Hilbert space. The projections commute with the weights and converge strongly to
one in every fixed graph norm on smooth vectors, so this convention preserves all the bounds and
limits. Parameter derivatives of the extensions vanish on that complement.

We will repeatedly use the following precise convention. An operator family FD(x) has uniform
smooth bounds if, for every nonnegative integer m and multi-index α, there are r, k, C, independent
of D and x, such that

∥Wm
D ∂

α
xFD(x)ξ∥ ≤ C(1 + |x|)k∥W r

Dξ∥, ξ ∈ SD. (2.13)

The same condition is required of the adjoint family. Constants may depend on the fixed expression,
its finite list of channels, the height, m, and α. Dependence on a further limiting parameter is
explicitly stated when relevant. Smooth convergence of operator families means strong convergence
on smooth inputs of both the families and their adjoints, including all specified parameter jets, with
these uniform bounds. The limits of the adjoint jets must be the adjoints of the corresponding
limiting jets on the common domain; bounded adjoint jets alone do not imply their convergence.
For vector families only the vector convergence is required. This definition also permits triangular
arrays of one-copy spaces under the embeddings above.

Two elementary consequences will be useful. Products of a fixed number of such families have
the same bounds, with a possibly larger loss of input powers. Also, strong convergence together
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with bounded higher graph norms gives convergence in every fixed lower graph norm. The latter
follows from the spectral inequality

∥Wmξ∥ ≤ Rm∥ξ∥+Rm−M∥WMξ∥ (M > m,R ≥ 1), (2.14)

by taking the strong limit first and R→ ∞ second. Consequently it is enough to prove convergence
on the dense domain just described, and then use the uniform estimates. This is the meaning of
convergence between different finite-degree spaces.

Lemma 2.5 (Weyl estimates). Let N be the particle number on Γs(H
◦). For every integer m ≥ 0

there is Cm such that

∥(1 +N)mW(d)ξ∥ ≤ Cm(1 + ∥d∥)2m∥(1 +N)mξ∥, (2.15)

∥(W(d)− 1)ξ∥ ≤ 2∥d∥∥(N + 1)1/2ξ∥. (2.16)

For the weight W =W0+dΓ(Λ), the same conclusion holds with a polynomial in finitely many ∥Λjd∥
in place of (1+ ∥d∥)2m and with a finite loss of input powers. All statements hold for spin-controlled
displacements as well.

Proof. On finite-particle vectors, ∥a(d)ξ∥ ≤ ∥d∥∥N1/2ξ∥ and ∥a∗(d)ξ∥ ≤ ∥d∥∥(N + 1)1/2ξ∥. The
fundamental theorem of calculus applied to eitq(d)ξ proves (2.16). Conjugation gives

W(d)∗NW(d) = N + q(id) + ∥d∥2.

Commuting N through a field changes that field to another field with the same norm of its argument.
Expanding the mth power and applying the creation and annihilation bounds therefore proves
(2.15). For the weighted version use

W(d)∗dΓ(Λ)W(d) = dΓ(Λ) + q(iΛd) + ⟨d,Λd⟩,

and [dΓ(Λ), a∗(d)] = a∗(Λd). Every expansion uses only finitely many weighted norms of d.
Approximation in graph norms proves the identities and estimates on the stated domains. A spin-
controlled displacement is the sum of two ordinary displacements on orthogonal spin subspaces.

2.5 Normalized sums and a unitary central limit

A normalized sum creates or removes one child excitation in the limit. A product of small unitaries
has the corresponding field exponential as its limit, but may also retain a scalar second-order term.
We prove both statements with the weighted bounds needed for later substitution into a fixed
circuit.

Lemma 2.6 (Sums). Let TD and T ∗D have uniform smooth bounds on one-copy spaces, and suppose
their smooth limits exist. If ⟨Ω, TDΩ⟩ = 0, then under the occupation embeddings

D−1/2
D∑
j=1

T
(j)
D −→ a∗(TΩ) + a(T ∗Ω) (2.17)

smoothly. Without centering, D−1
∑

j T
(j)
D → ⟨Ω, TΩ⟩ 1. Both families have uniform smooth bounds.
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Proof. Put g = QTDΩ, h = QT ∗DΩ, and A = QTDQ. For centered TD its normalized sum has the
exact occupation representation

a∗(g)
√

1−N/D +
√
1−N/D a(h) +D−1/2dΓ(A), (2.18)

where factors beyond the truncation are zero. On the m-particle sector the two square roots express,
respectively, the numbers D −m of vacant and D −m+ 1 of potentially filled slots. The formula
first holds on algebraic tensors and then on smooth vectors. Creation and annihilation have uniform
weighted bounds by the proof of Lemma 2.5. For the remaining term, a one-copy bound between
powers of Λ implies a bound for its sum between powers of 1 +

∑
Λj : apply the one-copy bound

to each occupied slot, use Λj ≤
∑

Λj , and pay at most one additional power for the number of
occupied slots. This argument works at any desired output power. It proves the required bounds
for (2.18). On a fixed-particle smooth tensor the last term tends to zero and the square roots tend
to one; density and (2.14) finish the proof. For an average the same decomposition has off-diagonal
factor D−1/2 and complementary-block factor D−1, while its vacuum block tends to the stated
scalar.

The sum lemma determines first-order fields. Controlled gates also require products of D factors
whose arguments are of size D−1/2. The next lemma keeps their second-order vacuum contribution;
it cannot in general be recovered from the first-order field alone.

Lemma 2.7 (Products of small unitaries). Let KD(x), x ∈ Rb, be unitary, satisfy KD(0) = 1, and
have uniform smooth bounds for all jets and adjoint jets. Suppose these jets converge smoothly and
⟨Ω, ∂αKD(0)Ω⟩ = 0 for every first derivative. Write

Kα = ∂αK(0) = iTα, Kαλ = ∂α∂λK(0).

The Tα are symmetric on the smooth domain. For every fixed a ∈ Rb,

KD(a/
√
D)⊗D −→ exp

i
∑
α

aαq(TαΩ) +
1

2

∑
α,λ

aαaλ
〈
Kαλ + 1

2{Tα, Tλ}
〉
0

 . (2.19)

The scalar in this exponent is imaginary. The convergence holds smoothly with all a-derivatives,
locally uniformly in a, and the product has polynomial smooth bounds in a, uniform in D. The
assertion also holds with an additional finite list of unscaled parameters θ: use KD(a/

√
D; θ)⊗D,

assume KD(0; θ) = 1 and first-derivative centering for every θ, and assume the hypotheses jointly
for all parameter jets, uniformly on compact θ-sets. The conclusion then includes all θ-jets and the
same compact uniformity.

Proof. We first identify the candidate limit from exponential vectors; then we prove the bounds
needed for smooth convergence. If x, z ⊥ Ω are smooth, the vectors (Ω+ x/

√
D)⊗D converge to

ε(x) =
⊕

m≥0 x
⊗m/

√
m!, and similarly for z. The coefficient of D−1 in the one-copy matrix element

is

c = ⟨z, x⟩+
∑
α

aα
(
⟨z,KαΩ⟩+ ⟨Ω,Kαx⟩

)
+

1

2

∑
α,λ

aαaλ⟨Kαλ⟩0.

Taylor’s formula makes the remaining error o(D−1), also for converging triangular arrays of smooth
x, z. The full pairing consequently tends to ec. For t =

∑
α aαTαΩ, the exponential-vector pairing

of eiq(t) has an additional term −∥t∥2/2. Since ∥t∥2 =
∑

α,λ aαaλ⟨{Tα, Tλ}/2⟩0, the correction in
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(2.19) is exactly the required one. Twice differentiating K(x)∗K(x) = 1 at zero shows that its real
part is zero. The displayed limit is thus unitary.

We next prove uniform bounds for the product UD(a) = KD(a/
√
D)⊗D. For one child let

A = QΛQ and BD(a) = KD(a/
√
D)∗AKD(a/

√
D). Taylor’s formula at zero, with the assumed

bounds, gives

|⟨BD(a)⟩0| ≤ D−1P (a),

∥ΛmQBD(a)Ω∥+ ∥ΛmQBD(a)
∗Ω∥ ≤ D−1/2Pm(a),

and the complementary block has polynomial smooth bounds. Here and below Pm denotes some
fixed nonnegative polynomial in 1 + |a|, whose degree is allowed to depend on m. The same
vacuum-row decomposition as in (2.18), now applied to the unnormalized sum of the BD(a), shows
that

UD(a)
∗WUD(a) =W0 +

∑
j

BD(a)
(j)

has polynomial bounds from any sufficiently high input weight to any prescribed output weight,
uniformly in D. Composing this estimate a fixed number of times bounds its powers. Since
WmUD = UD(U

∗
DWUD)

m, this proves the assertion for UD itself; the adjoint is treated identically.
All identities may first be made on smooth tensors, which the product preserves, and then closed
using these very estimates.

For derivatives,

UD(a)
∗∂αUD(a) = D−1/2

∑
j

(
K∗D∂αKD

)
(a/

√
D)(j).

The one-copy vacuum mean is O(D−1/2P (a)), since it vanishes at zero. Lemma 2.6, with this scalar
part retained, gives a uniform bound. Further differentiation produces products of finitely many
such sums. A sum carrying k ≥ 2 derivative-scaling factors is bounded by the average estimate
times D1−k/2 ≤ 1. Induction proves all jet bounds.

Weak convergence on the total set of exponential vectors, together with equality of the limiting
norms, proves strong convergence. Higher-weight convergence follows from (2.14); derivative
convergence follows from finite differences and the uniform bounds on one further derivative. This
also gives local uniformity in a. Since the strong limit is unitary, the adjoints converge strongly as
well: for unitaries UD, U , one has ∥(U∗D − U∗)ξ∥ = ∥ξ − UDU

∗ξ∥. The adjoint jet bounds already
proved, followed by the same finite-difference argument, give convergence of adjoint jets.

To verify the unscaled-parameter assertion, the only additional estimate concerns a logarithmic
derivative Aν(x; θ) = K(x; θ)∗∂θνK(x; θ). It satisfies Aν(0; θ) = 0. Moreover

⟨∂xαAν(0; θ)⟩0 = ∂θν ⟨∂xαK(0; θ)⟩0 = 0.

Its vacuum entry at a/
√
D is therefore O(D−1P (a)), its vacuum row and column are O(D−1/2P (a)),

and its complementary block is O(D−1/2P (a)) with smooth bounds. The unnormalized sum of its
D copies consequently has uniform smooth bounds by the decomposition used above. Every further
θ-derivative has the same two vanishings, and mixed a-derivatives are treated by the normalized-sum
or average estimates. This proves all joint jet bounds. Pointwise convergence for fixed θ, finite
differences, and the adjoint argument just given prove the parametric conclusion.

Remark 2.8. The anticommutator in (2.19) is a quadratic form on smooth vectors; its vacuum
expectation is unambiguous because all jets preserve that domain. Essential self-adjointness of the
one-copy derivative Tα is not needed: only the vector TαΩ enters the self-adjoint Fock field. This
avoids an unnecessary domain hypothesis.
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2.6 Smooth limits for ordinary root maps

We now prove that the ordinary root maps introduced in Section 2.2 have smooth limits, and hence
that their limiting insertions have the root-shift energy computed there. At height h, write uh
for the limiting root map and put vP,h = u∗hPuhΩh for a root Pauli observable P . The following
induction constructs these maps from the identity. In the limiting cost update below, the field
direction at height h is the preceding word’s insertion on a child subtree at height h− 1:

vZ,h−1 = u∗h−1Zuh−1Ωh−1, uh 7−→ e−itZq(vZ,h−1)uh.

Here q(vZ,h−1) acts on the child Fock factor of Hh. Once the heights include the fixed word’s light
cone, adding empty descendants identifies these updates under the compatible embeddings. We
henceforth suppress the height indices, writing vP = u∗PuΩ; a direction inside q always comes from
the child level.

Lemma 2.9 (Ordinary root updates). Ordinary finite words have smooth root limits and smooth
adjoint limits at every sufficient finite height. Starting at u = 1, the limiting left updates for a mixer
of angle β and a cost of angle t are, respectively,

u 7−→ e−iβXu, u 7−→ e−itZq(vZ)u. (2.20)

The cost update leaves vZ unchanged. For a cost conjugated by a global mixer, replace Z by the
same rotated Pauli P both at the root and in vP . A Gaussian seed gate has the additional update
u 7→ e−itZsu.

All these assertions are unchanged when the top root has D + 1 children and the descendants
have D children, still using the coefficient D−1/2. For an ordinary word W , its limiting insertion
vZ therefore satisfies vW = E(vZ), with E defined in Proposition 2.2.

Proof. At finite D, factoring out the new child costs gives the exact left update

exp

−itZD−1/2
D∑
j=1

U∗j ZjUj

 .

The one-copy observable is centered, because Z is odd under the joint spin/seed symmetry and the
preceding word preserves that symmetry. Its vacuum column is vZ . On each root Z-eigenspace,
the update is a product of small one-child unitaries. Lemma 2.7 gives precisely the cost in (2.20);
the scalar correction is zero for an exponential of a fixed observable. The smooth estimates follow
inductively from the same lemma and Lemma 2.5. Mixers are local, and a seed gate is multiplication
by a two-by-two unitary; its input derivatives have polynomial seed bounds. Both therefore preserve
the smooth domain. The update commutes with the root Z, proving the assertion about vZ ;
conjugation proves the rotated-axis statement.

For the full-root assertion use M = D + 1 in the occupation decomposition while retaining
a/

√
D in each one-copy factor. In the proof of Lemma 2.7, every limiting coefficient is multiplied by

M/D → 1, and every bound is unchanged up to a constant. Induction on the fixed word proves that
full-root and cavity-root maps have the same limit. Padding the subtree by the finite light-cone
radius justifies all factorizations before limits are taken.

The finite-degree ordinary insertion vectors meet the hypotheses of Proposition 2.2: parity makes
them centered, the construction preserves rooted symmetry, and the smooth weight dominates
1 +N . Their edge pairing is the expectation of ZiZj . The root-shift formula and Proposition 2.1
therefore give vW = E(vZ).
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2.7 Substitution of commuting controls

The ordinary cost update uses a scalar time multiplying one field. A controlled operation instead
inserts a commuting list of signal operators into the parameters of a local matrix. The following
lemma makes that substitution legitimate, including its derivatives and adjoints; no choice of
independent Gaussian coordinates is needed.

Lemma 2.10 (Smooth commuting substitution). Let SD = (SD,1, . . . , SD,b) be a fixed finite list of
strongly commuting self-adjoint operators. Suppose their polynomials converge smoothly and their
joint exponentials satisfy, for each m, bounds

∥Wm
D e

it·SDξ∥ ≤ Cm(1 + |t|)km∥W rm
D ξ∥, (2.21)

uniformly in D, t, and converge strongly on smooth inputs. Let FD(x) and FD(x)
∗ have uniform

smooth bounds and converge with all their jets on compact x-sets, and suppose FD(x) commutes with
the spectral projections of every SD,j. Then the substitution FD(SD) has uniform smooth bounds
and converges smoothly. The assertion includes extra scalar parameters and their jets. If FD(x) is
unitary for real x, so is FD(SD). The limiting list S consists of the strongly commuting self-adjoint
generators of the limiting joint unitary group. Their actions and polynomials on the smooth domain
agree with the assumed polynomial limits.

For a real smooth function f(s, x) whose derivatives have polynomial growth in x, uniformly in
s, the operators eitf(s,SD) have polynomial smooth bounds in t. Polynomial growth in a Gaussian
s is also permitted with the seed-moment weight. In every seed-dependent assertion, the local
seed multiplication algebra is required to strongly commute with every SD,j and with the operator
coefficient families; thus f(s, SD) is a joint commuting substitution. No nondegeneracy assumption
on the joint covariance of the SD,j is needed.

Proof. First identify the limiting signal operators. Write U(t) = limD e
it·SD for the strong operator

limit. Strong limits of products of uniformly bounded operators preserve the group law, and the
limits at t and −t preserve inverses; thus each U(t) is unitary. For smooth ξ,

∥(eit·SD − 1)ξ∥ ≤
b∑

α=1

|tα|∥SD,αξ∥.

The uniform polynomial bounds give strong continuity on this dense domain, hence on the full space.
The strongly continuous joint unitary group therefore determines strongly commuting self-adjoint
generators S1, . . . , Sb. Passing to the limit in the integrated one-parameter group identities identifies
each generator on smooth vectors with the corresponding polynomial limit. The smooth bounds
make this domain invariant, so iteration identifies all polynomial limits. This is the realization used
in F (S).

We give the estimates, which also specify the substitution on the smooth domain when FD is
unbounded. For such coefficients, commutation with the spectral measures is understood in the
closed-operator (or decomposable-operator) sense. On the invariant smooth domain we use the
equivalent identities with the joint unitary group. Sharp spectral projections are not required to
preserve the smooth domain. These identities pass to the limit because the moving inputs eit·SDξ
converge in every required graph norm, as do the coefficients acting on them. Thus the limiting
coefficients retain the commutation needed for the Fourier products below. Suppress D. Fix an
output weight m, and take rm, km from (2.21). Choose an integer q > km + b. For a sufficiently
large integer N , the family

G(x) = (1 + |x|2)−NF (x)
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and its first q derivatives are integrable in x as operators from some fixed input graph norm to
the rmth output graph norm. Such an N exists because only finitely many polynomial growth
exponents are involved. With Ĝ(t) = (2π)−b

∫
e−it·xG(x) dx, integration by parts gives

∥W rmĜ(t)η∥ ≤ C(1 + |t|)−q∥W rη∥.

Therefore

F (S)ξ =

∫
Rb

eit·SĜ(t)(1 + |S|2)Nξ dt (2.22)

converges absolutely in the mth graph norm and has a bound of the form (2.13). The polynomial
on the right acts first; its bound can be absorbed by increasing the input weight last. This order of
choices avoids any circular dependence of exponents.

Integration by parts in t, with the same integrable graph-norm bounds, shows that the result
does not depend on N : multiplying a symbol by 1 + |x|2 corresponds to applying 1 −∆t to its
Fourier transform and hence to multiplication by 1 + |S|2 after integration. The common smooth
domain is preserved by all factors. Fubini’s theorem and the convolution formula show on that
domain that

F (S)G(S) = (FG)(S).

In this identity the order of F and G is retained; one only commutes the Fourier factors and
polynomials in S past the operator coefficients, as permitted by the hypothesis. It can first be
checked for rapidly decreasing smooth symbols and then for the divided symbols above, moving
their polynomial factors to the input. Taking adjoints in pairings of smooth vectors likewise gives
F (S)∗ = F ∗(S) on the common domain. For scalar symbols this construction is the usual joint
spectral functional calculus by Fourier inversion. In particular the constant symbol 1 substitutes
to the identity. Thus a pointwise unitary symbol and its adjoint substitute to mutually inverse
isometries on a dense invariant domain. Their extensions are unitary on the full Hilbert space.
These facts also identify the construction with the finite-tree substitution where the controls already
have a simultaneous multiplication representation.

For convergence, first restrict x to a compact set. Convergence of the integrands on smooth inputs
and the integrable bound just proved give convergence of the Fourier integrals. The polynomial
decay supplied by (1 + |x|2)−N controls the discarded tails uniformly. The same proof applies to
every scalar-parameter derivative and to adjoints. Uniform higher output bounds then give smooth
convergence by (2.14). For coefficients merely measurable in s, use dominated convergence in s; for
polynomial seed bounds increase the seed-moment input weight.

Finally, every x-derivative of eitf(s,x) is bounded by a polynomial in |t| times a fixed polynomial
in |x| (and |s| in the moment-weight case). Applying the same argument proves the last assertion.
The proof used a joint spectral representation and Fourier inversion, without choosing independent
field coordinates.

An important supply of lists satisfying the hypotheses is the following. If M1, . . . ,Mb are
commuting centered one-copy signals and the one-copy joint exponentials have polynomial smooth
bounds, apply Lemma 2.7 to K(x) = exp(i

∑
xαMα). Its scalar correction vanishes, and henceD−1/2∑

j

M (j)
α

b

α=1

−→
(
q(MαΩ)

)b
α=1

. (2.23)

The limiting fields commute: the imaginary part of their Gram matrix is the vacuum expectation
of a commutator of the original signals, divided by 2i, and is zero. Their polynomials converge
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by Lemma 2.6. The last assertion of Lemma 2.10 bootstraps polynomial exponential bounds for
smooth functions of such a list. Starting with local seed functions and a single commuting spin axis,
this proves the same statements for every fixed finite feedforward calculation of commuting signals.

2.8 Exclusion calculations and controlled gates

We now prove the stronger calculus needed for synthesis. Its objects are temporary operations, not
additional gates in the final QAOA word. The purpose of the calculus is to justify replacing such
operations by finite products inside an already chosen surrounding circuit.

An even mask is a measurable subset of S invariant under ι. For masks I, J write

(AIJf)i = 1I(si)D
−1/2

∑
j∼i

1J(sj)fj . (2.24)

Masks and the coefficients attached to them are part of a fixed finite expression. They are not
optimized after sampling a tree or its seeds.

Definition 2.11 (Exclusion calculation and gate). A finite exclusion calculation uses local seeds,
one prescribed commuting spin axis at each control site, smooth pointwise functions of finite lists
of messages, and normalized sums (2.24). An axis may depend on the site’s mask. A formula is
split into finitely many named roles when different occurrences need different masks. The following
conditions are imposed.

1. Every transmitted field is odd under simultaneous seed reflection and spin flip. Every pointwise
function is smooth in its aggregate inputs, with polynomial bounds for every derivative. Its
local-seed coefficients are measurable and uniformly bounded, unless the seed-moment variant
is specified.

2. In every normalized sum, the receiving mask is disjoint from every role mask occurring below
that sum. Thus all ancestor receiving types are excluded from the descendant calculation. In
particular a message sent across a cut does not use the site on the other side of that cut.

3. A gate chooses a target mask and applies a two-by-two unitary V at each target, with
parameters computed by such calculations. The matrix V itself must be smooth in the
aggregate inputs, with polynomial bounds for every matrix derivative, uniformly in the local
seed (or with the stated polynomial seed bound). If external parameters are present, the
bounds include all their mixed jets, locally uniformly in those parameters. The target mask is
disjoint from all control masks used across an edge in those parameters. At the target itself
only its seed, not its spin, is used as a parameter.

4. All parameter operators of this one gate belong to the same commuting control algebra. The
gate, including its two-by-two matrix, preserves the joint symmetry.

The global gate is the product of these controlled matrices. Its factors commute: their targets are
distinct and none is a control for another factor of the same gate. A finite-range local observable is
therefore affected by only finitely many of them at finite D.

The exclusions make the information across a removed edge depend on finitely many boundary
inputs. We next show that the resulting finite recursion respects the weighted limits already proved.
The replacement assertion is formulated inside an existing circuit, which is the form required by the
synthesis argument.
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Theorem 2.12 (Smooth gate calculus). Fix a finite sequence of exclusion gates, ordinary mixers
and costs, and local seed gates. Its root interaction-picture maps, their adjoints, and their root
insertion vectors have smooth limits under the occupation embeddings. They have uniform smooth
bounds at every sufficient finite height. The same limit is obtained at a full root with D+ 1 children.
Hence their centered insertion energies are given by Proposition 2.2.

An exclusion gate may be replaced inside any such fixed sequence by a sequence of pointwise
unitary matrices with the same parameter calculations, provided every fixed number of aggregate-input
derivatives converges on compact sets and has uniform polynomial bounds. Convergence almost
everywhere in the local seed, or convergence in seed measure followed by a subsequence, is sufficient
for bounded measurable local-seed coefficients. The resulting root maps, adjoints, and insertion
vectors converge smoothly, and their energies converge.

If local-seed coefficients are uniformly bounded, these bounds hold conditionally on the root
seed, with constants independent of its value, using W0 = 1. Root maps commute with root-seed
multiplication. Consequently, if a root column c has conditional mth graph norm at most Cm, then

∥Wm1Jc∥ ≤ Cm

√
µ(J). (2.25)

The same statements hold for any further scalar boundary-input jets of a fixed exclusion calculation.
They also hold, including adjoint jets, for a finite list of external unscaled parameters, locally
uniformly in those parameters, when the matrix and signal hypotheses hold jointly for their mixed
jets.

Proof. We give both the finite-tree recursion and the analytic induction. This is necessary because
a global operator-norm error proportional to the number of vertices would not imply the assertion.

Boundary inputs. Unroll the fixed expression and index its normalized-sum occurrences by their
named roles, retaining repeated occurrences separately. These indices form the finite boundary-
channel list α = 1, . . . , b. Cut an edge immediately above a branch root. For an occurrence AIαJαfα,
replace the parent’s contribution to the normalized sum by a formal real coordinate yα, retaining
the receiving mask Iα. Write y = (y1, . . . , yb); these are substitution variables, not additional
random seeds. A sender supplies the coordinate mα(y) = 1Jα(s)fα(y), evaluated at that sender.
The receiving child uses mα(y)/

√
D on its role mask and ignores the coordinate when that role is

inactive. All outgoing messages that are requested by the parent are unchanged by the cut: their
formulas exclude the parent’s receiving type. The parameters of the gate are computed from the
finite list of zero-boundary child signals and these added inputs. At the branch root this gives a
target matrix V (y), equal to identity on nontargets, and the outgoing message list m(y). The same
list is used for each child with its receiving masks imposed there. Indeed, a component sent to a
child excludes that child’s type from its own computation, so it contains no contribution from that
child. The mask exclusions are needed for exactly this assertion.

We first derive the factorization in the physical coordinates, before conjugating by the preceding
circuit. Retain the target operations at distance at most d from the branch root, but compute
all their parameter formulas on the padded tree. Let G[d](y) be this truncated operation, and
temporarily write Vphys(y) and mphys(y) for the root matrix and outgoing messages just defined.
For d = 0 the operation is only Vphys(y). For d ≥ 1, partitioning the targets among the root and its
children gives

G[d](y) = Vphys(y)
∏

j child

G
[d−1]
j (D−1/2mphys(y)).
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The same formula list is evaluated in each child with its receiving masks imposed there. The
exclusion rule ensures that the input sent to a child does not feed back through that child’s receiving
type.

The zero-boundary child operation is the baseline to factor out. Put

B[d] =
∏
j

G
[d−1]
j (0), P =

⊗
j

Uj , U = Pu,

where U is the preceding subtree circuit and Uj its child circuits. For d = 0 take B[0] = 1. The
residual operation in a child, expressed in its preceding frame, is

K
[d−1]
j (a) = U∗jG

[d−1]
j (0)∗G

[d−1]
j (a)Uj .

At the current branch use the same definition,

K [d](y) = U∗G[d](0)∗G[d](y)U.

Thus K [d](0) = 1. This compares two operations on the same branch; it does not discard the
zero-input operation.

Conjugate the physical signals by P , writing V (y) = P ∗Vphys(y)P and m(y) = P ∗mphys(y)P .
Equivalently, conjugate each zero-boundary child signal by its Uj , while leaving the root spin in
its present frame. Define E[d](y) = P ∗(B[d])∗G[d](y)P . Factoring the baseline from the physical
identity gives the exact finite-degree recursion

E[d](y) = V (y)
∏

j child

K
[d−1]
j (D−1/2m(y)), (2.26)

K [d](y) = u∗E[d](0)∗E[d](y)u. (2.27)

For d = 0 the first line is E[0](y) = V (y). For d = 1 it multiplies the root matrix by the ratios of the
child target matrices. Notice that m(0) need not vanish: removing the parent input leaves the root’s
own signals. Hence E[d](0) is generally nontrivial, although every ratio K [d] equals one at zero.

The second line follows by canceling B[d](B[d])∗ between the two factors. At zero external input
the same factorization gives

G[d](0)U = B[d]PE[d](0)u.

The new child circuits are G
[d−1]
j (0)Uj , so the new root map is

unew = E[d](0)u. (2.28)

Only targets within the finite influence distance can respond to a cut input. Taking d above that
distance gives the actual root update; all more distant zero-input operations are already factored
into the child circuits.

The factors and their parameter arguments commute before the preceding circuit is applied:
targets are disjoint from controls, and each site supplies only its prescribed axis. More explicitly, let
Aj be the abelian von Neumann algebra generated by all seeds and prescribed control axes in child

branch j, excluding target spin axes. For every scalar a, each truncated gate G
[d]
j (a) commutes with

Aj , since it changes only target spins and has coefficients in that algebra. Consequently

K
[d]
j (a) ∈

(
U∗j AjUj

)′
.

20



Before the final root conjugation by u, every component of m(y) and every zero-boundary parameter
sum is affiliated with the abelian algebra generated by the root controls and the child algebras

U∗j AjUj . Thus K
[d]
j (a) commutes with every spectral projection of every such component, even

when that component uses signals from branch j itself. The unused components of a common
message list cause no exception. This proves the exact commutation required for substituting the
operator m(y) into the scalar family. All these algebras also commute with root-seed multiplication,
as do the preceding root maps, so the seed-dependent version of commuting substitution has its
additional commutation hypothesis. This also proves that any two descriptions giving the same
finite-tree operation, including its cut versions, have the same root map.

Zero-boundary signals. Assume by induction that the preceding maps u, u∗ have the asserted
smooth bounds and limits. Compute a signal in its physical control algebra from the bottom roles
up. At a sum, its zero-boundary child columns have already been computed; after conjugation by
the preceding child maps, they still commute, are still centered by odd symmetry, and have the
required smooth bounds. A signal at the new root is calculated pointwise in the resulting child sums
and the root’s chosen axis, and is then conjugated by the preceding u when its one-copy Heisenberg
version is needed.

Here is the induction that also controls exponentials. Local commuting seed/axis variables
plainly have joint exponentials with polynomial smooth bounds. Suppose this is true for the child
signal list. Lemma 2.7 gives (2.23), including the polynomial frequency bounds on joint exponentials,
and Lemma 2.6 gives polynomial convergence. Lemma 2.10 then computes each smooth pointwise
function and gives polynomial bounds for the joint exponentials of every new finite signal list.
Conjugating by u and u∗ preserves those bounds and convergence. This proves the signal assertions
in order of calculation depth, without any assumption on an unknown outgoing exponential.

Propagation of a gate across a cut. Proceed next in d in (2.26)–(2.27). For d = 0, V (y)
is a smooth two-by-two matrix function of the signal lists just treated; commuting substitution
gives all assertions. Suppose they hold for the child family K [d−1](a), including all input jets
and adjoints. It equals identity at a = 0. Treating the inputs as odd under the symmetry gives
PK [d−1](a)P = K [d−1](−a), where PΩ = Ω. Therefore each first derivative has vacuum mean zero.

For scalar a, apply Lemma 2.7 to the child product. With ∂αK
[d−1](0) = iTα, its limiting value

is

exp

i
∑
α

aαq(TαΩ) +
1

2

∑
α,λ

aαaλ
〈
Kαλ + 1

2{Tα, Tλ}
〉
0

 . (2.29)

The second term is scalar for scalar a. After substitution it can be an operator in the commuting
control algebra; it must therefore be retained. The product lemma supplies polynomial bounds
for every scalar a-jet. The components of m(y) are smooth functions of a finite list of commuting
normalized signals and a root control axis. The finite-tree commutations already established imply
the hypotheses of Lemma 2.10, which substitutes a = m(y). Use the spectral projections of the fixed
root axis if needed. Multiplication by V (y) completes the induction for E[d](y), and conjugation
in (2.27) completes it for K [d](y). The argument includes all boundary-input derivatives by the
ordinary chain rule.

This proves (2.28) with smooth bounds and limits. It adds one gate to the preceding sequence.
Ordinary cost and mixer updates may be inserted between these gates by Lemma 2.9; its proof
requires only smooth bounds on the preceding maps and preservation of symmetry. Local seed gates
are handled as in that lemma. Induction on the finite sequence proves the first assertion. The same
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proof with D + 1 top factors instead of D gives the same limit, since (D + 1)/D → 1. Smoothness
supplies the bounded occupation required for Proposition 2.2.

External parameters can be carried through this induction without being scaled. At the child-
product step use the unscaled-parameter assertion of Lemma 2.7; at the substitution step use the
mixed-jet version of Lemma 2.10. Each unitary strong limit is unitary, so adjoint convergence
follows from the identity in the proof of Lemma 2.7; its jet version follows by finite differences with
the adjoint jet bounds. For real commuting signals the adjoint is the same signal, and compositions
use the reversed products of the already convergent adjoint families. Thus adjoint convergence is
established at each induction step, rather than inferred from bounds alone.

Continuity inside a sequence. Repeat these two inductions with a further approximation index.
Compact convergence of a fixed number of matrix derivatives and uniform polynomial bounds are
precisely the hypotheses of commuting substitution. The normalized sum and product lemmas
allow the child maps themselves to vary with this index. Hence every new root map and its adjoint
converge on smooth vectors with uniform smooth bounds. A fixed finite surrounding sequence
is handled by induction and the product rule. The assertion does not make a bound uniform in
the length of that sequence. For a pointwise product formula on a single target and a common
commuting control algebra, the entire product is first regarded as one matrix-valued function; the
theorem then applies to its smooth matrix limit. This is how arbitrarily long local commutator or
sum formulas can be used without an estimate proportional to graph size. For measurable seed
limits, dominated convergence in the root seed and then the same child induction give the stated
extension. Norm continuity (2.7) proves energy convergence.

Conditional bounds and masks. Take W0 = 1. Every root map commutes with root-seed
multiplication, by inspection of the finite-tree gates and their factorizations. Disintegrate the
root Hilbert space over that seed. All preceding estimates remain valid in each fiber with the
same constants: coefficients are uniformly bounded there, and the normalized child columns are
averaged over independent child seeds. Moreover the weight commutes with root-seed multiplication.
Integrating the squared conditional estimate over J proves (2.25). With polynomial seed coefficients
use instead the seed-moment weight and integrate the polynomial majorants. This completes the
proof.

The gate theorem controls a whole unitary. In the helper contractions we also need its first
variation with respect to time: this is a Hamiltonian response to boundary inputs. The next
corollary derives that response from the same unitary limit, so that the scalar second-order term
and lower-level responses are retained.

Corollary 2.13 (Additive cut responses). Fix a preceding finite sequence as in Theorem 2.12.
Suppose a temporary Hamiltonian is diagonal in a common collection of site axes, with coefficients
given by an exclusion calculation. Require its local Hamiltonian matrices and every aggregate-input
derivative to have polynomial bounds as in Definition 2.11. In a cut branch let HD(a) denote the sum
of the Hamiltonian terms affected by scalar boundary input a, truncated beyond its finite influence
distance and conjugated by the preceding subtree circuit. Assume explicitly that

HD(−a) = PHD(a)P, PΩ = Ω, (2.30)

where P is the joint spin/seed symmetry. The first two boundary derivatives have smooth limits
Hα = limD ∂αHD(0) and Hαλ = limD ∂α∂λHD(0), and Hα is centered. These limits concern the
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response derivatives; no limit for the extensive HD(0) is required. The change in its D child branches
when zero boundary input is replaced by a/

√
D is

D∑
j=1

[
HD(a/

√
D)−HD(0)

](j)
.

Its smooth limit is ∑
α

aαq(HαΩ) +
1

2

∑
α,λ

aαaλ⟨Hαλ⟩0. (2.31)

The correction is realized as the self-adjoint generator of the limiting time group of the child cut ratios;
the display specifies its action on the smooth domain. We use the same realization after commuting
substitution and for the correction generators below. The same formula applies recursively to lower
cut responses and to their input jets. It is continuous with the smooth bounds of Theorem 2.12,
for a fixed finite list of channels. Commuting parameter operators may replace a under the same
exclusions.

In particular, if a sequence of such correction generators Rj satisfies ∥Rjξ∥ ≤ δj∥W rξ∥ with
δj → 0, then

∥(eitRj − 1)ξ∥ ≤ |t|δj∥W rξ∥. (2.32)

If their exponentials and adjoints also have uniform smooth bounds, these errors tend to zero in
every fixed lower graph norm and may be inserted in a fixed surrounding sequence.

Proof. Differentiating (2.30) at zero gives PHαP = −Hα, proving centering. To justify all
Hamiltonian-jet bounds without an estimate on an extensive Hamiltonian, introduce an unscaled
real time t and use the unitary cut ratio

KD(a; t) = exp
(
it[HD(a)−HD(0)]

)
.

All current Hamiltonian terms commute before conjugation, and simultaneous conjugation preserves
this property. In particular HD(a) and HD(0) commute. Thus the display is exactly the prior-frame
ratio of the zero- boundary gate and the gate with boundary input a. A local matrix eith(x) and all
its mixed t, x derivatives have polynomial bounds from the assumed bounds on h (use Duhamel’s
formula for matrix derivatives). The external-parameter version of Theorem 2.12, which also applies
to its truncated cut recursions, therefore gives uniform smooth bounds and convergence of KD(a; t)
with all time and boundary-input jets. In particular

HD(a)−HD(0) =
1

i
∂tKD(a; 0), ∂αaHD(a) =

1

i
∂αa ∂tKD(a; 0) (|α| ≥ 1).

These are the required bounds for the response jets; no bound for the possibly extensive HD(0) is
asserted or used.

For the child-product limit compute the first two boundary jets at zero:

Kα(t) = itHα, Kαλ(t) = itHαλ − t2

2
{Hα, Hλ}.

In Lemma 2.7 one has Tα = tHα; the two anticommutator terms cancel exactly. The product
of the D child ratios therefore tends, with all time jets, to the exponential of it times (2.31).
Differentiating at t = 0 establishes the asserted smooth Hamiltonian limit itself. The finite-degree
child products are unitary groups in t. Their strong limits at positive and negative times retain the
group law and inverses, while convergence of time jets gives strong continuity. Their self-adjoint
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generators consequently act on smooth vectors by (2.31); no separate choice of closure of the
displayed expression is used. The exclusions and Lemma 2.10 allow operator inputs and preserve the
group law and this generator identification. Repeating this argument at the finitely many affected
levels proves the recursive assertion.

For Rj with this self-adjoint realization, the spectral inequality |eitx − 1| ≤ |tx| proves (2.32).
Uniform smooth bounds and (2.14) then give higher-norm convergence; applying the same reasoning
to the adjoints and using finite composition proves the final statement.

Remark 2.14 (Scope of uniformity). The constants in the calculus are uniform in degree and in
the stated pointwise approximation limits, for a fixed finite calculation and fixed surrounding
sequence. They are not automatically uniform when the number of roles or channels tends to
infinity. In a refinement argument, such as the helper contraction below, that additional uniformity
must be proved from estimates on the combined columns or kernels. Once it is proved, the same
smooth-domain and continuity arguments apply. Scalar phases depending only on the root seed
commute with root observables and do not change insertion vectors or the child conjugations in the
cut recursion.

3 A near-optimal bounded classical formula

We now construct a bounded classical output whose rooted energy is arbitrarily close to P∗. The
construction has two parts. A scalar Parisi diffusion first gives a finite function of independent
Gaussians with an explicitly computable value. We realize those Gaussians as positions in the
recursive space of Section 2.3. Bounded approximation and type exclusions then put the formula in
the class required for quantum synthesis. These last two operations will also serve the independent
positive-temperature construction in Appendix A.

3.1 The scalar input

We use the following results from the complete companion Full support of the zero-temperature
Sherrington–Kirkpatrick order parameter [19]. We state the normalization and the finite formula
explicitly because the rooted realization below depends on their exact form.

Let U consist of the nonnegative, nondecreasing, right-continuous functions γ : [0, 1) → [0,∞)
with

∫ 1
0 γ(t) dt <∞. Define the Parisi value function by the controlled heat equation

Φt = −1
2(Φxx + γ(t)Φ2

x), Φ(1, x) = |x|,

in its integrable-coefficient control interpretation, and put

P(γ) = Φγ(0, 0)− 1
2

∫ 1

0
tγ(t) dt.

The ground-state formula and attainment of Auffinger and Chen [2, Theorem 1 and the proof of
Lemma 3] identify minγ∈U P(γ) with the constant P∗ in (1.2). Fix any such minimizer. Throughout
this section γ(t) is this scalar coefficient, not a vector of cost angles.

For clarity, the covariance of the unordered-pair Hamiltonian is Ehn,J(σ1)hn,J(σ2) = nR2
12/2−

1/2, where R12 = n−1
∑

i σ
1
i σ

2
i . Adding a centered Gaussian of variance 1/2, constant across

configurations, gives covariance nξ(R12) without changing the expected maximum. This is the
normalization of the cited formula.
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Write u = Φγ,x, a = Φγ,xx and let

dXt = γ(t)u(t,Xt) dt+ dBt, X0 = 0.

The companion proves full relative Stieltjes support on [0, 1), with the convention µγ([0, t]) = γ(t),
and gives

Eu(t,Xt)
2 = t, Ea(t,Xt)

2 = 1, P∗ =

∫ 1

0
Ea(t,Xt) dt. (3.1)

Here u is odd, a is even and nonnegative, and |u| ≤ 1. All their spatial derivatives are bounded on
every fixed strip ending before one. These are Theorem 1.1, Lemmas 2.1–2.2 and Corollary 7.1 of
[19]; their complete analytic proofs belong to that companion, not to the rooted-space argument
below. In particular, Cauchy–Schwarz gives

0 ≤ P∗ −
∫ T

0
Ea(t,Xt) dt ≤ 1− T, 0 < T < 1. (3.2)

No smooth density of µγ or bound uniform as T ↑ 1 is used here.
The use of the Parisi gradient and a normalized Euler martingale follows the classical constructions

of Montanari [18, Section 3.1] and El Alaoui, Montanari, and Sellke [8, Proposition 5.3]. The precise
shifted-coefficient identity needed here is the scalar companion input stated below.

For fixed 0 < T < 1 and an integer N ≥ 1, set ∆ = T/N and tj = j∆. On independent standard
normal variables Z1, . . . , ZN+1, define

Y0 = 0, Yj = Yj−1 +
√
∆Zj +∆γ(tj−1)u(tj−1, Yj−1), (3.3)

cj =
(
Ea(tj−1, Yj−1)2

)−1/2
, gj = cja(tj−1, Yj−1)Zj , 1 ≤ j ≤ N. (3.4)

For all sufficiently large N , each cj is finite and positive. With ΦG the standard normal distribution
function, put

HN = u(T, YN ) + 2ΦG(ZN+1)− 1, FN = sgn(HN ), (3.5)

Aj = E[FNgj ] (1 ≤ j ≤ N), Bi = E[FNZi] (1 ≤ i ≤ N + 1), A0 = 0. (3.6)

Conditional on Z1, . . . , ZN , the added variable 2ΦG(ZN+1)− 1 is uniform on (−1, 1). Since |u| ≤ 1,

E[FN | Z1, . . . , ZN ] = u(T, YN ).

Thus sign rounding preserves the terminal gradient as its conditional mean. The same uniformity
makes the value of the sign at zero immaterial. Proposition 7.2 of [19] states that

lim
N→∞

N∑
j=0

AjBj+1 =

∫ T

0
Ea(t,Xt) dt. (3.7)

The mesh limit in this assertion is taken at fixed T ; only afterwards is T allowed to approach one.
This finite scalar identity, rather than a finite-degree message-passing theorem, is the input to the
next construction.
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3.2 Exact realization in the rooted Gaussian space

Recall that a real centered child vector f defines a Gaussian position G(f) = q(f) at its parent, with
covariance E[G(f)G(g)] = ⟨f, g⟩. The parent seed is independent of these child-Fock coordinates.
These two facts allow the scalar variables above to be constructed successively at finite height.

Lemma 3.1 (A finite Gaussian formula and its rooted energy). Fix T,N and the scalar data in
(3.3)–(3.6), with all cj finite and positive. There is a real odd finite descendant formula FN of height
at most N + 1 in the classical rooted space whose Gaussian coordinates have exactly the stated joint
law and whose energy satisfies

E(FN ) =
N∑
j=0

AjBj+1. (3.8)

The formula is bounded by one, although its transmitted columns need not be bounded.

Proof. Let S be a standard Gaussian in the local root-seed factor and start with g0 = S. Recursively
set

Zj+1 = G(gj), 0 ≤ j ≤ N,

and use (3.3)–(3.4) to form Yj , gj as soon as Zj is available. The constants cj here are those defined
under the independent Gaussian law above. We will verify that the recursively constructed variables
have precisely that law.

At each step identify all earlier vectors by the compatible empty-descendant embeddings of
Section 2. These embeddings preserve the earlier Gaussian positions: lifting an embedded child
vector gives the embedded copy of its previous lift. Thus the recursion uses the same earlier variables
at the next height. Inductively gj has height at most j and Zj+1 has height at most j + 1. All
vectors can be compared in the same finite-height space whenever an inner product is taken.

We show inductively that g0, . . . , gj are real centered orthonormal vectors. The claim holds for
g0. If it holds through gj−1, the positions Z1, . . . , Zj are jointly centered Gaussian with identity
covariance, hence independent standard normals. For j ≥ 1, the coefficient cja(tj−1, Yj−1) is
measurable in Z1, . . . , Zj−1. Conditional mean zero of Zj proves that gj is centered and orthogonal
to all earlier gi with i ≥ 1. The normalization in (3.4) gives ∥gj∥ = 1. The receiving-root seed S
belongs to a different tensor factor from every child-Fock position, so it is independent of all these
positions. In particular ⟨g0, gj⟩ = 0. The child directions themselves may contain seeds at their own
roots; this does not change the independence at the receiving root. This closes the induction and
also proves that Z1, . . . , ZN+1 have the required joint law. The coefficients are bounded at the fixed
grid times, so every constructed column has moments of every finite order.

The map u(t, ·) is odd and a(t, ·) is even. Consequently each Yj and gj is odd under simultaneous
seed reversal. Since ΦG(−z) = 1− ΦG(z), the same is true of FN outside its null zero set. Hence
FN is centered.

It remains to compute its energy, not just its distribution. The vector FN is constant in the root-
seed factor and depends only on the finite orthonormal family of Gaussian modes G(g0), . . . ,G(gN ).
The adjoint root shift extracts precisely its constant-root-seed one-particle component. Since
q(g) = a∗(g) + a(g) has variance ∥g∥2, this component is

L∗FN =

N∑
j=0

E[FNZj+1] gj =
N∑
j=0

Bj+1gj .

There are no other first-chaos coefficients: FN is independent of Gaussian modes orthogonal to the
displayed family. Moreover FN is independent of the receiving-root seed, so ⟨FN , g0⟩ = 0 = A0.
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Inner products with the other gj are exactly the scalar coefficients Aj . All vectors are real, and
therefore

E(FN ) = Re⟨FN , LFN ⟩ = Re⟨L∗FN , FN ⟩ =
N∑
j=0

AjBj+1.

This proves the claimed identity, with the Gaussian variance and root-shift normalizations used
throughout the paper.

Combining (3.2), (3.7) and (3.8) produces a bounded near-optimal rooted vector by first
choosing T and then a finite N . We next make its output smooth. At these fixed parameters set
FN,k = tanh(kHN ). The null-set observation after (3.6) and dominated convergence give FN,k → FN

in L2. The root-shift continuity estimate is

|E(f)− E(g)| ≤ (∥f∥+ ∥g∥)∥f − g∥. (3.9)

Both outputs have norm at most one. Thus for every ε > 0 we may choose finite T,N, k so that

z = FN,k, |z| ≤ 1, E(z) ≥ P∗ − ε. (3.10)

For the already fixed T,N, k, every transmitted-column map and the final output map is jointly
odd and smooth, with all derivatives of polynomial growth in its finite list of odd inputs. Indeed the
Euler maps use finitely many fixed-time bounded spatial derivatives of u, a, followed in a column by
multiplication by one Gaussian coordinate. Local intermediate operations may be composed into
those maps. The final sign smoothing has bounded derivatives of every order at fixed k.

Two further operations are still necessary: bounding every transmitted column and imposing
type exclusions. We perform them directly in the limiting Hilbert space. No finite-degree edge-energy
convergence is asserted for the discontinuous raw FN .

3.3 Bounded trigonometric approximation

For use with either classical construction, let π(x) = max(−1,min(x, 1)). The next lemma applies
to any finite descendant formula in its stated class. In the present application π(z) = z by (3.10).

Lemma 3.2 (Bounded trigonometric approximation). Let m∗ = π(z), where z is a finite descendant
formula with Gaussian leaf seeds. Assume that every transmitted child column is odd, and that each
local map producing such a column or the output is a jointly odd smooth function of its local seed
and finite list of odd aggregate inputs, with polynomial-growth derivatives. Purely local intermediate
operations may be composed into these maps before the lemma is applied. For every η > 0, there is
an odd bounded angle formula θ such that

∥sin(2θ)−m∗∥ < η. (3.11)

Every sent column in the formula for θ can be chosen bounded and odd. Its pointwise maps can be
chosen to be finite real trigonometric sums in their finite lists of odd inputs, with odd joint parity for
odd outputs. Its local seed inputs can be chosen bounded and odd. All these functions have bounded
derivatives of every order in their continuous arguments.

Proof. Replace a Gaussian local seed s by a smooth bounded odd truncation sR satisfying |sR| ≤ |s|
and sR → s pointwise. It converges in every finite moment. At a fixed finite depth this changes the
original formula by an amount tending to zero in every required finite moment: use (2.10) at each
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aggregation, Gaussian moment bounds for its finite list of fields, and the polynomial bounds for the
derivatives of the pointwise maps.

Fix 0 < κ < 1. The desired final angle

θκ = 1
2 arcsin((1− κ)m∗)

is bounded and odd, and is a Lipschitz function of the clipped output. It satisfies sin(2θκ) = (1−κ)m∗.
We approximate this angle and all its subformulas beginning at the output and working toward
the leaves. For the finite-dimensional ideal input law at a pointwise operation, a continuous
polynomial-growth function has an arbitrarily accurate Lp approximation, for any fixed finite p,
by a bounded smooth function with bounded derivatives. This follows by a smooth cutoff outside
a large box and mollification; the uniform moments control the cutoff error. Symmetrizing by
F (x) 7→ (F (x)− F (−x))/2 preserves oddness and does not increase its error under the symmetric
input law.

Once an outer map has been replaced by a fixed bounded Lipschitz map, perturbations of its
inputs propagate continuously in L2. For its aggregate inputs this is exactly (2.10), jointly for the
finite list of child columns. We can therefore choose the approximations at the next lower level
sufficiently accurately to preserve the already chosen output accuracy. There are finitely many
operations, so induction supplies a formula in which every transmitted scalar function is bounded,
smooth, and odd. No uniform bound on Lipschitz constants over the sequence of approximation
choices is needed; each outer choice is fixed before its inputs are approximated.

Finally a bounded smooth cutoff supported strictly inside a box can be extended periodically to
a larger box. Fourier approximation of this smooth periodic function gives finite trigonometric sums
converging uniformly, with any prescribed finite number of derivatives, on that box. To control the
complement, first fix the box so that its probability is small and choose the Fourier approximation
uniformly on the entire period; both the cutoff and its approximant then have a common finite
sup norm. The same output-to-leaf continuity argument applies. Odd symmetrization leaves only
sine terms sin(λ · x) for an odd scalar output. This constructs the asserted trigonometric formula.
Choose its angle error smaller than η/4 and κ < η/2. Since x 7→ sin(2x) is 2-Lipschitz, the resulting
output satisfies (3.11).

3.4 The synthesis interface

A mask is an event in the local seed space invariant under seed sign reversal. Masks at different
vertices are evaluated on their respective seeds. We use a finite partition into masks and write pR
for the probability of a mask R. Probabilities used as denominators are positive. For disjoint masks
R,S, let

(ARSf)i = 1R(i)D
−1/2

∑
j∼i

1S(j)fj .

This notation first denotes a finite-tree operation. Its rooted limit is provided by Theorem 2.12.
The scalar formulas considered here have finite expression trees. Their leaves are bounded

measurable functions of the local seed. An internal operation is either a pointwise function of
finitely many already constructed quantities or an aggregation ARS . Pointwise functions are smooth
in their aggregate arguments, with polynomial bounds on every derivative, uniformly in the local
seed. Local seed dependence itself need not be smooth. All quantities sent across edges are odd
under simultaneous reversal of seeds and odd spin axes. In the classical formulas there are no spin
arguments, so this is simply joint seed parity. Sent nonlinear functions, and the output angles, are
bounded. The aggregate fields need not be bounded.
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Definition 3.3 (Exclusion formulas). An aggregation from S to R is excluded if the formula sent
from S uses no vertex in R anywhere below that aggregation. The formulas used in this section
satisfy this requirement at every aggregation and retain all ancestor exclusions: the masks along any
branch of an expression tree are distinct. Different occurrences of a formula with different exclusion
lists are regarded as different formulas. A gate target is excluded from all cross-edge dependencies
of its parameters.

The distinction between an expression tree and the underlying regular tree is useful. A formula
may reuse a mask in different expression branches. The exclusion rule forbids its reuse along a single
active branch. It therefore forbids an immediate return across a cut, without requiring independent
values for two formulas that happen to use the same descendant subtree.

3.5 Colors, exclusions, and helpers

A descendant formula omits the parent vertex in its finite-tree interpretation. We now impose the
stronger type exclusions needed for synthesis. We estimate their cost in the limiting classical space,
where (2.10) makes the cost of deleting small-probability types explicit.

Let sraw denote the single standard Gaussian available as the local control seed. Its sign is
an independent fair sign, and the distribution function of its absolute value is uniform on (0, 1).
Splitting the binary digits of that uniform variable into disjoint subsequences produces independent
uniform variables, apart from a null set of dyadic ambiguities. Use one for a finite color variable C,
and another, together with the original sign, to generate a fresh standard Gaussian S. This defines
a measurable map

sraw 7−→
(
C(sraw), S(sraw)

)
,

C(−sraw) = C(sraw), S(−sraw) = −S(sraw),
(3.12)

whose image has the product law of the chosen color and a standard Gaussian. Every colored
formula below is evaluated at this pair at each vertex: its Gaussian input is S(sraw). The necessary
color masks are bounded measurable even functions of the original local seed. Smoothness below
refers to the continuous message arguments conditional on a color; no smoothness of a mask as a
function of the original seed is asserted or required.

One may first adjoin an independent color to the color-free seed space and then pull back by
(3.12). The local pullback f(C, S) 7→ f(C(sraw), S(sraw)) preserves the product law, inner products,
and the constant seed vector. Tensoring it at the root and applying the symmetric Fock functor
to its centered child restriction extends it to every recursive height. These isometries respect the
empty-descendant embeddings, preserve parity, and intertwine L, which inserts a constant seed at
the new root. Thus both adjoining colors and pulling the entire formula back to the raw seeds
preserve its rooted energy. Partition the colors into nonhelper types 1, . . . ,M and helper types.
Write

max
1≤c≤M

Pr(C = c) ≤ α, Pr(C is a helper) = pH .

Every helper type may have a prescribed positive probability, subject to the total being sufficiently
small. The number of helper types needed later is finite, at most one per nested propagation depth.

Lemma 3.4 (Type exclusion at small cost). Fix a descendant formula in which every transmitted
column and the output are given by jointly odd bounded smooth functions of the local odd seed and
the odd aggregate inputs, with bounded first derivatives. Let its propagation depth be h. It has a
finite realization by colored formulas such that every aggregation excludes the current color, all colors
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of the path ancestors, and all helper colors. If f is its original output and f col its colored output, set
to zero on helper roots, then

∥f col − f∥2 ≤ C(α+ pH), (3.13)

where C depends only on the fixed color-free formula, not on the number or individual probabilities of
its nonhelper colors. Conditional bounds for the unchanged nonlinear pointwise functions and their
derivatives in the original grouped aggregate coordinates are uniform over these colors. No bound
independent of M is asserted for the Euclidean derivative norm after flattening all source-color fields
into separate coordinates.

Proof. Unroll the fixed expression into a finite expression tree. For each occurrence, each possible
current nonhelper color c, and each possible set A of ancestor colors, make a copy of the lower
formula. Its aggregates retain only children whose colors avoid A∪{c} and all helpers. At a retained
child of color d, the recursive copy uses ancestor set A ∪ {c} and current color d. Thus its own
aggregates exclude A∪ {c, d}. All sets encountered have size at most h+ 1. There are finitely many
copies because the original depth and the color partition are finite. The aggregation at color c is
the sum of its source-color aggregations. Linearity of G identifies this finite sum with the lift of the
corresponding masked child column.

These copies also define an orientation-free all-neighbor rule. When a recursive call crosses from
a vertex i of color c to a vertex j of color d, the ancestor list at j contains c. Every aggregate at j
therefore gives the neighbor i a zero mask. Its sum over all neighbors equals its sum over neighbors
other than i, with the same normalization D−1/2. Induction over the expression depth identifies
the all-neighbor calculation with the descendant calculation on each active branch. The outer root
has no parent and uses all its neighbors. In particular the finite rule uses the aggregations ARS of
the synthesis interface without requiring a parent orientation. A full root has D + 1 neighbors; its
limiting formula agrees with the D-child convention by the full-root assertion of Theorem 2.12.

Here is a uniform error estimate. Give the original formula the extra independent colors but
ignore them in its computation. At one aggregate, let g be its ideal bounded child column, with
|g| ≤ K, and let gA,d be the recursively modified column on a retained color d. Couple the two
fields using (2.10). The modified aggregate has child column

g̃ =
∑

d/∈A∪{c}, d nonhelper

1{C=d}g
A∪{c},d.

The color masks are orthogonal, and g is independent of the colors at its root. Hence

∥g̃ − g∥2 ≤ K2
(
pH + (|A|+ 1)α

)
+ max

d/∈A∪{c}
E
[
|gA∪{c},d − g|2 | C = d

]
.

Every masked column is centered: color masks are even and the conditional formula is odd in the
Gaussian seeds. Thus the Gaussian-isometry identity applies without a mean correction. For a list
of k aggregates the squared Euclidean input error is the sum of their squared errors. A pointwise
map with Lipschitz constant K ′ multiplies that sum by at most (K ′)2. Inducting over the finite
expression depth, with the unchanged bounded local seed as the base case, proves a conditional
squared error bounded by C(α + pH) uniformly over current and ancestor colors. Setting the
helper-root output to zero adds at most ∥f∥2∞pH .

This estimate has the fan-in of the original formula, not the number of color copies: disjoint
child masks were combined by squared norms before applying a Lipschitz bound. Each nonlinear
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pointwise map still receives the original finite list of grouped fields: if it originally had k field
arguments, its colored version is F (S, Y col

1 , . . . , Y col
k ), where

Y col
r =

∑
d

G(1{C=d}gr,d) = G

(∑
d

1{C=d}gr,d

)
.

The conditional derivative bounds in these k arguments are unchanged. The finite sums defining
grouped fields are additional linear operations and can be unbounded; boundedness is required
of the transmitted columns and final angles, not of Gaussian fields. For a trigonometric formula,
substitute each grouped linear sum into the next pointwise map. A trigonometric term in linear
combinations of the source fields is still a trigonometric term, so this substitution preserves the finite
trigonometric form without retaining separate linear pointwise maps. For the synthesis interface, a
rotation by a grouped field is exactly the product of the source-field rotations on the same axis,
since these classical fields commute. If a compilation instead regards all the source fields as separate
coordinates, its derivative constants may depend on the fixed number M . This is harmless: M and
all these finite lists are fixed before any helper refinement or quantum approximation is taken. Only
the classical error constant in (3.13) and the bounds in the original grouped coordinates are asserted
to be independent of M .

Proposition 3.5 (Classical near-optimality in synthesis form). For every ε > 0 and every ηH > 0,
there are a finite color partition with helper probability 0 < pH < ηH , a finite number of helper types,
and finite bounded odd angle formulas θc on the nonhelper colors such that the following hold. Each
transmitted column is bounded and odd, every pointwise map may be chosen as a finite trigonometric
sum in its odd inputs, and every aggregation excludes its current color, all path-ancestor colors, and
all helpers. Conditional on the finite labels, all continuous derivatives of the pointwise maps are
bounded. The output

mcol =

M∑
c=1

1{C=c} sin(2θc) (3.14)

is centered, satisfies |mcol| ≤ 1, vanishes on helper roots, and obeys

E(mcol) ≥ P∗ − ε. (3.15)

After the uncolored finite formula has been fixed, the total helper probability may be taken arbitrarily
small, with all individual helper probabilities positive. All depths, coefficients, label laws, and
functions in the conclusion are fixed independently of degree, system size, and disorder.

Proof. Use (3.10) with error ε/3 and write m∗ = z. Apply Lemma 3.2 to obtain an angle θ whose
output m = sin(2θ) has ∥m −m∗∥ < ε/12. Both outputs are bounded by one, so (3.9) loses less
than ε/6. Fix this entire bounded trigonometric formula, including its finite depth and Lipschitz
constants.

Reserve a distinct helper type for each propagation depth. Choose their positive probabilities
with total pH < ηH sufficiently small, and partition the remaining probability into finitely many
colors of maximum probability α sufficiently small. Apply Lemma 3.4 to the angle calculation and
use the 2-Lipschitz property of sine. Taking α, pH smaller if necessary gives ∥mcol −m∥ < ε/6.
Another application of (3.9) loses less than ε/3. The total loss is less than ε. Oddness gives centering,
and the remaining claims follow directly from the construction. Every choice has been made for a
fixed finite calculation in the limiting rooted space; no uniform rate in the number of colors, circuit
depth, or helper probabilities has been used.
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4 Compiling classical formulas with seeded controls

The preceding section supplies a bounded classical formula whose rooted energy is close to the SK
optimum. We now implement any formula in that class by quantum controls with independent
Gaussian longitudinal seeds. A seeded circuit is a finite word in the cost, the uniform mixer, and
the gates

exp

(
−it

∑
i

siZi

)
, t ∈ R,

where the same independent standard Gaussian family (si) is used throughout the word and averaged
in its value. Here si = sraw,i is the raw seed of (3.12): every colored target formula is evaluated
at C(si), S(si). Both the color and the scalar Gaussian input are therefore functions of the seed
driving this single longitudinal control. All angles are deterministic. Section 5 will remove this extra
control after the present construction has selected one finite word.

We use the masks, aggregations ARS , and seed-only exclusion formulas of Definition 3.3. In
particular, every transmitted nonlinear function and every output angle is bounded, although
aggregate fields need not be bounded. A mask may recur in different branches of an expression tree,
but not along a single active branch. We retain this distinction throughout the proof: formulas that
share descendants are not assumed independent.

All approximations in this section take place in the infinite-degree rooted representation, inside
a fixed surrounding circuit. We first construct elementary masked controls, then use unused helper
spins to implement one aggregation, and finally compile a finite expression tree from its outermost
operations inward. The helper contraction is the main step. Its proof controls both the visible
aggregation and the changes it induces inside every lower formula.

4.1 The synthesis statement

Fix a finite collection of such formulas θR, odd and seed-only, one for each output mask R. Their
ideal operation is

Ucl =
∏
i

exp(iθiYi), mi = sin(2θi). (4.1)

The product is locally defined: an output at a vertex uses only a fixed-radius neighborhood. The
factors commute because the angles are seed-only. Reserve disjoint helper masks, absent from all
these formulas, and set the output angle to zero on them. One helper mask per aggregation depth
is sufficient. Let H denote their union and let pH be its probability.

Theorem 4.1 (Classical synthesis). For every finite collection of bounded smooth odd seed-only
exclusion formulas of Definition 3.3, with disjoint positive-probability helper masks, one for each
positive aggregation depth, absent from all their dependencies and with output angle zero on their
union H, and every η > 0, there is a finite seeded circuit whose insertion vector v satisfies

∥1Hc(v − vcl)∥ < η, (4.2)

where vcl is the insertion vector of (4.1). In particular its value obeys

|E(v)− E(m)| ≤ 2η + 2
√
pH . (4.3)

The circuit and all its angles are chosen independently of the degree, system size, and disorder.
Helper probabilities can be arbitrarily small but are fixed and positive when the construction is
performed.
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The proof will establish convergence in a fixed surrounding circuit, not only convergence on a
freshly initialized input. This is needed because a formula is called repeatedly inside commutator
products.

We use the smooth spaces of Section 2. At the root let

W = 1 + dΓ(Λ), ∥T∥a←b = ∥W aTW−b∥, ∥d∥a = ∥Λad∥.

The bounded-seed version of the weights is used until the last compilation step. Thus the weights
do not differentiate or multiply the root seed. In particular they commute with root masks on the
odd subspace. A family of operators is uniformly smooth if for each a there are b, C, independent
of the member of the family, with ∥T∥a←b ≤ C; the same convention applies to adjoints and to
parameter derivatives. For a parameter y, a polynomial factor in 1 + |y| is allowed. A statement
T = Osm(ε) means that these bounds hold with Cε for every fixed output power and every fixed jet.
Conditional versions mean the essential supremum in the root seed. The constants may depend on
the fixed formulas, time intervals, and positive helper probabilities.

The conditional bounds in Theorem 2.12 imply the following useful rule. If TΩ has bounded
conditional smooth norms and R is a root mask, then

∥W a1RTΩ∥ ≤ Ca
√
pR. (4.4)

For odd columns, the removal of the vacuum in the definition of Λ does not change this estimate or
the orthogonality of columns supported on disjoint root masks.

4.2 Elementary masked controls and matrix products

We first identify the elementary gates from which the helper operation will be built. These gates
need only the original Gaussian longitudinal control, parity-preserving local rotations, and the cost.

We first treat the following gates as exact:

1. local X rotations with bounded even seed coefficients, and local Y or Z rotations with bounded
odd seed coefficients;

2. interactions between two disjoint masks in any pair of odd axes in the Y Z plane.

We justify at the end of this subsection that they lie in the closure of finite seeded circuits. Working
with exact elementary masked gates in the interim keeps unused helpers exactly pinned.

We will repeatedly use pointwise matrix sums and commutators. Here is the topology of that use.
If F (x), G(x) are Hermitian two-by-two matrices with smooth polynomially bounded derivatives, the
usual product and group-commutator formulas converge on compact sets with every fixed number
of derivatives. Their derivative bounds are polynomial in x, uniformly in the subdivision. To verify
the last, write the group-commutator loop as

Vh(x) = eihF (x)eihG(x)e−ihF (x)e−ihG(x).

Twice integrating its mixed derivative in the two loop times shows

∥∂αx (Vh − 1)∥ ≤ Cαh
2(1 + |x|)rα , |h| ≤ 1.

For a differentiated product of N such loops, each differentiated factor contributes O(h2); at a fixed
derivative order the sum is a fixed polynomial in Nh2. Undifferentiated factors are unitary. Thus
h = N−1/2 gives the claimed uniform bounds. The Taylor error of a loop is O(h3), with all fixed jets
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on a compact set, so telescoping N factors proves convergence there. The sum formula is identical
with Nh in place of Nh2. Theorem 2.12 therefore permits these limits inside any fixed surrounding
circuit.

When such a matrix formula is used simultaneously at many vertices, the coefficient algebra
must be common and commuting, and exclude the pivot mask. Under that condition the entire
finite-tree gate is a product of exactly those two-by-two formulas. Its reinterpretation at a new
pivot is permitted only after an exact finite-tree identity has been established. These identities are
also valid on every cut tree, so the rooted maps agree.

To obtain the local elementary controls from the raw seeded controls, write s = sraw and
conjugate X by eitsZ . Every local coefficient in the colored formulas, including every mask, is a
measurable function of this same s by (3.12). Taking sums and differences gives cos(2ts)X and
sin(2ts)Y ; a constant X rotation changes Y to Z. Finite even and odd trigonometric sums are
thus available, together with their exponentials. Bounded measurable even or odd seed functions
are limits in Gaussian measure of uniformly bounded continuous functions with the same parity.
After taking a subsequence, convergence is almost everywhere. A box cutoff, periodic extension,
and Fejer approximation give trigonometric approximants with the same uniform bound and parity.
Local seed derivatives are not part of the smooth topology, so bounded dominated convergence and
Theorem 2.12 apply in a fixed surrounding circuit. If intermediate expressions use the raw linear
seed, its polynomial moments are controlled by the seed-weighted version of that theorem.

We isolate interactions by sign averaging, a standard refocusing device for Ising couplings; see
Jones and Knill [14, Section II]. Refine the masks to a finite partition R1, . . . , RM . For a sign vector
ϵ ∈ {−1, 1}M , masked X flips conjugate the ordinary cost to

Cϵ = D−1/2
∑
{i,j}

ϵR(i)ϵR(j)ZiZj .

For distinct a, b, sign orthogonality gives the finite-tree identity

CRaRb
= 2−M

∑
ϵ

ϵaϵbCϵ.

All the terms on the right commute, so their exponential implements the desired subcost exactly
when the masked flips are treated as exact. Separate masked X rotations put its two endpoints
in any specified axes in the Y Z plane. This proves the claimed elementary compilation without
introducing interactions within a mask.

4.3 A contraction through unused spins

The elementary local rotations constructed so far depend only on the seed at the rotated vertex.
The next construction extends them to a neighbor sum of a fixed lower formula. It uses a disjoint
set of spins kept in their X = 1 state, and its error tends to zero when the sender mask is divided
into sufficiently small parts.

Let I, J,K be disjoint masks, with K an unused helper of probability pK > 0. Let fj , on J , be
a bounded odd seed-only exclusion formula whose cross-edge dependencies avoid I, J,K. Other
reserved helpers are avoided as well. Temporarily allow exact rotations by f on J , including their
restrictions to further local seed masks. These ideal calls will remain in the finite approximants
constructed here. At the end of the section we will remove them by compiling the full formula from
its outermost operations inward. We shall obtain

HI,J,f =
∑
i∈I

Pi(AIJf)i, P ∈ {Y,Z}. (4.5)
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Partition J into finitely many even seed masks Jl, with probabilities pl. The formula f is kept
fixed when this partition is refined. The commutators below sum paths of the form

i ∈ I − j ∈ Jl − k ∈ K − j′ ∈ Jl
↓
fj′

j′ ̸= j : simple path, j′ = j : i− j − k − j (backtrack).

(4.6)

The downward arrow denotes the lower calculation of f , whose cross-edge dependencies avoid all
three displayed masks. In the backtrack, f is attached at j′ = j; the two sender spin factors cancel
and the pinned helper supplies its polarization. The simple paths contribute an error that disappears
from nonhelper insertions as the partition is refined. We must check their effects at every root cut,
including cuts inside the lower formula f .

Write Aij = D−1/21i∼j and bj =
∑

i∈I AjiPi. Pointwise commutators on Jl give

Hl =
∑

i∈I,j∈Jl,k∈K
AijAjkPiXjZk, (4.7)

Gl =
∑

j∈Jl,k∈K
AjkXjfjYk. (4.8)

For example, (2i)−1[
∑
AijPiYj ,

∑
AjkZjZk] = Hl, and (2i)−1[

∑
fjYj ,

∑
AjkZjYk] = Gl. These are

exact identities: the only noncommuting factors meet on Jl, and the seed-only coefficients commute
with every spin.

At the next pivot, K, the two coefficients are

Bk,l =
∑
j∈Jl

AkjXjbj , Fk,l =
∑
j∈Jl

AkjXjfj .

They commute with each other and with all spins on K. Their calculation paths avoid K, as
required by the gate calculus. Consequently −(2i)−1[Hl, Gl] =

∑
k∈K XkBk,lFk,l. Summing and

rescaling gives

H̃P =
1

pK

∑
l

∑
i∈I, j,j′∈Jl, k∈K

PiAijXjAjkXkAkj′Xj′fj′ . (4.9)

All its summands commute. At every fixed partition P , its exponential is therefore in the closure of
finite products of elementary masked gates and calls to f . This statement holds on the full spin
space and in every fixed surrounding circuit; it has not yet used helper pinning.

We now specify the space on which pinning is used. On a finite light cone with vertex set V ,
define the orthogonal projection

ΠK,V =
∏
v∈V

[
1− 1K(sv)

1−Xv

2

]
. (4.10)

Its range fixes every helper-labeled spin in |+⟩, at the root and throughout its descendants, while
retaining all seed coordinates. For the degree limit, let

kK = Ran

(
1− 1K(s)

1−X

2

)
,

HK,0 = kK , HK,h+1 = kK ⊗ Γs(H◦K,h),
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where the centered subspace is taken relative to the same vacuum Ωh as before. These spaces are
subspaces of Hh. The occupation and empty-descendant embeddings restrict to them, as do the
bounded-seed weights, so their smooth norms are inherited from the original recursion. We call this
the compressed space. Helper-labeled descendant spaces remain present; only their helper spins are
pinned, and the seed law is unchanged.

The ideal propagations, the exact generators (4.9), and surrounding gates avoiding K preserve
this range. The observable 1Kc(so)Zo at the root o also preserves it. Thus nonhelper insertions
may be computed in the compressed space. This restriction is different from multiplication of an
insertion vector by 1Kc , which selects only the root label and imposes no condition on descendant
spins. The individual commutator factors need not preserve pinning; their finite products will be
chosen after the exact contraction.

Proposition 4.2 (Simultaneous helper contraction). Consider a fixed finite sequence in the parity-
preserving, root-seed-commuting gate-calculus class, containing finitely many propagations (4.5),
possibly with different I, J, f, P , and otherwise fixed gates. All its gates and classical parameters
avoid a common helper K. Start with its spins pinned at X = 1. Replace every indicated propagation
by (4.9), and refine their sender partitions so that their largest part probability tends to zero. Then
all insertion vectors off K converge to those of the original sequence. The root maps and their
adjoints have uniform conditional smooth bounds on the compressed space, and converge strongly
there up to scalar phases depending only on the root label. The same estimates hold on cut subtrees.
Responses through the fixed lower formulas for f have the uniform jet estimates proved below; no
convergence of arbitrary boundary jets in the growing list of partition-dependent top channels is
asserted.

The contraction must control every root cut, including cuts inside f , uniformly as the sender
partition is refined. The next two estimates provide the analytic bounds for its proof. Most cuts use
a fixed number of fields. At a K-root, however, each part Jl supplies a pair of incoming fields, and
the proof will subtract their same-neighbor covariance. The second estimate controls this growing
sum by the orthogonality of the masks.

4.4 Estimates and proof of the contraction

Lemma 4.3 (A fixed number of commuting fields). Let Qj = q(dj), 1 ≤ j ≤ k, commute, where k
is fixed and ∥dj∥a ≤ Ca for every a. Let Fs : Rk → R have polynomial bounds on every derivative,
uniformly in the local seed s. For bounded t, the operators exp(itFs(Q)), their adjoints, and their
time derivatives are uniformly smooth. Auxiliary parameter jets obey the same conclusion when
the weighted column jets and the joint derivatives of F have the corresponding uniform polynomial
bounds. The constants require no lower bound on the Gram matrix of the dj’s. The same assertion
holds with a fixed root control axis, by conditioning on its two eigenvalues.

Proof. The Weyl estimates in Lemma 2.5, applied to
∑

j ξjdj , give, for every a,

∥W aeiξ·Qζ∥ ≤ Ca(1 + |ξ|)ra∥W baζ∥.

Only upper bounds for weighted column norms enter this inequality. For an integer N , put
gs,t(x) = eitFs(x)(1 + |x|2)−N . Fix the desired output power. First choose enough derivatives that
integration by parts gives an integrable Fourier bound with weight (1 + |ξ|)ra , and then choose
N large enough that those derivatives are integrable, uniformly in s, t. The polynomial derivative
assumptions permit this order of choices. Functional calculus gives, on smooth vectors,

eitFs(Q) =

∫
Rk

ĝs,t(ξ)e
iξ·Q dξ (1 + |Q|2)N ,
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with the chosen Fourier normalization absorbed in ĝ. The polynomial on the right has a fixed
smooth power bound by the creation and annihilation estimates. Fourier integration therefore
proves the assertion. Differentiating in any additional parameters also differentiates the fields and
the polynomial factor. If v(y) =

∑
j ξjdj(y), the central commutator relation gives

∂ye
iq(v(y)) = eiq(v(y)) (iq(∂yv) + i Im⟨v, ∂yv⟩) . (4.11)

Repeated derivatives are the same Weyl operator times finite ordered products of derivative fields
and scalar Gram pairings. Each field insertion has a smooth bound polynomial in |ξ|, and every
scalar pairing is quadratic in ξ, by the weighted column-jet hypotheses. The Leibniz rule gives the
same finite-power bounds for derivatives of (1 + |Q|2)N ; its differentiated fields need not commute
with the original list. Increasing the Fourier decay and input weight powers just chosen proves the
jet assertions. No change of field coordinates, and hence no inverse Gram matrix, occurs.

Lemma 4.4 (Quadratics with many orthogonal columns). Let Rl be finitely many pairwise disjoint
root masks, with pl = Pr(Rl). Suppose dl, el are supported on Rl and are real-commuting, meaning
that all fields q(dl), q(el) commute pairwise. Suppose also that for every a

∥dl∥a + ∥el∥a ≤ Ca
√
pl.

Set

Q =
∑
l

(q(dl)q(el)− ⟨dl, el⟩) , ρ =

(∑
l

p2l

)1/2

.

Then Q = Osm(ρ). Its exponentials and adjoints are uniformly smooth for bounded times, indepen-
dently of the number of columns. They converge to the identity strongly on smooth vectors as ρ→ 0,
and in every fixed lower smooth norm on families with all higher smooth norms bounded.

Proof. Normal ordering gives a pair-creation kernel, its adjoint, and a one-particle kernel:

Q = a∗(
∑

l dl ⊗ el) + a(
∑

l el ⊗ dl) + dΓ(
∑

l |dl⟩⟨el|+ |el⟩⟨dl|) ,

where the first kernel is understood symmetrically. Orthogonality of different masks gives∥∥∥∥∥∑
l

Λadl ⊗ Λbel

∥∥∥∥∥
HS

+

∥∥∥∥∥∑
l

|Λadl⟩⟨Λbel|

∥∥∥∥∥
HS

≤ Ca,bρ.

The same inequalities hold with d, e interchanged. Pair creation by a Hilbert–Schmidt kernel has
norm at most

√
(n+ 1)(n+ 2) times its kernel norm on the n-particle sector; the corresponding

estimates for annihilation and a one-particle kernel are bounded by a constant times n+1. Commuting
powers of W through these operators inserts powers of Λ on their kernel indices. This proves the
asserted smooth smallness.

For completeness, this smallness of the generator alone is not used to assert an exponential
power bound. Every iterated commutator adjW (Q) is another quadratic with uniformly bounded
Hilbert–Schmidt kernels of the displayed form. Consequently

∥adjW (Q)ζ∥ ≤ Cj∥Wζ∥.

Writing [W a, Q] with these commutators on the left yields ∥[W a, Q]ζ∥ ≤ Ca∥W aζ∥ for positive
integer a. On smooth vectors, differentiation of ∥W aeitQζ∥2 and Gronwall’s inequality now give a
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bound independent of the column count. At a fixed finite column count these differentiations are
justified by Lemma 4.3; its constants are not used in Gronwall’s bound. Equivalently one may first
truncate the weights and pass to the limit using these same inequalities.

Finally, spectral calculus gives

∥(eitQ − 1)ζ∥ ≤ |t|∥Qζ∥ ≤ C|t|ρ∥W bζ∥.

The uniform higher-power bounds and interpolation prove the last assertion. The same conclusions
hold for U∗QU when U is unitary and both U and U∗ have uniform smooth bounds. They are
uniform for families of unitaries with common such bounds: indeed, eitU

∗QU = U∗eitQU , and the
smooth power losses compose.

Proof of Proposition 4.2. We prove a single replacement with arbitrary preceding root maps from
the gate calculus: they preserve the joint parity, commute with root seed multiplication, and have
uniform conditional smooth bounds. These hypotheses are preserved by all the gates used here. For
the sender partition put

ρ =

(∑
l

p2l

)1/2

, ε = max
l

√
pl.

We will estimate the Hamiltonian correction at each root cut, prove uniform smooth bounds for its
exponential, and then iterate the replacement. At helper roots a scalar phase remains; we will check
that it cancels from the child signals before the next replacement. The partition changes only the
terminal coefficients of the lower calculation: the formula f and its finite channel list stay fixed.

On the range of (4.10), and hence in its recursive occupation realization, we may set Xk = 1
at every k ∈ K. The preservation facts just established apply to the exact replacement and all its
surrounding gates.

The relative root operation. Fix the partition and introduce an unscaled real time t, keeping
the preceding circuit fixed as t varies. Write HD for the desired Hamiltonian and H̃D for the
complete contraction Hamiltonian. On a padded rooted tree T , retain target terms through a depth
d larger than the influence distance. On each child component Ta, use the same formula with zero
parent input and target depth d− 1. All parameter formulas are computed on the padded tree. For
either Hamiltonian FD, put

LF,D = FD(T )−
∑
a

FD(Ta).

All terms in the two Hamiltonians and their branch baselines commute: they are diagonal in the
same physical site axes. Factor the preceding circuit as UD = UDuD, where UD =

⊗
a Ua,D. The

new child circuits are eitFD(Ta)Ua,D. Factoring their product from eitFD(T )UD, as in (2.28), gives
exactly

uF,D(t) = U∗DeitLF,DUDuD.

Consequently the relative root maps satisfy

TP,D(t) := uH,D(t)
∗u

H̃,D
(t) = U∗De

it(L
H̃,D
−LH,D)UD. (4.12)

This is a unitary group in t, whose exponent is a root cut difference. The zero-input branch
Hamiltonians have been subtracted; no limit of the extensive Hamiltonian difference is being
asserted. The identity holds on the compressed space as well.

At this fixed partition, Theorem 2.12 applies to both complete operations with t as an external
parameter. The complete contraction is the gate at the K pivot, with coefficient p−1K

∑
lBk,lFk,l.
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Their local matrices have polynomial bounds for all mixed time and input derivatives, locally
uniformly in t. The root maps, their adjoints, and their time derivatives therefore have smooth
degree limits. Passing to the limit in (4.12) gives a unitary group TP(t): its group law and inverses
follow from the finite-degree identities, and time-derivative convergence gives strong continuity. Its
self-adjoint generator AP is defined by this group. Differentiation at zero shows that every smooth
vector is in its domain and that, under the occupation identifications,

APζ = lim
D→∞

U∗D(LH̃,D
− LH,D)UDζ. (4.13)

We now compute this derivative by separating diagonal paths, simple paths, and lower-formula
responses. This is an algebraic decomposition of the finite-degree cut difference, not an application
of the gate calculus to each separated Hamiltonian. All contributions to (4.13) use the preceding
full frame. Thus top-path expressions first computed in the child frame receive one final conjugation
by u; the lower-response formulas already display it. The smooth bounds are preserved by this
conjugation. The diagonal average and its helper-root scalar are included before any phase is
removed.

The diagonal paths. The terms j = j′ in (4.9) equal∑
i∈I,j∈J

AijPifj
#{k ∼ j : k ∈ K}

DpK
. (4.14)

Away from the incidence lost at a K-root cut, the last factor tends to one, with all smooth bounds
required in the gate calculus: it is a normalized average of bounded local seed masks. This remains
true after conjugation by preceding maps with uniform smooth bounds. One can see the rate on
the symmetric embedding by decomposing that average into its vacuum scalar, vacuum row and
column, and occupied block. The centered row and column are O(D−1/2), and the occupied block
is O(D−1) with a loss of one number power.

If the removed root lies in K, the lost incidence contributes (DpK)−1
∑

j∼o 1J(j)bjfj . The
average has a scalar vacuum limit. Thus it contributes only a phase conditional on the root’s
membership in K. Below we also recover this scalar as the same-neighbor contraction of the full
K-root expression. No estimate discards an uncentered normalized sum.

The nonbacktracking paths at top masks. Remove the terms j = j′. A remaining path
i, j, k, j′ is simple on a tree. At a terminal j′ ∈ Jl, looking away from its parent, its extra coefficient
is

Rj′,l =
1

pK

∑
k∼j′, k∈K

Aj′k

∑
j∼k, j∈Jl, j ̸=j′

AkjXjbj . (4.15)

Here all inner fields are computed in descendant trees. Let dl be the child vacuum column of 1JlXb,
in its preceding Heisenberg frame. It is centered, since it is odd, and (4.4) gives ∥dl∥a ≤ Ca

√
pl.

The first normalized lift is q(dl). Masking its next root on K, conjugating by the preceding map,
and lifting again gives

Rj′,l = Osm(
√
pl) conditionally at j′ ∈ Jl. (4.16)

The constants include p−1K , which is fixed. The reversed coefficient, with f in place of b, has the
same bound. This reasoning uses centered lifts at both steps; the parity of the transmitted fields
supplies their centering.

At a root in I, the final incoming column is the combination over Jl of the small coefficients just
estimated. Its squared weighted norm is bounded by C

∑
l p

2
l , since conditioning on Jl contributes

39



one factor pl and (4.16) contributes another. The extra root Hamiltonian is its normalized lift times
the root axis P , and is Osm(ρ).

At a root in Jl, the two possible occurrences of that root, as j or j′, give a bounded smooth
factor f or the field b times one of the small coefficients in (4.16). The two factors use distinct
first-step masks. Thus there is no further same-neighbor term to subtract. The root correction is
Osm(

√
pl), uniformly conditionally on the root seed in this part. It is a smooth function of a fixed

number of commuting fields with uniformly bounded weighted columns.
At a root in K, let dl, el be the incoming child columns of 1JlXb and 1JlXf . All their fields

commute. The root contribution of the full top-path sum is p−1K

∑
l q(dl)q(el). The terms using the

same neighbor are the limit of the average

1

DpK

∑
j∼o

1J(j)bjfj −→ κ =
1

pK

∑
l

⟨dl, el⟩.

In particular, this is an average on one branch, not the product of two independent lifts. After
subtracting it, the correction is

QK =
1

pK

∑
l

(q(dl)q(el)− ⟨dl, el⟩) . (4.17)

The weighted columns belonging to different parts are orthogonal. Lemma 4.4 gives QK = Osm(ρ)
and uniform exponential bounds independent of the number of parts. The scalar κ is the harmless
local phase identified from the diagonal paths.

This list accounts for all top-path cuts. If the root belongs to I, J,K, a top path not containing
it cannot change after the cut: the dependencies of f exclude all three masks. At a J root, its
own f uses only descendants. A root outside both the top masks and the lower calculation has no
correction. It remains to check cuts inside the lower computation of f .

Responses through the lower formula. We have accounted for cuts through the four-vertex
helper paths. A cut can also change the value of f at their terminal vertices. The following recursion
keeps those changes, including mixed responses between channels, in the estimate.

First work in the physical frame. Write Hoff(T ) =
∑

l,j′∈Jl ωj′,lf
T
j′ , where ωj′,l = Xj′Rj′,l initially

denotes its full top-path coefficient. If a cut root v has a lower mask, it cannot lie on any of the top
paths. Each coefficient is consequently unchanged and lies wholly in one cut component. For the
child components Ta, the exact finite-tree identity is

Hoff(T )−
∑
a

Hoff(Ta) =
∑

a,l,j′∈Ta∩Jl

ωj′,l

(
fTj′ − fTa

j′
)
. (4.18)

Only terminals within the fixed influence radius contribute. At an active terminal j′ ∈ Jl, a boundary
input into its lower computation therefore changes the Hamiltonian by

Xj′Rj′,l

(
fj′(y)− fj′(0)

)
. (4.19)

Whenever this difference is active, its parent lies in a lower mask, outside I, J,K. Consequently
every first step of Rj′,l goes into a descendant branch. That coefficient has no boundary response of
its own on this active path. If the parent is in a top mask, the boundary input into f is absent, and
(4.19) is zero. This observation ensures that using the downward expression (4.15) loses no term.

Here is the precise difference recursion. At a root v of the lower calculation let m(y) be its fixed

finite list of outgoing channel values. Let H[d]
v (y) be the sum of the weighted terminal terms with
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terminal distance at most d, evaluated with boundary input y, and put ∆
[d]
v (y) = H[d]

v (y)−H[d]
v (0).

The coefficients are computed downward, as just justified; the terminal formulas themselves use all
required sites. In the physical frame the recursion is a local term (4.19), when the root is terminal,
plus ∑

a child

[
∆[d−1]

a (D−1/2m(y))−∆[d−1]
a (D−1/2m(0))

]
. (4.20)

Only channels of the fixed f -calculation are included. At the actual output root, where there is no
parent input, the root Hamiltonian correction is obtained from the local term and the child sum
evaluated at D−1/2m(0), without this subtraction. The definition counts distance to the terminal
vertex; the top coefficient beyond that vertex has already been computed downward. Taking d
beyond the finite influence range gives exactly the Hamiltonian difference across the cut. Indeed
the identical recursion with Ha first holds by partitioning terminals among children, and replacing
Ha(z) = ∆a(z) +Ha(0) cancels the constant terms. This also explains the argument m(0) in the
second summand.

Now factor the preceding circuit as Uv = (
⊗

a Ua)uv. These preceding maps are fixed in the
boundary variable of the new Hamiltonian. Simultaneous conjugation of the physical identity gives

∆̂v(y) = u∗v

[
Tv(y) +

∑
a

{
∆̂a(D

−1/2m(y))− ∆̂a(D
−1/2m(0))

}]
uv, (4.21)

where ∆̂a = U∗a∆aUa, and Tv(y) is the local terminal term (4.19), zero at a nonterminal root. The
direct term and messages are interpreted in the same child frames. There is no derivative of Ua or uv.
Although a preceding Heisenberg image of the top coefficient may appear to have larger support, its
boundary independence follows from the physical identity before this fixed conjugation. Repeated
lower masks in different expression branches cause no additional terms: these are identities for the
whole nonlinear function of all incoming channels, so their mixed responses are retained.

The required parity covariance is explicit: if Π is the joint parity, then ΠωΠ = −ω and
Πf(y)Π = −f(−y). Thus Π{ω[f(y)− f(0)]}Π = ω[f(−y)− f(0)], and the recursion preserves this
covariance. We pass the algebraic recursion (4.20) to the limit by the centered normalized-sum
calculation used in the proof of Corollary 2.13. At a fixed partition, the terminal coefficients and
their jets are finite products and smooth compositions of centered odd normalized sums, together
with the separately estimated bounded-mask averages normalized by D−1. The normalized-sum
bounds and the conditional bounds for preceding maps give uniform degree bounds in every required
higher smooth norm; these constants may depend on the fixed partition. They propagate through
the fixed-depth difference recursion. Taylor expansion in the boundary inputs therefore retains
the centered first response and the scalar second response, while its third-order remainder carries
D ·D−3/2. Commuting substitution handles the outgoing message arguments. These are termwise
limits in the derivative of the complete relative family, not a unitary calculus for the separated
Hamiltonians. If Dα, Dαβ are the first two input derivatives of a child response at zero, set

rα = DαΩ, cαβ = ⟨Ω|Dαβ|Ω⟩.

Its contribution is ∑
α

(
mα(y)−mα(0)

)
q(rα)

+
1

2

∑
α,β

(
mα(y)mβ(y)−mα(0)mβ(0)

)
cαβ, (4.22)
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followed by the preceding root conjugation. At a nonterminal lower root with no parent input, the
Hamiltonian correction instead uses the unsubtracted child contribution

u∗v

∑
α

mα(0)q(rα) +
1

2

∑
α,β

mα(0)mβ(0)cαβ

uv.
This is the root correction specified after (4.20), rather than the value at y = 0 of the boundary
difference, which is zero. Both expressions use the same response columns and scalar second
responses. First derivatives are odd and hence centered. The same calculation applies to every fixed
input jet. The partition estimates below are made after this degree limit.

At depth zero, (4.16) and the derivative bounds of f make every fixed response jet Osm(ε),
conditionally in the local seed. More explicitly, the sum of terminal jets over l is a direct integral
on the disjoint events Jl, so its conditional bound is the maximum of their C

√
pl bounds, not

their sum. Suppose the induction holds at depth d − 1. All weighted norms of rα and all |cαβ|
are then bounded by Cε. The functions m and their derivatives have fixed polynomial bounds.
Multiplication, differentiation, and the preceding root conjugation in (4.22) therefore give the same
smallness at depth d, with a possible finite loss of powers. This induction has fixed finite depth and
a fixed number of channels, both independent of the number of parts Jl. It requires no independence
between different lower channels. In particular it applies when two expression branches reuse some
lower masks. At a nonterminal lower root, if there are k outgoing channels and s ordinary Gaussian
inputs used to compute m, the root correction uses at most s + k field directions. Each rα is a
single child vector containing the whole lower calculation; its Hilbert-space support need not be
finite dimensional. The scalar second responses contribute no new directions.

The diagonal degree-factor errors have the same response recursion with terminal coefficient

bj′

(
#{k ∼ j′ : k ∈ K}

DpK
− 1

)
in place of Xj′Rj′,l. On an active lower response path the parent is not in K or I, so this is again a
downward coefficient. Its limiting smooth bounds vanish by the average estimate already proved.
Thus all its lower responses vanish as well.

Uniform topology and iteration. After the degree limit, the diagonal degree-factor errors
vanish. The preceding computations identify the total action in (4.13). At a helper root its scalar
part is σP(s) = κ1K(s), with

|κ| ≤ p−1K

∑
l

∥dl∥ ∥el∥ ≤ CpJ/pK .

This bounded root-seed multiplication commutes with every root map. Hence

SP(t) = e−itσPTP(t)

is a strongly continuous unitary group. Its self-adjoint generator RP acts on smooth vectors by the
total remaining correction. The four cut cases, in the common preceding frame, give

cut-root mask remaining correction

I Osm(ρ) (combined column)
Jl Osm(

√
pl) (conditional on Jl)

K u∗QKu = Osm(ρ) (after its scalar phase)
lower mask Osm(ε) (fixed lower channels)
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Since the parts partition the fixed sender mask,

ρ2 =
∑
l

p2l ≤ pJ max
l
pl, ε2 = max

l
pl.

Both quantities tend to zero under the refinement hypothesis, with f and pK > 0 fixed.
To obtain uniform smooth bounds for this actual group, consider the full field expression for the

remaining correction at each root. At an I-root it uses a bounded number of combined columns. At
a Jl-root include the fields for both possible sender occurrences. At a lower root use all ordinary
channel fields and response columns in the unsubtracted root formula. These current-generator
fields commute: before preceding conjugation they belong to the same physical seed and fixed-axis
algebra. Thus the total expression is a smooth function of a fixed number of commuting fields and,
when present, the fixed root axis, with the uniform polynomial derivative bounds already proved.
At a K-root it is the complete centered quadratic QK . Define VP(t) by the joint spectral calculus of
these expressions, as a direct integral over the root seed, with the final conjugation by u wherever it
is not already displayed. Lemma 4.3 gives its uniform conditional smooth bounds in the fixed-field
cases; Lemma 4.4 gives the count-uniform bound at K. These bounds concern the total expression
at each root.

We verify that VP is the actual relative group SP . At fixed partition the field-calculus group
preserves the smooth domain and has smooth time derivatives there, with ∂tVP(t)ζ = iRPVP(t)ζ by
the action identified in (4.13). For a smooth vector ζ, therefore, VP(s)ζ remains in the domain of
RP , and its image under that generator varies continuously by the smooth bounds. Differentiating
gives

d

ds
[SP(t− s)VP(s)ζ] = 0.

Evaluation at s = 0, t proves SP(t)ζ = VP(t)ζ, and density extends the identity to the Hilbert space.
Thus the uniform smooth bounds just proved apply to the relative root group itself; no separate
closure of the formal sum of corrections is chosen.

Spectral calculus for its generator now yields

∥[SP(t)− 1]ζ∥ ≤ |t|∥RPζ∥ −→ 0.

Uniform higher smooth bounds upgrade this to convergence in every fixed lower graph norm; the
same holds for adjoints. The relative factor multiplies the desired root map on the right, so

u
H̃,P(t) = uH(t)TP(t) = eitσPuH(t)SP(t).

This proves convergence of the actual root maps up to their root-seed phase, with uniform conditional
smooth bounds. The same argument applies on cut subtrees, and the fixed lower response jets
retain the estimates proved above.

A root-seed phase cancels in each descendant Heisenberg conjugation before its vacuum column
is lifted; helper-labeled descendant spaces need not be removed. Starting from the fixed initial
preceding maps, apply this single-replacement argument successively through the fixed finite sequence.
The continuity part of Theorem 2.12 applies at each step with the conditional smooth bounds
just established. It gives insertion convergence off K and proves the simultaneous contraction
statement.

4.5 Pointwise functions and the order of compilation

Proposition 4.2 implements an aggregation whenever its lower formula is still available as an ideal
call. To remove all ideal calls without losing unused helper spins, we combine it with pointwise
synthesis and process the formula from its outermost aggregations inward.

43



Propagation and elementary local controls generate the required pointwise nonlinearities. Suppose
rotations by odd fields h1, . . . , hk are available on the same target mask. Same-axis rotations give
their real linear combinations. A constant local X rotation interchanges the two odd axes. For
an even local coefficient a(s), conjugating a(s)X by a rotation with odd angle h, and taking the
difference at opposite angles, gives a(s) sin(2h)Y , up to a sign convention. For an odd local coefficient
c(s), conjugating c(s)Y by the same Z rotation and taking the sum gives c(s) cos(2h)Y . Thus every
finite trigonometric expression∑

ν

aν(s) sin(ξν · h) + cν(s) cos(ξν · h), aν even, cν odd, (4.23)

can be implemented as an odd-axis Hamiltonian by pointwise matrix sums. This covers joint parity
in the local seed and aggregate arguments; it does not require multiplying arbitrary even fields.

The same construction applies to bounded smooth odd functions of a finite list of odd aggregate
inputs. To see the required closure precisely, cut off on larger symmetric boxes, periodically extend,
and approximate the smooth extension by its Fourier polynomials. The cutoff can be chosen even,
and parity projection gives exactly the coefficient parities in (4.23). Uniform bounds for derivatives
in the aggregate variables are preserved on each fixed compact set. Choose successive Fourier
truncations accurate for increasing derivative orders. The cutoffs and periodic extensions can be
chosen with polynomial derivative bounds independent of the box: inside the box these follow from
the original bounds, and outside its fundamental cell the absolute value of the reduced coordinate is
no larger than that of the original coordinate. Fourier errors in the finitely many required derivative
norms may be made at most one. A diagonal choice gives the polynomial domination and local
all-jet convergence used by Theorem 2.12. Alternatively, if only the terminal insertion is needed, first
truncate the finitely many input laws and use their smooth moment bounds. Local seed coefficients
remain bounded measurable functions throughout.

We finish by specifying the nesting of all limits. This is also where helper pinning is used. Define
expression rank by

rank(g(s)) = 0, rank(F (h1, . . . , hk)) = max
j

rank(hj), rank(ARSf) = 1 + rank(f).

Local masking does not change rank. Reserve a distinct helper Kr for each positive rank. Every
original formula avoids every helper. Before processing rank r, all unresolved calls are classical
formulas with this property; every already produced elementary gate acts only on original masks
and previously used helpers Kq, q > r. Thus the current surrounding word has no target, spin
control, or nonzero emitted seed channel on Kr. Its spins are exactly pinned, even if rotations on
original output masks have already occurred. The estimates above allow arbitrary preceding states
in the gate-calculus class on those original masks.

1. At the largest remaining rank, replace each pointwise nonlinearity by the pointwise synthesis
just described. Take these limits successively in the fixed surrounding circuit. After fixing
their finite products to any desired accuracy, the remaining calls at rank r are rotations by
explicit propagated odd inputs AIJf , where rank(f) ≤ r − 1.

2. Apply Proposition 4.2 to all those propagations simultaneously, using the reserved helper Kr.
It is unused by every other exact gate at this stage and is therefore pinned. Choose finite
sender subdivisions sufficiently fine for the desired accuracy. Sender subdivisions change only
the local calling mask; they do not refine the lower formulas or their channel lists.
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3. With that subdivision fixed, implement all the commutators and sums defining (4.9) by finite
pointwise products. Their convergence holds on the full space, so these finite products may
temporarily rotate the helper away from X = 1. Pinning was used in the preceding contraction
limit, not during this inner approximation.

4. The resulting finite word contains only lower-rank formula calls and elementary masked
gates. Repeat the same procedure at the next rank, using its new helper. The previously
produced finite word may act on higher helpers, but it avoids this new one exactly. Thus
the pinning hypothesis holds anew. Source formulas retain all ancestor exclusions, including
those introduced by their particular calling masks. A sender subdivision only restricts the
local calling mask: exclusion of the original sender mask implies exclusion of each submask.
The commutators create further occurrences of the same lower formula, without adding a
cross-edge dependency or introducing a control on any still-unused helper.

This induction terminates because the formula rank is finite. At each stage there are only
finitely many occurrences in the already fixed surrounding word. Accuracies can therefore be chosen
successively from the outside inward. No uniform estimate in the number of commutator factors,
the number of formula occurrences created by an earlier stage, or inverse helper density is asserted
or needed. The only uniformity in a growing sender subdivision is the one explicitly proved in
Proposition 4.2.

At termination, replace the elementary masked gates by their finite seeded-circuit approximations
from Section 4.2. All mask-controlled operations are compiled at this final stage. Theorem 2.12
permits the successive replacements inside the fixed finite remaining word, including the raw
Gaussian seed control with its moment weight. Exact helper pinning is no longer required after
the contraction limits have been fixed. This constructs a finite seeded word with arbitrarily small
insertion error off the helpers.

Proof of Theorem 4.1. The finite nested construction proves (4.2). To identify the target value, the
ideal seed-only rotations give

vcl = m|+⟩+ cos(2θ)|−⟩,
where both coefficients are classical functions of seeds; all descendant spins remain in their pointed
spin vectors. In ⟨vcl, Lvcl⟩, the second summand on the left is orthogonal to the range of L. Its
shifted version on the right has a child spin excitation and is orthogonal to the first, purely classical
summand on the left. Consequently E(vcl) = E(m). The same identity holds after omitting helper
insertions, because m = 0 there.

For any circuit preserving root seed labels, ∥1Hv∥ =
√
pH : the mask commutes with the circuit

and with Z, and Z is unitary. Since L is an isometry, Proposition 2.2 gives

|E(v)− E(1Hcv)| ≤ 2
√
pH .

Both projected insertion vectors have norm at most one, so (4.2) changes their energy by at most
2η. This proves (4.3). All approximation limits above compare already-defined fixed-word tree
values. After choosing finite approximants, the resulting seeded word and all its parameters are
independent of the degree, system size, and disorder.

5 Removing the longitudinal seed controls

Theorem 4.1 produces a finite word that uses a Gaussian longitudinal field in addition to the cost
and mixer. We now remove that extra control while preserving its limiting tree energy. This is the
last compilation step: the fixed-word transfer then applies to the resulting ordinary QAOA word.
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A seeded word is a finite word in the cost, the mixer, and exp(−iσ
∑

i Zisi), where the si
are independent standard real Gaussians. The same Gaussian family is used at every seed gate.
The Gaussian variables are averaged in evaluating the word; equivalently, they are multiplication
operators on independent pointed Gaussian spaces. All the angles, including σ, are deterministic.
We fix this entire seeded word before choosing any of its approximants. Its limiting tree energy is
E(vZ), where vZ is its root insertion vector. The seeded root update in Lemma 2.9 gives this vector
and the uniform occupation bound, so Proposition 2.2 identifies its edge-energy limit with E(vZ).
This uses the seeded tree calculus, not an extension of the ordinary-word SK transfer.

Theorem 5.1 (Removal of seed controls). For every finite seeded word and every ϵ > 0, there is a
finite ordinary cost–mixer word whose limiting tree energy differs from that of the seeded word by
less than ϵ. Its angles are independent of the degree, the system size, and the disorder. In particular,
the approximation uses the thermodynamic limit at a fixed word.

The proof uses two parameters, chosen in order. We first choose a small fixed b > 0. With b
fixed, r ↓ 0 creates a component of amplitude r with a Weyl displacement of order r−1. Short cost
pulses can selectively rotate this displaced component while their first-order action cancels on the
component of order-one amplitude. A cost echo of duration r−1 converts the change of the small
component into a finite longitudinal field. All approximation statements below are statements in
the already established fixed-word tree limit.

We first establish estimates for displaced Fock vectors and prepare an exact two-component
state. Finite selective spin rotations then let us propagate its small displaced component through
the requested word. The echo calculation produces the seed field; a separate root-shift calculation
identifies its energy. Finally, a finite generic perturbation supplies all the nonzero projections
required to choose the selective rotations.

5.1 Uniform estimates for packets

The large displacements will not have bounded occupation moments. We therefore keep each
displacement separate from a tail vector whose moments are controlled. Write N for the number
operator in the top child Fock space and put

S =
⋂
k≥0

Dom(1 +N)k, ∥η∥k = ∥(1 +N)kη∥.

The spin factor is included in this notation. No weight is imposed inside a child-mode direction. A
bounded family of inputs means a family ηr ∈ S such that supr∥ηr∥k < ∞ for every k. Uniform
errors below are uniform on every such family. More explicitly, every estimate used below depends
on finitely many of these seminorms; its constants may depend on the fixed finite pulse list and on
b, but not on r or on the input.

Let
W (d) = eiq(d), WP (d) = eiPq(d), P 2 = 1,

where P is a root Pauli matrix. The Weyl identities are

W (d)W (e) = e−i Im⟨d,e⟩W (d+ e), W (d/r)∗q(v)W (d/r) = q(v)− 2

r
Im⟨v, d⟩. (5.1)

A packet with scaled center dr is W (dr/r)ηr, with ηr a bounded family. A finite sum of packets is
allowed, as are bounded root spin matrices in their tails. Scalar phases of modulus one may depend
on r and need not converge.
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Lemma 5.2 (Packet estimates). The following estimates are uniform for bounded families of tails.

1. Displacements with bounded directions preserve all the seminorms ∥·∥k, with bounds depending
only on the direction norm and k. For ∥d∥ ≤ C,

W (rd)η = η + irq(d)η +O(r2)∥η∥1 in norm.

If dr − er → 0 in norm and both directions are bounded, then (W (dr)−W (er))ηr → 0 in norm.
These assertions also hold for WP .

2. If ∥dr − er∥ ≥ κ > 0, then for every integer M ,

|⟨W (dr/r)ηr,W (er/r)ξr⟩| = O(rM ). (5.2)

The conclusion is unchanged by inserting a bounded root spin matrix.

3. For bounded dr, vr and fixed τ , conjugating the short probe e−irτPq(vr) through a packet gives

W (dr/r)
∗e−irτPq(vr)W (dr/r) = e−iτarP e−irτPq(vr), ar = −2 Im⟨vr, dr⟩. (5.3)

Consequently a fixed finite list of short probes preserves its scaled centers and bounded centered-
tail moments, without any smallness assumption on ar.

Proof. The first assertion follows from the creation–annihilation estimates in Lemma 2.5, or by
differentiating a Weyl displacement on S. In the Taylor remainder one uses ∥q(d)2η∥ ≤ C∥d∥2∥η∥1.
The Weyl product identity then gives the assertion for two nearby directions. Resolving P into its
two spectral projections proves the spin-controlled statements.

For the second assertion, the Weyl product reduces the question to a matrix coefficient of
W (fr/r), where ∥fr∥ ≥ κ. Choose the unit quadrature Qr = q(ifr/∥fr∥). Equation (5.1) translates
Qr by 2∥fr∥/r. Split each vector using the spectral projection of Qr onto [−∥fr∥/(2r), ∥fr∥/(2r)].
The two translated central intervals are disjoint. The complementary pieces have norm bounded
by CMr

M∥η∥kM , by the spectral theorem and the uniform estimate ∥QM
r η∥ ≤ CM∥η∥kM . This

proves (5.2). Root spin matrices commute with these projections. Finally, (5.3) is exactly the second
Weyl identity; its right-hand side is a spin rotation followed by a displacement of size O(r). Both
preserve the required tail bounds. Notice that this last argument precedes, and does not use, any
claim that the probe acts almost trivially on an ordinary packet.

We use exact local unitaries and exact insertion directions throughout. At a given stage, if the
local unitary is ur, put

vP,r = u∗rPurΩ.

All the vP,r have norm one. A toggled cost probe about an axis P in the ZY -plane is e−irτPq(vP,r).
It is an ordinary word: conjugate a cost pulse by two opposite mixer pulses. The direction is the
insertion at the start of that probe; it is constant during the probe itself.

5.2 Initialization and the exact two-component decomposition

We next prepare the two components that the selective probes will distinguish. Their decomposition
is exact, even though they need not be orthogonal. This exactness will keep the special component’s
amplitude equal to r through all later unitary updates.
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Fix once and for all β⋆ = π/4, and put R⋆ = e−iβ⋆X . This choice makes the two eventual external
Gaussian directions orthogonal. For 0 < r < 1, set

δr = arcsin r, γr = b/r, e = ZΩ, ℓr = Y e−2iγrZq(e)Ω.

Apply, in order, cost γr, mixer δr, cost −γr, and mixer β⋆. Immediately before the negative cost the
insertion is

v2,r = cos(2δr)e+ sin(2δr)ℓr.

Define d0,r = γr(v2,r − e). The resulting local unitary has the exact decomposition

ur = a0,rUO,r + a1,rUS,r, UO,r = R⋆WZ(d0,r), US,r = R⋆XWZ(−2γre− d0,r), (5.4)

where
a0,r = cos δr e

iϑr , a1,r = −ire−iϑr , ϑr = γ2r Im⟨v2,r, e⟩.
Indeed, this is obtained by expanding e−iδrX and applying the Weyl product identity. Since

⟨e, ℓr⟩ = −ie−2γ
2
r , d0,r = −2br e+ 2b

√
1− r2 ℓr,

we have ϑr → 0 faster than every power of r, and ∥d0,r − 2bℓr∥ → 0.
At every later stage retain the exact decomposition obtained by applying all subsequent local

updates to the two operators in (5.4). Denote its actions on an input η by ΨO,r(η) and ΨS,r(η). In
particular,

urη = ΨO,r(η) + ΨS,r(η), ∥ΨS,r(η)∥ = r∥η∥. (5.5)

No orthogonality is asserted or needed in this exact split. The echo will depend on the change in the
root Z-insertion when the special component is flipped. We therefore record the insertion carried by
that component, divided by its exact amplitude r. Let ψS,r = ΨS,r(Ω), and define at initialization

wr = u∗rZψS,r/r. (5.6)

Thus ∥wr∥ = 1 exactly. The next lemma separates this direction and the initialization direction ℓr
from all bounded families of top-number-smooth vectors.

Lemma 5.3 (The initial high directions). The vectors ℓr, wr are centered, have norm one, and
satisfy

⟨ℓr, wr⟩ −→ 0, ∥1N≤Mℓr∥+ ∥1N≤Mwr∥ −→ 0 for every fixed M.

They consequently have vanishing inner products with every bounded family of top-number-smooth
vectors.

Proof. Centering follows from the global spin-flip symmetry; every initialization gate is even and
the inserted Y or Z is odd. The norm statements follow from unitarity. Because R∗⋆ZR⋆ = Y and
Y X = −iZ, expansion of (5.6) gives

wr = −ZWZ(−2γre− 2d0,r)Ω+ o(1),

where the omitted special–special term has norm r, and the remaining scalar phase tends to one.
The directions d0,r are bounded. Resolving the root spin shows that both displayed high vectors
are sums of coherent packets whose displacements have norm tending to infinity. Their projections
onto a fixed number sector therefore vanish, directly from the coherent-state expansion. At a fixed
output Z-spin the centers in ℓr and in the displayed expression for wr differ by 4γre+O(1); their
overlap tends to zero by Lemma 5.2 (or the vacuum Weyl formula). Finally, split a bounded family
at N ≤M . Its complementary norm is uniformly O(M−k), while its fixed-sector pairing tends to
zero. First take r ↓ 0 and then M → ∞.
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The special part of (5.4), on any bounded input family, has four packets. Index them by the
spin z = ±1 before X and by the spin y = ±1 after R⋆. Their scaled centers are −2bze, and their
output spins are y. The bounded displacement −zd0,r is part of the tail. In particular, the center
list is independent of the input; only the tails depend on it.

5.3 A finite ensemble of spin rotations

On the vacuum, the exact split has an ordinary component with bounded top-number moments and
a special component of norm r carried by four displaced packets. A short cost pulse acts on each
displaced vector mainly as a spin rotation. We need a finite list of such pulses that gives the same
rotation at every special center, while its first-order action on an undisplaced vector cancels. The
two zero sums in the next lemma impose that cancellation separately for the two available spin axes.

The selective-rotation argument uses the Lie-bracket and polynomial- approximation approach
to ensemble control of Li and Khaneja [15, Section II, Examples 1–2]. The finite-family and exact
zero-clock requirements needed here are proved below.

Lemma 5.4 (Selective rotations with zero clocks). Let h1, . . . , hm be a finite list of nonzero vectors
in R2. There are two perpendicular axes P1, P2 in the ZY -plane with the following property. Set
cj,a = hj · Pa, using the coordinates (Z, Y ). Given any θ ∈ R, there is a finite list (ak, τk), with
ak ∈ {1, 2}, such that∑

k:ak=a

τk = 0 (a = 1, 2),
∏
k

e−iτkcj,akPak = e−iθX (1 ≤ j ≤ m). (5.7)

The product is in chronological order, with later factors on the left. The assertion is exact, not
merely an assertion about closure.

Proof. Choose the axes so that every cj,a ̸= 0, and so that the pairs (c2j,1, c
2
j,2) are distinct unless the

original vectors are equal or opposite. Such axes exist: each prohibited equality or zero is a nontrivial
trigonometric equation in the axis angle, apart from the stated equal-or-opposite exception. Delete
duplicate square pairs; on each deleted pair the product cj,1cj,2 is the same.

In G = SU(2)m × R2, take the two generators having spin components −icj,aPa and clock
component the a-th coordinate vector. Their brackets have zero clocks. A first bracket has iX-
coefficient equal, up to a common nonzero real constant, to cj,1cj,2. Repeated double brackets with
the first or second generator multiply this coefficient by c2j,1 or c2j,2, again up to nonzero common
constants. Thus the generated Lie algebra contains the clock-zero vector with coefficients

cj,1cj,2F (c
2
j,1, c

2
j,2) iX

for every real polynomial F . Polynomial interpolation on the finite set of square pairs makes all
these coefficients equal to one.

For completeness, exponentials of this Lie-algebra vector are reachable by finite products of the
two original one-parameter groups. Let R denote the subgroup of such finite products, and let g0
be the Lie algebra generated by the two generators. The span of their conjugates by elements of
R is invariant under each of the two adjoint one-parameter groups. Differentiation shows that it
contains all iterated brackets and hence equals g0. Choose finitely many of these conjugates forming
a basis. The product map of their one-parameter groups has surjective differential at zero, so its
image contains a neighborhood of the identity in the connected analytic subgroup with Lie algebra
g0. Each factor is itself a reachable conjugate. Subdivide any one-parameter path into finitely many
pieces in this neighborhood. The whole exponential is therefore in R. Applying this to the common
X-generator with zero clocks gives (5.7).
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The preceding lemma treats fixed real coefficients. In the circuit, the coefficients come from
actual insertion vectors and change during the probes. The next estimate controls that change
without replacing the insertion vectors by approximants before a singular rescaling.

Lemma 5.5 (Accuracy of selective probes). Consider a stage whose vacuum state urΩ has a finite
packet expansion, with norm-o(r) remainders and uniformly bounded scaled centers. Suppose the
ordinary component has order-one amplitude and the special component has amplitude O(r). All
designated tails have bounded top-number moments. Suppose also that one of the following ordinary
geometries holds.

1. At a standard stage all ordinary centers are zero.

2. At a huge-cost stage the ordinary part is ψ+ + ψ−, with Zψy = yψy and centers −tyvr, where
t ̸= 0 and vr = u∗rZurΩ. Every special center dj,r obeys lim Im⟨vr, dj,r⟩ ̸= 0.

Assume the limiting special projection pairs

hj = lim
r↓0

−2
(
Im⟨vZ,r, dj,r⟩, Im⟨vY,r, dj,r⟩

)
exist and are nonzero. Use the axes and finite pulse list of Lemma 5.4 for these pairs, replacing its
spin generators by actual toggled probes of angles rτk. Then the net probe action is the identity up
to o(r) on every ordinary packet, and is the prescribed X-rotation up to o(1) on every normalized
special packet. The ordinary assertion holds also after any root spin matrix has been inserted in
its tail. These statements hold uniformly for bounded families of tails sharing the stated center list,
with the probes chosen solely from the vacuum data.

Proof. Let Vj be a prefix of the short probes, and write v
(j)
P,r = (Vjur)

∗P (Vjur)Ω. Center preservation
and all centered-tail bounds follow first from Lemma 5.2, without estimating the spin phases. At a
standard stage every ordinary probe has zero center phase.

At a huge-cost stage there is the exact identity

⟨v(j)P,r, vr⟩ = ⟨PVjψ, VjZψ⟩, ψ = urΩ. (5.8)

Group the ordinary packets by their original sign y. The diagonal term of sign y on the right-hand
side is y⟨PVjψy, Vjψy⟩, which is real. This remains true although the probes may rotate the spin
within that group. The two ordinary centers are separated by 2|t|, since ∥vr∥ = 1. An ordinary
center and a special center are also separated: their imaginary projections against vr differ by a
quantity bounded away from zero. Lemma 5.2 makes all these cross terms smaller than any fixed
power of r. Terms containing only special packets are O(r2), and the remainder terms are o(r).
Consequently, at every intermediate probe prefix,

Im⟨v(j)P,r, vr⟩ = o(r). (5.9)

More quantitatively, let εr = o(r) bound the norm of the discarded vacuum remainder at the start
of the probe sequence. For every fixed M , the preceding argument gives

max
j

|Im⟨v(j)P,r, vr⟩| ≤ CM

(
r2 + εr + rM

)
. (5.10)

The constant depends on the finite pulse list, a positive lower bound on center separations, and
finitely many designated vacuum-tail seminorms. The exact probe prefixes preserve the norm of
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the discarded remainder; no number-operator estimate is imposed on it. This derivation used only
center preservation, so there is no circular small-phase assumption.

By (5.3), an ordinary center −tyvr therefore has spin phase o(r) in every probe. In either
geometry a probe acts as identity plus O(r) on the ordinary part and on that part with any spin
matrix inserted. On the special part the norm is O(r), so unitarity suffices. Using

v
(j+1)
P,r − v

(j)
P,r = (Vjur)

∗(V ∗PV − P
)
(Vjur)Ω

for the next probe V , or equivalently estimating (PV − V P )(Vjur)Ω, gives

∥v(j)P,r − v
(0)
P,r∥ = O(r) (5.11)

for the fixed finite list.
After removing an ordinary center, expand the displacement in each probe to first order.

Equation (5.9) supplies only an o(r) additional phase in the huge-cost geometry. Replacing v
(j)
P,r

by its starting value in the first-order displacement costs O(r2), by (5.11). The first-order sum is
therefore

−ir
2∑

a=1

 ∑
k:ak=a

τk

Paq(v
(0)
Pa,r

) = 0.

Here is a uniform remainder bound for this cancellation. For a fixed ordinary center dr, let Br(dr)
be the net probe action conjugated by W (dr/r), and put

∆r = max
j

∥v(j)Pj ,r
− v

(0)
Pj ,r

∥, αr(dr) = max
j

2|τj Im⟨v(j)Pj ,r
, dr⟩|.

Then for every designated centered tail η,

∥(Br(dr)− 1)η∥ ≤ CK

[
(r2 + r∆r)∥η∥1 + αr(dr)∥η∥

]
. (5.12)

Indeed, remove each spin phase by its operator-norm bound and replace each displacement direction
by its starting value. The latter replacement costs at most Cr∆r∥η∥1 through the finite product.
In the product with starting directions, hold those directions fixed at their given r-values and
introduce an auxiliary pulse strength λ. Its first derivative at λ = 0 is zero, by the clocks. Its second
derivative is a finite sum controlled by ∥q(v)q(w)η∥ ≤ C∥v∥∥w∥∥η∥1; the intervening displacements
preserve this seminorm uniformly. Evaluating the Taylor remainder at λ = r gives CKr

2∥η∥1; no
differentiability of the directions in r is assumed. The constant CK depends only on the fixed
pulse list; all actual insertion directions have norm one. At a standard center αr = 0. At a
huge-cost center (5.10) gives αr ≤ C(r2 + εr + rM ) = o(r). Together with ∆r = O(r), this proves
the claimed uniform o(r) estimate using the single tail seminorm ∥η∥1. It applies unchanged to a
root-spin-inserted tail. If the input also contains a discarded norm remainder ρr, its contribution to
the net identity error is at most 2∥ρr∥, by unitarity. No field operator is applied to such a remainder
in this argument.

On a special packet the change of its phase coefficient during the sequence is O(r), by (5.11)
and the boundedness of its scaled center. The small displacements contribute O(r) on its tail, and
its starting phase coefficients converge to the prescribed cj,a. The resulting finite spin product thus
converges to (5.7). Multiplication by the packet’s amplitude O(r) makes its error o(r). All quantities
defining the probes came from the vacuum. The estimates after removing a center, however, use
only the tail seminorms. They therefore apply to every bounded input family with the same center
list.
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5.4 The packet invariant and the singular echo

We now apply the selective estimates to the exact initialized decomposition and propagate it through
costs, mixers, and simulated seed gates. The required statements include moving input vectors:
later insertion estimates must be allowed to use the approximating circuit itself as an input.

We call the times between simulated gates standard stages. A second kind of stage occurs
immediately after the forward cost in a seed echo. The induction will maintain the following
assertions, with the same center list for every bounded input family.

1. At a standard stage there is a unitary Ar, a finite product of root spin rotations and spin-
controlled Weyl displacements with uniformly bounded directions, and a scalar ζr of modulus
one, such that

ΨO,r(ηr) = ζrArηr + o(r). (5.13)

The operators Ar, A
∗
r preserve all top-number seminorms uniformly.

2. The special part has a finite packet expansion up to o(r), with amplitude r, bounded tails,
scaled centers

dzy,r = −2bze+ yDr, z, y ∈ {−1, 1}, (5.14)

and output spin y. Coincident centers cause no problem. The vector Dr is a finite sum of
actual earlier insertion directions with fixed bounded coefficients. Each such direction is within
O(r) of a bounded family in S.

3. At a standard stage the special insertion is transported:

u∗rZψS,r/r = wr + o(1), (5.15)

where wr is the initial vector (5.6). Between a special flip and its undoing the right-hand side
instead has a minus sign.

Here and below the norm remainders need not have bounded number moments. They are kept as
separate remainder vectors and carried through later unitaries by their norm bounds. Only the
designated tails require moment estimates.

The initialization satisfies this invariant with Ar = UO,r, Dr = 0, and ζr = eiϑr : its ordinary
amplitude differs from one by O(r2). Equation (5.15) is initially exact. The following observation
will be used repeatedly.

Lemma 5.6 (Insertion approximation from forward action). If (5.5) and (5.13) hold uniformly on
bounded input families, then

∥u∗rPurΩ−A∗rPArΩ∥ = O(r) (P = Y, Z). (5.16)

In particular the actual insertion directions have bounded smooth approximants. No approximation
to u∗r on a high packet is needed.

Proof. Put v̂P,r = A∗rPArΩ. This is a bounded smooth family. Unitarity and Arv̂P,r = PArΩ give

∥u∗rPurΩ− v̂P,r∥ = ∥PurΩ− urv̂P,r∥ ≤ ∥P (ur − ζrAr)Ω∥+ ∥(ur − ζrAr)v̂P,r∥.

Each term is O(r) by the exact special norm and the ordinary approximation. The possibly
nonconvergent scalar phase cancels.
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For this induction, assume that the nonzero projection hypotheses of Lemma 5.5 hold at every
required probe start. We call these the visibility conditions. The final subsection proves that one
perturbation of the finite target word ensures all of them and then constructs the probes in order.

An unscaled cost uses the actual insertion vZ,r and simply left-multiplies Ar by e−icZq(vZ,r). On
a special packet with spin y, it adds a bounded displacement to the tail and a scalar phase, leaving
its scaled center and spin unchanged. It commutes with Z, so it preserves the transport identity
exactly.

To implement a bulk mixer Rθ = e−iθX , first use selective probes to apply R−1θ on the special
packets, then apply the global mixer Rθ. On ordinary packets the first step is identity to o(r), so
the low update is Rθ. On special packets the two spin actions cancel to o(1). The same is true on
their Z-inserted tails. Thus the special center and spin return to their initial values, and transport
is preserved to o(1) after division by the special amplitude r.

For a longitudinal seed gate use a fixed t ̸= 0 and the four operations

cost t/r, selective (−iX), cost − t/r, selective (iX). (5.17)

The next lemma verifies both the singular cancellation and its error scale.

Lemma 5.7 (One echo). Under the invariant and the visibility conditions, the echo (5.17) preserves
the invariant. Up to a scalar of modulus one its low update is

Ar 7−→WZ(gr)Ar, gr =
t

r
(v′r − vr) = −2twr + o(1), (5.18)

where vr is the actual Z-insertion before the forward cost and v′r is the actual insertion immediately
after the selective flip. The special-center update can be taken to be exactly

Dr 7−→ Dr − t(vr + v′r). (5.19)

All ordinary errors are o(r) before and after the large costs.

Proof. Write uin,r for the exact prefix before the echo, and Vr for its selective flip. The next two
prefixes are

ucost,r = e−itZq(vr)/ruin,r, uflip,r = Vrucost,r.

Their actual Z-insertions satisfy

u∗in,rZuin,rΩ = u∗cost,rZucost,rΩ = vr,

u∗flip,rZuflip,rΩ = v′r.

The first equality holds because the forward cost commutes with the root Z. It splits the ordinary
part into spins y with centers −tyvr, and changes each special center to dzy,r − tyvr. Centered tails
remain bounded. The standard-stage imaginary projection against vr is unchanged by adding −tyvr.
Thus the assumed special visibility separates special and ordinary centers at this huge-cost stage.

Denote the exact ordinary and special components after that forward cost by Ψcost
O,r and ψcost

S,r ,
respectively. Lemma 5.5 gives net identity to o(r) on the ordinary part, including its Z-inserted
version. On the special part it gives −iX to error o(r), again including the Z-inserted version. Since
XZX = −Z, it follows that

v′r − vr = u∗cost,r(V
∗
r ZVr − Z)(Ψcost

O,r (Ω) + ψcost
S,r )

= −2u∗cost,rZψ
cost
S,r + o(r) = −2rwr + o(r). (5.20)
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The last equality uses transport, which the forward cost preserves. The same calculation shows that
transport changes sign at this flip.

On an ordinary input the reverse cost combines with the forward cost as

eitZq(v′r)/re−itZq(vr)/r = ξrWZ

(
t

r
(v′r − vr)

)
, |ξr| = 1. (5.21)

The Weyl phase ξr is independent of the root spin because the two spin factors multiply to Z2 = 1. It
may fail to converge. Equation (5.20) makes the residual direction bounded and proves (5.18). The
ordinary o(r) probe error is carried through the reverse cost by unitarity. No insertion approximation
has been divided by r: the cancellation in (5.21) used the two actual directions, and only then
was (5.20) invoked.

A special packet has spin −y between the flips. Its two cost displacements therefore add as
−tyvr − tyv′r, giving (5.19). Here y remains its label from the standard stage before the echo; it is
not relabeled when the spin flips. Its scalar phases are harmless. The second selective flip is applied
at a standard ordinary geometry, since (5.21) has already removed the huge ordinary centers. It
acts trivially to o(r) on ordinary tails, restores special spin y, and restores the plus sign in transport.
At this second-flip probe start the exact special norm is still r, and the ordinary low action already
has the updated unitary WZ(gr)Ar. Lemma 5.6 consequently approximates the actual insertion to
O(r) by this updated low insertion, irrespective of the temporarily negative transport sign.

The special insertion remains transported because each cost commutes with Z, while each
selective flip anticommutes with Z on the special component to error o(r). In particular, this
proof needs only forward estimates on that component. Boundedness of the residual direction
implies uniform moment bounds for the new Ar, A

∗
r. Lemma 5.6 supplies bounded approximants

to the next actual insertion. Finally, v′r − vr = O(r), so the updated Dr retains the asserted
bounded-approximant property.

This induction also proves its claimed uniformity on input families. The exact decomposition (5.5)
is linear in the input. At initialization every input has the same four special centers. Unscaled costs
and compensated mixers preserve that center list, and (5.19) updates it independently of the tail.
The probe parameters are determined on the vacuum, but Lemma 5.5 acts uniformly on the whole
family of tails having these centers. Every discarded vector has norm o(r) and is propagated by
exact unitaries. Since the total gate and probe lists are fixed and finite before r ↓ 0, their errors add
to o(r). This establishes the invariant with no assertion about number moments of the discarded
remainders.

5.5 The external-mode limit and the energy pairing

The echo has now produced the bounded direction −2twr + o(1). It remains to show that this
direction acts as an independent Gaussian seed, and that the resulting identification preserves
root-shift energy. Ordinary Gram convergence alone does not give the latter conclusion, so we
compute the root-shift pairing explicitly.

We now identify the limiting low circuit and at the same time establish the limits of the
projections used to select the probes. Introduce at each vertex a two-dimensional real external mode
space with orthonormal vectors ℓ, w, and let Eext = spanC{ℓ, w}. Its Gaussian position operators
commute and are independent standard Gaussians in the vacuum. To specify the recursion by
height, put

Hseed,0 = C2 ⊗ Γs(Eext), Hseed,h+1 = C2 ⊗ Γs

(
H◦seed,h ⊕ Eext

)
.
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The vacuum is |+⟩ ⊗ Ω, and empty descendants give the same compatible height embeddings as in
the foundations. In the mode space at height h+ 1, the first summand contains the whole centered
child rooted space, including that child’s seeds. The second summand contains the two new seeds at
the current root. Equivalently, the root Hilbert space is the spin times the pointed Gaussian space
of these two seeds times the symmetric Fock space over centered children.

The formal low circuit starts with

Aform = R⋆e
2ibZq(ℓ). (5.22)

A bulk mixer and an unscaled cost have their usual seeded rules. An echo with parameter t has
the formal update e−2itZq(w). At each vertex, q(w) is the Gaussian seed of the requested word: the
same coordinate is reused at every seed gate, while different vertices have independent copies. The
coordinate q(ℓ) is independent of those seeds and enters through initialization; its effect is removed
by taking b small in the final proof. Thus an echo with t = σ/2 has the seed law of the requested
gate of angle σ, not a newly sampled seed at each pulse. The root-shift calculation below identifies
the energy, which is not determined by this marginal law alone.

At a standard stage write vformP = (Aform)∗PAformΩ, with the appropriate accumulated word in
Aform. Treat these insertions and e = ZΩ as endogenous child directions. In particular their inner
products with the external directions ℓ, w are zero.

Lemma 5.8 (Finite Gram induction). Suppose the required selective probe lists have been constructed
through a given standard stage. The joint Gram matrix of e, all actual standard-stage insertion
vectors used so far, and ℓr, wr, converges to that of the corresponding formal endogenous directions
and the two orthogonal external directions. The limiting energy of the actual insertion converges
to the energy of the formal seeded insertion. The same assertions hold at the standard ordinary
geometry just before the second flip in an echo, with the temporary transport sign retained.

Proof. Every Ar in the invariant is a finite sum of root spin matrices times Weyl displacements. Its
directions are finite linear combinations of earlier actual insertion directions, d0,r, and the bounded
echo directions gr. Its adjoint and its insertion vectors have the same finite-Weyl-sum form. The
number of summands is finite for the fixed circuit; no bound uniform in circuit length is required.

For such sums all vacuum inner products reduce to

⟨W (f)Ω,W (g)Ω⟩ = exp
(
−1

2∥g − f∥2 + i Im⟨f, g⟩
)
. (5.23)

Thus only finitely many direction inner products are needed at a step. The initial directions satisfy
d0,r = 2bℓr + o(1), and the echo directions satisfy gr = −2twr + o(1). Norm-small errors in these
bounded directions may be removed using Lemma 5.2. Every actual standard insertion differs
by O(r) from its bounded smooth low insertion, by Lemma 5.6. Thus, when computing a new
Gram entry, an earlier actual insertion may first be replaced by its low insertion at error O(r).
Lemma 5.3 therefore makes its pairing with ℓr, wr vanish. Together with ⟨ℓr, wr⟩ → 0, this is exactly
the orthogonal-sum rule for external and endogenous directions. Formula (5.23) now proves the
Gram assertion inductively.

Here is the additional calculation for the root-shift energy, so that ordinary Gram convergence is
not silently substituted for convergence of a different operator. A low Y - or Z-insertion is centered:
the circuit preserves the joint spin-flip parity and these matrices are odd. Write such an insertion as

h =

J∑
j=1

sj ⊗W (fj)Ω, sj ∈ C2.
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In the unseeded representation, Lh = |+⟩ ⊗ a∗(h)Ω. The one-particle coefficient of W (f)Ω is
ie−∥f∥

2/2f . Consequently

⟨h, Lh⟩ = −i
J∑

j=1

⟨sj ,+⟩ e−∥fj∥2/2⟨fj , h⟩. (5.24)

Each pairing ⟨fj , h⟩ is one of the same finite linear combinations of insertion and external-direction
Grams. In the formal seeded representation the same formula holds, with h inserted in the
endogenous summand; the external components of fj then pair to zero. More explicitly, the external
two-mode Fock factor represents the Gaussian variables at the root, while the child Fock factor is
built over endogenous directions. The root shift puts the root-seed factor in its pointed vacuum
and creates h only in that child factor. The two-factor decomposition is identified with Fock space
over their orthogonal direct sum. The high-direction argument gives exactly this zero pairing in the
actual limit. Finally, the actual insertion differs in norm from h by O(r). Since L is an isometry,

|E(v)− E(h)| ≤ (∥v∥+ ∥h∥)∥v − h∥,

which proves energy convergence. A finite scalar bulk phase cancels from every insertion. The
same argument applies just before an echo’s second flip, because its ordinary centers have already
canceled and its low update has already been made.

The standard-stage Gram limits determine the projections needed for ordinary probe starts.
For a probe immediately after a cost of size t/r, we also need the following transverse projection
estimate.

Lemma 5.9 (The huge-stage transverse projection). Immediately after a forward cost with fixed
t ≠ 0, the actual Y -insertion has vanishing pairing with every bounded family in S. In particular,
its pairing with every special scaled center tends to zero.

Proof. For a bounded input ηr, use the standard-stage uniform forward approximation on both Ω
and ηr. After the huge cost their ordinary pieces have centers −tyvr and root spins y. In the pairing
defining ⟨u∗rY urΩ, ηr⟩, the inserted Y reverses the spin. Nonzero spin pairings therefore require the
two opposite ordinary centers. Their distance is 2|t|, so their contribution vanishes by (5.2). Every
contribution with a special component is O(r); the ordinary remainders are o(r). This proves the
first assertion. Before the huge cost, the invariant approximates every special center by a bounded
smooth vector to O(r). In particular the intermediate directions v′r in (5.19) differ by O(r) from
the corresponding earlier standard insertions, by (5.20). Adding the forward displacement −tyvr
preserves this property. The first assertion and Cauchy–Schwarz prove the second.

5.6 Visibility and the order of construction

The preceding arguments are conditional only on the visibility conditions. We now choose the target
angles and all finite probe lists so that those conditions hold. The order is important: first use the
formal low circuit to perturb the target angles, then construct the probe lists successively from
limits established at earlier stages, and only afterwards choose r. Fix a finite seeded word, regard
all its angles as independent real variables λ, and replace each seed gate of angle σ formally by an
echo parameter t = σ/2. Include in a finite list all standard-stage probe starts: compensated mixers
and the second flips of echoes. Also include the standard stage preceding each forward huge cost.
At a second-flip probe start the current echo’s reverse cost has already occurred: count that echo in
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the center accumulator and include its seed displacement in the formal ordinary state. Its packet
label y is still the label before the echo, although its current spin is −y. Define, at each probe start,

Dform = −2
∑

j: reverse cost already applied

tjv
form
Z,j ,

where the insertion is taken immediately before that echo. At each listed stage and for each z, y,
impose

aformzy (λ) = −2 Im⟨vformZ ,−2bze+ yDform⟩ ̸= 0. (5.25)

Each function in (5.25) is real analytic in the finitely many angles. One may verify this without
an unbounded-operator analyticity theorem: expand the finite word into Weyl sums and use (5.23)
recursively. These expressions use finitely many sums, products, and exponentials of previous finite
Gram expressions.

None of these analytic functions is identically zero. To see this, set all angles of the target word
to zero, while keeping the initialization fixed. Every listed formal standard stage is then (5.22), and
Dform = 0. A direct one-Gaussian calculation gives

⟨vformZ , e⟩ = ie−8b
2
, aformzy = 4bze−8b

2 ̸= 0.

The temporary minus sign in special transport before a second flip does not change this formal
ordinary insertion or its center formula. Thus the same test point works for every listed stage.

The complement of the finite union of these analytic zero sets, and of the hyperplanes tj = 0, is
dense. Perturb the target angles arbitrarily little into that complement. Energy changes arbitrarily
little because it is continuous by the same finite-Weyl-sum formulas.

We can now construct the actual pulses successively. At a standard probe start, Lemma 5.8
supplies the limits of both special projection coordinates, and (5.25) makes their first coordinate
nonzero. Choose the finite ensemble-control list from these limiting pairs. Lemma 5.5 implements
it with the required errors. At a huge-stage first flip, the first coordinate is unchanged by the
forward displacement, while the second coordinate tends to zero by Lemma 5.9. Its limiting pairs
are therefore (aformzy , 0), again nonzero. They too admit the ensemble-control construction. Continue
the packet and Gram inductions to the next stage. The argument at the second flip uses the already
updated formal low circuit, with the sign of transport still negative until that flip is undone. In
particular no pulse list is chosen using a limit that presupposes its own implementation.

Proof of Theorem 5.1. Start with the requested finite seeded word and a tolerance. For a small
fixed b > 0, prepend R⋆e

2ibZq(ℓ) in the formal seeded calculus, with ℓ an additional independent
Gaussian coordinate at every site. As b ↓ 0, its energy tends to that of the original seeded word.
Indeed, finite bounded-direction Weyl words are strongly continuous in this initial displacement,
as are their insertion and energy Grams. At b = 0 the initial global mixer acts on the original
|+⟩ product state by a scalar, so it changes no expectation; the extra Gaussian coordinate is then
unused.

Choose b sufficiently small for this error, and perturb the target angles sufficiently little that all
the visibility conditions hold, with another arbitrarily small energy error. Fix the resulting finite
probe lists by the successive construction above. With these lists fixed, take r > 0 sufficiently small.
The packet induction and Lemma 5.8 show that the ordinary word consisting of the initialization,
unscaled costs, compensated mixers, and seed echoes has energy arbitrarily close to that of the
perturbed formal seeded word. Summing the three errors proves the assertion.

Every gate used is a cost or mixer pulse, possibly with negative angle. Toggled probes and all
compensations are finite such words; consecutive gates of the same kind can be combined, or zero-
angle gates inserted to obtain the stipulated alternating QAOA format. After b, the perturbation,
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the finite probe lists, and r have been chosen, the entire word and its angles are fixed. Proposition 2.1
therefore applies before any approximation parameter is changed. This proves the claimed order of
limits and parameter independence.

6 The ordinary word and the SK limit

The preceding constructions are now fixed in their order of use. The following error allocation leaves
every circuit finite before applying the tree-to-SK identity.

Proof of Theorem 1.1. Fix ε > 0. Apply Proposition 3.5 with error ε/4 and helper bound ηH =
(ε/8)2. It gives a finite bounded smooth classical calculation with output m and helper probability
pH satisfying

E(m) ≥ P∗ − ε/4, 2
√
pH < ε/4.

Apply Theorem 4.1 with η = ε/8. The resulting finite seeded circuit has insertion v with

E(v) ≥ E(m)− 2η − 2
√
pH > P∗ − 3ε/4.

By Theorem 5.1, a finite ordinary word approximates this seeded value to error less than ε/4. Its
value is therefore greater than P∗ − ε.

All choices just made concern limiting tree calculations and deterministic approximation pa-
rameters. After these choices there is a single finite word with real angles independent of D, n,
and J . By Proposition 2.1, its tree value equals its fixed-parameter SK value. Write the word in
the form (1.3); it gives vp(γ, β) ≥ P∗ − ε for some finite p. The upper bound and monotonicity
established above finish the proof.

Remark 6.1 (Order of choices). For the primary route the logical order is: accuracy; a fixed zero-
temperature minimizer and stopping time T < 1; a sufficiently fine finite scalar mesh at that T ;
finite sign smoothing; bounded column and trigonometric approximation; type exclusions; helper
contractions and finite commutator approximations; elementary seed compilation; small initialization
parameter b; generic angle perturbation; finite selective-probe lists; sufficiently small positive r; one
fixed ordinary word; thermodynamic limit. Within any nested construction an outer accuracy is
fixed before a finite approximation of its inner operations is chosen. No uniform depth estimate
and no exchange of these limits is used. For the independent positive-temperature route, the initial
scalar choices are instead a sufficiently large fixed finite β0, a cutoff T < qβ0 , and a sufficiently fine
finite message-passing discretization. Its degree limit is taken with those parameters fixed. The
subsequent approximation and circuit choices are the same.

7 Proof of the regular MaxCut consequence

We now prove Corollary 1.2. Theorem 1.1 provides one fixed word with SK value close to P∗, and
Proposition 2.1 identifies that value with the large-degree positive-cost tree correlation. The proof
first transfers this correlation to every graph satisfying the stated girth condition. It then uses local
tree structure and the random-regular optimum asymptotics to obtain the separate successive-limit
comparison.

Proof of Corollary 1.2. The normalized negative cost used by Basso et al. [4] is

C−D = − 1√
D

∑
{u,v}∈E

ZuZv =
2√
D
HMC(G)−

|E|√
D
I.
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Thus its cost gate with angle γj is, up to a scalar phase, the usual MaxCut cost gate with angle
2γj/

√
D, with the same sign and unchanged mixer angle. Let r+p (D, γ, β) be the distinguished-edge

correlation for the positive tree cost in Proposition 2.1, and put

νp(D, γ, β) =

√
D

2
r+p (D, γ, β).

That proposition gives νp(D, γ, β) → vp(γ, β) for each fixed word.
For the observable at an edge, backward cancellation of commuting cost gates leaves only cost

edges having an endpoint at distance at most p− 1 from the distinguished edge’s endpoint set. An
extra edge in this relevant cone would close a cycle of length at most 2p + 1. Under the stated
girth condition the cone is therefore the regular tree cone. Conjugating only this cone by X on one
bipartition class reverses the cost sign and the distinguished ZuZv, while preserving the mixers and
the initial plus state. No bipartition of G is used. Every edge therefore has negative-cost correlation
−r+p (D, γ, β), and

qp,G(2γ/
√
D,β) =

1

2
+
νp(D, γ, β)√

D
. (7.1)

This is the finite-degree edge formula in the full version of [4, Equations (2.3)–(2.6) and (3.1)], in
the convention of Proposition 2.1. Choose the word by Theorem 1.1 with vp(γ, β) ≥ P∗ − η/4. For
all sufficiently large D, fixed-word convergence gives νp(D, γ, β) ≥ P∗ − η/2, proving (1.6).

For fixed D, p, let bp,D(G) be the fraction of edges whose relevant cone is not a regular tree
cone. A conservative radius-(p + 1) neighborhood test bounds the number of such edges by a
constant depending on D, p times the number of cycles of length at most 2p+ 3. Those fixed-length
cycle counts are tight in the uniform simple regular model by McKay, Wormald, and Wysocka [17,
Theorem 1]. Consequently bp,D(Gn,D+1) → 0 in graph probability and in mean as n→ ∞. Since
each edge contributes a cut probability in [0, 1], the exact value on the other edges gives∣∣∣∣qp,G(2γ/√D,β)− 1

2
− νp(D, γ, β)√

D

∣∣∣∣ ≤ bp,D(G).

This proves convergence of the conditional quantum expectation to the tree value at fixed D, p; the
whole random graph need not have large girth.

Dembo, Montanari, and Sen [7, Theorem 1.6(b), with the convention after Equation (1.7)]
identify the optimal leading correction for the same simple regular model. After dividing their cut
size by nd/2 and putting d = D + 1, their theorem says that

√
D(OPT(Gn,D+1)− 1/2) converges

to P∗ in the same successive graph-probability sense; here
√
D/(D + 1) → 1. Their P∗ is ours:

pairing their ordered off-diagonal Gaussians and using sign symmetry gives (1.1) in law, while the
diagonal is a mean-zero configuration-independent shift. For large D the deterministic quantity
P∗− νp(D, γ, β) is at most η/2. If

√
D∆D > η, the absolute centered-optimum error or the absolute

conditional-expectation error multiplied by
√
D must therefore exceed η/4. The first probability

vanishes in the stated successive limit by the cited optimum theorem, and the second vanishes in
the inner n limit by the preceding bound. This proves (1.7).

A The independent positive-temperature construction

This appendix constructs near-optimal bounded classical formulas without using the zero-temperature
scalar companion. Its input is the positive-temperature Parisi measure at a fixed finite inverse
temperature. The Parisi diffusion first gives an almost optimal martingale output. A finite-step
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tree calculation and a strong symmetric-power limit then place that output in the rooted Hilbert
space. Finally, the bounded approximation and color-exclusion lemmas of Section 3 put it in the
form required by Theorem 4.1.

Besides providing an independent route to the same synthesis input, the appendix retains the
finite-degree message calculation and the quantitative fixed-temperature mesh bounds. Temperature
is chosen first and held fixed in those estimates. No passage from the log-cosh terminal datum here
to the terminal datum |x| is used.

A.1 The positive-temperature variational input

The use of a Parisi diffusion and its gradient martingale to choose incremental message-passing
coefficients follows the classical construction of Montanari [18, Section 3.1, Lemmas 3.2–3.3], with
the more general framework of El Alaoui, Montanari, and Sellke [8, Assumption 1 and Theorem 2].
We use the finite-tree calculation of El Alaoui, Montanari, and Sellke [9] and convert its output to
the synthesis formulas below.

We record explicitly the spin-glass results that enter the argument. For an inverse temperature
β0 > 0, let µβ0 be the finite-temperature Parisi measure and put

γ(t) = β0µβ0([0, t]).

In field coordinates appropriate to the normalization of this paper, the Parisi PDE and free energy
are

ϕt(t, x) = −1

2

(
ϕxx(t, x) + γ(t)ϕx(t, x)

2
)
,

ϕ(1, x) =
1

β0
log
(
2 cosh(β0x)

)
.

(A.1)

Fβ0 = ϕ(0, 0)− 1

2

∫ 1

0
tγ(t) dt = lim

n→∞

1

nβ0
E log

∑
σ

exp
(
β0hn,J(σ)

)
. (A.2)

Equation (A.2) is the positive-temperature Parisi formula [23, Theorem 1.1], written in the field
coordinates of (A.1). The covariance of hn,J divided by n is (R2

12−1/n)/2, where R12 = n−1
∑

i σ
1
i σ

2
i .

The O(1/n) term is allowed by that theorem, so its limiting covariance is t2/2. The partition function
here is the unnormalized sum over configurations.

This route does not need the zero-temperature variational formula, even for existence of the
limit defining P∗. Put An = n−1Emaxσ hn,J(σ) and let Fn,β0 denote the finite-n expression on the
right of (A.2). The elementary log-sum bounds give

Fn,β0 −
log 2

β0
≤ An ≤ Fn,β0 .

For every fixed finite β0, the Parisi formula gives convergence of Fn,β0 . Hence lim supnAn −
lim infnAn ≤ (log 2)/β0. Letting β0 tend to infinity proves convergence of An and yields

P∗ ≤ Fβ0 ≤ P∗ +
log 2

β0
. (A.3)

A direct zero-temperature variational formula is also known [2, Theorem 1]; the argument here
needs only the positive-temperature formula and the preceding squeeze. We use the following
precise finite-temperature facts. In the conventions of [16], they are Theorem 1.1, Lemma 2.2,
Proposition 2.4, and Lemma 2.5, respectively:
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1. If β0 > 1, there is q = qβ0 ∈ (0, 1) such that suppµβ0 = [0, q]. The restriction below q has a
density in C∞([0, q)); the point q is an atom.

2. If X solves the stochastic differential equation driven by a standard Brownian motion W ,

dXt = γ(t)ϕx(t,Xt) dt+ dWt, X0 = 0, (A.4)

then Eϕx(t,Xt)
2 = t for every t ∈ suppµβ0 .

3. All positive-order spatial derivatives of ϕ are bounded and jointly continuous on [0, 1]×R. The
function ϕ is even in x, |ϕx| ≤ 1, and ϕxx > 0. These regularity statements also follow from
[1, Propositions 1–2 and Appendix Proposition 5, (66)] after the same change of variables.

4. Differentiating the PDE along (A.4) gives dϕx(t,Xt) = ϕxx(t,Xt) dWt.

The self-consistency identity Eϕx(t,Xt)
2 = t at points t ∈ suppµβ0 , including t = 0, also follows

from the variational argument of Jagannath and Tobasco [13, Proposition 1.1 and Corollary 3.10].
To check the conventions, if u denotes the PDE solution with terminal condition log coshx and
diffusion coefficient β20 in [16], then ϕ(t, x) = β−10

(
u(t, β0x) + log 2

)
. In particular, the full-support

input used here concerns positive temperature; no support property of a limiting zero-temperature
minimizer is assumed. The version of [16] used here is version 3: its Hamiltonian is written with
independent Gaussian terms over all ordered pairs. Combining the two terms for each unordered
pair gives the normalization (1.1); the diagonal terms form a centered, configuration-independent
Gaussian. They have zero contribution to expected pressure and do not change the Parisi minimizer.

Write
m(t, x) = ϕx(t, x), a(t, x) = ϕxx(t, x), b(t, x) = γ(t)m(t, x). (A.5)

On every [0, T ] with T < q, these functions have bounded spatial derivatives of every order. They
are also Lipschitz in time there: the density statement makes γ smooth on [0, T ], and the PDE
expresses the time derivatives of m and a in terms of bounded spatial derivatives. In particular, a
and b are bounded and globally Lipschitz in x, uniformly on [0, T ]. The function a is even in x and
b is odd.

Lemma A.1 (A positive-temperature value bound). For every β0 > 1 and 0 < T < q,∫ T

0
Ea(t,Xt) dt ≥ P∗ −

1/4 + log 2

β0
− (q − T ). (A.6)

Moreover,
Ea(t,Xt)

2 = 1 (0 ≤ t ≤ q), 1− q ≤ β−10 . (A.7)

Proof. Symmetry gives m(0, 0) = 0. The martingale identity and Itô isometry therefore give

Em(t,Xt)
2 =

∫ t

0
Ea(s,Xs)

2 ds.

The left-hand side equals t on [0, q]. Continuity and boundedness of a, together with continuity of
X, prove the first assertion of (A.7), including both endpoints.

Since γ = β0 on [q, 1], the Cole–Hopf formula gives

ϕ(q, x) =
1

β0
log
(
2 cosh(β0x)

)
+
β0(1− q)

2
, m(q, x) = tanh(β0x), a(q, x) = β0 sech

2(β0x). (A.8)
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Thus, by Cauchy–Schwarz and the identity just proved,

1− q = E sech2(β0Xq) ≤
(
E sech4(β0Xq)

)1/2
= β−10 .

Itô’s formula applied to Xtm(t,Xt) and ϕ(t,Xt) yields∫ q

0
Ea(t,Xt) dt = EXqm(q,Xq)−

∫ q

0
tγ(t) dt,

Eϕ(q,Xq) = ϕ(0, 0) +
1

2

∫ q

0
tγ(t) dt.

The stochastic integrals have mean zero because a,m, b are bounded and X has finite moments.
The elementary inequality

x tanh(β0x) ≥
1

β0
log
(
2 cosh(β0x)

)
− log 2

β0

follows, for example, by differentiating the difference for x ≥ 0 and using evenness. Substitution of
(A.8) consequently gives∫ q

0
Ea(t,Xt) dt ≥ ϕ(0, 0)− 1

2

∫ q

0
tγ(t) dt− β0(1− q)

2
− log 2

β0

= Fβ0 −
β0(1− q)2

4
− log 2

β0

≥ P∗ −
1/4 + log 2

β0
.

Finally 0 ≤ Ea(t,Xt) ≤ (Ea(t,Xt)
2)1/2 = 1 on [0, q], so removing [T, q] costs at most q − T .

A.2 The finite-iteration tree calculation

Here we state the finite-step input from El Alaoui, Montanari, and Sellke with the indices and
normalizations needed below. It is the general calculation in [9, Sections 2–4.1], not that paper’s
zero-temperature near-optimality theorem.

Fix β0 > 1 and 0 < T < q. Choose δ > 0 and an integer L ≥ 1 with Lδ ≤ T . Put tr = rδ. On
the (D + 1)-regular tree, initialize independent standard Gaussian labels gi and set u0i→j = u0i = gi,

A−1i→j = 1. Each outgoing column multiplies a message by a coefficient from the preceding step.
This lag will make its newest Gaussian layer conditionally centered, as verified below. For 0 ≤ r < L
use the recursions

ur+1
i→j =

1√
D

∑
v∈∂i\{j}

Ar−1
v→iu

r
v→i, ur+1

i =
1√
D + 1

∑
v∈∂i

Ar−1
v→iu

r
v→i, (A.9)

xr+1
i→j = xri→j + δb(tr, x

r
i→j) +

√
δ ur+1

i→j , x0i→j =
√
δ gi, (A.10)

xr+1
i = xri + δb(tr, x

r
i ) +

√
δ ur+1

i , x0i =
√
δ gi. (A.11)

The coefficients, for 0 ≤ r ≤ L, are

cD,r =
(
Ea(tr, xri→j)

2
)−1/2

, Ar
i→j = cD,ra(tr, x

r
i→j), Br

i = cD,ra(tr, x
r
i ), (A.12)

zLi =
√
δ

L∑
r=1

Br−1
i uri . (A.13)
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The same constant, computed from the directed-edge law, occurs in Ar and Br. Its definition is
recursive: xri→j has already been constructed when cD,r is chosen. Strict positivity of a ensures
every denominator is positive.

The one-step lag in Ar−1ur is important. Let Gr
i→j be the sigma-field of Gaussian labels at

distance at most r from i in the component left after deleting {i, j}, including the label at i. The
variables xr−1i→j and Ar−1

i→j are Gr−1
i→j -measurable. The next message is linear in the Gaussian labels on

the new outer layer. More precisely, [9, Lemma 3.2] gives, for r ≥ 1,

uri→j | Gr−1
i→j ∼ N

(
0, (τ ri→j)

2
)
,

(τ r+1
i→j )

2 =
1

D

∑
v∈∂i\{j}

(Ar−1
v→i)

2(τ rv→i)
2, τ0 = 1. (A.14)

The variance recursion also holds at r = 0. Thus Ar−1ur has conditional mean zero given this earlier
cavity history. Its variance may depend on that history; finite-degree independence of successive
messages is not being asserted. For r = 0 the sent column is simply gi.

Let U0, U1, . . . be independent standard Gaussians and define

Xδ
0 =

√
δ U0, Xδ

r+1 = Xδ
r + δb(tr, X

δ
r ) +

√
δ Ur+1, (A.15)

cδ,r =
(
Ea(tr, Xδ

r )
2
)−1/2

, Zδ
L =

√
δ

L∑
r=1

cδ,r−1a(tr−1, X
δ
r−1)Ur. (A.16)

At fixed β0, T, δ, L, the update functions and constants cδ,r are deterministic. The variables Xδ
r and

Zδ
L are random functions of the displayed Gaussian family.

Lemma A.2 (Finite-step limit). For the preceding construction, as D → ∞ at fixed δ, L,

cD,r −→ cδ,r, 0 ≤ r ≤ L, (A.17)

(u0i , . . . , u
L
i ) =⇒ (U0, . . . , UL), zLi =⇒ Zδ

L, (A.18)

lim
D→∞

D + 1

2
√
D

EzLo zLv = δ
L−1∑
r=1

cδ,rEa(tr, Xδ
r ), o ∼ v. (A.19)

The sum in (A.19) is empty when L = 1. The distributional statements include convergence of every
fixed moment. The analogous joint Gaussian limit holds for a directed edge. Moreover E(Zδ

L)
2 = Lδ.

Proof. We use the bounded-coefficient CLT and edge calculation in [9, Assumptions 2–3, Theorem 3.1,
Proposition 2.1, and Lemmas 4.2–4.3]. The verification below has two parts: first the degree-
dependent normalizers and moment bounds, then the edge value with its finite-step index. The
functions a(tr, ·) are bounded and Lipschitz, the drift is Lipschitz, and only finitely many r occur.
Initially cD,0 = cδ,0, and x

r uses normalizers only through index r−2, so the normalization induction
is not circular. Inductively, the Gaussian limit of the preceding messages and bounded continuity of
a2 give

Ea(tr, xri→j)
2 −→ Ea(tr, Xδ

r )
2 > 0.

Thus cD,r converges, and the normalized coefficients and their Lipschitz constants are bounded
uniformly for all sufficiently large D. This verifies the boundedness and normalization hypotheses
used in the finite-step CLT, including when its coefficients depend on D. One may equivalently run
its induction with this triangular sequence: convergent deterministic coefficients do not affect any
induction step. All fixed moments are uniformly bounded. Indeed, an update sums the columns
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Ar−1
v→iu

r
v→i from disjoint child cavity trees. They are independent across children and centered by

(A.14); the bounded multiplier is measurable before the innovation it multiplies. In this application
their marginal centering also follows from seed parity, since a is even and b is odd. The moment
inequality for sums of independent centered variables gives, for each integer k ≥ 2,

E

∣∣∣∣∣∣D−1/2
D∑
j=1

Yj

∣∣∣∣∣∣
k

≤ Ck

(
(EY 2

1 )
k/2 +D1−k/2E|Y1|k

)
.

Induction over the finite number of updates proves uniform bounds of every order. They imply
uniform integrability and hence the asserted moment convergence. The x and z conclusions follow
from their continuous, polynomial-growth expressions in the messages.

For the energy, put

RD,ℓ = E
[
Bℓ−1

o Bℓ−1
v Aℓ−2

o→vA
ℓ−2
v→ou

ℓ−1
o→vu

ℓ−1
v→o

]
.

Proposition 2.1 of [9], with its degree k = D + 1, is the exact identity

D + 1

2
√
D

EzLo zLv = δ
L∑

ℓ=2

E
[
Aℓ−2

v→o(u
ℓ−1
v→o)

2Bℓ−1
o Bℓ−2

v

]
+

δ

2
√
D

L∑
ℓ=1

RD,ℓ.

(A.20)

The second line is O(D−1/2) by the fixed moment bounds. To compare node and cavity terms, split
off the missing neighbor:

uri =

√
D

D + 1
uri→j +

Ar−2
j→iu

r−1
j→i√

D + 1
(1 ≤ r ≤ L).

Its squared difference from uri→j is O(D−1). The two Euler recursions and the spatial Lipschitz
bounds therefore give, by induction over this fixed finite number of steps,

E|xri − xri→j |2 + E|Br
i −Ar

i→j |2 ≤
C

D
. (A.21)

These are the comparisons in Lemma 4.2 of [9]; in particular, the use of the spatial Lipschitz bound
for a is explicit.

Here is the reduction in Lemma 4.3 of that paper in our indices. Set s = ℓ − 1 and H =
As−1

v→oB
s−1
v Bs

o. This product depends only on the depth-(s− 1) cavity labels on the v side and the
depth-s cavity labels on the o side. Conditioning on these labels in (A.14) therefore gives

E
[
H((usv→o)

2 − 1)
]
= E

[
H((τ sv→o)

2 − 1)
]
.

The variance estimate in [9, Lemmas 3.2–3.4] is uniform for the present normalizers. Indeed, if
K ≥ 1 bounds the coefficients at the fixed horizon and ∆r = E[((τ ri→j)

2 − 1)2], its proof uses only

the variance recursion, independence of child cavities, and the exact normalization E(Ar
i→j)

2 = 1 to
give

∆r+1 ≤ 2K4∆r +
2(K4 + 1)

D
, ∆0 = 0.
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Thus ∆s = O(D−1), and the preceding conditional expectation is O(D−1/2) by Cauchy–Schwarz.
Replacing the two node coefficients by their cavity counterparts using (A.21) now yields

E
[
H(usv→o)

2
]
= E

[
As

o→v(A
s−1
v→o)

2
]
+O(D−1/2)

= EAs
o→v E

[
(As−1

v→o)
2
]
+O(D−1/2)

= EBs
o +O(D−1/2).

The middle equality uses the exact independence of the two cavity trees, and the last uses their
coefficient normalization and one more node-to-cavity comparison. This proves the quantitative
replacement without a convergence rate for cD,r. All constants here may depend on δ, L, β0, T , which
are fixed. Taking the degree limit and setting r = ℓ − 1 proves (A.19).1 Finally, the coefficients
multiplying Ur in (A.16) are measurable with respect to U0, . . . , Ur−1. Orthogonality of martingale
increments and the definition of cδ,r−1 give E(Zδ

L)
2 = δ

∑L
r=1 1 = Lδ.

The degree limit has identified the scalar law Zδ
L and the finite-tree edge limit in (A.19). We next

compare these two quantities with the Parisi diffusion at the fixed temperature. The symmetric-
power argument in the following subsection will then realize the same finite formula as a rooted
vector, so that its energy can be used in the clipping and synthesis steps. The normalized Euler
and martingale comparison below is related to [8, Proposition 5.3]. We give the estimates for the
present fixed-temperature tree construction.

Lemma A.3 (The continuum limit at fixed temperature). Fix β0 > 1 and 0 < T < q, and let
L = ⌊T/δ⌋. There is a coupling with the diffusion (A.4) and a constant C = C(β0, T ) such that, for
all sufficiently small δ,

max
rδ≤T

E|Xδ
r −Xrδ|2 ≤ Cδ, max

rδ≤T
|cδ,r − 1| ≤ C

√
δ, (A.22)

E|Zδ
L −m(T,XT )|2 ≤ Cδ, (A.23)∣∣∣∣∣δ

L−1∑
r=1

cδ,rEa(tr, Xδ
r )−

∫ T

0
Ea(t,Xt) dt

∣∣∣∣∣ ≤ C
√
δ. (A.24)

Proof. Take U0 independent of W and
√
δ Ur = Wrδ −W(r−1)δ for r ≥ 1. Let τδ(t) = δ⌊t/δ⌋ and

use the continuous Euler interpolation

X
δ
t =

√
δ U0 +

∫ t

0
b(τδ(s), X

δ
⌊s/δ⌋) ds+Wt.

The drift is bounded and Lipschitz in space and time on [0, T ]. Hence E|Xδ
s − Xδ

⌊s/δ⌋|
2 ≤ Cδ.

Subtracting the integral equations for X and X
δ
, using Cauchy–Schwarz, and then Gronwall gives

E sup
s≤T

|Xδ
s −Xs|2 ≤ Cδ.

The initial contribution is E|
√
δU0|2 = δ. This proves the first bound of (A.22).

1Our index convention is fixed by (A.13). The finite sums printed in [9, (4.5), (4.18)] use the shifted endpoints
2, . . . , L; the preceding exact identity and Lemma 4.3 give 1, . . . , L − 1. The endpoint difference vanishes in the
continuum limit below. The exact identity we use is Proposition 2.1; the same-time display in its Lemma 2.8 lacks the
factor 1/k present in that proposition and in the lemma’s proof.
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Because a is bounded and spatially Lipschitz, and Ea(tr, Xtr)
2 = 1,

max
rδ≤T

∣∣∣Ea(tr, Xδ
r )

2 − 1
∣∣∣ ≤ C

√
δ.

For small δ all these expectations lie in [1/2, 3/2]. The map x 7→ x−1/2 is Lipschitz on that interval,
proving the second bound of (A.22).

Equation (A.16) is the stochastic integral

Zδ
L =

∫ Lδ

0
cδ,⌊t/δ⌋a(τδ(t), X

δ
⌊t/δ⌋) dWt.

The integrand differs from a(t,Xt) in squared mean by at most Cδ, uniformly in t ≤ Lδ. This follows
from (A.22), the spatial and temporal Lipschitz bounds for a, and E|Xt−Xτδ(t)|

2 ≤ Cδ. Itô isometry,

including the last interval of length at most δ, gives (A.23), since m(T,XT ) =
∫ T
0 a(t,Xt) dWt. The

same estimates in first mean compare the sum in (A.24) with its Riemann integral. The omitted
first and last intervals have total length at most 3δ and bounded integrands. This proves the final
estimate.

A.3 Strong convergence of classical descendant formulas

We next place this classical construction in the Hilbert space used by Proposition 2.2. This step
requires norm convergence, not only a CLT in distribution.

We use the Gaussian lift G of Section 2.3 and the finite descendant formulas of Definition 2.4. In
the directed EAMS calculation the sent columns are Ar−1ur, with u0 = g for the first propagation.
The node output uses these same columns. Replacing D + 1 root children by D, or the final
normalization

√
D + 1 by

√
D, does not change the limiting formula.

Lemma A.4 (The symmetric-power realization). Consider a fixed finite descendant formula whose
pointwise functions are smooth with all derivatives of polynomial growth. Assume its leaf seeds have
moments of every order and every aggregated child column has mean zero under its finite-degree
child law for each D. Its finite-degree root vector converges in norm, under the symmetric occupation
embeddings, to the formula obtained by replacing every normalized sum by G. The same conclusion
holds for a convergent finite collection of deterministic coefficients in the formula. The finite-degree
root vectors have a uniformly bounded first child-occupation moment. Consequently, for centered
equivariant outputs fD and their limit f ,

lim
D→∞

D + 1

2
√
D

EfD(o)fD(v) = E(f), o ∼ v. (A.25)

Proof. The proof first treats characteristic vectors, then arbitrary pointwise maps, and finally the
occupation bound needed for energy. We use induction on formula depth. All intermediate moments
are uniformly bounded: normalized centered sums satisfy the moment bound used in Lemma A.2,
and polynomial-growth functions preserve the existence of sufficiently high uniform moments.

Suppose the real centered child columns fD,1, . . . , fD,k already converge in norm to f1, . . . , fk
in the common child Hilbert space. Fix t ∈ Rk and put FD =

∑
j tjfD,j , F =

∑
j tjfj . The limits

are centered because the embeddings preserve the vacuum and the convergence is in norm. A joint
characteristic vector for the parent sums is the symmetric tensor power of

hD = exp(iFD/
√
D)Ω = αDΩ+ ζD, ζD ⊥ Ω.
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Taylor expansion in L2, justified by the uniform fourth moment, and centering give

αD = 1− ∥FD∥2

2D
+O(D−3/2),

√
D ζD −→ iF.

The j-particle component of the embedded tensor power is(
D

j

)1/2

αD−j
D ζ⊗jD −→ e−∥F∥

2/2 (iF )
⊗j

√
j!

.

These are the components of eiq(F )Ω. The expected occupation of the left-hand vector is D∥ζD∥2 =
O(1), so its occupation tails are uniformly small. Thus convergence of each fixed grade implies
norm convergence of the complete vector. A root with M = D + 1 children has the same proof: use
M factors and the normalization M−1/2, with the same convergent child columns. Alternatively,
retaining D−1/2 at that root gives the same limit because M/D → 1. The occupation bound in
either convention is M∥ζD∥2 = O(1).

Finite linear combinations of these exponentials, multiplied by bounded measurable functions of
the independent root seed, are dense in the limiting L2 space. Indeed the root seed and aggregate
fields have a product law. Products of dense families in the two factors are dense, and exponentials
are dense in the field factor: an orthogonal L2 vector would give a finite signed measure with zero
Fourier transform and would therefore vanish. There is a useful precision concerning measurable
seed factors. Let S denote the root seed, YD the finite list of aggregate fields, and Y its limit. The
law of S is unchanged with D and is independent of YD and Y . For P (s, y) =

∑
j gj(s)e

itj ·y with
bounded measurable gj , and a bounded target F (s, y) continuous in y for every fixed s, the function
|F (s, y)− P (s, y)|2 is bounded continuous in y for each fixed s. Weak convergence of YD therefore
gives convergence of its field integral pointwise in s. The bound is uniform in s, so dominated
convergence in the unchanged root-seed law proves

E|F (S, YD)− P (S, YD)|2 −→ E|F (S, Y )− P (S, Y )|2.

Thus measurability of gj does not require a discontinuous test function in an appeal to joint weak
convergence. For a polynomial-growth target, first multiply by smooth cutoffs outside large boxes
in the seed and field variables. The cutoffs preserve continuity in the field variables, and uniform
higher moments make the discarded squared norms uniformly small. This proves the induction
step. It also proves continuity in deterministic coefficients, by applying the same argument to a
convergent sequence of them.

For completeness, the occupation bound is not a consequence of the CLT alone. At a parent, let Pj

average over the jth child, and write its output asHD(s, SD,1, . . . , SD,k), where SD,l = D−1/2
∑

j f
(j)
D,l.

The occupation operator in the symmetric embedding is ND =
∑D

j=1(I −Pj). With an independent
replacement of child j, conditional variance and the mean-value theorem give

∥(I − Pj)HD∥2 ≤ E|HD −H
(j)
D |2 ≤ C

D
.

Here the derivative of HD has polynomial growth and the sums, the replaced child columns, and
their products have the uniform moments established above; Hölder’s inequality therefore gives a
constant independent of j,D. Summing proves ⟨HD, NDHD⟩ ≤ C. If needed, the same argument
with distinct child replacements and mixed derivatives bounds the factorial moments of ND of every
fixed order.

The energy identity is now Proposition 2.2 applied to these classical vectors. More explicitly,
with M = D + 1 root children, the projection onto an excitation in a distinguished child has norm
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at most C/
√
M by symmetry and the occupation estimate. The term with excitations across the

distinguished edge on both sides is therefore O(M−1). The two terms with only one crossing select a
single child; after multiplication by

√
M they converge to ⟨f, Lf⟩ and its conjugate. The term with

neither crossing is zero by centering. The factor M/(2
√
D) in (A.25) thus gives Re⟨f, Lf⟩, since

M/D → 1.

Apply this lemma to the EAMS formulas at fixed δ, L. All sent columns are odd under
simultaneous reversal of the seed labels, since a is even and b is odd. They are therefore centered
under each finite-degree child law, as required by the lemma. The smooth polynomial-growth
hypotheses hold because a transmitted column is a bounded smooth coefficient times a message
variable. Equation (A.17) and the coefficient-continuity assertion allow us to replace cD,r by the
fixed limiting constants cδ,r in the limiting formula. Let its output vector be zδ. We obtain

E(zδ) = δ
L−1∑
r=1

cδ,rEa(tr, Xδ
r ), ∥zδ∥2 = Lδ, zδ has law Zδ

L. (A.26)

All coefficients in this vector are independent of degree.

A.4 Clipping and finite bounded formulas

Let π(x) = max(−1,min(x, 1)). Since |m(T,XT )| ≤ 1, the law in (A.26) and the metric projection
property give

∥zδ − π(zδ)∥2 = E|Zδ
L − π(Zδ

L)|2 ≤ E|Zδ
L −m(T,XT )|2.

Only the marginal law of Zδ
L enters the equality. The diffusion coupling bounds this scalar clipping

error; the energy of zδ has already been identified separately in the rooted space by (A.26).
Consequently, by Lemma A.3, ∥zδ−π(zδ)∥ ≤ C

√
δ. We apply the shared energy-continuity estimate

(3.9) with f = zδ and g = π(zδ); both norms are at most one. Combining (A.6), (A.24), and
(A.26) proves the following: for every ε > 0, first choosing a sufficiently large finite β0, then T < q
sufficiently close to q, and finally a sufficiently small positive δ, gives a centered odd classical vector

m∗ = π(zδ), |m∗| ≤ 1, E(m∗) ≥ P∗ − ε. (A.27)

At this point the depth L and the entire descendant calculation are finite and fixed.
The next proposition completes this route using only the common bounded-approximation and

exclusion lemmas. It gives the same conclusion as Proposition 3.5, with an independent proof from
the clipped vector just constructed.

Proposition A.5 (The independent positive-temperature construction). For every ε > 0 and every
ηH > 0, there are a finite color partition with helper probability 0 < pH < ηH , a finite number
of helper types, and finite bounded odd angle formulas θc on the nonhelper colors such that the
following hold. Each transmitted column is bounded and odd, every pointwise map may be chosen as
a finite trigonometric sum in its odd inputs, and every aggregation excludes its current color, all
path-ancestor colors, and all helpers. Conditional on the finite labels, all continuous derivatives of
the pointwise maps are bounded. The output

mcol =

M∑
c=1

1{C=c} sin(2θc) (A.28)

68



is centered, satisfies |mcol| ≤ 1, vanishes on helper roots, and obeys

E(mcol) ≥ P∗ − ε. (A.29)

After the uncolored finite formula has been fixed, the total helper probability may be taken arbitrarily
small, with all individual helper probabilities positive. All depths, coefficients, label laws, and
functions in the conclusion are fixed independently of degree, system size, and disorder.

Proof. Use (A.27) with error ε/3. Its underlying formula zδ has odd transmitted columns and
jointly odd smooth local maps with polynomial-growth derivatives, as checked after Lemma A.4.
It therefore meets the hypotheses of Lemma 3.2. Apply that lemma and then Lemma 3.4 with
the choices in the proof of Proposition 3.5: the first output error is less than ε/12 in norm, the
second less than ε/6, and one positive-probability helper is reserved per propagation depth with
total probability below ηH . The two further energy losses are less than ε/6 and ε/3, respectively,
by (3.9). Their sum with the initial loss is less than ε. Those two shared lemmas also give the
boundedness, trigonometric form, exclusions, and parity asserted here. The entire formula and all
helper probabilities are fixed after the degree limit of the finite calculation.
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