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Abstract

For each fixed dimension d ≥ 3 and each fixed sufficiently small positive disorder
strength, we prove that the Anderson operator on Zd with independent uniform site
potentials almost surely has purely absolutely continuous spectrum with nonzero weight
on an open energy interval. The interval may depend on d but is independent of the
disorder strength. This settles the purely absolutely continuous energy-range question in
Simon’s Problem 1 for this model.
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1 Introduction
The Anderson model asks how independent disorder changes the spectral and transport
properties of a lattice Hamiltonian. We prove a weak-disorder delocalization result for
independent uniform site potentials in every fixed dimension d ≥ 3: on a fixed open interval,
the spectrum is purely absolutely continuous and has nonzero weight. Both eigenvalue mass
and singular continuous mass are excluded.

1.1 The model and the result

Fix an integer d ≥ 3. On the product probability space

Ω = [−1, 1]Zd
, P =

(
1
21[−1,1](v) dv

)⊗Zd

,

let Vx(ω) = ωx. For λ > 0, define the bounded self-adjoint operator on ℓ2(Zd) by

(Hλ,ωψ)(x) = −
d∑

j=1

(
ψ(x+ ej) + ψ(x− ej)

)
+ λVx(ω)ψ(x). (1)
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Here e1, . . . , ed are the coordinate vectors. Multiplication by (−1)x1+···+xd is a unitary
operator that reverses the hopping sign and leaves the diagonal potential unchanged. Thus
the positive-hopping convention gives the identical conclusion. For a Borel set B, write
χB(H) for the spectral projection, and let Hac(H) be the subspace of vectors whose spectral
measures are absolutely continuous with respect to Lebesgue measure.

Theorem 1.1. There is a fixed sufficiently small number e2 ∈ (0, 1/100) such that, for every
fixed integer d ≥ 3, there is a number λd > 0 with the following property. Set

Id =
{

(−6 + e2/2,−6 + e2), d = 3,
−2d+ (1/200, 1/100), d ≥ 4.

(2)

Then for every fixed 0 < λ < λd, almost surely

Id ⊂ σ(Hλ,ω), χId
(Hλ,ω)ℓ2(Zd) ⊂ Hac(Hλ,ω).

In particular, the spectral restriction to Id is purely absolutely continuous and χId
(Hλ,ω) ̸= 0.

For d ≥ 4, one may take λd =
√

3 2−n∗(d), where the finite-matrix specification of n∗(d) is
given in Definition 8.2. For d = 3, the proof supplies an existential positive threshold.

The interval is independent of λ. The probability-one event may depend on the fixed
coupling, and all estimates may depend on the fixed dimension. No uniformity as d → ∞ is
asserted. The integer n∗(d) for d ≥ 4 is specified by an infinite family of probability conditions
on finite matrices. The proof establishes its existence but supplies no effective numerical
bound.

1.2 Historical context and scope

Anderson’s random-site-energy model explains how spatial disorder can suppress quantum
transport [6]. The competing weak-disorder question is whether extended states survive
on a Euclidean lattice of dimension at least three. Simon’s Problem 1 asks for a purely
absolutely continuous energy range for the nearest-neighbor model with iid uniform potentials
in dimensions at least three, at suitable disorder widths [22]. Theorem 1.1 supplies the purely
absolutely continuous energy range requested in that problem for every sufficiently small
fixed disorder width in each fixed dimension d ≥ 3. It does not locate the full mobility edge
discussed after Problem 1 or resolve the diffusion question stated separately as Problem 3.

Rigorous localization was developed through several complementary methods. Fröhlich
and Spencer introduced a multiscale Green-function analysis in strong-disorder and suitable
extreme-energy regimes [15]; Fröhlich, Martinelli, Scoppola and Spencer subsequently estab-
lished pure-point spectrum with exponentially decaying eigenfunctions in such regimes [14].
The fractional-moment method of Aizenman and Molchanov gives another route to spectral
localization at large disorder and extreme energies [2]. Corollary 1.2 combines a fixed-disorder
edge-localization theorem with Theorem 1.1 at the same coupling. A localized edge interval
alone does not determine the spectral type throughout the rest of the band.

On the Bethe lattice, Klein proved purely absolutely continuous spectrum on compact
intervals inside the free band at sufficiently weak disorder [19, 20]. Aizenman, Sims and
Warzel established stability of the absolutely continuous component by a fluctuation-based
method [3]; that result does not itself assert spectral purity. Aizenman and Warzel used
resonant delocalization to obtain an absolutely continuous component beyond the free band
for regular full-support laws at weak disorder, and proved pure absolute continuity near the
spectral edges in a weak bounded-disorder regime that includes the uniform law [4]. For
sufficiently high-degree trees, at a specified hopping scale and for a regular class of full-support
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single-site densities, Aggarwal and Lopatto obtained mobility edges separating absolutely
continuous and pure-point intervals [1]. The branching geometry distinguishes these results
from the model on Zd; the last result also has different law and scale assumptions.

Jakšić, Last and Warzel gave a further tree argument and a conditional lattice criterion
through the Schur complement of a two-site Poisson-transformed spectral measure [18]. Their
criterion assumes a positive lower limit of the expected energy-integrated quantity and
concludes a nontrivial absolutely continuous component. It does not establish that lower
bound for the present weak-disorder lattice model.

Erdős, Salmhofer and Yau proved a weak-coupling diffusion limit for the lattice model: at
disorder-dependent long times and spatial scales, the expected Wigner distribution converges
to a heat-equation solution as the coupling tends to zero [11]. For Gaussian disorder, Black,
Drogin and Hernández obtained estimates at long finite times and positive resolvent heights
in a weak-coupling regime [7]. Here the boundary limit is taken at each fixed sufficiently
small positive coupling, and the conclusion also excludes singular spectral mass.

1.3 The proof mechanism

The proof first establishes a finite-volume resolvent certificate. On a large periodic lattice, we
construct a set containing at least half the sites and add small complex damping only on
that set. The diagonal imaginary parts there remain bounded below as the damping tends
to zero. At each site, the final real potential is its original independent uniform variable.
Proposition 2.1 states the certificate precisely.

We begin with the free operator and write each uniform potential as a series of independent
binary signs. Revealing a sign replaces part of the artificial damping by true randomness.
Active sites retain damping; terminal sites have their complete true potentials and have been
eliminated by a Schur complement. During a stage, a diagonal self-consistency parameter
remains frozen until the stage-end reset. We carry three controls for the rescaled inverse on
active physical sites. Its complex entrywise square controls the linearized equation for the
eventual diagonal reset. A bound on row fourth moments prevents the mass of a resolvent
row from concentrating at a few sites, limiting the influence of individual updates. The Ward
identity turns squared absolute resolvent entries into a Laplacian whose inverse form supplies
a spatial energy norm for accumulating local changes. Fourier estimates for the free resolvent
initialize these bounds with slack on the chosen energy interval.

During the one-digit stages, ordinary updates are tested on finite tiles, since a union
bound over all sites at all scales would be too expensive. A coupled active site carries a true
prefix with an untouched suffix, and a first tile trial uses its next true sign when that site
is reached. If an ordinary tile trial fails, its numerical changes are rolled back and every
answer remains in the retained information. All active sites in that tile are marked pending,
including sites not reached by the trial. The mark is conservative: at a pending site the
construction ceases to rely on the true-prefix and untouched-suffix guarantees. Ordinary
updates at pending sites use independent auxiliary digits; a retry uses new ones throughout
the tile.

At later scales we clear small components of pending sites. A unitary scattering matrix
records the interaction between a fixed core and its exterior. The range of its cross block
contains the survivor directions through which completing the core can act. Unitarity bounds
the size of that change, so small diagonal entries of the projection onto the cross-block range
make its effect small in every surviving row. This gives a deterministic target for preparing
the core, with no freshness assumption on the core values.

Regularized projection weights guide exposures of true residuals at exterior sites. A
spatial estimate controls the entire cross-block range even when its nonzero singular values
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are arbitrarily small; together with component separation and the retained marking rules,
it keeps selected exterior pivots close to their core and ensures that their true residuals
are still untouched. A negative drift bounds the number of exposures, while stopped
martingale estimates control their accumulated effect, including a first violating update.
After successful preparation, any still-unknown true core values are revealed and recorded,
and the deterministic completion is applied. The core and exposed exterior sites then become
committed terminals. A failed clearing rolls back its provisional matrix changes, keeps every
answer, and marks its core and every inspected exterior site pending.

Two inductions connect these operations to the certificate. A deterministic induction
combines committed local changes, controls the geometry of terminal sites, keeps at least
half the sites active, and closes the self-consistent reset. A probabilistic induction tracks the
retained information and bounds failures at deterministically ordered labels by successive
conditioning. A surviving pending site yields either a recent failure label or many separated
older witnesses whose leaf labels are distinct. With high probability the cutoff finds no
pending sites and the later sweeps succeed. The last sweep then inserts the entire remaining
true suffix at every active site. Those sites keep the final small damping, although their real
potentials are now complete true values.

The spectral argument converts the certificate to information about the ordinary resolvent
of the true operator. A cut by its spectral projection onto a narrow energy window controls
the comparison through that projection’s rank for every qualifying certificate. Own-site
averaging under the original product law of the true potentials bounds the expected rank,
giving a positive expectation for a bounded function of the true scalar diagonal imaginary
part. That estimate passes to infinite volume. At almost every fixed energy, ergodicity and
rank-one changes of a site potential then propagate boundary positivity to every site almost
surely. Conditioning on the operator with one site removed produces an exceptional energy
set independent of the remaining site variable. Absolute continuity holds on its complement,
and spectral averaging removes mass on the exceptional set itself. This final step gives purity.

The form of the construction is common to all fixed d ≥ 3. Dimension enters through three
estimates. A deliberately weaker Fourier bound retains the three-dimensional interpolation
gains in every dimension, with a convex-slice argument handling two-resolvent shell tangencies.
The allowed size exponent for pending components is chosen inversely proportional to d,
keeping spatial packing losses below the analytic gains. The history recursion uses a dimension-
dependent separation of scales to pay for the possible positions of spatial witnesses.

Related resolvent controls appear in Black, Drogin and Hernández’s work on the Gaussian
Anderson model: a self-consistent diagonal shift, concentration governed by fourth-power
row sums, and an elliptic equation for averaged squared resolvent entries [7, Sections 1.1–1.2].
Their spatial equation develops the T -equation approach of Erdős, Knowles, Yau and Yin for
random band matrices [10]. Here the Ward identity gives an exact Laplacian for each current
matrix state, and we transport its inverse form and the other controls through the adaptive
revelations.

1.4 Coexistence with edge localization

The interval Id lies above the lower free band edge −2d. At the lower edge of the almost-sure
spectrum, fixed-disorder localization gives a separate interval. Combining that result with
Theorem 1.1 yields the following consequence at the same fixed coupling.

Corollary 1.2 (Spectral coexistence). For every fixed d ≥ 3 and every fixed 0 < λ < λd,
there is a deterministic number δd,λ ∈ (0, λ/2] such that the open interval

Jd,λ = (−2d− λ,−2d− λ+ δd,λ)
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is disjoint from Id and, almost surely, both χId
(Hλ,ω) and χJd,λ

(Hλ,ω) are nonzero. The
restriction to Id is purely absolutely continuous, whereas the restriction to Jd,λ is pure point
with exponentially decaying eigenfunctions. The probability-one event may depend on d and
λ.

Proof. The variables λVx have the iid law µλ(dv) = (2λ)−11[−λ,λ](v) dv. Its concentration
function is supa µλ([a, a + t]) = min{1, t/(2λ)}, so it satisfies the bounded-support Hölder
hypothesis of the fixed-disorder edge localization theorem of Elgart and Klein. Their author-
preprint Theorem 2.2 and Corollary 1.8(i)–(ii) [9] give a deterministic A > 0 and almost-sure
pure-point spectrum with exponentially decaying eigenfunctions on [−2d− λ,−2d− λ+A).
Take δd,λ = min{A/2, λ/2}. The almost-sure spectrum is [−2d−λ, 2d+λ] [9, author-preprint
equation (1.17)], hence its projection on the nonempty open interval Jd,λ cannot vanish. This
interval lies below −2d, while Id lies above −2d. Intersect the localization and spectrum
events with the probability-one event of Theorem 1.1, at the same fixed coupling.

Organization. Section 2 sets up the certificate and matrix states. Section 3 initializes
the invariant bounds. Sections 4 and 5 establish ordinary updates and their stopped local
trials. Sections 6 and 7 prepare pending cores, combine the committed changes, and close
the deterministic induction. Section 8 controls the retained failures and completes the
finite-volume certificate and the threshold specification. Section 9 converts the certificate to
Theorem 1.1.

2 A finite-volume certificate and the matrix state
The construction will produce a certificate for a damped resolvent of the finite Anderson
matrix with the true potentials. We state that target first, then describe the numerical state
and the information retained while the potential is revealed. Each finite-volume construction
fixes the energy and coupling; its event may depend on both, while its probability estimate
is uniform in the energy interval. Throughout the proof d ≥ 3 is a fixed integer. Constants
denoted by c, C, including constants implicit in O(·) and ≍, may depend on d and the fixed
interval Id. No assertion is uniform as d → ∞.

2.1 The certificate

Fix the interval Id from (2), a coupling 0 < λ < 1, and integers

n0 = ⌊log4(3/λ2)⌋, m ≥ 4n0,

sn = λ2

3 4n0−n (n0 ≤ n ≤ m),

η = sm, tn = sn + η.

(3)

Equivalently, if u = (λ2/3)4n0 ∈ (1/4, 1], then sn = u4−n and η = u4−m. Thus 1
44−n < sn ≤

4−n and tn ≍ 4−n, with absolute comparison constants. Let

L = 420m, TL = (Z/LZ)d, N = Ld,

and let Hm be the periodic version of (1), in the negative-hopping convention:

(Hmf)(i) = −
∑

|e|1=1
f(i+ e) + λVif(i), Vi independent and uniform on [−1, 1].

There is an independent potential at every point of this d-dimensional torus. For A ⊂ TL,
write PA for coordinate restriction or projection, as indicated by its domain, and let diagA r
be the full matrix with diagonal ri on A and zero elsewhere.
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Proposition 2.1 (Finite-volume certificate). For each fixed d ≥ 3 there exist λ0(d) > 0 and
constants c, C > 0 with the following property. For every fixed 0 < λ < λ0(d), every E ∈ Id,
and every m ≥ 4n0, one can use auxiliary independent randomness to construct an event
Sm, depending on the fixed E, λ, such that P(Sm) → 1 as m → ∞. On Sm there are a set
A ⊂ TL, |A| ≥ N/2, and complex numbers ri, i ∈ A, satisfying

|ri| ≤ C, c ≤ ℑri ≤ C,

such that
Ĝ = (Hm − E − η diagA r)−1 exists, ℑĜii ≥ c (i ∈ A).

For fixed d the constants are independent of E, λ,m, and the convergence in probability is
uniform in E ∈ Id for each fixed λ. The failure estimates are also uniformly small for all
m ≥ 4n0 and u ∈ (1/4, 1] once n0 is sufficiently large. The potential in Hm consists entirely
of the original true variables.

The proof occupies Sections 3–8. Section 9 proves that this certificate implies Theorem 1.1.
The true potential vector retains its original product law as an unconditional marginal of the
enlarged probability space. The success event may depend on that vector. The spectral proof
uses a feasibility event in the true variables and unconditional averaging.

2.2 True digits, site states, and retained information

A uniform random variable λVi has the representation

λVi =
∑
k≥1

λ2−kεi,k, P(εi,k = 1) = P(εi,k = −1) = 1
2 , (4)

with independent signs over all sites and indices. Resolve the possible binary ambiguity on
its null set by a fixed convention. After the first h signs at a site have been exposed, and
before any further information about that site has been queried, its remaining sum is uniform
on [−λ2−h, λ2−h], with mean zero and variance λ24−h/3. In particular, after n− n0 digits
its variance is sn, and its next digit has amplitude

√
3sn/4.

At each committed state the physical sites are partitioned into an active set A and a
terminal set T . Active sites retain artificial damping. A committed terminal site has its exact
true potential, has been Schur-eliminated, and never changes again. During the one-digit
stages an active site’s real potential value is partial. At the final endpoint, the active sites
carry complete true potentials while retaining damping.

A subset of the active sites is marked pending; a nonpending active site is coupled. Before
the final residual sweep, the construction maintains the following implication: at a coupled
site the installed partial value is exactly the true revealed prefix, and no digit of its remaining
suffix has been queried. At a stage boundary this prefix has n− n0 digits; during a one-digit
sweep it has one more digit at sites already processed. The final sweep installs the entire
remaining true suffix. A pending site’s partial value may contain auxiliary digits, and the
construction makes no freshness claim for its true suffix. The mark is conservative: the
marking rule can cover an active site whose own next digit was not queried. A pending site
can leave this class only by becoming terminal.

The numerical matrices and the information already revealed are separate records. Inside
a trial, newly terminal physical sites and other matrix changes are provisional until the trial
commits. A failure restores the pretrial potential values and partition into active and terminal
sites, together with the corresponding matrices, and then applies the trial’s marking rule
for pending sites. All answers already obtained remain in the retained history. Previously
committed terminal sites remain permanent.
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Coupled active
true digits only

Pending active
may use auxiliary digits

Committed terminal
complete true potential

permanent
failed trial

successful clearing

included in asuccessful clearing

Active sites retain artificial damping

Figure 1: The arrows show possible changes between committed site states. A pending mark
is conservative: the marked site’s own true suffix may remain unqueried. The final suffix
sweep is reached only when no site is pending; after it succeeds, the active sites have complete
true potentials and retain artificial damping.

Initially every site is active and coupled, and every partial value is zero. The retained-
information lemma below supplies the conditional law of an unqueried input. Sections 5 and
7 verify that the inputs selected by ordinary trials and clearings are eligible for that law. In
the matrix estimates, “fresh” means a centered variable with the stated law conditional on
the history available before the chosen update. It is an explicit input until the corresponding
eligibility check has been made.

Retained information. The construction uses a separate countable array of independent
auxiliary fair signs. It also uses independent uniform orders of fixed finite sets: a uniform
order of a set S of size M is a uniformly chosen bijection from {1, . . . ,M} to S. All these
sources are independent of the true signs and of one another. Only an auxiliary sign that
is used, or the next entry of an order being used, is exposed. Section 5 specifies the source
indices for each ordinary trial.

Number the successive queries and completed measurable decisions by q = 1, 2, . . ., and
let F ret

q be the information retained after operation q. Initially F ret
0 contains only the fixed

parameters and deterministic initial data. A completed measurable numerical choice counts
as one operation even when it is defined by a limit, as with the later ridge choice or diagonal
reset. Before a query, its type and source index are chosen measurably from the current
history. A query may expose one true digit, one unused auxiliary sign, the remaining true
suffix at a selected site, or the next entry of a selected finite order that has an unexposed
entry. A whole true suffix is one operation; under the fixed binary convention, its value
determines all the digits it contains. The history records the queried indices and answers
and every exposed order entry. Numerical updates, choices, and failure decisions must be
measurable from the information recorded by that time, so adjoining them gives no further
information.

The current potential values, active and terminal sets, pending marks, and matrices
are measurable functions of this retained history. Rollback and marking are measurable
operations, and the sigma-fields F ret

q continue to increase: answers observed in failed trials
remain known. Whenever an operation installs an exact true value whose remaining digits
have not yet been queried, it first exposes and records that true suffix. This also applies
when the change is controlled by a deterministic estimate.

Lemma 2.2 (Conditional freshness). Suppose queries obey the preceding rule. Conditional
on the retained history, the unqueried true digits retain their product fair-sign law. The same
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holds jointly for unused auxiliary signs. In particular, at distinct sites whose remaining true
suffixes are unqueried, those suffixes are conditionally independent and have the uniform laws
specified above. After a revealed prefix of an independent uniform order, its remaining order
is conditionally uniform over the unexposed elements, jointly with the stated product law for
unqueried signs.

These statements hold after every deterministic finite number of operations and at every
almost surely finite stopping time of (F ret

q ), with conditioning on the stopped sigma-field.

Proof. Condition on the history before a query. Its source index is then fixed. Coordinates
whose values are already recorded contribute no new information. If a query includes both
known and unqueried digits, apply the following factorization to its unqueried part. For
a sign query, the product law factors into the queried coordinate and the other unqueried
coordinates. Adjoining the answer leaves the latter factors unchanged. For a whole true
suffix, apply the same argument to its block of digits: test against finite cylinder functions of
the other coordinates and then use the monotone class theorem. This is a statement about
conditional expectations, so it also covers a continuous residual answer without conditioning
on an individual value of probability zero. The same factorization applies to unused auxiliary
signs.

For a uniform order with r elements still unexposed, each possible next element has
exactly (r − 1)! completions. Its remaining order is therefore uniform after that entry is
revealed. An answer subsequently queried at the selected index uses no unexposed order
entry. Choices and failure decisions made from the enlarged history add no information.
Induction proves the assertions after every fixed finite number of operations.

For precision at a random operation time, let τ be a stopping time of (F ret
q ) with

P(τ < ∞) = 1, and let F ret
τ be its stopped sigma-field. For D ∈ F ret

τ , apply each finite-
operation conditional-expectation identity against D ∩ {τ = q} ∈ F ret

q and sum over q. These
countably many events exhaust D up to a null set and give the same identity conditional on
F ret

τ . A whole-suffix query remains one operation in this argument.

2.3 Schur reduction and the Ward Laplacian

For the fixed E and λ > 0, almost surely every principal matrix of the true Hm − E is
invertible. Indeed, for a nonempty subset its determinant is a polynomial in the independent
continuous potentials, with nonzero highest monomial

∏
i λVi. Its zero set has Lebesgue

measure zero. There are finitely many subsets on the torus. We henceforth work on this
event, which also covers subsets chosen adaptively later. This probability-one property is not
a preliminary test of unrevealed potentials and supplies no information to the algorithm’s
filtration. The empty terminal block requires no inverse.

Let H be the real symmetric matrix with the current real potential values on A and exact
true values on T . Eliminate the terminal block at the real energy E, obtaining

M = (H − E)AA − (H − E)AT (H − E)−1
T T (H − E)T A.

The matrix M is real symmetric. Its off-diagonal entries connect nearest neighbors or sites
joined through one connected component of terminal sites. Throughout, the subscript in a
Schur complement names the eliminated indices: if R is the complement of E ,

SchurE B = BRR −BREB
−1
EEBER.

We use this notation only when the displayed inverse exists. Put r = (ri)i∈A ∈ CA, pi =
ℑri > 0, and, for a scale t > 0, define

g = (M − t diag r)−1, h =
√
t g, Kij = h2

ij , Fij = |hij |2, qi = ℑgii.
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The inverse exists because its matrix has strictly negative imaginary part. In particular
∥g∥ ≤ (tmin pi)−1. Both g and h are complex symmetric. For a matrixB, ℑB = (B−B∗)/(2i);
here it is also the entrywise imaginary part. The resolvent identity gives the Ward identity

h diag(p)h∗ = ℑg, Fp = q. (5)

Consequently
D = diag(pq) − diag(p)F diag(p)

is a real graph Laplacian, with nonnegative edge weights pipjFij . Its quadratic form is

D(f) = 1
2
∑
i,j

pipjFij |fi − fj |2.

The nonnegative weights Fij = |hij |2 describe how the Ward mass is distributed across a row.
We use B(f) = ⟨f,Bf⟩ for the quadratic form of a Hermitian matrix. At the committed
states below, the kernel of D is precisely the constants. Its pseudoinverse X = D+ is then an
inverse on neutral charges, namely vectors y with

∑
i yi = 0.

We record the precise Schur identity for these inverse forms. If U is eliminated and
R = A \ U ≠ ∅, then DUU is positive definite: extending a zero-energy vector by zero on R
would otherwise give a nonconstant vector in kerD. Moreover,

(SchurU D)(fR) = min
fU

D(fR, fU ).

It follows that SchurU D has only the constant kernel. For a neutral y supported on R, extend
it by zero to A and use the variational formula

X(y) = sup
f

{2ℜ⟨y, f⟩ −D(f)}.

Minimizing first over fU proves

(SchurU D)+(y) = D+(y). (6)

All later inverse-form comparisons across deletion are understood in this sense, on survivor-
supported neutral charges, not as an equality of full pseudoinverse matrices.

At the beginning of a stage the state satisfies ri = gii. During a sweep or clearing trial,
r remains frozen. Thus q = p at the stage boundary, and the difference gii − ri measures
the subsequent diagonal lag. Because g itself depends on r, restoring the equality requires a
small self-consistent correction. The stage-end reset in Section 7 constructs that correction.

The role of K is visible in this self-consistency equation. For the physical active inverse,
differentiation with respect to the complex diagonal parameter gives

∂gii

∂rj
= tg2

ij = Kij .

Thus the linearization of r − (gii(r))i∈A = 0 is I −K, which is invertible whenever ∥K∥ < 1.
For n0 ≤ n < m, a transition from scale n to n + 1 consists of an ordinary sweep, any

scheduled clearings at tn+1, and a diagonal reset. Clearings run only through J = ⌊m/2⌋. At
the end of stage J , the construction aborts if any site remains pending; after J it aborts if
the first trial at any tile fails. At scale m, a final residual sweep inserts each remaining true
suffix, leaves damping η, and has no reset. Sections 7 and 8 specify the trial, marking, and
abort rules.
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2.4 The bounds carried between stages

The full-torus positive nearest-neighbor Laplacian is denoted by Λ. Thus Λ(v) is the sum of
|vi − vj |2 over unordered nearest-neighbor edges. Charges on a subset are extended by zero
when inserted in Λ+. We fix

δ = 0.01, κ = 0.005δ, ν = 10−5δ/d, H∗ = t1+δ, b = tn0t.

Thus dν = 10−5δ; the dimension-scaled choice will absorb the overlap of component neigh-
borhoods. Constants in O(·) depend only on d, the displayed fixed energy window, and the
fixed broad bounds specified below. By making λ0(d) smaller we may make n0 arbitrarily
large. Every later use of a strict power margin is made after this single choice.

At a committed stage boundary, the entries of r are bounded and c ≤ pi ≤ C. We
maintain

∥K∥ ≤ 1
3 , max

i

∑
j

|hij |4 ≤ H∗, kerD = C1.

The fourth-power bound is the squared row norm
∑

j F
2
ij . It limits concentration across the

columns of each row. The local variance estimates need this control in addition to Ward’s
bound on the weighted row sum. On neutral charges we maintain the three comparisons

X ≥ cnbΛ+,

X ≤ C0I + CnbΛ+,

X ≤ (1 + tκ) diag(p−2) + CntΛ+.

(7)

Here C0 is a sufficiently large fixed constant, while cn, Cn remain bounded above and below by
positive constants, changing only by summable relative errors. Boundedness of the weighted
row sums of F also gives X ≥ cI on this subspace: the absolute row sums of D are at most
2 maxi piqi, so D ≤ CI.

The first two comparisons express an equivalence of spatial energies. To formulate it also
for the duplicated sites used in a sweep, allow one or two ports at each active physical site.
For a port charge y, let yΣ be the full-torus charge formed by summing its ports at each
physical site and extending by zero. A full-torus function v is repeated at all ports at a site.
Define the dual quadratic forms

W ∗(y) = ∥y∥2
2 + bΛ+(yΣ),

∑
x

yx = 0,

W (f) = inf
f=α+v|ports

(
∥α∥2

2 + b−1Λ(v)
)
.

(8)

The second form is on potentials modulo constants. Lemma 3.1 proves the duality and
explains the resulting relations X ≍ W ∗ and D ≍ W . The final comparison in (7) is sharper:
its high-frequency diagonal coefficient tends to one. Retaining that coefficient will supply the
extra gain in the row-fourth-moment estimates.

We also track geometry. Let dT (i, j) be shortest-path pseudodistance in the physical
torus when an edge touching a terminal site has cost zero and every other nearest-neighbor
edge has cost one. The induction will maintain

dT (i, j) ≥ 1
2 dist(i, j) − t−1.03.

The matrices M can have large entries after a Schur reduction. Nevertheless, every nonlocal
entry joins points at zero dT -distance. This permits the resolvent decay estimate needed for
local monitoring. Section 7 proves the geometric bound, including the temporary terminal
sites inside a clearing trial.
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There are two distinct uses of these bounds. An ordinary trial stops at the first local
budget violation or failure of a required prefix bound, including the global correction, row,
and lag caps. The violating increment is included in the stopped estimates. Clearing prefixes
are governed by their own stopped trial budgets, which yield the provisional diagonal and row
bounds; geometry is supplied separately. For each successful clearing, the assembly argument
proves the K and Laplacian comparisons for the committed output from its stated hypotheses.
The trial statements make these two regimes explicit. The maximal concentration estimate
used for their stopped probability bounds is proved in Section 5.

3 The initial state and its comparison forms
This section constructs the initial state with every site active and its partial potential equal
to zero, for every fixed d ≥ 3 and the corresponding interval Id in (2). We prove that the
initial inverse has a bounded diagonal, a small squared-entry operator, small fourth-power
row sums, and the three comparison bounds in (7). We first establish the lattice inequalities
used to express those bounds and to localize them later.

3.1 Duality and lattice estimates

Let TL = (Z/LZ)d, L ≥ 4, and N = Ld. An index set A consists of sites of TL, with at most
two copies of each site permitted. Write π : A → TL for the underlying site map. For a
function v on TL, let (Cv)x = vπ(x). The adjoint sends a charge y on A to

(yΣ)i = (C∗y)i =
∑

x:π(x)=i

yx,

with value zero at sites not represented in A. The positive nearest-neighbor Laplacian is
denoted by Λ, and Λ+ is its inverse on mean-zero functions, extended by zero on constants.
We normalize the gradient energy by ∥∇v∥2

2 = ⟨v,Λv⟩.

Lemma 3.1 (Dual comparison forms). For b > 0, define

W (f) = inf
f=α+Cv

(
∥α∥2

2 + b−1∥∇v∥2
2
)
,

W ∗(y) = ∥y∥2
2 + b⟨yΣ,Λ+yΣ⟩,

∑
x∈A

yx = 0.

Then W is a positive definite quadratic form on functions on A modulo constants, and W ∗ is
its dual quadratic form:

W ∗(y) = sup
f

(
2ℜ⟨y, f⟩ −W (f)

)
.

In particular, if D is a Laplacian on A whose kernel is exactly the constants and X = D+,
then cW ∗ ≤ X ≤ CW ∗ on neutral charges is equivalent to C−1W ≤ D ≤ c−1W on functions
modulo constants.

Proof. Because C carries constants to constants, W is unchanged by addition of a constant to
f . The minimization is a finite-dimensional least-squares problem, so its minimum is attained
and is a quadratic form in f . Zero energy forces α = 0 and v constant, so the induced form
on the quotient is positive definite.

For a neutral y, completion of squares gives

sup
f

(
2ℜ⟨y, f⟩ −W (f)

)
= sup

α,v

(
2ℜ⟨y, α+ Cv⟩ − ∥α∥2

2 − b−1⟨v,Λv⟩
)

= ∥y∥2
2 + b⟨C∗y,Λ+C∗y⟩.

12



Neutrality makes C∗y orthogonal to constants. The inverse matrix of a positive quadratic form
is its dual, which proves both the identity and the comparison assertion on the quotient.

We use unnormalized Fourier coefficients ŷ(k) =
∑

x yxe
−ik·x, with inverse normalization

N−1. Frequencies belong to the grid KL = (2π/L)Zd modulo 2πZd, represented in [−π, π)d;
the symbol of Λ is

ℓ(k) = 4
d∑

j=1
sin2(kj/2) ≍ |k|2. (9)

Lemma 3.2 (A charge estimate for fixed dimension d ≥ 3). There is a constant Cd such
that, for every L ≥ 4, every index set A as above, and every charge y on A,

⟨yΣ,Λ+yΣ⟩ ≤ Cd∥y∥4/3
1 ∥y∥2/3

2 .

Proof. Counting grid frequencies in dyadic annuli and using (9) gives

N−1 ∑
0<|k|≤a

ℓ(k)−1 ≤ Cda
d−2 ≤ Cda, 0 < a ≤ 1. (10)

For completeness, a ball of radius r ≥ 2π/L contains at most Cd(1 + Lr)d ≤ CdNr
d grid

points. On an annulus r/2 < |k| ≤ r, the summand is at most Cr−2. Decomposing the ball
of radius a into dyadic annuli, discarding empty annuli below the first mesh frequency, gives
Cd
∑

j≥0(2−ja)d−2 ≤ Cda
d−2. If a is smaller than the first nonzero frequency, the sum is

empty. The weaker last bound deliberately retains the exponents needed later; it is valid
because a ≤ 1 and d− 2 ≥ 1.

At each frequency |ŷΣ(k)| ≤ ∥y∥1, while at most two copies per site gives ∥yΣ∥2
2 ≤ 2∥y∥2

2.
The low frequencies in the quadratic form are therefore bounded by Ca∥y∥2

1, and Parseval
bounds the high frequencies by Ca−2∥y∥2

2. For y ≠ 0, choose a = (∥y∥2/∥y∥1)2/3 ≤ 1. This
proves the claimed inequality. For y = 0 there is nothing to prove.

Lemma 3.3 (Weighted cube inequality). Let Q be a lattice cube in Zd of integer side l ≥ 1,
let v : Q → C, and let wi ≥ 0 be weights. With the gradient restricted to edges contained in
Q,

∥v − avgQ v∥2
2,Q ≤ Cdl

2∥∇v∥2
2,Q,

and ∑
i∈Q

wi|vi − avgQ v|2 ≤ Cd(max
Q

w)1/3
(∑

Q

w
)2/3

∥∇v∥2
2,Q. (11)

For fixed d, the constants are independent of l, v, and the weights. The statements also hold
for cubes in a torus whenever their internal edges are identified with those of a lattice cube.

Proof. The case l = 1 is immediate. Translate Q to {0, . . . , l − 1}d. Define

ρ(j) =
{
j, 0 ≤ j < l,

2l − 1 − j, l ≤ j < 2l,
V (j1, . . . , jd) = v(ρ(j1), . . . , ρ(jd)) − avgQ v.

This gives a centered function on T2l. Each original site has 2d preimages. Every internal
cube edge is copied 2d times, and differences on the folding edges vanish. Consequently

∥V ∥2
2 = 2d∥v − avgQ v∥2

2,Q, Λ2l(V ) = 2d∥∇v∥2
2,Q.

The smallest positive eigenvalue of Λ2l is at least cl−2, so Parseval proves the first assertion.
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For the weighted assertion put M = maxQw and S =
∑

Qw. If S = 0 there is nothing
to prove. Otherwise a = (M/S)1/3 ∈ (0, 1]. Split V into frequencies 0 < |k| ≤ a and
|k| > a; its zero Fourier coefficient vanishes. With normalized inverse Fourier transformation,
Cauchy–Schwarz gives

|Vlow(x)|2 ≤

(2l)−d
∑

0<|k|≤a

ℓ(k)−1

((2l)−d
∑

k

ℓ(k)|V̂ (k)|2
)
.

Thus (10) and Parseval imply

∥Vlow∥2
∞ ≤ CdaΛ2l(V ), ∥Vhigh∥2

2 ≤ Cda
−2Λ2l(V ).

These inequalities include the case of an empty low-frequency range. Restricting to Q, using
|z1 + z2|2 ≤ 2|z1|2 + 2|z2|2, and applying the exact reflection identities above, we obtain∑

i∈Q

wi|vi − avgQ v|2 ≤ Cd(Sa+Ma−2)∥∇v∥2
2,Q.

The chosen value of a gives Sa = Ma−2 = M1/3S2/3, proving the claim.

Lemma 3.4 (Spatial counting and exponential moments). For ordinary nearest-neighbor
distance on TL, balls satisfy |B(x,R)| ≤ Cd(1 + R)d. If 1 ≤ R ≤ L/4, they also satisfy
|B(x,R)| ≥ cdR

d. Uniformly in L, for 0 < u ≤ 1 and a = 0, 2,∑
y

dist(x, y)ae−u dist(x,y) ≤ Cdu
−d−a, (12)

where the factor dist(x, x)0 is interpreted as 1.

Proof. Represent each displacement by coordinate differences of least absolute value. A
distance ball is contained in the coordinate box [−R,R]d, proving the upper bound. For
R ≤ L/4, a coordinate box of radius ⌊R/d⌋ embeds without identifications and is contained
in the distance ball, giving the lower bound after adjusting the constant for bounded
R. The number of representatives at distance r is at most Cd(1 + r)d−1, by counting
nonnegative integer d-tuples of sum r and their signs. Thus the left side of (12) is bounded
by Cd

∑
r≥0(1 + r)d−1+ae−ur, which is at most Cdu

−d−a by comparison with its integral.

These lattice estimates are uniform in the torus and cube sizes. They will allow local
changes to be measured in the same forms as the initial state. We now construct that state
and identify its Fourier comparison operator.

3.2 The fixed interval and the scalar diagonal equation

Self-consistent diagonal equations and free lattice resolvent estimates also play a central role
in [7, Section 2.2 and Appendix A]. We prove the specific finite-volume estimates needed
here, including the gap at the smallest nonzero grid frequency.

The free dispersion in the negative-hopping convention is

a(k) = −2
d∑

j=1
cos kj = −2d+ ℓ(k).

Write ad = e2 for d = 3 and ad = 1/100 for d ≥ 4, so that Id = −2d + (ad/2, ad). Choose
e2 > 0 fixed and sufficiently small, with e2 < 1/100. For estimates involving a small shift of
energy, use the larger compact offset interval

Jd = [2ad/5, 5ad/4] ⊂ (0, 0.04).
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For d ≥ 4 this is exactly [1/250, 1/80]. The parameter ad is fixed before the coupling or any
scale is chosen. In the free-resolvent analysis below, constants may depend on d and this
fixed ad; this dependence is included in the notation Cd. In what follows, integrals over the
frequency torus are normalized by (2π)−d.

Lemma 3.5 (The free resolvent near the band minimum). The function

G0(z) =
∫

[−π,π)d

1
a(k) − z

dk

(2π)d
, ℑz > 0,

extends continuously from above to −2d+ Jd. Its boundary imaginary part there is bounded
above and below by positive constants depending only on the fixed dimension and window.
Uniformly for α ∈ −2d+ Jd and 0 < v ≤ 1,∫

dk/(2π)d

|a(k) − α− iv|
≤ Cd log(2/v),

∣∣∣∣∣
∫

dk/(2π)d

(a(k) − α− iv)2

∣∣∣∣∣ ≤ Cd log(2/v). (13)

The second estimate holds uniformly also for −2
∑d

j=1 cj cos(kj +ϕj) whenever maxj |cj −1| ≤
εd for a sufficiently small fixed εd > 0, with arbitrary real phases ϕj.

Proof. On (−π, π)d make the one-to-one change of coordinates xj = 2 sin(kj/2). Then
a(k) + 2d = |x|2 and dk =

∏
j(1 − x2

j/4)−1/2dx. For 0 < s < 0.04 the entire sphere of radius√
s lies in the coordinate domain, so polar integration shows that the normalized density of

a+ 2d equals

ρd(s) = sd/2−1

2(2π)d

∫
Sd−1

d∏
j=1

(1 − sω2
j /4)−1/2 dσ(ω). (14)

This density is positive and smooth on (0, 0.04). On every compact subinterval its derivatives
are bounded and the density has a positive lower bound, with constants allowed to depend
on d.

Choose a smooth cutoff χ supported in (ad/5, 2ad) and equal to one on a neighborhood
of Jd. Split the Stieltjes integral into this localized density and the complementary part. In
the latter part the real denominator stays a fixed distance from zero for energies in −2d+ Jd,
so it is continuous and bounded up to the real axis, as is its derivative. In the former part,
subtract ρd(α + 2d) locally from the density. The difference vanishes linearly at the real
energy; its Cauchy integral has a continuous upper boundary value. The constant part is an
explicit logarithmic integral. This proves upper-half-plane continuity and gives the boundary
imaginary part πρd(α+ 2d).

For the first inequality in (13), integrate the bounded localized density against ((s− (α+
2d))2 + v2)−1/2; its integral over the fixed support is at most C log(2/v). For the second,
integration by parts gives∫

χ(s)ρd(s)
(s− (α+ 2d) − iv)2 ds =

∫ (χρd)′(s)
s− (α+ 2d) − iv

ds.

There is no boundary term. The same absolute-integral estimate bounds this expression,
while the complementary contribution stays bounded.

For the perturbation assertion, first translate all phases in the continuum torus integral.
Put xj = 2√

cj sin(kj/2), so the new minimum is −2
∑

j cj and the excess energy is |x|2. The
Jacobian is

d∏
j=1

c
−1/2
j (1 − x2

j/(4cj))−1/2.
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Choose εd so small that cj ≥ 1/2 and 2dεd < ad/10. Energies in −2d+ Jd then have excess
above the shifted minimum in a fixed compact subinterval of (ad/5, 2ad). The corresponding
polar density and its derivatives are uniformly bounded there. A cutoff equal to one on that
compact interval gives the same integration-by-parts estimate, uniformly in the coefficients
and phases.

Proposition 3.6 (Initialization). For each fixed d ≥ 3 there are λ0(d) > 0 and positive
constants a0, B, c, C,C0, depending only on the fixed dimension and window, with the following
property. For 0 < λ < λ0(d), the scales in (3), m ≥ 4n0, L = 420m, and every E ∈ Id, write
t = tn0. There is a scalar r with

|ℜr| ≤ B, a0 ≤ p := ℑr ≤ B, r = N−1∑
k

1
a(k) − E − tr

.

It is the unique solution in the displayed rectangle and depends continuously on E.
Take all sites active, all partial potentials zero, and g = (H0 −E − tr)−1, where H0 is the

free hopping matrix on TL. With h,K, F,D,X as in Section 2, one has gii = r, ∥K∥ ≤ 1/10,
and

max
i

∑
j

|hij |4 ≤ 1
10 t

1+δ.

The kernel of D is exactly the constants, and on neutral charges,

X ≥ ct2Λ+, X ≥ cI,

X ≤ C0I + Ct2Λ+,

X ≤ (1 + tκ)p−2I + CtΛ+.

(15)

Thus this state satisfies (7), with startup b = tn0t = t2 and constants independent of E, λ,m.

Proof. We first solve the scalar equation, then prove the two smallness bounds, and finally
identify the inverse form of D.

The scalar fixed point. By Lemma 3.5, the boundary values G0(α+ i0) for α ∈ −2d+ Jd

form a compact subset of the upper half-plane. Choose a0 > 0 and B < ∞ so that they lie
strictly inside the rectangle

B = {r : |ℜr| ≤ B, a0 ≤ ℑr ≤ B}.

The closure of Id lies in the interior of −2d+ Jd. Hence, when t is small, E+ tℜr ∈ −2d+ Jd

for every E ∈ Id and r ∈ B. Uniform boundary continuity on this compact interval shows
that r 7→ G0(E + tr) maps B into its interior with fixed slack.

For a periodic C1 function, comparing each grid cell with its corner gives an integral-
to-grid error at most CL−1∥∇f∥∞. On B, set z = E + tr and R(k) = (a(k) − z)−1. Since
ℑz ≍ t,

∥∇R∥∞ ≤ Ct−2, ∥∇(R2)∥∞ ≤ Ct−3. (16)
The finite-grid map Φ(r) = N−1∑

k R(k) consequently preserves B, provided C/(Lt2) is
sufficiently small. Here t ≍ 4−n0 and L ≥ 420n0 , so

εL := C

Lt2
≤ Ct18. (17)

The second estimate of Lemma 3.5 holds for every r ∈ B, without a fixed-point hypothesis.
Differentiating the finite sum and using (16) gives

sup
r∈B

|Φ′(r)| ≤ Ct log(1/t) + εL.
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It is less than 1/2 for small t. Integrating the complex derivative along any segment in
the convex rectangle makes Φ a contraction. Iteration from one fixed starting point in B
constructs its unique fixed point. The iterates are continuous in E and converge uniformly,
so the fixed point is continuous in E.

At this solution, translation invariance gives gii = r. Taking imaginary parts of the scalar
equation, and cancelling p > 0, yields the exact finite-grid normalization

t avgk |R(k)|2 = 1. (18)

The Fourier symbols and the remaining bounds. For each grid displacement ζ ∈ KL,
Fourier transformation gives

F̂ (ζ) = t avgk R(k)R(k + ζ), K̂(ζ) = t avgk R(k)R(k + ζ). (19)

The first symbol is real, either because F is real and even or by the change k 7→ −k − ζ and
R(−k) = R(k). Its zero mode is 1 by (18), and Cauchy–Schwarz gives |F̂ (ζ)| ≤ 1. Both
convolution operators are unitarily diagonalized by Fourier transformation, and Parseval
gives the row identity:

∥K∥ = max
ζ∈KL

|K̂(ζ)|,
∑

j

|hij |4 = N−1 ∑
ζ∈KL

|F̂ (ζ)|2.

Thus the two smallness assertions require a uniform bound for K̂ and an averaged square
bound for F̂ . At the fixed point q = p is scalar, so D = p2(I − F ). The inverse-form
comparisons will follow from a two-sided estimate of 1 − F̂ (ζ) at every nonzero grid frequency.
At higher frequencies we will also use that F̂ is small to retain the sharp diagonal coefficient.

An absolute-product bound, including tangential intersections. We first pass to
the continuum frequency torus. For every nonzero displacement ζ ∈ [−π, π)d, we claim

t

∫
|R(k)R(k + ζ)| dk

(2π)d
≤ Cdt log2(1/t)

|ζ|
. (20)

For quadratic dispersion, Erdős, Salmhofer and Yau obtain a related inverse-displacement
two-resolvent bound by radial and angular integration [12, author-preprint Appendix A,
Lemma A.1, equations (A.2) and (A.4)]. The proof below supplies the required near-bottom
lattice estimate by convex slicing, including tangency.

In this estimate the displacement need not lie on the finite grid. For small t the real excess
energy ℜz + 2d lies in Jd. If either dispersion has excess at least 0.04, the corresponding
denominator is separated from zero by a fixed positive constant. Lemma 3.5 then bounds
this part of the integral, including the factor t, by Cdt log(1/t). This is absorbed by the right
side of (20), since |ζ| ≤ π

√
d.

In the joint region where both excess energies are below 0.04, the frequency vectors k
and k + ζ have unique small unwrapped representatives: every coordinate has absolute value
at most 2 arcsin(0.1) < 0.201. Their difference is the representative ζ, so |ζj | < 0.402. Set
xj = sin(kj + ζj/2). The joint region is contained in |xj | < 1/4, where the change of variables
and its inverse have bounded Jacobians. The two dispersions become

A±(x) = −2
d∑

j=1
cos(ζj/2)

√
1 − x2

j ± 2
d∑

j=1
sin(ζj/2)xj .
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Since cos(ζj/2) ≥ cos(0.201) > 0, their Hessians are uniformly positive and bounded on that
box. Their difference is linear:

A+(x) −A−(x) = bζ · x, (bζ)j = 4 sin(ζj/2), c|ζ| ≤ |bζ | ≤ C|ζ|.

Suppose that the two energy constraints

|A−(x) − ℜz| ≤ s1, |A+(x) − ℜz| ≤ s2

hold simultaneously, where s1, s2 > 0. Their difference gives |bζ · x| ≤ s1 + s2. Thus x lies
in a slab normal to bζ of width at most C max(s1, s2)/|ζ|. On each slice of this slab, the
remaining task is to bound the narrower energy shell, including when the slice is tangent to
an energy surface.

For either sign, every affine hyperplane H meeting the box, every E′ ∈ R, and every
s > 0, we claim

volH
{
x ∈ H ∩ [−1/4, 1/4]d : |A±(x) − E′| ≤ s

}
≤ Cds,

where volH is (d− 1)-dimensional volume on H. Fix the sign and extend each one-variable
summand outside its coordinate interval by its second-order Taylor quadratic at the endpoint.
This gives a globally C2 function f with cI ≤ ∇2f ≤ CI, uniformly in ζ. On a hyperplane H
that meets the box choose x0 ∈ H in the box. The restriction f |H is coercive and uniformly
convex, and therefore has a unique minimizer x∗. If PH is projection to the direction space
of H, strong convexity and PH∇f(x∗) = 0 give

c|x∗ − x0| ≤ |PH∇f(x0)| ≤ Cd.

Consequently H intersected with the box lies in a ball of a fixed radius Rd about x∗. In polar
coordinates in H, of dimension q = d− 1 ≥ 2, one has

d

dr
f(x∗ + rω) ≥ cr,

rq−1

d
drf(x∗ + rω)

≤ Crq−2 ≤ Cd (0 < r ≤ Rd).

Along each ray the energy is increasing. Changing from r to the energy and integrating
an interval of length 2s proves the asserted shell bound, also when the interval contains
the minimum. This explicitly includes tangency of the hyperplane to an energy surface; no
nonzero-gradient assumption at the constrained minimum is used.

On each slice of the slab above, apply this shell bound to the narrower of the two energy
constraints. Fubini’s theorem and the bounded coordinate Jacobian give joint volume at most

Cd
max(s1, s2) min(s1, s2)

|ζ|
= Cd

s1s2
|ζ|

.

Partition each denominator into dyadic sizes si ≥ ct, with the innermost bin of size comparable
to t and the outermost of fixed size. On a pair of bins the product inverse is at most C/(s1s2),
while the containing shells have the volume just bounded. There are O(log(1/t)) bins for
each denominator. Multiplication by t and summation prove (20).

Uniformly in ζ,

∥∇(RRζ)∥∞ + ∥∇(RRζ)∥∞ ≤ Cdt
−3, Rζ(k) = R(k + ζ).

Thus the error in either t-weighted product average is at most εL from (17). These absolute
quadrature errors will be used only for product estimates, not to prove the gap at very small
nonzero frequencies.
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Smallness of K and the fourth-power rows. The absolute-product estimate is small
for |ζ| >

√
t. To control K̂ also at smaller grid frequencies, use cancellation in the signed

product. For ζ ∈ KL with |ζ| ≤
√
t, use the elementary identity

1
AB

=
∫ 1

0

du

[(1 − u)A+ uB]2 .

The two denominators have the same strictly negative imaginary part, so none of the
interpolated denominators vanishes. The interpolated dispersion (1 − u)a(k) + ua(k + ζ) is a
cosine sum with shifted phases and amplitudes satisfying

Aj(u)2 = 1 − 4u(1 − u) sin2(ζj/2) = 1 −O(t).

Lemma 3.5 bounds the integral of its inverse square by C log(1/t), uniformly in u and ζ.
Consequently

|K̂(ζ)| ≤ Ct log(1/t) + εL (|ζ| ≤
√
t).

For larger ζ, (20) bounds it by C
√
t log2(1/t) + εL. These estimates tend to zero uniformly,

giving the asserted bound on ∥K∥.
For the fourth-power row sums, the Parseval identity above and the absolute-product

bound give the following estimate. All frequency sums in this calculation are over KL:

∑
j

|hij |4 ≤ N−1 + Ct2 log4(1/t)

N−1 ∑
ζ ̸=0

|ζ|−2

+ Cε2
L

≤ N−1 + Ct2 log4(1/t) + Cε2
L.

(21)

The frequency sum is bounded uniformly by the d-dimensional shell count used earlier. Here
N−1 ≤ Cdt

20d and ε2
L ≤ Ct36; hence the last expression is o(t1+δ), providing the stated

fourth-row slack.
We have obtained a well-defined initial diagonal and the two smallness bounds. It remains

to prove the gap of F and identify the resulting inverse form. The gap at the smallest
frequencies requires a direct estimate of the finite sum, which we give next.

The gap at every grid frequency. In this part ζ ∈ KL. The exact normalization and
(19) imply

1 − F̂ (ζ) = t

2 avgk |R(k) −R(k + ζ)|2. (22)

The dispersion is Lipschitz, so the resolvent identity and |R| ≤ C/t give

|R(k) −R(k + ζ)| ≤ C|ζ| |R(k)| |R(k + ζ)|.

Bound one factor by C/t and use (18) for the other. Since also |F̂ | ≤ 1, this proves

1 − F̂ (ζ) ≤ C min(1, |ζ|2/t2). (23)

For the lower bound choose a sufficiently small fixed number ζ0 > 0. Suppose 0 < |ζ| ≤ ζ0,
and put e = ζ/|ζ| and α = ℜz + 2d ∈ Jd. In the coordinates xj = 2 sin(kj/2), choose fixed
0 < θ1 < θ0 and a fixed small c0 > 0, and define

Pe = {k : ||x(k)|2 − α| ≤ c0t, x(k) · e/|x(k)| ≥ cos θ0},
P−

e = {k : ||x(k)|2 − α| ≤ c0t/2, x(k) · e/|x(k)| ≥ cos θ1}.
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All these points are in the bottom coordinate neighborhood. The radii are bounded above by
a small constant and below by a positive constant. Writing x = ρω, the derivative identity

∇a(k) · e = 2
∑

j

xj

√
1 − x2

j/4 ej ≥ 2ρ cos θ0 − ρ3/2

uses |
√

1 − u− 1| ≤ u and ∥(x3
j )j∥2 ≤ ρ3. Taking cos θ0 ≥ 3/4, and using ρ2 < 0.02, proves

∇a(k) · e ≥ ρ ≥ c1 > 0 on Pe. The constants are uniform in e, α and t. Shrink ζ0 so that the
segment from k to k + ζ remains in this small neighborhood. Its Hessian 2 diag(cos kj) is
positive there, so the directional derivative along the segment stays at least c1.

We next count grid points directly. Polar integration in the x coordinates, with its
bounded positive Jacobian, gives

(2π)−d|P−
e | ≥ cdt.

The angular margin from θ1 to θ0 is fixed, while the radial energy margin is c0t/2. Both the
coordinate map and its inverse have uniformly bounded derivatives. It follows that P−

e lies at
Euclidean distance at least cdt from the complement of Pe: a displacement of size cdt changes
the energy by at most c0t/2 and the angular coordinate by less than its fixed margin. The
mesh-cell diameter is 2π

√
d/L = o(t). Associate to each point of P−

e the corner grid point of
its mesh cell. For small t that grid point belongs to Pe. Each cell has normalized volume
N−1, and hence

N−1#(KL ∩ Pe) ≥ cdt. (24)

This argument is uniform in the direction of ζ, including directions that vary with the grid
size.

At each of these points,

|a(k + ζ) − a(k)| ≥ c|ζ|, |a(k) − z| ≤ Ct, |a(k + ζ) − z| ≤ C(t+ |ζ|).

Their nonnegative contribution to (22) therefore gives

1 − F̂ (ζ) ≥ c
|ζ|2

(t+ |ζ|)2 , 0 < |ζ| ≤ ζ0. (25)

This argument is valid even for |ζ| of order L−1: no additive quadrature error has been
subtracted from the gap.

For |ζ| ≥ ζ0, the absolute-product estimate and the grid error give

|F̂ (ζ)| ≤ Ct log2(1/t)/ζ0 + εL < 1/2

when t is small. Combining this with (23) and (25) proves

1 − F̂ (ζ) ≍ min(1, |ζ|2/t2), ζ ̸= 0. (26)

The three inverse-form bounds. Equation (26) and D = p2(I − F ) now show that D
has precisely the constants as kernel. Thus, for ζ ∈ KL \ {0},

X̂(ζ) = p−2

1 − F̂ (ζ)
.

The same gap comparison gives

cmax(1, t2/|ζ|2) ≤ X̂(ζ) ≤ C(1 + t2/|ζ|2).
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Together with (9), this proves the two rough comparisons and the lower bound by cI.
For the sharp upper bound split at |ζ| =

√
t. Above this scale,

|F̂ (ζ)| ≤ C
√
t log2(1/t) + εL = o(tκ).

By making the disorder threshold smaller, we obtain X̂(ζ) ≤ (1 + tκ)p−2 on this range.
Below it, t/|ζ|2 ≥ 1 and the rough upper bound is at most Ct/|ζ|2. Adding the nonnegative
high-frequency term and using (9) proves the last line of (15) with its stated coefficient 1 + tκ.

All smallness conditions used above hold once tn0 is sufficiently small. Since tn0 ≍ 4−n0

uniformly in m ≥ 4n0, one choice of λ0(d) ensures them all. This completes the construction
of the initial state.

Proposition 3.6 supplies every initial comparison constant with fixed slack. Lemma 3.1
also gives X ≍ W ∗ and D ≍ W at this state. The subsequent construction transports these
forms as sites are duplicated, updated, and eliminated; the weighted cube estimate provides
the corresponding local energy control.

4 The algebra and estimates of an ordinary sweep
An ordinary sweep inserts a potential increment at each active site while decreasing the
artificial damping. The physical sites remain active, and the vector r remains frozen, so we
must keep the endpoint diagonal error small. The random potential increment is conditionally
centered; its nonlinear effect on the resolvent has a small conditional mean, but an individual
update need not be small in every useful norm. We therefore estimate a whole family of
possible next updates at a fixed prestate. Random ordering will turn these estimates into
bounds for one tile in Section 5.

We first explain the change of coordinates that expresses a bit-port deletion as a Schur
complement plus an explicit correction. We then control three quantities: the matrix K,
the Laplacian D, and the diagonal self-consistency error. A fourth estimate preserves the
row fourth powers needed in all three arguments. Throughout Section 4, d ≥ 3 is fixed,
N = Ld with L = 420m, and constants may depend on d and the broad bounds in Section 2.
In particular, they do not depend on the number of ports or on the subset of possible next
updates.

All the one-step identities and estimates used below are proved here for the present
d-dimensional operator. We use the parameters δ = .01, κ = .005δ, and ν = 10−5δ/d of
Section 2; ν enters the later geometry, not the one-step algebra.

Self-consistent resolvent equations and fourth-power row estimates as inputs to concentra-
tion also appear in [7, Sections 1.1–1.2]. Here we give explicit one-step estimates for every
subset of remaining ports.

4.1 Splitting a site into two ports

At the beginning of a stage n < m that inserts one digit, put t = tn and

w = 3sn

4tn
, θ = 1 − w = tn+1

tn
.

For the final residual sweep at n = m, take instead t = tm = 2η and w = θ = 1/2. In both
cases θ ∈ [1/4, 5/8]. The one-step estimates below use only this range and the conditional
moment assumptions stated below, so they apply to the final suffix as well as to a single digit.

Start from a committed physical state at a stage boundary satisfying the bounds of
Section 2, including rphys

i = gphys
ii . The terminal set stays fixed throughout the sweep. At a
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numerical prefix, let Mcur be the real Schur matrix with the current real potential values,
and let I be the set of active physical sites whose current sweep increment has already been
inserted. The physical inverse represented at that prefix is

gphys =
(
Mcur − t diag

(
(ϑir

phys
i )i∈A

))−1
, ϑi = θ + w1{i/∈I}. (27)

Thus an unprocessed site retains the full frozen shift −trphys
i , whereas a processed site retains

−θtrphys
i . The matrix Mcur records the real potential additions; rphys does not change. This

description applies equally to a committed prefix and to the current provisional prefix of a
tile trial.

Represent each active physical site initially by a bit port and a reserve port, with weights
kbit = w1/4 and kres = θ1/4. The bit port is deleted when that site is processed, and the
reserve port remains throughout the sweep. In particular, deleting a bit port does not make
its physical site terminal. For the ports remaining above i, one has

∑
x k

4
x = ϑi. If x is a port

above i and y is a port above j, define

gxy = kxkyg
phys
ij , rx = k2

xr
phys
i , px = ℑrx,

h =
√
t g, Kxy = h2

xy, Fxy = |hxy|2.
(28)

After a deletion these formulas use the new physical inverse and the remaining ports. This
virtual g is not an inverse on the duplicated space; its entries are repeated and rescaled
physical resolvent entries. Put qx = ℑgxx and D = diag(pq) − diag(p)F diag(p). When D
has only the constant kernel, X = D+ denotes its inverse form on neutral port charges, as in
Section 2.

Lemma 4.1 (Port identities). For every numerical prefix represented by (27)–(28), the virtual
matrices satisfy the Ward identity h diag(p)h∗ = ℑg. Their operator norm obeys ∥h∥ ≤ C/

√
t.

At the initial duplication, the operator norm of K is unchanged. The boundary fourth-power
bound implies that every full fourth-power row sum is at most 3H∗/4, and every reserve row
summed only over reserve columns is at most θ2H∗.

For a potential f on the initial ports, set f̄i =
∑

x above i k
4
xfx. Then

D0(f) = Dphys(f̄) +
∑

i

(pphys
i )2 ∑

x above i

k4
x|fx − f̄i|2, (29)

X0(y) = Xphys(yΣ) +
∑

x

|yx|2

k4
x(pphys

i )2
−
∑

i

|(yΣ)i|2

(pphys
i )2

, (30)

where the second identity is for neutral charges and (yΣ)i =
∑

x above i yx. In particular
X0 ≍ W ∗ and D0 ≍ W , and the sharp stage-start comparison implies

X0 ≤ (1 + tκ) diag(p−2
x ) + CntΛ+

Σ . (31)

Proof. Let Vxi = kx1{x above i} on the remaining ports. The physical imaginary damping at i
is tpphys

i

∑
x above i k

4
x ≥ ct. Moreover,

V ∗ diag(px)V = diag
(
pphys

i

∑
x above i

k4
x

)
.

Applying the physical Ward identity to g = V gphysV ⊤ proves the virtual one. Since p ≥ c,
c∥h∥2 ≤ ∥ℑh∥/

√
t ≤ ∥h∥/

√
t, proving the norm bound.
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At the initial duplication, the matrix Qxi = k2
x1{x above i} satisfies Q∗Q = I, and K0 =

QKphysQ⊤. Also ∑
y

|hxy|4 = k4
x

∑
j

|hphys
ij |4,

because the fourth powers of the two weights over a site sum to one. The stated bounds
follow from max(w, θ) ≤ 3/4; restricting the columns to reserves introduces a further factor θ.

At a stage start, qphys
i = pphys

i . Expanding the two terms in D0 gives (29). Its dual
formula follows by maximizing 2ℜ⟨y, f⟩ − D0(f) separately over the averages f̄ and the
weighted-mean-zero fluctuations above each site. The broad comparison with W ∗, and its
dual with W , follow from the physical comparisons and the fact that the two weights are
bounded away from zero.

For the sharp bound, retain the exact diagonal cancellation in (30). Weighted Cauchy–
Schwarz gives

|(yΣ)i|2

(pphys
i )2

≤
∑

x above i

|yx|2

k4
x(pphys

i )2
.

The coefficient of the diagonal form is therefore exactly 1 + tκ, as claimed.

The reserve part of this identity is the target of the sweep. If y is a neutral physical
charge, let yres put that charge on the reserve ports and zero on the bit ports. The exact
initial identity is

θX0(yres) = θXphys(y) + (1 − θ)
∑

i

|yi|2

(pphys
i )2

. (32)

If all bit ports have been deleted, the definitions give hcur =
√
θt gphys,new and pcur =

√
θ pphys.

When the current Laplacian has only the constant kernel, these scalings give Xphys,new(y) =
θXcur(yres). We must therefore keep Xcur close to X0 on the surviving reserves. In the target
form (32), an old sharp diagonal coefficient 1 + tκ becomes 1 + θtκ. Since θκ > θ, this lies
below the next coefficient 1 + (θt)κ, leaving room for later errors. The initial reserve-row
fourth-power sum, θ2H∗, likewise has strict slack below the cap at the new scale, (θt)1+δ.
The estimates below control the corrections that could consume these two margins, as well as
the K norm and the diagonal error.

4.2 One deletion and the transported matrices

Let F denote the retained history just before choosing the next permutation slot, including
the numerical prestate and all earlier queries. Conditional on choosing a particular remaining
bit port x above a physical site i, the real variable ξ0 is required to satisfy

E(ξ0 | F , x) = 0, E(ξ2
0 | F , x) = t, |ξ0| ≤ C

√
t. (33)

Deleting x adds the real potential increment k2
xξ0 =

√
w ξ0 to the partial potential at i. It

also changes ϑi from 1 to θ in (27), thereby adding twrphys
i = k2

xtrx to the diagonal of the
damped matrix. The complete change to that matrix is therefore k2

x(ξ0 + trx). Only the first
summand changes the real partial potential; the second removes the bit port’s share of the
frozen shift and damping. For an ordinary stage, ξ0 is the next true digit, or an auxiliary digit
when prescribed, divided by

√
w; its physical variance is sn − sn+1 = wt. The expectation

symbol in the remainder of Section 4 denotes this conditional expectation whenever the
prestate and hypothetical pivot have been fixed. In such statements, “conditioning on the
prestate” always includes the full retained history F , not just the matrix entries of the
current state. At the final sweep, the untouched true suffix ζ has conditional mean zero,
variance sm = η = wt, and |ζ| ≤

√
3η; thus ξ0 = ζ/

√
w satisfies (33). We assume neither

23



symmetry nor two-point support in any estimate below. The ordinary query rule is verified in
Section 5 using Lemma 2.2; the conditional law is an input here, and no conclusion conditions
on future success of the construction. The Laplacian pivot is strictly positive: by Ward,
qx − pxFxx =

∑
y ̸=x pyFxy, and the reserve port at the same site contributes a positive term

because the physical diagonal inverse has positive imaginary part.
Lemma 4.2 (Single deletion). For sufficiently small t, suppose |gxx| + |rx| ≤ C and qx −
pxFxx > 0, and let R be the remaining ports other than x. With l = hRx,

h′ = hRR − γll⊤, γ = ξ0 + trx√
t[1 + (ξ0 + trx)gxx]

. (34)

Put zx =
√
t(gxx − rx) and ax = 1 −Kxx. Then

|γ| ≤ C, Eγ = −zx +O(t), Eγ2 = 1 +O(
√
t), E|γ|2 = 1 +O(

√
t). (35)

On the survivor coordinates,

I −K ′ = Schur{x}(I −K) − Jx, (36)
D′ = Schur{x}(D) + Lx, (37)
Jx = −2γ diag(l)hRR diag(l) + (γ2 − a−1

x )l2(l2)⊤. (38)

Here l2 is the entrywise square. The real symmetric Laplacian Lx has survivor edge weights

pipj

[
−2ℜ(γh̄ijhixhxj) +

(
|γ|2 − px

qx − pxFxx

)
FixFxj

]
. (39)

The subscript of Schur denotes the indices eliminated.
Proof. Sherman–Morrison on the physical inverse, followed by (28), gives (34). For the
moment calculation write ε =

√
t and ξ0 = εξ. The denominator is 1 +O(ε) uniformly, and

γ = ξ + ε(rx − gxxξ
2) + ε2(g2

xxξ
3 − 2rxgxxξ) +O(ε3).

Now use Eξ = 0, Eξ2 = 1 and boundedness of ξ. No vanishing third moment is needed.
Entrywise squaring (34) and using the scalar pivot ax in I −K gives (36)–(38). For D,

the old edge conductance is pipjFij and its pivot is px(qx − pxFxx). Eliminating x adds
conductance pipjpxFixFxj/(qx − pxFxx). Subtracting this from the conductance obtained by
expanding |hij − γhixhxj |2 proves (39).

Pad Jx and Lx by zero on the deleted coordinate and on all earlier deleted ports. Adding
such a survivor-supported matrix commutes with earlier elimination. Writing Edel for the set
of deleted ports, induction gives the exact cumulative identities

I −Kcur = SchurEdel

(
I −K0 −

∑
Jx

)
, Dcur = SchurEdel

(
D0 +

∑
Lx

)
. (40)

For later use impose the prefix bounds∥∥∥∑ Jx

∥∥∥ ≤ t.10δ,
∣∣∣∑Lx

∣∣∣ ≤ t.10δD0. (41)

The second bound is a two-sided quadratic-form bound. These caps imply Dcur(f |cur) ≤
CW (f) for every extension f to the initial ports, and Xcur = (1 +O(t.10δ))X0 on survivor-
supported neutral charges.

They also control K, despite the fact that I − K is complex symmetric rather than
self-adjoint. Indeed, let A = I −B with ∥B∥ ≤ ρ < 1, and write I − B̂ = SchurEdel A on the
survivors. The harmonic extension of a survivor vector v to u exists because ∥B∥ < 1; it
satisfies ucur = v and (Au)deleted = 0. Hence (Bu)deleted = udeleted and (Bu)cur = B̂v, so

∥udeleted∥2 + ∥B̂v∥2 ≤ ρ2(∥udeleted∥2 + ∥v∥2).

Consequently ∥B̂∥ ≤ ρ. Apply this with B = K0 +
∑
Jx and B̂ = Kcur.
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4.3 Consequences of the prestate caps

During a sweep set

β = .42δ, P = (I −K)−1, z =
√
t(gdiag − r), U = Pz, Ũ = U/

√
t.

We call gdiag − r the raw diagonal error and Ũ = P (gdiag − r) its transformed lag. On the
current ports their exact relation is

gdiag − r = (I −K)Ũ .

On the virtual space we use this algebraic identity. Comparing the equation (I −K)U = z
before and after a deletion will combine the diagonal change with the Schur change of I −K.
Lemma 4.6 uses the cancellation Eγ = −zx +O(t) in that combined equation to control the
transformed lag. At the start U = 0 by the physical fixed-point relation.

In addition to (41), the prestate caps are

max
i

∑
j

F 2
ij ≤ H∗ = t1+δ, ∥Ũ∥∞ ≤ tβ. (42)

The frozen r has bounded modulus and its imaginary part lies between fixed positive constants.
There are at least N/2 active physical sites. The local stopping rule will retain an update
only when the two displays of mutable caps hold at its prestate; the stage induction supplies
the fixed bounds on r, p and the active-site count.

Lemma 4.3 (Analytic prestate bounds). Suppose the initial physical state satisfies the bounds
at a stage boundary in Section 2, including self-consistency, and is duplicated as in Lemma 4.1.
Suppose its current numerical prefix satisfies (41)–(42), the broad bounds on the frozen r, p,
and the active-site count above. Then

|gii − ri| ≤ Ctβ, qi = pi +O(tβ),
∑

j

Fij ≤ C, |hii| ≤ C
√
t, (43)

T 2
∗ := max

i
∥ diag(hi)h∥2 ≤ C

√
H∗/t = Ctδ/2, (44)

(F 3)ii ≤ CtκH∗. (45)

The bounds hold uniformly for every current set of remaining ports.

Proof. Since z = (I −K)U and Fp = q,

|gii − ri| ≤ tβ
(

1 + qi

minj pj

)
.

Taking imaginary parts first bounds qi for small t; substituting back proves (43).
For (44), Ward gives

diag(hi)hh∗ diag(h̄i) ≤ Ct−1/2 diag(hi)(ℑh) diag(h̄i).

Apply the weighted Schur test to the matrix on the right using weights |hij |, omitting its
zero rows and columns. Its weighted absolute row quotient is at most

∑
k

|hjk|Fik ≤
(∑

k

Fjk

)1/2(∑
k

F 2
ik

)1/2

≤ C
√
H∗.

This proves the operator estimate.
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To prove (45), put M = diag(pq), fix i, and define

fj = Fij

pj
, m̄ =

∑
j Mjjfj

TrM , y = M(f − m̄1).

The charge y is neutral. The variational formula for X gives

X(y) ≥ 2⟨y, f⟩ −D(f) = f⊤Mf − 2m̄2 TrM + (F 3)ii.

On the other hand, (31), Schur duality, and the lower half of (41) imply

X ≤ (1 + Ctκ)M−1 + CtΛ+
Σ .

Here we used p−2
j = (qj/pj)M−1

jj and qj/pj = 1 +O(tβ); both β and .10δ exceed κ. Since

y⊤M−1y = f⊤Mf − m̄2 TrM,

comparison yields
(F 3)ii ≤ Ctκf⊤Mf + Cm̄2 TrM + CtΛ+(yΣ).

The row bounds and the active-site count give

f⊤Mf ≤ CH∗, ∥y∥2
2 ≤ CH∗, ∥y∥1 ≤ C, m̄2 TrM ≤ C/N.

For example, the numerator in the last expression is (
∑

j qjFij)2 ≤ C, whereas TrM ≥ cN .
Lemma 3.2 now gives

(F 3)ii ≤ C(tκH∗ + tH
1/3
∗ +N−1).

The exponent difference 1
3 − 2δ

3 − κ is positive, and N−1 = 4−20dm ≤ Cdt
1+δ+κ for n ≤ m.

This proves (45).

The small factor in (45) is the extra information provided by the sharp inverse-form
comparison. Bounded row sums alone would not preserve the fourth-power cap. We next
show how these prestate bounds control an arbitrary family of possible next deletions.

4.4 The correction to K

Fix one prestate satisfying Lemma 4.3, and let B be any prestate-measurable subset of its
remaining bit ports. For each x ∈ B, all matrices in the following estimates are evaluated at
this same prestate; only its hypothetical fresh scalar ξ0,x varies. There is no requirement that
the hypothetical outcomes be mutually independent. Every subset and tracked column set
below is fixed by the prestate. All increments are padded by zero at their pivot.

Lemma 4.4 (Means and operator squares for J). For every such subset B,∥∥∥∥∥∑
x∈B

EJx

∥∥∥∥∥ ≤ Ctβ. (46)

For every collection of allowable hypothetical outcomes and every vector u,∑
x∈B

∥Jxu∥2 +
∑
x∈B

∥J∗
xu∥2 ≤ Ctδ/2∥u∥2. (47)

In particular ∥Jx∥ ≤ Ctδ/4.
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Proof. Extend µx = Eγx by zero outside B. The moment and lag bounds give ∥µ∥∞ ≤ C
√
t tβ .

If the omitted pivot rows and columns are restored temporarily, the sum of the linear means
in (38) is −2h ◦ (hdiag(µ)h). Its absolute row sum is at most

2∥hi∥2∥(h diag(µ)h)i∥2 ≤ C∥h∥∥µ∥∞ ≤ Ctβ.

Terms incorrectly restored with x = i or x = j have magnitude at most CtFij and hence total
row and column sums O(t). For the quadratic mean, |Eγ2

x − a−1
x | ≤ C

√
t; its absolute row

sum is bounded by C
√
t
∑

x Fix
∑

j Fxj ≤ C
√
t. Symmetry and the Schur test prove (46).

For the linear square bound, fix an output i and put vj = hijuj . Restoring the omitted
inner index j = x gives ∑

x

∣∣∣∣∣∣hix

∑
j

hxjvj

∣∣∣∣∣∣
2

≤ T 2
∗
∑

j

Fij |uj |2.

The restored term equals hxxh
2
ixux; its squared sum over i, x is at most CtH∗∥u∥2. Deleting

the output i = x can only decrease these estimates. Sum over i and use the bounded column
sums of F to obtain C(T 2

∗ + tH∗)∥u∥2. The realized scalar γx is bounded, so the same
estimate applies to the linear part of Jx.

For its quadratic part,

∥l2(l2)⊤u∥2 ≤ H∗|(Ku)x −Kxxux|2.

Summation over x gives CH∗∥u∥2 because ∥K∥ is bounded. The quadratic coefficient is
uniformly bounded. Combining these estimates proves the first stack in (47). Every Jx is
complex symmetric, so applying the same bound to ū proves the adjoint stack.

4.5 The Laplacian increment

We next control the change in the energy form. The estimates must hold when the next pivot
is chosen from an arbitrary subset of the remaining bit ports. We prove a relative bound for
the sum of the conditional means and two bounds for the sum of the squared output norms.
The latter combine to give the dual norm needed for the local concentration argument.

Lemma 4.5 (Laplacian increment estimates). Fix a valid prestate as in Lemma 4.3, with
current port set V , and let S be any subset of its remaining bit ports. For each x ∈ S, let
Lx be the Laplacian increment of Lemma 4.2, padded by zero in row and column x. The
conditional expectation for this increment is over its fresh scalar update, with the prestate
and the choice of x fixed. Then, with β = .42δ,∣∣∣∣∣∑

x∈S

ELx

∣∣∣∣∣ ≤ CtβD (48)

as real quadratic forms on V . For every common real potential f ∈ RV , and for arbitrary
choices of the scalar outcomes at the hypothetical pivots x ∈ S,∑

x∈S

∥Lxf∥2
2 ≤ Ctδ/2D(f),

∑
x∈S

∥Lxf∥2
1 ≤ Ct−1D(f), (49)

∑
x∈S

W ∗(Lxf) ≤ Ctδ/2D(f). (50)

The outputs are neutral; in the last display they may equivalently be padded by zero to the
initial ports of the sweep.
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Proof. All matrices and coefficients below are evaluated at the fixed prestate. In particular,
the values of f do not depend on the hypothetical pivot. The zero-padded operator Lx uses
f |V \{x} and has zero output at x. Whenever we split a difference through x, we use the value
fx of this same common potential.

Write dijf = fi − fj . The uniform bounds on p give

E(f) :=
∑

i,j∈V

Fij(dijf)2 ≍ D(f) = 1
2
∑

i,j∈V

pipjFij(dijf)2. (51)

For brevity put

cx = px

qx − pxFxx
, ρx = |γx|2 − cx, µx = Eγx.

The prestate bounds and Lemma 4.2 imply

|γx| + |ρx| ≤ C, |µx| ≤ C
√
t tβ, |Eρx| ≤ Ctβ. (52)

Indeed, qx = px + O(tβ), Fxx = O(t), and hence cx = 1 + O(tβ + t). The scalar moment
bounds give E|γx|2 = 1 +O(

√
t) and µx = −

√
t(gxx − rx) +O(t). Since β < 1/2, these imply

(52).
Decompose Lx = L

(1)
x + L

(2)
x according to its survivor edge weights

pipj

[
−2ℜ

(
γxhijhixhxj

)
+ ρxFixFxj

]
, i, j ̸= x. (53)

Both parts are real symmetric Laplacians; their edge weights may have either sign.

The sum of the means. Let

Mµ = diag(µx1{x∈S})x∈V , Hµ = hMµh, Pp = diag(p),

and retain the endpoint weights by introducing

Hp = P 1/2
p hP 1/2

p , Ap = P 1/2
p HµP

1/2
p = Hp diag(µx1{x∈S}/px)Hp.

First include all intermediate indices x ∈ S, also when x = i or x = j, in the linear mean. Its
quadratic form becomes

−ℜ
∑
i,j

pipjhij(Hµ)ij(dijf)2.

Writing Mf = diag(f) and using ⟨A,B⟩HS = Tr(A∗B), this is exactly

−ℜ⟨[Mf , Hp], [Mf , Ap]⟩HS, D(f) = 1
2∥[Mf , Hp]∥2

HS.

The diagonal matrix Mf commutes with Cµ = diag(µx1{x∈S}/px). Therefore

[Mf , Ap] = [Mf , Hp]CµHp +HpCµ[Mf , Hp],

and the ideal property of the Hilbert–Schmidt norm gives

∥[Mf , Ap]∥HS ≤ 2∥Hp∥∥Cµ∥∥[Mf , Hp]∥HS.

Since p is bounded above and below, ∥Hp∥ ≤ Ct−1/2 and ∥Cµ∥ ≤ C
√
t tβ. Cauchy–Schwarz

in the exact pairing thus bounds its absolute value by CtβD(f). In particular this is a signed
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cancellation with the actual pipj weights retained; no regularity or constancy of p has been
used. For an edge ij, removing the intermediate index x = i, if i ∈ S, costs at most

C|µihii|Fij ≤ Ct1+βFij .

The removal of x = j has the same bound. Summing these edgewise errors costs at most
Ct1+βD(f).

The quadratic mean has absolute form bounded by

Ctβ
∑
x∈S

∑
i,j

FixFxj(dijf)2.

Use
(dijf)2 ≤ 2(dixf)2 + 2(dxjf)2

and the bounded row and column sums of the symmetric matrix F . After extending the
x-sum to V , the last expression is at most CtβE(f). This proves (48) for every subset S.

The linear output stacks. For each i ∈ V , define the complex vector

ui
j = pjhij(fi − fj).

The reality of f allows the real part in (53) to be taken after summing over j. Therefore, for
i ̸= x,

|(L(1)
x f)i| ≤ C|hix|

∣∣∣∣∣∣
∑
j ̸=x

hxju
i
j

∣∣∣∣∣∣ . (54)

Moreover, ∑
i

∥ui∥2
2 ≤ CE(f) ≤ CD(f).

Temporarily include j = x in (54). The bound of Lemma 4.3,

max
i

∥ diag(hi)h∥2 ≤ C
√
H∗/t = Ctδ/2,

gives ∑
x∈S

∑
i

|hix(hui)x|2 ≤
∑

i

∥ diag(hi)hui∥2
2 ≤ Ctδ/2D(f). (55)

For the squared ℓ1 norms, first apply Cauchy–Schwarz in i:∑
x∈S

(∑
i

|hix(hui)x|
)2

≤
∑

x

(∑
i

Fix

)∑
i

|(hui)x|2

≤ C
∑

i

∥hui∥2
2 ≤ Ct−1D(f).

It remains to remove the artificially included j = x terms. Their absolute values are at
most

C|hxx|Fix|dixf | ≤ C
√
t Fix|dixf |.

Their squared ℓ2 stack is bounded by

Ct
∑
i,x

F 2
ix(dixf)2 ≤ Ct max

i,j
Fij E(f),

and their squared ℓ1 stack is bounded by

Ct
∑

x

(∑
i

Fix|dixf |
)2

≤ CtE(f).

These are absorbed in the preceding bounds, since maxF ≤
√
H∗. Dropping the output i = x

only reduces the majorants. This proves both required stacks for L(1)
x .
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The quadratic output stacks. Put ε = maxi,j Fij ≤
√
H∗. By (52), the absolute output

is bounded by a constant times

Qxi := Fix

∑
j

Fxj |dijf |.

Here we have included all omitted indices, which only increases the nonnegative majorant.
Cauchy–Schwarz in j, followed by splitting differences at x, gives∑

x,i

Q2
xi ≤ C

∑
x,i,j

F 2
ixFxj(dijf)2

≤ C
∑
x,i

F 2
ix(dixf)2 + C

∑
x,j

(∑
i

F 2
ix

)
Fxj(dxjf)2

≤ CεE(f).

In the last step we used
∑

i F
2
ix ≤ ε

∑
i Fix ≤ Cε. For the other stack, the total mass∑

i,j FixFxj is bounded uniformly in x, so

∑
x

(∑
i

Qxi

)2

≤ C
∑
x,i,j

FixFxj(dijf)2

≤ CE(f).

Both estimates remain true with the x-sum restricted to S. Since
√
H∗ ≤ tδ/2, combining the

linear and quadratic bounds proves (49). No factor depending on the number of candidate
pivots has been used.

The dual norm stack. The Laplacian property implies that every yx = Lxf is neutral.
Lemma 3.2, including its version for at most two ports per site, gives

W ∗(yx) ≤ ∥yx∥2
2 + Cb∥yx∥4/3

1 ∥yx∥2/3
2 .

Hölder’s inequality over x, followed by (49) and b ≤ t, yields

∑
x∈S

W ∗(Lxf) ≤ Ctδ/2D(f) + Cb

(∑
x

∥Lxf∥2
1

)2/3(∑
x

∥Lxf∥2
2

)1/3

≤ C
(
tδ/2 + t1/3+δ/6)D(f) ≤ Ctδ/2D(f).

The last inequality uses 1/3 + δ/6 > δ/2. This proves (50).

4.6 The transformed diagonal lag

The next estimate controls increments of the transformed lag Ũ = (I −K)−1(gdiag − r). Its
cap yields a small raw diagonal error through Lemma 4.3, preserving the small conditional
means used in the preceding increment bounds. For brevity write u = Ũ in this subsection.
At a deletion, we freeze the removed coordinate of u, and continue to update its surviving
coordinates. In particular, the increment is zero at the deleted coordinate.

Fix the prestate and let V be its set of ports. For a prestate-measurable subset S ⊆ V of
eligible bit ports, an array Y = (Y x

i ) has row index i ∈ V and hypothetical deletion index
x ∈ S. Define

Aj(Y ) = max
i∈V

(∑
x∈S

|Y x
i |j
)1/j

, j = 1, 2.

Every survivor vector associated with deletion x is extended by zero at coordinate x. This
convention is used throughout this subsection.
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Lemma 4.6 (Increments of the transformed lag). Let t > 0 be sufficiently small, β = .42δ,
and H∗ = t1+δ. At a fixed prestate, suppose that h = h⊤, g = h/

√
t, Kij = h2

ij, Fij = |hij |2,
and

max
i

∑
j

Fij ≤ C, max
i

∑
j

F 2
ij ≤ H∗, ∥h∥ ≤ Ct−1/2, max

i
|hii| ≤ C

√
t,

T∗ := max
i

∥ diag(hij)jh∥ ≤ Ctδ/4, ∥r∥∞ ≤ C, ∥u∥∞ ≤ tβ.
(56)

Here u = P (gdiag − r). Assume also that P = (I −K)−1 exists and that

LP = max

1,max
i

∑
j

|Pij |

 , LP ≤ C log(1/t).

For each x in any prestate-measurable subset S of eligible bit ports, perform the update of
Lemma 4.2 with a conditionally centered variable ξ0,x satisfying

E(ξ2
0,x | prestate) = t, |ξ0,x| ≤ C

√
t.

Write ∆ux for the resulting lag increment, padded by zero at x. Then, uniformly over S and
over all hypothetical outcomes,

A2(∆u) ≤ CLP t
δ/2.

Moreover, with all expectations conditional on the prestate,

max
i

∣∣∣∣∣∑
x∈S

E∆ux
i

∣∣∣∣∣ ≤ C
[
LP (t2β +

√
t) + L2

P t
δ/2
]
.

The constants are independent of the number of ports and of S.

The row and operator bounds in the statement are supplied by Lemma 4.3. The absolute
row-sum bound for P is proved in Lemma 5.2; the present argument uses precisely that
displayed bound. We give the details of the survivor restrictions and of the nonlinear
remainder, since both affect the conditional mean.

Proof. All matrices without a prime are fixed at the prestate. Expectations in the proof are
conditional on that prestate. Set

RF = max
i

∑
j

Fij , MF = max
i,j

Fij ≤
√
H∗.

Thus RF ≤ C. For a hypothetical deletion x, write

Rx = V \ {x}, lx = (hix)i∈Rx , kx = ((hix)2)i∈Rx , ax = 1 −Kxx.

The diagonal bound gives ax = 1 +O(t), so ax is bounded away from zero. Lemma 4.2 gives

γx = ξ0,x + trx√
t [1 + (ξ0,x + trx)gxx]

,

Jx = −2γx diag(lx)hRxRx diag(lx) + (γ2
x − a−1

x )kx(kx)⊤.
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The exact equation. Let Bx = Schur{x}(I −K). In the block decomposition with deleted
coordinate x, the off-diagonal column of I −K is −kx. Eliminating Ux from (I −K)U = z
therefore gives

BxURx = zRx + kxzx/ax.

On the other hand, the update gives

I −K ′ = Bx − Jx, z′
Rx

= zRx − γxk
x.

Subtracting the two equations yields

(Bx − Jx)∆URx = −(γx + zx/ax)kx + JxURx =: Zx.

Since B−1
x = PRxRx ,

∆URx = (I − PRxRxJx)−1PRxRxZ
x. (57)

The inverse in this formula will also follow from the convergent series below.

Moments and the forcing array. The identity gii − ri = [(I −K)u]i and the row-sum
bound imply |gii − ri| ≤ Ctβ. Expanding the denominator of γx using |ξ0,x + trx| ≤ C

√
t,

centering, and variance t, gives

µx := Eγx = −zx +O(t), Eγ2
x = 1 +O(

√
t).

In particular,

max
x

|µx| ≤ C
√
t tβ, Eγx + zx/ax = O(t), νx := Eγ2

x − a−1
x = O(

√
t),

|γx| + |γ2
x − a−1

x | ≤ C.
(58)

For the middle estimate, the extra term is zx(a−1
x − 1) = O(t3/2+β).

Put Y x = Zx/
√
t. Its direct forcing satisfies

A2

(
−γx + zx/ax√

t
kx
)

≤ C
√
H∗/t = Ctδ/2.

The linear part of JxuRx , apart from its bounded coefficient, is

hix

∑
j ̸=x

hijhxjuj .

For fixed i, restore the term j = x and set Di = diag(hij)j . The resulting vector indexed by
x is DihDiu, of norm at most

∥Dih∥ ∥Diu∥2 ≤ CT∗t
β.

The restored term h2
ixhxxux has ℓ2x-norm at most C

√
t
√
H∗ t

β. Removing the output x = i
only reduces this norm. The quadratic part is bounded by∣∣∣∣∣∣h2

ix

∑
j ̸=x

h2
xjuj

∣∣∣∣∣∣ ≤ RF t
βFix,

and hence has A2-norm at most Ctβ
√
H∗. Consequently,

A2(Y ) ≤ C
(
tδ/2 + tβ+δ/4 + tβ

√
tH∗ + tβ

√
H∗
)

≤ Ctδ/2,
(59)
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because β + δ/4 = .67δ > .50δ.
For the summed mean, the direct forcing costs at most C

√
t
∑

x Fix ≤ C
√
t. Extend µx by

zero off S. Before the survivor omissions, the summed linear part of EJx is −2h◦ (h diag(µ)h).
Its absolute row sum is bounded by∑

j

|hij | |(hdiag(µ)h)ij | ≤ ∥hi∥2 ∥(h diag(µ)h)i∥2

≤ C∥h∥ ∥µ∥∞ ≤ Ctβ.

Contracting against u contributes another factor tβ . Each omitted set x = i or j = x costs at
most

C∥µ∥∞
√
tRF ∥u∥∞,

and their intersection satisfies the same bound. For the quadratic part, |νx| ≤ C
√
t, while∑

x

Fix

∑
j

Fxj |uj | ≤ R2
F t

β.

Its survivor omissions decrease this absolute bound. We have proved

M0 := max
i

∣∣∣∣∣∑
x∈S

EY x
i

∣∣∣∣∣ ≤ C(t2β +
√
t). (60)

This estimate controls the signed sum of the conditional means; it does not assert an A1
bound on the forcing itself.

The restricted inverse. Let Mx = I − exe
∗
x, and define Qx = MxPMx. Since Y x

x = 0, the
padded vector PRxRxY

x equals QxY x = MxPY
x. For an array W , write (QW )x = QxW x.

Minkowski’s inequality gives

Aj(QW ) ≤ LPAj(W ), j = 1, 2. (61)

For means, the output mask depends on the deletion index. Precisely,

∑
x∈S

E(QxY x)i =
(
P
∑
x∈S

EY x

)
i

− 1{i∈S}(PEY i)i.

For every hypothetical outcome, (59) gives A2(Y ) ≤ Ctδ/2. Jensen’s inequality therefore
bounds the second term by CLP t

δ/2. Thus

max
i

∣∣∣∣∣∑
x

E(QxY x)i

∣∣∣∣∣ ≤ LPM0 + CLP t
δ/2. (62)

Two array bounds for the correction. We next control repeated applications of the
random matrices Jx. The bounds below are pathwise and apply to any array W , including
one depending on the same outcomes as Jx. Write A2(W ) = AW . Up to uniformly bounded
coefficients, the linear and quadratic outputs are

Lx
i = hix

∑
j ̸=x

hijhxjW
x
j , Qx

i = h2
ix

∑
j ̸=x

h2
xjW

x
j .

Both are set to zero when i = x. Cauchy–Schwarz in j gives∑
x

|Lx
i |2 ≤ RF

∑
x,j

FixFij |W x
j |2 ≤ R2

FMFA
2
W .
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Also |W x
j | ≤ AW , so

|Qx
i | ≤ RFAWFix,

∑
x

|Qx
i |2 ≤ R2

FH∗A
2
W .

Writing (JW )x = JxW
x, we obtain

A2(JW ) ≤ C(M1/2
F +H

1/2
∗ )A2(W ) ≤ C(H1/4

∗ +H
1/2
∗ )A2(W ). (63)

All omissions only reduce the nonnegative upper bounds above.
For the A1 estimate, apply Cauchy–Schwarz over (x, j):∑

x

|Lx
i | ≤

∑
x,j

|hixhxj | |hijW
x
j |

≤

∑
x,j

FixFxj

1/2∑
x,j

Fij |W x
j |2
1/2

≤ R
3/2
F AW .

The quadratic part satisfies ∑
x

|Qx
i | ≤ AW

∑
x,j

FixFxj ≤ R2
FAW .

Therefore
A1(JW ) ≤ CA2(W ). (64)

The remainder and the final mean. Define the columnwise operator C by (CW )x =
QxJxW

x, and put
q∗ = CLP (H1/4

∗ +H
1/2
∗ ).

Equations (61) and (63) give A2(CW ) ≤ q∗A2(W ). For small t, q∗ < 1/2. Equation (57) thus
has the convergent series solution

∆u =
∑
k≥0

CkQY, A2(∆u) ≤ LP

1 − q∗
A2(Y ) ≤ CLP t

δ/2.

Apply (64) to the outermost correction in every term of positive degree. It gives

A1(∆u−QY ) ≤ CLP

∑
k≥0

A2(CkQY )

≤ CL2
P

1 − q∗
A2(Y ) ≤ CL2

P t
δ/2.

(65)

Both Jx and Y x depend on ξ0,x; their expectations need not factor. The remainder estimate
is valid for every collection of hypothetical outcomes, so averaging it bounds the sum of the
absolute conditional mean remainders. Combining it with (60) and (62) yields

max
i

∣∣∣∣∣∑
x

E∆ux
i

∣∣∣∣∣ ≤ C
[
LP (t2β +

√
t) + L2

P t
δ/2
]
,

as required. No independence between a correction and its forcing was used.
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4.7 Fourth powers of a row

The last estimate applies to two tracked column sets: all remaining columns, and reserve
columns only. In the second case the row itself is a reserve port. A tracked row is frozen when
its port is deleted. When another port x is deleted, define its proxy increment by taking the
fourth-power change on the surviving tracked columns and ignoring the favorable loss of the
removed column. Thus the accumulated proxy is an upper bound for the actual change of
the tracked row sum.

Lemma 4.7 (Fourth-power proxies). At a prestate satisfying Lemma 4.3, fix a surviving row
i, a tracked column set C, and any subset B of possible next bit ports. Let Rx

i be the proxy
increment just defined, with Ri

i = 0. Then∣∣∣∣∣∑
x∈B

ERx
i

∣∣∣∣∣ ≤ CtκH∗,
∑
x∈B

|Rx
i |2 ≤ CtκH2

∗ . (66)

The second inequality holds for every collection of hypothetical outcomes. Hence |Rx
i | ≤

Ctκ/2H∗.

Proof. The linear part of Rx
i , for x ̸= i, is

−4ℜ(γxAix), Aix = hix

∑
j∈C
j ̸=x

Fij h̄ijhxj .

Cauchy–Schwarz gives

|Aix|2 ≤ Fix

∑
j

F 2
ij

∑
j

FijFxj

 , ∑
x

|Aix|2 ≤ H∗(F 3)ii ≤ CtκH2
∗ .

For the mean, extend µx = Eγx by zero outside B \ {i} and put B = h diag(µ)h. The
Ward row bounds and ∥µ∥∞ ≤ C

√
t tβ imply

max
j

|Bij | ≤ C
√
t tβ, ∥Bi∥2 ≤ Ctβ, ∥Bi∥4 ≤ Ct1/4+β.

Therefore the absolute linear mean, summed over x, is bounded by

C
∑
j∈C

|hij |3|Bij | + CtH∗ ≤ CH
3/4
∗ t1/4+β + CtH∗.

The error term accounts for restoring j = x: its individual value is µxhxxF
2
ix and its summed

absolute value is at most CtH∗.
For complex a, b, the elementary fourth-power expansion gives∣∣|a− b|4 − |a|4 + 4ℜ(|a|2āb)

∣∣ ≤ C(|a|2|b|2 + |b|4).

Apply this to a = hij and b = γxhixhxj . The sum over x, j of the absolute nonlinear errors is
at most

C
∑
x,j

(FijFixFxj + F 2
ixF

2
xj) ≤ C((F 3)ii +H2

∗ ).

After division by H∗, the total bias is thus bounded by

C(tβ−δ/4 + t+ tκ +H∗) ≤ Ctκ,

since β − δ/4 = .17δ > κ. The square stack of the nonlinear errors is bounded by the square
of their absolute sum, and is smaller than CtκH2

∗ . Combining with the linear square stack
proves Lemma 4.7. All bounds remain valid after restricting either of the two index sets.
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4.8 The form needed for stopped random ordering

We collect the estimates in a format that separates algebra from locality and freshness. Set
ℓ = 1 + log(1/t).

Proposition 4.8 (Ordinary-sweep increment estimates). Consider a current numerical prefix
of a sweep whose initial physical state satisfies the bounds at a stage boundary in Section 2,
including self-consistency, and is duplicated as in Lemma 4.1. Assume that this prestate
satisfies (41)–(42), the broad bounds on r, p, and the active-site count. For the lag estimates
also assume ∥(I −K)−1∥∞→∞ ≤ Cℓ. Let B be any subset of the remaining bit ports and use
fresh scalars satisfying (33). Then the estimates of Lemmas 4.4, 4.5, 4.6, and 4.7 hold before
division by the number of remaining permutation slots.

More precisely, let H be a finite-dimensional real Hilbert space and let B : H → initial-port
potentials be a fixed linear extension map with

W (Bv) ≤ C∥v∥2
H, ∥B∗y∥2

H∗ ≤ CW ∗(y).

The dual estimate is required for neutral charges y. Interpret B∗LxB as a self-adjoint operator
by the Riesz identification. The following table gives a bound for the summed conditional
mean, the pathwise square stack, and a single jump:

increment summed mean square stack jump
Jx tβ tδ/2 tδ/4

B∗LxB tβ tδ/2 tδ/4

∆Ũx
i ℓ(t2β +

√
t) + ℓ2tδ/2 ℓ2tδ ℓtδ/2

Rx
i /H∗ tκ tκ tκ/2

All entries are upper bounds up to a fixed multiplicative constant. For Jx the square stack
includes both orders, as required by Hermitian dilation.

Proof. Only the pullback and centering assertions remain to explain. The Schur comparison
following (41) gives Dcur(Bv|cur) ≤ CW (Bv) ≤ C∥v∥2

H. The form mean and dual square
bound of Lemma 4.5 consequently imply∥∥∥∥∥∑

x

E(B∗LxB)
∥∥∥∥∥ ≤ Ctβ,

∑
x

(B∗LxB)2 ≤ Ctδ/2I.

The latter follows by applying the assumed dual bound to Lx(Bv|cur) and summing over x.
The remaining rows of the table are Lemmas 4.4, 4.6, and 4.7.

If there are M remaining slots in a uniformly random ordering, each conditional mean
and second moment is the corresponding sum divided by M ; skipped slots contribute zero.
Center the joint random slot-and-scalar increment. For a self-adjoint increment Y ,

E[(Y − EY )2] = EY 2 − (EY )2 ≤ EY 2.

The centered jump increases by at most a factor two. Apply this to the Hermitian dilation for a
complex or rectangular increment. Predictable stopping preserves all these bounds, including
the prospective first breaking step because its prestate still satisfies the hypotheses.

These estimates supply the local concentration inputs for an ordinary sweep. It remains
to accumulate them with a failure bound independent of the torus volume. Section 5 proves
the inverse row bound, constructs fixed local tests, and shows that their budgets imply the
sweep caps. It then applies stopped concentration to those tests and returns to the physical
endpoint described by (32).
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5 Local trials and the ordinary sweep
The increment estimates of Section 4 concern a fixed prestate and an arbitrary set of possible
next ports. We now turn them into a complete ordinary sweep. The obstacle is the volume
of the torus: it is much larger than the inverse damping scale. We therefore expose the
next digits, and finally the remaining suffixes, in tiles and monitor each trial in a bounded
neighborhood of its tile. Resolvent decay will show that these finitely many tests control the
global matrices as well.

Throughout Section 5, the dimension d ≥ 3 is fixed. Constants may depend on d, but are
independent of the torus volume and the stage. Terminal sites remain fixed. We assume that
their collapsed distance, defined below, satisfies

dT (i, j) ≥ 1
2 dist(i, j) − t−1.03. (67)

Here dist is nearest-neighbor distance on the torus. The estimate is initially immediate, and
Lemma 7.2 will preserve it when terminal sites are added.

The analytic estimates use the following conditional interface. If F is the full retained
history before the next slot is chosen and x is the selected port, its real scalar update satisfies

E(ξ0 | F , x) = 0, E(ξ2
0 | F , x) = t, |ξ0| ≤ C

√
t.

The next exposed slot of a trial is conditionally uniform among its unexposed physical sites.
No symmetry or two-point support is used for the scalar. For the final sweep, t = tm = 2η
and w = 1/2: an untouched true suffix ξ has variance η = wt, mean zero, and |ξ| ≤

√
3wt,

so ξ0 = ξ/
√
w has exactly these bounds. Applying this interface to a true suffix requires

that the suffix is still unqueried at its retained pre-query history. Lemma 2.2 supplies the
conditional laws for unqueried coordinates and independently supplied order variables. The
trial rule below verifies that ordinary sweeps query such inputs.

5.1 Decay and the inverse of I − K

Assign cost zero to each nearest-neighbor edge meeting a terminal site, and cost one to
every other nearest-neighbor edge. The minimum path cost is the pseudometric dT . Ports
at the same physical site have distance zero in both metrics. The following proof uses the
exponential-conjugation method of Combes and Thomas [8], applied to this collapsed metric.

Lemma 5.1 (Decay in the collapsed distance). Suppose the true terminal principal matrix is
invertible. Let g be the active inverse with imaginary diagonal damping between ct and Ct.
There are constants a,C > 0, depending only on these bounds and d, such that

|hij | ≤ Ct−1/2 exp{−atdT (i, j)}. (68)

This also holds in the port representation, with changed constants. If (67) holds and u = t3,
then

|hij | ≤ Ct−1/2 exp{−cu dist(i, j)}. (69)

All constants are independent of the torus size.

Proof. Write the physical active inverse as g = M−1, where the real part of M is the
terminal Schur matrix. Its dissipative part gives ∥M−1∥ ≤ C/t. Every off-diagonal entry
created by eliminating a connected terminal component joins sites at collapsed distance zero.
Consequently conjugation by Q(i) = exp{atdT (z, i)} leaves all these entries unchanged. Only
direct active-active hopping entries change. There are at most 2d in each row and column,
and their relative change is O(at). Thus ∥QMQ−1 − M∥ ≤ Cdat. For a sufficiently small
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fixed a, a Neumann series gives ∥QM−1Q−1∥ ≤ C/t. Set z = j and multiply by
√
t to obtain

(68). The bounded port weights preserve this estimate.
For completeness, the additive error in (67) cannot simply be absorbed into a polynomial

prefactor after exponentiation. Split instead at ordinary distance t−2. Below this distance,
the crude bound Ct−1/2 suffices, since ut−2 = t. Above it, dT (i, j) ≥ dist(i, j)/4 for small t,
and (68) is stronger than (69).

Lemma 5.2 (Absolute row bound). For an active inverse or its port representation as in
Lemma 5.1, assume (67), bounded positive p, ∥K∥ ≤ ρ0 < 1, and

Fp = q, qi = pi +O(tβ), β > 0.

Then, for sufficiently small t,

∥P∥∞→∞ ≤ C log(1/t), P = (I −K)−1. (70)

Moreover |Pij | ≤ C exp{−cudist(i, j)}, where u = t3 and the constant c > 0 may be decreased.

Proof. The Ward identity and bounded positive p give supi

∑
j Fij ≤ C. Since F is symmetric,

the column sums obey the same bound. Tilt K by Q(i) = eu dist(z,i). Each row and column
sum of QKQ−1 −K is bounded by

sup
i

∑
j

Fij
(
eu dist(i,j) − 1

)
.

The contribution from distances at most t−2 is O(t). For greater distances, the stronger
estimate |hij | ≤ Ct−1/2e−ct dist(i,j) from the proof of Lemma 5.1 makes the sum exponentially
small. The row-column norm bound therefore gives ∥QKQ−1∥ ≤ ρ < 1, uniformly over z.
Hence

|(Kk)ij | ≤ ρke−u dist(i,j).

Summing in k proves the entrywise assertion.
To improve the absolute row sum, use a different estimate for short powers. Entrywise

|Kk| ≤ F k, and Fp ≤ (1 + Ctβ)p, so∑
j

|(Kk)ij | ≤ C(1 + Ctβ)k.

These sums are uniformly bounded for k ≤ k0 = ⌈C1 log(1/t)⌉. For the other powers, use∑
j

e−u dist(i,j) ≤ Cdu
−d = Cdt

−3d,

which remains valid with two ports per site. Indeed, choosing minimal torus displacement
representatives embeds each distance shell into Zd, where the shell of radius r has at most
Cd(1 + r)d−1 sites. Summing the geometric shell series gives the displayed bound uniformly
in the torus size. Choose C1 = C1(d) so that t−3dρk0 ≤ 1. The first k0 powers then cost Ck0,
and all remaining powers together cost C.

The transformed-lag cap in Section 4 supplies precisely the hypothesis q = p+O(tβ) of
Lemma 5.2. Lemma 5.2 therefore completes the inverse-row input used in the lag increment
estimates. We shall also need decay for a single prospective update, even if that update
violates one of the finer caps.
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Lemma 5.3 (A prospective ordinary update). Suppose the sweep starts by duplicating a
physical state satisfying the complete stage-boundary bounds of Section 2, including self-
consistency, the broad bounds and comparators (7), the boundary cap ∥Kphys∥ ≤ 1/3, the
fourth-power row cap H∗ = t1+δ, and an active physical-site count of at least N/2, as in
Lemma 4.1. In particular its initial data include D0 ≍ W and the sharp duplicated comparison
(31). Assume the broad bounds on the frozen r, p, the fixed metric bound (67), and both current
prefix conditions (41) and (42), where β = .42δ. For small t, these hypotheses give a fixed
margin ∥K∥ ≤ ρ0 < 1, bounded positive p, and |gii − ri| = O(tβ). Perform one bit-port update
with the conditional moment and size bounds above. Its poststate exists and, for small t,
satisfies

∥K ′∥ ≤ ρ1 < 1, q′
i = pi +O(tβ), sup

i

∑
j

|h′
ij |2 ≤ C.

It satisfies Lemmas 5.1 and 5.2 without any assumption on the post-update fine caps. The lag
and row proxy increments obey

|∆Ũi| + |∆Ri| ≤ t−Ce−cu dist(i,x), (71)

where Ri denotes either normalized fourth-power row proxy. The entries of Jx, and the edge
weights of Lx, obey

t−C exp{−cu[dist(i, x) + dist(j, x)]}. (72)

Proof. Reserve ports keep the physical damping at least ct, so the updated inverse exists. By
the single-update formula,

|g′
ii − gii| ≤ C|hix|2/

√
t ≤ C

√
H∗/t = Ctδ/2.

Since δ/2 > β, this proves the new diagonal estimate. The formula h′
ij = hij − γhixhxj , with

|γ| ≤ C, also gives ∑
j

|h′
ij |2 ≤ 2

∑
j

|hij |2 + C|hix|2
∑

j

|hxj |2 ≤ C.

The inherited stage-start data and the current cap conditions are the prestate hypotheses of
Proposition 4.8; Lemma 5.2 supplies its inverse-row input. That proposition gives ∥Jx∥ ≤
Ctδ/4. Write I − K̂ = Schur{x}(I − K). The Schur contraction proved after (41) gives
∥K̂∥ ≤ ∥K∥ ≤ ρ0, while the exact next-step identity is

I −K ′ = Schur{x}(I −K) − Jx = I − K̂ − Jx.

Thus ∥K ′∥ ≤ ρ0 +Ctδ/4 ≤ ρ1 < 1 for small t. The terminal set has not changed, so its metric
bound has not changed either. Lemmas 5.1 and 5.2 now apply.

The explicit formulas for Jx, Lx contain a factor joining each surviving endpoint to x.
Lemma 5.1 therefore gives (72). In the exact lag formula ∆Ũ = P ′Zx/

√
t, the vector Zx has

the same single-center decay by its definition and the prestate bound on U . The entrywise
bound on P ′ preserves that decay under convolution. The fourth-power proxy formulas are
finite sums of the same factors. Each convolution loses at most a power of u−1, because∑

j e
−cu dist(i,j) ≤ Cdu

−d; decreasing the exponent constant absorbs the convolution. This
proves (71) with a polynomial prefactor whose degree may depend on d. Crucially, none of
these deductions used a post-update fine cap.
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5.2 A finite-dimensional test for the energy increment

At ordinary stage n, partition the torus into cubes of side Ltile = 46n ≍ t−6. Around each
tile choose concentric cubes Q,Q′ of side 3Ltile, 5Ltile. They fit in the torus, and each family
has uniformly bounded overlap. Let χ equal one on Q, vanish at the boundary of Q′, and
have nearest-neighbor slopes at most C/Ltile.

Write P0 for the ports present at the start of the duplicated sweep. The fixed real local
test space HT consists of pairs (α, v), where α is indexed by P0 ∩ Q′, and v is indexed by
all physical sites in Q′, modulo constants. Its dimension is at most 3|Q′| ≤ CdL

d
tile ≤ Cdt

−6d.
Its norm and extension map are

∥(α, v)∥2
loc = ∥α∥2

Q′ + b−1∥∇v∥2
Q′ , BT (α, v) = χ

(
α+ v − avgQ′ v

)
. (73)

The extension is zero outside Q′, and physical values of v are repeated on ports. The subscript
T here identifies the tile. The symbol B∗

T denotes the pullback into the dual of the local
space. A pulled-back symmetric form is measured by the norm of its representing self-adjoint
operator in the local inner product. The set P0, the cubes, χ, t, b, the local norm, and BT

stay fixed throughout the sweep, including retries. They may depend on the stage-start
history, on which we condition. Each new correction is extended by zero to P0 at its time
of creation. The precise record convention below keeps this reference space fixed at every
stopping step.

Lemma 5.4 (Local pullback). The maps in (73) satisfy

W (BT f) ≤ C∥f∥2
loc, ∥B∗

T y∥2
loc,∗ ≤ CW ∗(y)

for neutral charges y. At a prestate satisfying the inherited stage-start and current hypotheses
of Proposition 4.8, the comparison Dcur(f |cur) ≤ CW (f) holds. Pad each Lx to the initial
ports. The pulled-back increments B∗

TLxBT then satisfy the mean and operator-square-stack
bounds of Proposition 4.8, up to a fixed constant, in the local norm.

Proof. Use the displayed decomposition of BT f in the infimum defining W . Its α part has
no larger norm. The product rule and cube Poincare inequality give

∥∇[χ(v − avg v)]∥2 ≤ C∥∇v∥2
Q′ + CL−2

tile∥v − avg v∥2
Q′ ≤ C∥∇v∥2

Q′ .

This proves the first estimate, and duality gives the second.
For clarity, let R be the Riesz map from the local space to its dual, and set Ax =

R−1B∗
TLxBT . Every Lxy is neutral. Hence∑

x

∥Axf∥2
loc ≤ C

∑
x

W ∗(LxBT f) ≤ Ctδ/2Dcur((BT f)|cur) ≤ Ctδ/2∥f∥2
loc.

Since each Ax is self-adjoint in this fixed inner product, this is the scalar identity bound

∑
x

A2
x ≤ Cdt

δ/2IHT
,

∥∥∥∥∥∑
x

EAx

∥∥∥∥∥
HT

≤ Cdt
β.

The mean estimate follows from the corresponding form bound. Both assertions hold for
every subset of possible next ports; the square bound holds for arbitrary choices of their
hypothetical outcomes. All maps here act on a fixed initial-port space; deleting a port merely
pads the new matrix by zero there.

40



5.3 Trials and the transfer of local budgets

Start from a physical state satisfying the complete stage-boundary bounds of Section 2,
including self-consistency, (7), the broad bounds on r, p, the boundary cap ∥Kphys∥ ≤ 1/3,
the fourth-power row cap H∗ = t1+δ, and an active physical-site count of at least N/2.
Duplicate it as in Lemma 4.1. The resulting initial data include

Ũ0 = 0, D0 ≍ W, X0 ≤ (1 + tκ) diag(p−2
x ) + CntΛ+

Σ ,

and the full duplicated fourth-power rows are at most .75H∗. These initial comparisons,
the broad bounds on the frozen r, p, the active physical-site count, and (67) are standing
assumptions for the rest of this section. Bit-port deletions leave the physical active and
terminal sets unchanged, so the count and metric remain fixed; the initial comparison data
and frozen parameters also remain fixed.

Process the tiles in a fixed order. A trial in a tile T starts from its current committed
numerical pre-tile state and reveals a uniform permutation of all M = Ld

tile physical sites in T ,
one slot at a time. A terminal slot is skipped. At an active slot the trial deletes the bit port at
that site and uses the update of Lemma 4.2. For each digit stage n < m, tile T , trial number
a ≥ 1, and physical site i ∈ T , supply an auxiliary fair sign εaux

n,T,a,i. The auxiliary signs
are independent over these indices and independent of the true digits. The corresponding
physical digit is

√
3sn/4 εaux

n,T,a,i. Also supply independent uniform permutations πn,T,a for
n0 ≤ n ≤ m, each tile T at that stage, and a ≥ 1, independent of both sign families. Only the
slots and auxiliary signs actually used are revealed. On a first digit trial, a coupled active site
i uses

√
3sn/4 εi,n−n0+1, and a pending site uses its designated auxiliary digit. Later digit

trials use their new auxiliary family at every active site. The actual final sweep is entered
only with no pending site; its first trial at a tile uses ξi :=

∑
k>m−n0 λ2−kεi,k, the whole

remaining true suffix, at every active site and aborts on failure. It uses only πm,T,1, samples
no auxiliary suffix, and has no retry.

We now specify the numerical records and the test made after a slot. For each deletion
x, retain Jx, Lx on the fixed initial-port space P0: pad the new increments by zero at x
and at ports deleted before that update. Entries already recorded in an earlier increment
are retained when a later port is deleted. This is the convention in the cumulative Schur
identities (40).

There are also three scalar records on fixed coordinate sets. Let ∆ux
i equal the transformed-

lag increment ∆Ũx
i on the survivors of deletion x, and set it to zero at x and at every earlier

deleted coordinate. For σ ∈ {all, res}, let ∆Rσ,x
i = Rσ,x

i /H∗ be the normalized proxy increment
of Lemma 4.7, with all current columns tracked when σ = all, and reserve columns tracked
when σ = res. The latter record is defined only for reserve rows. Each proxy sums the
fourth-power change over surviving tracked columns; it omits the favorable loss of the removed
column. Its increment is zero when its own row is deleted and thereafter. Thus all three
records have fixed coordinate sets in P0, with a coordinate frozen at its deletion. The
normalized proxy increments are the quantities denoted by ∆Ri in (71).

Write xℓ for the bit port at slot ℓ when that slot is active, and interpret each summand
below as zero at a terminal slot. The records for prefix k of a trial in T are

JT,k =
∑
ℓ≤k

Jxℓ
, LT,k =

∑
ℓ≤k

Lxℓ
,

uT,k =
∑
ℓ≤k

∆uxℓ , Rσ
T,k =

∑
ℓ≤k

∆Rσ,xℓ .

Every one of these records is zero at the start of each trial, including a retry. If an earlier tile
S has been accepted, write JS , LS , uS ,Rσ

S for the endpoint records of its accepted trial. At a

41



current prefix in T , define the accumulated sweep records by

J sw
T,k =

∑
S≺T

JS + JT,k, Lsw
T,k =

∑
S≺T

LS + LT,k,

usw
T,k =

∑
S≺T

uS + uT,k, Rσ,sw
T,k =

∑
S≺T

Rσ
S + Rσ

T,k.
(74)

Only the accepted trial of each earlier tile enters these sums. A failed numerical prefix is
absent. In this included numerical record, a physical site is used as a pivot at most once: the
tiles are disjoint and each trial permutation visits a site once. The retained information may
contain failed queries at those same physical sites.

Let Pcur be the current survivor ports, and let Pres be the reserve ports, which survive
the whole sweep. Along any included sequence for which the increments are defined, the lag
record has the exact restriction identity

usw
T,k|Pcur = Ũcur.

Indeed, both start at zero and have identical increments on each survivor; a deleted coordinate
of the fixed record keeps its value immediately before deletion. The row records have a
different role. For a surviving row, and respectively for a reserve row, they give only∑

j∈Pcur

|hcur
ij |4 ≤

∑
j∈P0

|h0
ij |4 +H∗Rall,sw

i ,

∑
j∈Pres

|hcur
ij |4 ≤

∑
j∈Pres

|h0
ij |4 +H∗Rres,sw

i .

Here and below the current (T, k) subscripts are suppressed when unambiguous. The
inequalities retain the favorable removed-column loss on the left and omit it from the proxy
on the right.

Call the current prefix valid when it satisfies both (41) and (42), with the exact meanings

∥J sw
T,k∥ ≤ t.10δ, |Lsw

T,k| ≤ t.10δD0,

max
i∈Pcur

∑
j∈Pcur

|hcur
ij |4 ≤ H∗, ∥Ũcur∥ℓ∞(Pcur) ≤ tβ, β = .42δ. (75)

The first line tests the accumulated padded corrections on the initial space, and the second
tests the actual current row and transformed lag on survivors. The two-sided form inequality
for Lsw

T,k is on the initial ports. The standing data above are not additional prefix tests. By
the Section 4 Schur and prestate arguments, validity and those data supply the hypotheses
of Proposition 4.8; Lemma 5.2 supplies its absolute inverse-row bound.

Let PQT
be the Euclidean projection onto P0 ∩QT , and let RT be the Riesz map of HT .

At every trial prefix impose the local budgets

∥uT,k∥ℓ∞(P0∩QT ) ≤ t.44δ, max
σ∈{all,res}

∥Rσ
T,k∥ℓ∞(QT ) ≤ t.0005δ,

∥PQT
JT,kPQT

∥ ≤ t.125δ, ∥R−1
T B∗

TLT,kBT ∥HT
≤ t.125δ.

(76)

For a row record, the norm over QT uses its fixed row indices above that cube. The matrix
norm is Euclidean and the form norm uses the fixed local inner product. These budgets
apply to changes accumulated since this trial began, whereas (75) uses the full included sweep
record.

After a slot, continue precisely when the local budgets and validity still hold. Stop and
fail at their first violation, retaining the update that produces it. Its preceding prefix satisfies

42



both cap displays, so Lemma 5.3 supplies the poststate inverse and a fixed I−K ′ invertibility
margin. The transformed lag and this first possibly failing test are therefore defined without
assuming fine caps at the poststate. If all M slots finish without a violation, accept the
trial’s numerical changes and endpoint records. On a failure restore the pre-tile potential
values, port set, and matrices, and discard the failed trial records. Retain every queried index
and answer and every exposed permutation slot, including the answer producing the first
violation. A failed first trial marks every active site of the tile pending, including active sites
whose slots were not reached. Previously terminal sites remain terminal. When the digit
retry construction is used, its numerical starting state has those restored values and all active
labels in the tile pending. A later failure restores that retry starting state and retains its own
queried information; the next retry uses a new auxiliary family and independent permutation.
At the later cutoff where the construction requires the pending set to be empty, it begins
aborting at any first-trial failure instead of entering a retry.

Here is the ordinary verification of the input law. At entry to scale n, assume the
retained-history invariant that each coupled active site has the first n− n0 true digits as its
partial value and its remaining suffix is untouched. A digit trial consumes the next bit; the
final trial at n = m consumes the whole suffix after those m− n0 digits. The permutation
exposes a site before its scalar answer is queried, and every stopping and acceptance decision
is a function of the resulting retained history. At a coupled first-trial slot the required true
bit, or final suffix, is therefore unqueried; at a pending slot the designated auxiliary entry is
unused. Lemma 2.2 gives the scalar law conditional on the retained history before the slot
and on the newly exposed slot, and gives the conditionally uniform order on the unexposed
slots of the new independent permutation. On success a coupled site consumes that true
input and retains the unused suffix (empty after final completion), while a pending site stays
pending. On first-trial failure the numerical rollback leaves every answer in the history, and
the whole-tile marking rule removes all its active sites from the class at which true freshness is
used. This rule also conservatively marks unreached active sites, whose own suffixes may still
be untouched. Retries use only their unused auxiliary entries. Thus ordinary trials preserve
the invariant at every coupled site and satisfy the conditional interface above after arbitrary
previous failures. This verification uses the generic reveal lemma, without conditioning on
future acceptance of a trial.

Lemma 5.5 (Transfer from tiles to the whole sweep). Under the standing duplicated stage-
start and metric assumptions, consider the numerical record consisting of the accepted endpoint
records of earlier tiles and one current trial prefix, possibly empty. Suppose the physical pivots
in this collection are distinct and every included update has a prestate satisfying (75). Assume
(76) for each accepted endpoint record and for the current prefix record. The last included
poststate is allowed to violate a mutable cap. Then, for sufficiently small t,

∥J sw∥ ≤ Ct.125δ ≪ t.10δ, |Lsw| ≤ Ct.125δD0 ≪ t.10δD0,

∥usw∥∞ ≤ Ct.44δ, max
σ∈{all,res}

∥Rσ,sw∥∞ ≤ Ct.0005δ.

Consequently its actual surviving transformed lag and full rows satisfy

∥Ũcur∥∞ ≤ Ct.44δ < t.42δ, max
i∈Pcur

∑
j∈Pcur

|hcur
ij |4 ≤ (.75 + Ct.0005δ)H∗ < H∗.

The reserve-row output retained for the endpoint is

max
i∈Pres

∑
j∈Pres

|hcur
ij |4 ≤ (θ2 + Ct.0005δ)H∗.

In particular the current prefix is strictly inside all four mutable caps in (75).
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Proof. For each included tile write JT , LT , uT ,Rσ
T for its accepted endpoint record or its

current prefix record. Every included update has a valid prestate, so Lemma 5.3 gives the
scalar and matrix tails through the last candidate update. Its proof does not require that
candidate poststate to satisfy a fine cap.

For J , bounded overlap of the cubes gives∥∥∥∥∥∑
T

1QT
JT 1QT

∥∥∥∥∥ ≤ C max
T

∥1QT
JT 1QT

∥.

Indeed, test against two vectors and apply Cauchy–Schwarz to
∑

T ∥1QT
f∥∥1QT

g∥. No sign
assumption on JT is needed. The discarded entries are negligible by (72) and distinctness of
the pivots: an entry discarded for a tile has an endpoint at distance at least Ltile from its
pivot, and the remaining exponential kernel has uniformly bounded row and column sums
up to a power of t−1. Thus its total operator norm is at most t−Ce−cuLtile . The analogous
scalar argument uses bounded overlap at each monitored row and (71) elsewhere. It gives
the stated bounds for the fixed records usw and Rσ,sw, up to the same negligible error.

For the energy form, test an arbitrary split f = α+ v on the initial ports, and write fT

for the restrictions of the pair (α, v) to the local space HT . On QT ×QT , differences of BT fT

equal differences of f . The error is a tail. If x is in the tile and an endpoint lies outside QT ,
its distance from x is at least Ltile. Extracting part of this distance from (72), then summing
over distinct pivots, bounds the absolute error edge kernel by

t−Ce−cuLtilee−cu dist(i,j). (77)

Convolution sums only change the polynomial prefactor. For a minimal torus displacement
representative a, ∑

i

|vi − vi+a|2 ≤ |a|21∥∇v∥2.

The shell count used in Lemma 5.2 gives, for s = 0, 2,∑
a

|a|s1e−cu|a|1 ≤ Cd

∑
r≥0

(1 + r)d−1+se−cur ≤ Cdu
−d−s,

where for s = 0 the zero displacement contributes one. Thus the gradient contribution costs
at most Cdu

−d−2, and the α contribution at most Cdu
−d. It follows that (77) contributes at

most
t−Ce−cuLtile(∥α∥2 + b−1∥∇v∥2).

For the pullback tail of one tile, apply this same kernel estimate to the zero extensions

αT = χTα, vT = χT (v − avgQ′
T
v).

Its error is bounded by the exponential prefactor times ∥αT ∥2 + b−1∥∇vT ∥2, which is at most
C∥(α, v)∥2

loc,T by the product and Poincare estimate in Lemma 5.4. Summing these local
energies costs only bounded overlap. Since uLtile ≍ t−3, all these errors are smaller than any
power of t. The local form budgets give∑

T

|(B∗
TLTBT )(fT )| ≤ t.125δ

∑
T

∥fT ∥2
loc ≤ Ct.125δ(∥α∥2 + b−1∥∇v∥2).

Combining this with the two tail estimates and taking the infimum over splits yields

|Lsw| ≤ Ct.125δW ≤ Ct.125δD0 ≪ t.10δD0.
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Here the last comparison is the initial comparison D0 ≍ W , not an assumed post-update
comparison. The preceding overlap bounds similarly give ∥J sw∥ ≤ Ct.125δ ≪ t.10δ and
∥usw∥∞ ≤ Ct.44δ ≪ t.42δ. Restricting the latter record to survivors gives the actual trans-
formed lag bound. The total normalized row-proxy increase is at most Ct.0005δ. Its upper-
bound relation with actual row growth, together with the initial full-row bound .75H∗ and the
initial reserve-row bound θ2H∗, proves the two row conclusions. All the conclusions therefore
hold through the candidate update.

At a first possible failure with no local crossing, this transfer will force the four mutable
caps to remain strict. We now estimate the probability of a local crossing in one tile.

5.4 A maximal concentration estimate

We will repeatedly apply the following finite-dimensional estimate inside a neighborhood
whose dimension is polynomial in t−1 for fixed d. The variance envelopes below are predictable
scalars dominating the conditional squares in matrix order. This precise version follows
from the finite-dimensional Golden–Thompson inequality, as the proof shows. For the
general matrix-martingale framework, compare [27, Theorem 1.2 and Corollary 1.3]; the
scalar-envelope version used here is proved below.

Lemma 5.6. Let Yk be self-adjoint Ds-dimensional matrix martingale differences adapted to
(Fk), with ∥Yk∥ ≤ J . Suppose

E(Y 2
k | Fk−1) ≤ vkI,

∑
k

vk ≤ V

pathwise, where vk is nonnegative and Fk−1-measurable, and J, V are deterministic. Then
for a > 0, with an absolute c > 0,

P

sup
n

∥∥∥∥∥∥
∑
k≤n

Yk

∥∥∥∥∥∥ > a

 ≤ 2Ds exp
[
−cmin

(
a2

V
,
a

J

)]
.

The zero-variance case is understood by continuity. A stopped process may be continued by
zero increments.

Proof. For u > 0 with uJ ≤ 1, functional calculus gives euYk ≤ I + uYk + Cu2Y 2
k . Taking

conditional expectations, using the martingale-difference property, and applying 1 + x ≤ ex

yields E(euYk | Fk−1) ≤ eCu2vkI. The Golden–Thompson inequality [16, 26], in the finite-
Hermitian form stated in [13, Equation (1.1)], says Tr eB+C ≤ Tr(eBeC) for finite-dimensional
Hermitian B,C. Applied conditionally, and using that vk is a predictable scalar, it shows
that

Zn = Tr exp

u∑
k≤n

Yk − Cu2 ∑
k≤n

vkI


is a nonnegative supermartingale with Z0 = Ds. At the first upper eigenvalue crossing of
a, it is at least exp(ua − Cu2V ). Stopping at that crossing and a finite horizon bounds
its probability by Ds exp(−ua + Cu2V ). Let the horizon increase, choose u to be a small
constant times min(a/V, 1/J), and repeat with −Yk. The union of the two crossings gives
the result.

A rectangular or complex increment B is handled by the Hermitian matrix
( 0 B

B∗ 0
)
. Its

square requires bounds for both BB∗ and B∗B. Conditional centering doubles the jump
bound at most. It does not increase either conditional square: if B̄ = E(B | F), then

E[(B − B̄)(B − B̄)∗ | F ] = E[BB∗ | F ] − B̄B̄∗ ≤ E[BB∗ | F ],
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and the same calculation holds in the other order. For vector increments, the squared
Euclidean norm bounds both dilation blocks. All spaces and their inner products are fixed at
the start of each trial; removed indices are padded by zeros.

Here is how scalar envelopes arise in a randomly ordered trial. If there are r equally likely
next slots and their possible square-matrix increments Bx satisfy, for every vector v and every
collection of outcomes, ∑

x

(
∥Bxv∥2 + ∥B∗

xv∥2) ≤ V∗∥v∥2,

then averaging first over the outcome in each slot and then over its uniform selection
bounds each conditional dilation square by (V∗/r)I. Only the conditional marginal laws
of these hypothetical outcomes are needed. Over M slots their envelopes sum to at most
V∗
∑M

r=1 r
−1. For M ≤ t−Cd this costs Od(log(1/t)). The localized energy operators and

vector arrays used later have the corresponding square-stack bounds. In every application
below, the predictable variance sum is bounded through the first prospective budget-breaking
update. That increment is included whenever the trial’s tests permit another update at the
preceding prefix; this decision is predictable, and all subsequent increments are zero. Thus
the concentration hypotheses are verified before the outcome that might violate a budget is
observed.

5.5 One trial and its retries

Lemma 5.7 (One trial). Under the standing duplicated stage-start and metric assumptions,
suppose all earlier tiles were accepted under the trial rule and the present trial starts with
their accepted matrix state and accumulated records satisfying (75). Its active labels may
reflect earlier failed attempts at the current tile. Assume the conditional slot and scalar
interface stated above. Uniformly in the full retained history at this trial start, the conditional
probability that the next trial fails is at most exp{−t−c}, for a fixed c > 0.

Proof. Condition on the entire retained history at the trial start. There are M = Ld
tile ≍d t

−6d

permutation slots. While the trial is running, let Fk−1 be the full retained history immediately
before slot k. It includes all earlier queries, their answers, exposed permutation slots and
decisions, but not the next slot or its answer. Given Fk−1, the next member is uniform
among the rk = M − k + 1 unexposed physical sites. A terminal slot has zero increment.
At each other possible slot, the scalar law conditional on Fk−1 and that newly exposed slot
satisfies (33). The current numerical prestate is Fk−1-measurable.

Let τ be the first prefix violating a local budget or one of the four mutable caps, and put
τ = M + 1 if there is none. The multiplier sk = 1{k≤τ} is predictable: it asks only whether
prefixes through k− 1 satisfied the local budgets and validity. When sk = 1, evaluate the next
raw increment at that valid prestate; when sk = 0, set the stopped increment to zero without
another query. This defines the stopped increment as sk times the raw increment where it is
evaluated. Thus the first breaking update is included, and every retained update has a valid
prestate. After stopping, the formal remaining increments are zero and Fk stays equal to
the history at stopping. The actual retained filtration continues through rollback, marking,
and later trials. The poststate of the first breaking update need not satisfy the fine caps;
Lemma 5.3 supplies all decay estimates needed through the breaking update. The next-slot
law and its count rk are used only when sk = 1; after stopping every variance envelope is
zero.

We verify the scalar identity variance hypothesis of Lemma 5.6 separately for every
monitored quantity. Put ℓ = 1 + log(1/t), let Ek−1 denote conditional expectation given
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Fk−1, and use the Hermitian dilation

H(B) =
(

0 B
B∗ 0

)
, H(B)2 = diag(BB∗, B∗B).

All operators below act on the fixed spaces and scalar coordinate sets defined above.
For a monitored lag coordinate, take H(∆ux

i ) on C2. Its square is |∆ux
i |2I2, so the lag

stack of Proposition 4.8 gives Cdℓ
2tδI2 after summing over all remaining possible bit ports.

The record has zero increment at its own deletion and thereafter.
For J , write PQ for the fixed Euclidean projection onto P0 ∩ Q and Cx = PQJxPQ on

that space. Both square orders are controlled:∑
x

CxC
∗
x ≤ PQ

(∑
x

JxJ
∗
x

)
PQ ≤ Cdt

δ/2IQ,
∑

x

C∗
xCx ≤ Cdt

δ/2IQ.

Consequently the sum of squares of H(Cx) is bounded by Cdt
δ/2 times the identity on the

doubled local port space. Zero padding makes these compressions meaningful even after ports
are deleted.

For L, use the self-adjoint Riesz operator Ax = R−1
T B∗

TLxBT on HT . Lemma 5.4 gives
directly

∑
xA

2
x ≤ Cdt

δ/2IHT
. For either normalized row proxy, its increment ∆Rσ,x

i is
real; Proposition 4.8 gives

∑
x |∆Rσ,x

i |2 ≤ Cdt
κ. This is an identity bound on its fixed

one-dimensional real space, again with zero increments from the row’s deletion onward.
Each of these pathwise stacks holds over any remaining subset and for every collection

of allowed hypothetical scalar outcomes. They can therefore be averaged under any joint
law with the required conditional marginals. Independence among hypothetical outcomes at
different possible next ports is unnecessary. Averaging over the uniform next slot divides the
relevant stack by rk. For each of the four self-adjoint stopped raw increments Za

k , center the
joint slot-and-scalar outcome by setting Y a

k = Za
k − Ek−1Z

a
k . Then

Ek−1(Y a
k )2 = Ek−1(Za

k )2 − (Ek−1Z
a
k )2 ≤ va

kIa,

with the explicit predictable scalar choices

vlag
k = Cdskℓ

2tδ/rk, vJ
k = Cdskt

δ/2/rk,

vL
k = Cdskt

δ/2/rk, vrow
k = Cdskt

κ/rk.

Here Ia is the identity on the indicated fixed space. Centering increases the jump bound by
at most a factor two. The harmonic sum obeys

M∑
k=1

r−1
k ≤ 1 + logM ≤ Cdℓ.

Thus the deterministic total variance envelopes, centered jump bounds, and budgets, up to
constants depending only on d, are

quantity V jump budget
Ũi ℓ3tδ ℓtδ/2 t.44δ

J, B∗
TLBT ℓtδ/2 tδ/4 t.125δ

normalized row proxy ℓtκ tκ/2 t.0005δ

The same averaging of the arbitrary-subset mean estimates bounds the sum of norms of
conditional means by

Blag = Cd[ℓ2(t2β +
√
t) + ℓ3tδ/2],

BJ +BL ≤ Cdℓt
β, Brow ≤ Cdℓt

κ.
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These are respectively o(t.44δ), o(t.125δ), and o(t.0005δ), so each is smaller than half its budget
for sufficiently small t. Apply Lemma 5.6 to the centered sums at half-budget. The exponent
margins for squared budget divided by V and for budget divided by the jump bound are,
respectively, .25δ and .125δ for J, L, .12δ and .06δ for the transformed lag, and .004δ and
.002δ for a normalized row proxy, using κ = .005δ. For the lag, the two ratios are bounded
below by

ct−.12δ/ℓ3, ct−.06δ/ℓ.

All these ratios tend to infinity by a positive power of t−1, apart from logarithms.
The J dilation has dimension 2|P0 ∩Q| ≤ Cdt

−6d, and dim HT ≤ Cdt
−6d. Each lag test

has dimension two and each row-proxy test dimension one; their total number is at most
Cdt

−6d. The sum of all dimension prefactors in the concentration bound is consequently at
most Cdt

−6d, independent of N . The union over these local tests has probability at most
e−t−c , after decreasing c > 0 and increasing the dimension-dependent starting scale. There is
no union over the entire torus in this single-trial bound.

Suppose now that the trial fails at prefix τ , but no local budget is violated there. Earlier
accepted trials never crossed either test, and all earlier current prefixes satisfy validity. Thus
every included update, including the one at τ , has a valid prestate. The accepted earlier
endpoint records satisfy the local budgets, and by hypothesis so does the current record at
τ . Their physical pivots are distinct by the record convention following (74). Lemma 5.5
therefore puts the poststate at τ strictly inside all four mutable caps, contradicting the
definition of τ . Every trial failure thus includes a local budget crossing; a simultaneous
violation of a local budget and a mutable cap is already counted in that event. The local
crossing estimate proves the lemma.

The same estimate applies after any number of failed retries whenever each retry is supplied
with a new independent permutation and fresh scalar inputs satisfying the conditional moment
interface. The indexed auxiliary signs supply these inputs for the digit sweeps. Each retry
begins from the restored valid numerical pre-tile state, while its law is taken with respect to the
larger retained history. Let FT be the retained pre-tile history and set pfail = exp{−t−c} < 1.
For each fixed attempt number a, stop at the first of the start of attempt a and completion
of the tile by an earlier attempt. This stopping time of the retained filtration is almost surely
finite: before it there are at most a− 1 attempted trials, each with at most M slots. Assign
the a-th failure indicator value zero when an earlier attempt has completed the tile. The
conditional failure bound then holds at every such stopped history, using Lemma 5.7 when
attempt a is scheduled and the zero indicator otherwise. Successive conditioning gives

P(the next k trials all fail | FT ) ≤ pk
fail = e−kt−c

.

Hence a tile has infinitely many failures with probability zero. There are finitely many tiles
at a fixed sweep, so any such supplied retry process terminates almost surely. The actual
construction uses this retry conclusion for digit sweeps before the cutoff and uses the first-trial
estimate after the cutoff, including the final sweep. This argument conditions only on histories
already reached; no estimate within a trial conditions on its eventual acceptance.

5.6 The endpoint of an ordinary sweep

We have proved that accepted locally monitored trials maintain all four mutable caps. The
remaining task is to express a completed sweep in the physical normalization at the smaller
damping scale.

Proposition 5.8 (Ordinary sweep). Suppose a committed stage state satisfies the complete
stage-boundary bounds of Section 2, including the broad bounds and comparators (7), the
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self-consistency relation ri = gii, the fourth-power bound H∗ = t1+δ, the boundary cap
∥Kold∥ ≤ 1/3, and (67). Assume also that at least N/2 physical sites are active, where N is
the torus volume, and assume the conditional slot and scalar interface above. Let θ ∈ [.25, .625]
be the reserve fraction, so the new damping scale is t′ = θt. This includes θ = tn+1/tn at
ordinary stages and θ = 1/2 in the final residual sweep. Set w = 1 − θ and use port weights
kbit = w1/4, kreserve = θ1/4 in Lemma 4.1. Queried variables in port normalization are real
variables satisfying the conditional moment and size assumptions above. If every failed trial
is followed by a retry supplied with a new independent permutation and fresh inputs satisfying
this interface, the trial process terminates almost surely. The indexed auxiliary signs supply
these retries for digit sweeps; the actual final sweep instead aborts at its first failure. Every
completed sweep leaves the terminal set unchanged and has the following endpoint bounds,
with r, p frozen in physical normalization:

Xnew = (1 +O(t.10δ))
[
θXold + (1 − θ) diag(p−2)

]
,

∥Knew∥ ≤ ∥Kold∥ + t.10δ,

sup
i

|gnew
ii − ri| ≤ Ctβ,

sup
i

∑
j

|hnew
ij |4 ≤

(
θ2 + Ct.0005δ)t1+δ < .7(θt)1+δ.

The first line denotes two-sided quadratic-form bounds on neutral charges. A first trial at any
tile fails conditionally with probability at most e−t−c.

In particular, with b′ = θb, the lower and low-frequency constants in (7) change by relative
1 +O(t.10δ); the rough diagonal upper constant becomes at most (1 +O(t.10δ))(θC0 +C); and
the sharp diagonal upper coefficient becomes 1 + θtκ +O(t.10δ).

Proof. Lemma 5.7 and successive conditioning prove the stated conditional retry termination.
Lemma 5.5 and the stopping rule maintain the mutable caps along every accepted sweep,
using Lemma 5.3 through each candidate breaking update. The exact padded Schur identities
then give the K estimate. The two-sided L cap keeps D0 + Lsw comparable to D0, with only
the constant kernel, so Schur duality gives multiplicative transport of X on survivor-supported
neutral charges. The only surviving ports are reserve ports, and on those ports

hcur =
√
θt gphys,new, pcur =

√
θ pphys, Xphys,new = θXcur.

For a neutral physical charge y placed on the reserve ports, the exact initial identity (32)
reads

θX0(yres) = θXold(y) + (1 − θ)
∑

i

|yi|2

p2
i

.

Combining these two formulas with the multiplicative transport proves the first assertion.
Applying each old comparison separately yields the three stated new coefficients. In particular
the sharp coefficient follows from θ(1 + tκ) + (1 − θ) = 1 + θtκ.

Lemma 4.3 gives the actual virtual diagonal difference gcur
ii − ri = O(tβ); division by the

reserve factor
√
θ preserves that bound physically. The reserve-row conclusion of Lemma 5.5

is (θ2 + Ct.0005δ)H∗: its fixed proxy bounds the possible increase after discarding favorable
removed-column losses. At the endpoint the virtual h is already the new physical h. Finally,
sup.25≤θ≤.625 θ

1−δ < .7, so the strict last inequality holds for small t.

After the cutoff the actual construction requires that no active site is pending and aborts
at any later first-trial failure. On a retained history that reaches and completes the final
residual sweep without abort, every accepted final update therefore uses the whole true suffix;
no auxiliary retry contributes to the certificate endpoint. Its law is used at its retained
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pre-query history, before final acceptance is known. With t = 2η and w = 1/2, the physical
update is ξi + ηri: it inserts the complete true suffix and changes the artificial term from
−2ηri to −ηri. Terminal sites already have their true values. Thus all physical potentials at
this endpoint are the original true values, while the remaining active sites are still active and
retain the damping −η diagA r.

6 Clearing a small pending component
An ordinary sweep can leave active sites marked pending. Their partial potentials may
contain auxiliary digits, and a failed trial may already have exposed true digits that cannot
be used again as fresh inputs. A successful clearing completes a small component of pending
sites to its true values and removes its damping. The estimate for this completion must hold
for the true values obtained, without a freshness assumption on the core.

The preparation uses true residuals at selected exterior sites. To explain the selection, we
first identify the directions through which completing the core can change its exterior. This
gives a projection bound that suffices for completion. We then show that the whole relevant
range is spatially localized, and construct the projection bound by a stopped sequence of
exterior exposures. The result in this section is conditional on explicit local geometry and
residual laws. Section 7 verifies those inputs for the scheduled pending components and
combines the successful changes.

Fix the dimension d ≥ 3. Throughout this section the damping scale t and the vector
r are fixed; constants may depend on d, but not on the torus volume or on the particular
component. The current active inverse is

g = (M − t diag r)−1, M = M⊤ ∈ RA×A, h =
√
t g,

where M includes the Schur complement of the true terminal sites. Write pi = ℑri and
assume the fixed broad bounds

|ri| ≤ C, c ≤ pi ≤ C. (78)

Split the active sites into a fixed core B and its current exterior R = A\B. During preparation,
exterior sites can be removed from the trial’s active set. The direct partial potential values
on B stay uncompleted until the final core change, but eliminating an exterior site changes
inverse entries involving B and hence the current scattering cross block.

We use the parameters

δ = .01, ν = 10−5δ/d,

βw = .36δ, e0 = .44δ, eh = .46δ,
H∗ = t1+δ, r∗ = t−ν , l∗ = t1+e0 , nh = ⌊t−1−eh⌋.

(79)

The empty core needs no change. For the main development assume 1 ≤ |B| ≤ r∗; the
stopped trial below includes the empty case.

For a terminal set T , give every nearest-neighbor edge touching T cost zero and every other
such edge cost one. Let dT be the resulting shortest-path pseudometric. A nonlocal entry
created by eliminating a connected terminal component joins active sites at zero dT -distance.
For a set B, put dT (i, B) = minb∈B dT (i, b).

6.1 The scattering range and the completion target

Write Dp = diag(p) and define

S = I + 2itD1/2
p gD1/2

p . (80)
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The matrix S is symmetric and unitary. Indeed, for Z = D
1/2
p gD

1/2
p the Ward identity gives

ImZ = tZZ∗, and hence

SS∗ = I + 2it(Z − Z∗) + 4t2ZZ∗ = I.

Write
C = SRB, Π = Πran C

for the scattering cross block and the orthogonal projection onto its range in CR. Its diagonal
has the concrete meaning

Πii = sup
v∈ran C, ∥v∥=1

|vi|2,

with value zero when the range is zero. Thus a small diagonal means that no unit vector in
the cross-block range can concentrate at one exterior site. The next lemma shows why this is
the condition needed to complete the core.

Lemma 6.1 (Core completion from its scattering range). Consider an active split B,R,
with R ̸= ∅, frozen positive bounded p, damping t, and |B| ≤ r∗. Suppose every relevant
true terminal principal matrix is invertible and the projection Π onto ran C, where C = SRB,
satisfies Πii ≤ 2l∗. Set the potential on B to its true value, remove its damping, and
eliminate B. The new survivor inverse g′ exists. Write ∆g = g′ − gRR, ∆h =

√
t∆g, and

∆S = S′ − SRR, where S′ is the scattering matrix of the new survivor inverse. Then

∥∆S∥ ≤ 2, ∆S = Π∆SΠ,

and

max
i,j∈R

|∆gij | ≤ Cte0 , max
i∈R

∑
j∈R

|∆hij |2 ≤ Cte0 , (81)

max
i∈R

∑
j∈R

|∆hij |4 ≤ Ct1+3e0 ,
∑

i,j∈R

|∆hij |2 ≤ Cr∗/t. (82)

These bounds are deterministic for every true core completion satisfying the stated invertibility
hypothesis.

Proof. Let T0 denote the existing terminal set. The true principal matrices on T0 and on
T0 ∪B are invertible. Eliminating the latter set therefore produces a real symmetric survivor
matrix with damping t diag(pR), whose inverse exists by dissipativity. Reversing these Schur
eliminations shows that the full active matrix, with the new diagonal on B, is invertible as
well.

Let V be its diagonal change on B; its entries include the removal of −tri. In particular
ℑVii = tpi > 0 and V is invertible. The finite-dimensional resolvent identity gives

∆g = −gRB(I + V gBB)−1V gBR. (83)

To see that the middle inverse exists, write M = g−1 for the old active matrix and EB :
CB → CB∪R for coordinate inclusion. The finite-rank determinant identity gives

det(M + EBV E
⊤
B ) = det(M) det(I + V gBB),

and both full determinants are nonzero. Thus no estimate on the norm of this middle inverse
is assumed.
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The old scattering matrix S is symmetric unitary. Its R block SRR is a contraction,
whereas the new survivor scattering matrix S′ is symmetric unitary. Hence ∆S = S′ − SRR

satisfies ∥∆S∥ ≤ 2. Since gBR = g⊤
RB, (83) yields

∆S = CC∗C⊤, C = SRB,

where the coefficient C∗ incorporates the invertible diagonal pB factors. Its size is irrelevant.
Left range inclusion gives Π∆S = ∆S. Transposing this equality and using ∆S⊤ = ∆S gives
∆SΠ⊤ = ∆S. An orthogonal projection is Hermitian, so Π⊤ = Π; thus

∆S = Π∆SΠ. (84)

The conjugation on the right is necessary for a generally complex range. The two projections
have the same real diagonal. Cauchy–Schwarz and the operator norm bound imply

|∆Sij | ≤ 2
√

ΠiiΠjj ≤ 4l∗.

Similarly, ∆S∆S∗ ≤ 4Π gives
∑

j |∆Sij |2 ≤ 4Πii ≤ 8l∗. The factorization has rank at most
|B|, whence ∥∆S∥2

HS ≤ 4|B|.
Finally,

∆S = 2i
√
t
√
pR ∆h√

pR.

Bounded positive p gives respectively max |∆hij | ≤ Cl∗/
√
t = C

√
t te0 , maxi

∑
j |∆hij |2 ≤

Cl∗/t = Cte0 , and
∑

ij |∆hij |2 ≤ C|B|/t. The fourth-power row sum is at most the largest
squared entry times the row square sum, namely Ct1+2e0te0 . This proves (81)–(82).

The middle coefficient in the core resolvent factorization can be large. The proof controls
the resulting scattering change by its operator norm and its range instead. This explains why
the raw row norms of C are insufficient: a small singular amplitude can still correspond to a
range direction concentrated at one exterior site. We must control the full range, including
every nonzero singular direction. The exterior equation gives that range a spatial bound
before any diagonal lag or comparison estimate is imposed.

6.2 Localization of the full scattering range

Lemma 6.2 (Localization of the full scattering range). Let B,R split the active sites of a
matrix obtained by eliminating true terminal sites, and suppose the active damping is t diag(p)
with c ≤ pi ≤ C. For C = SRB and the orthogonal projection Π onto ran C, there is a > 0,
depending only on the fixed bounds and on d, such that

Πii ≤ C exp{−2at(dT (i, B) − 1)+}, i ∈ R. (85)

This assertion requires no bound on gii, K, or the inverse energy form, and no lower bound
on the nonzero singular values of C.

Proof. Write M = M − t diag(r), so g = M−1. The exterior block is dissipative: for every
z ∈ CR,

−ℑ⟨z,MRRz⟩ = t
∑
i∈R

pi|zi|2 ≥ ct∥z∥2.

Cauchy–Schwarz implies ∥MRRz∥ ≥ ct∥z∥, and hence MRR is invertible with ∥M−1
RR∥ ≤ C/t.

For any coefficient vector z ∈ CB, the vector w = gRBz obeys

MRRw = −MRBgBBz =: f. (86)
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Every nonzero off-diagonal entry of M is either a direct lattice hop or comes from the
terminal Schur correction. The latter correction is block supported on active neighbors of a
connected terminal component: the terminal matrix and its inverse are block diagonal by
those components. Any two such neighbors have collapsed distance zero. Consequently the
source f is supported on {i : dT (i, B) ≤ 1}.

Let ρi = (dT (i, B) − 1)+ and let E be multiplication by eatρi . Then Ef = f . The function
ρ is one-Lipschitz in the collapsed pseudometric. The diagonal and every terminal Schur
entry commute with E , including arbitrarily large Schur entries. Only direct hopping entries
can contribute to

Ea = EMRRE−1 − MRR.

For each such entry, |ρi − ρj | ≤ 1, so its change is at most eat − 1 ≤ Cat for t ≤ 1. There
are at most 2d direct neighbors in each row and column. The absolute row and column sum
bounds therefore give ∥Ea∥ ≤ Cdat. Using (86) now gives the exact identity

(MRR + Ea)Ew = f = MRRw, Ew = w − M−1
RREaEw.

Choose a > 0 so small that ∥M−1
RREa∥ ≤ 1/2. Absorption proves

∥Ew∥ ≤ 2∥w∥ (w ∈ ran gRB). (87)

All matrices are finite, so no domain issue arises from the exponential weight. Crucially, the
right side is the norm of w itself, not the norm of a vector used to represent it.

Because C = 2it√pR gRB
√
pB, the matrix √

pB is invertible, and √
pR commutes with E ,

bounded positive p transfers (87) to ∥Ev∥ ≤ C∥v∥ for all v ∈ ran C. Thus |vi| ≤ Ce−atρi∥v∥
on this entire range. The squared norm of coordinate evaluation on ran C is Πii; equivalently,
Πii = supv∈ran C, ∥v∥=1 |vi|2. This proves (85). When C = 0 the projection is zero and the
same conclusion holds. Rank deficiency and arbitrarily small positive singular values never
entered the estimate.

Corollary 6.3 (Spatial decay of a core completion). Under the hypotheses of Lemma 6.1,
let dT be the collapsed distance immediately before completion. The same survivor change
satisfies

|∆hij | ≤ Ct−1/2 exp{−at[(dT (i, B) − 1)+ + (dT (j, B) − 1)+]}. (88)

Proof. In the support identity (84), use Lemma 6.2 at both endpoints in place of the uniform
bound Πii ≤ 2l∗. The estimate |∆Sij | ≤ 2

√
ΠiiΠjj and ∆S = 2i

√
t
√
pR ∆h√

pR give the
result.

The same range estimate will locate the exterior exposures used to reach the projection
bound. We now construct that bound while controlling the accumulated change of the inverse.

6.3 Exterior heats and regularized projection weights

An exterior update, called a heat step, replaces the partial potential at one exterior site x
by its true value and removes that site from the trial’s active set. Such removal remains
provisional until the clearing is committed; rollback restores the pretrial matrix and partial
potential data while retaining the revealed values in the history. If its unexposed true residual
is ξ, the change of its diagonal in the damped matrix is ξ + trx. The conditional hypotheses
on the residual are

E(ξ | F) = 0, E(ξ2 | F) = t− η, |ξ| ≤ C
√
t, η/t ≤ Ct. (89)
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Here F is the recorded history before the site is inspected. The selection of x must be
F-measurable. For the scheduled components, Section 7 combines the pivot geometry with
Lemma 2.2 to verify these hypotheses.

There are two distinct sets of state bounds in the argument. At the beginning of a
component trial we have fourth-power row slack and a small diagonal lag. At a provisional
heat prefix we use only

max
i

|gii − ri| ≤ Ctβw , max
i

∑
j

|hij |4 ≤ H∗. (90)

Together with (78), Ward’s identity gives∑
j

pj |hij |2 = ℑgii, max
i

∑
j

|hij |2 ≤ C. (91)

The provisional estimates below use no bound on K and no comparison of the Laplacian D
with a reference form. Section 7 transports those comparisons for the resulting committed
operation.

At each heat the core B remains fixed, but its current exterior R and the cross block
C = SRB change. Write SB = SBB and set

Γ = C∗C.

Unitarity gives Γ = I − S∗
BSB. For a ridge parameter τ > 0, define

Gτ = Γ + τI, U = CG−1/2
τ , mi = ∥ui∥2 (i ∈ R), (92)

where ui is the i-th row of U . Equivalently, mi is the i-th diagonal entry of

C(C∗C + τI)−1C∗.

These entries are the standard ridge leverage scores [5, Section 3.3, Definition 1]; here we use
them to select predictable exterior residual exposures while the ridge decreases toward the
full range projection.

To see exactly what the regularization retains, write a singular-value decomposition
C =

∑
α:σα>0 σαvαw

∗
α, with orthonormal left and right singular vectors. Then

C(Γ + τI)−1C∗ =
∑

α:σα>0

σ2
α

σ2
α + τ

vαv
∗
α.

As τ ↓ 0, every nonzero singular direction receives weight one, including directions with
arbitrarily small singular value. The matrix therefore increases to Πran C , and each mi is at
most the corresponding projection diagonal. No zero singular direction contributes. For fixed
C, each mi is continuous for τ > 0 and

d

dτ
mi(τ) = −Ci(Γ + τI)−2C∗

i ≤ 0.

Thus decreasing the ridge increases the regularized weights continuously toward the completion
target.

Put
m∗ = max

i∈R
mi, A =

∑
i∈R

mi, P =
∑
i∈R

m2
i .

If R is empty, the maximum is zero. The matrices

Q = U∗U, Vτ = I −Q = τG−1
τ (93)
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satisfy 0 ≤ Q,Vτ ≤ I, so A = TrQ ≤ rank C ≤ |B| ≤ r∗.
Whenever the maximum regularized weight is at least 2l∗ and at most 4l∗, the procedure

heats a site of maximum weight, chosen from the recorded history before its residual is
inspected. Removing that pivot deletes its contribution m2

∗ from P; the issue is to show
that redistribution to the surviving rows is smaller. Maximality also gives mi ≤ m∗ in the
estimates for that redistribution. The next lemma establishes this fixed-ridge drift under the
provisional prestate bounds.

A heat holds the scalar τ fixed, changes the damped diagonal at its chosen site x by
ξ + trx, and provisionally eliminates x as a true terminal. The standing invertibility of
true terminal principal matrices makes the elimination well-defined. The new cross block is
recomputed from the new active inverse at the same scalar ridge. Use primes for quantities
on R′ = R \ {x}.

Lemma 6.4 (Conditional leverage drift). Suppose the active inverse g, with frozen r, p,
satisfies

|gii| + |ri| ≤ C, c ≤ pi ≤ C, |gii − ri| ≤ Ctβw ,
∑

j

|hij |4 ≤ H∗

at the prestate of a heat, where h =
√
t g. Suppose |B| ≤ r∗, τ > 0, and x is a predictable

maximizer of the ridge leverage, with

2l∗ ≤ mx = m∗ ≤ 4l∗.

Conditionally on this prestate, assume that ξ is real and that

Eξ = 0, Eξ2 = t− η, |ξ| ≤ C
√
t, 0 ≤ η/t ≤ Ct. (94)

If
0 ≤ ν <

1 + δ

2 , 0 < e0 < δ − ν,
e0
2 < βw <

1
2 , (95)

then, uniformly over these prestates as t ↓ 0,

|E(A′ − A)| = o(m∗), E(P ′ − P) ≤ −(1 − o(1))m2
∗.

These conclusions include an update at which a poststate cap first fails; only the displayed
prestate assumptions are required.

Proof. All expectations in the proof are conditional on the prestate. Write m = m∗ = mx.
The Sherman–Morrison identity gives, on surviving indices,

h′
ij = hij + cxhixhxj , cx = − ξ + trx√

t {1 + (ξ + trx)gxx}
. (96)

The denominator is bounded away from zero because gxx is bounded and |ξ + trx| ≤ C
√
t.

Expansion to second order gives

Ecx =
√
t (gxx − rx) − η√

t
gxx +O(t).

Here the remainder follows from E|ξ + trx|3 ≤ Ct3/2. Since βw < 1/2, it follows that

|cx| ≤ C, |Ecx| ≤ C
√
t tβw , E|cx|2 = 1 +O(

√
t+ η/t). (97)

For i ∈ R′, let
vi = hix

√
pi/px.
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The Ward identity and the diagonal lag bound show that∑
active i

|hix|2 pi

px
= Im gxx

px
= 1 +O(tβw).

Each omitted index in B ∪ {x} contributes at most C
√
H∗. Thus

∥v∥2 = 1 +O(tβw + r∗
√
H∗), max

i
|vi| ≤ CH

1/4
∗ ,

∑
i

|vi|4 ≤ CH∗. (98)

The cross block in the old normalization is, exactly,

W = C′G−1/2
τ = UR′ + cxvux. (99)

There is no complex conjugate on ux in this formula, because the resolvent update is
symmetric.

The unitary cancellation. Define bx = U∗
R′v. The estimate needed for bx is stronger than

the direct bound ∥UR′∥∥v∥. Orthogonality of the B columns of S to its x-th column gives

C∗SRx = −S∗
BSBx.

Since SB is symmetric, Γ = I − SBS
∗
B, and ΓS∗

B = S∗
BΓ. Functional calculus therefore gives

the intertwining identity
G−1/2

τ S∗
B = S∗

B(Γ + τI)−1/2.

Also SBx = C⊤
x , so symmetry gives

∥(Γ + τI)−1/2SBx∥ = ∥CxG
−1/2
τ ∥ =

√
m.

As ∥SB∥ ≤ 1, we obtain ∥U∗SRx∥ ≤
√
m. For i ∈ R′, Six = 2i

√
t pxvi. Restoring and then

subtracting the x-th term in U∗SRx yields

bx = U∗SRx − u∗
xSxx

2i
√
t px

, ∥bx∥ ≤ C
√
m/t. (100)

The Gram increment. Set

D∗ = W ∗W −Q, εt = tβw +
√
t+ r∗

√
H∗.

Multiplication of (99) gives

D∗ = (|cx|2∥v∥2 − 1)u∗
xux + cxbxux + cxu

∗
xb

∗
x. (101)

Let ∥ · ∥1 denote the trace norm. Equations (97)–(100) imply

∥D∗∥1 ≤ C
m√
t
, ∥ED∗∥1 ≤ Cmεt, TrD2

∗ ≤ C
m2

t
. (102)

For example, the conditional mean of the two mixed terms is bounded by 2|Ecx|∥bx∥
√
m ≤

Cmtβw . The final bound follows from TrD2
∗ ≤ ∥D∗∥2

1. Since m ≤ 4t1+e0 , we have ∥D∗∥ = o(1),
pathwise.

The new Gram matrix satisfies the exact congruence

Γ′ + τI = G1/2
τ (I +D∗)G1/2

τ . (103)

Indeed, W ∗W = Q+D∗ and τG−1
τ = I −Q. Inverting this congruence shows that the new

leverages are
m′

i = wi(I +D∗)−1w∗
i . (104)

No commutation of D∗ and Gτ is used here.
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Total leverage. By cyclicity of the trace and W ∗W = Q+D∗ = I +D∗ − Vτ ,

A′ − A = Tr{Vτ (I +D∗)−1D∗}. (105)

The identity
(I +D∗)−1D∗ = D∗ −D2

∗(I +D∗)−1

and 0 ≤ Vτ ≤ I imply

|E(A′ − A)| ≤ ∥ED∗∥1 + CETrD2
∗ ≤ Cm(εt + te0) = o(m).

The quadratic remainder is controlled by TrD2
∗, without a factor depending on |B|.

Squared leverage. It remains to show that the loss of the pivot row dominates the
redistribution of leverage among the survivors. Put

di = m′
i −mi, d0

i = ∥wi∥2 − ∥ui∥2 = 2 Re(cxviuxu
∗
i ) + |cx|2|vi|2m.

Then
P ′ − P = −m2 + 2

∑
i∈R′

midi +
∑
i∈R′

d2
i . (106)

Since ∥U∥ ≤ 1, ∑
i

|uxu
∗
i |2 ≤ m,

∑
i

m2
i ≤ mA ≤ mr∗.

Cauchy–Schwarz and (98) therefore give∣∣∣∣∣∑
i

miEd0
i

∣∣∣∣∣ ≤ C|Ecx|m
√
m+ Cm

√
r∗mH∗. (107)

To handle normalization, expand

(I +D∗)−1 − I = −D∗ +D2
∗(I +D∗)−1.

The first-order term with the old rows has conditional mean bounded by∣∣∣∣∣Tr
{(∑

i

miu
∗
iui

)
ED∗

}∣∣∣∣∣ ≤ m∥ED∗∥1,

because ∥
∑

imiu
∗
iui∥ ≤ m. Replacing the old rows by the updated rows costs at most

Cm
√
m ∥D∗∥1. (108)

For completeness, if MR = diag((mi)i∈R′), then

W ∗MRW − U∗
R′MRUR′ = cxU

∗
R′MRvux + cxu

∗
xv

∗MRUR′ + |cx|2(v∗MRv)u∗
xux.

Its trace norm is at most Cm
√
m+Cm2 ≤ Cm

√
m, using ∥UR′∥ ≤ 1, ∥MR∥ ≤ m, and ∥v∥ ≤

C. Taking its trace against D∗ proves (108). Moreover, ∥W∥ ≤ 2 and maxi ∥wi∥2 ≤ Cm.
The second-order normalization term consequently costs at most CmTrD2

∗ after summing
with weights mi.

The square terms in (106) are small as well. Pointwise Cauchy–Schwarz gives∑
i

|d0
i |2 ≤ Cm

∑
i

mi|vi|2 + Cm2H∗ ≤ Cm
√
r∗mH∗ + Cm2H∗. (109)
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Write RD = (I +D∗)−1 − I. Since RD is Hermitian,

|wiRDw
∗
i |2 ≤ ∥wi∥2wiR

2
Dw

∗
i .

Summing this inequality, and using ∥RD∥2
HS ≤ C TrD2

∗, gives∑
i

|di − d0
i |2 ≤ CmTrD2

∗. (110)

All the errors just obtained are o(m2). More explicitly, after division by m2, their bounds
are constant multiples of

tβw−e0/2, t(δ−e0−ν)/2, εt, te0/2, te0 , H∗.

Every exponent is positive under (95). This proves the claimed drift of P.

6.4 Lowering the ridge and counting heats

The procedure combines two motions: a fixed-ridge heat redistributes weight while reducing
P in conditional expectation, and a ridge decrease raises the regularized weights toward the
projection. To control both with one quantity, define

Φ = P − 10l∗A.

During a ridge decrease for which every mi ≤ 2l∗, each dmi is nonnegative. Hence

dP = 2
∑

i

mi dmi ≤ 4l∗ dA, dΦ ≤ −6l∗ dA ≤ 0. (111)

The same conclusion holds at the zero-ridge limit by continuity. At a heat satisfying Lemma 6.4,
with m = m∗ ≥ 2l∗, the correction to the squared-weight drift obeys

10l∗|E(A′ − A)| = o(l∗m) = o(m2).

Combining this with the drift of P gives, for small t,

E(Φ′ − Φ) ≤ −1
2m

2
∗. (112)

Thus a ridge decrease contributes no positive drift, while an admissible heat with 2l∗ ≤ m∗ ≤
4l∗ decreases Φ in conditional expectation by at least 2l2∗.

Start with τ = l−2
∗ . Since C is a block of a unitary matrix, m∗ ≤ τ−1 = l2∗ < 2l∗. Whenever

m∗ < 2l∗, decrease τ until one of two events occurs. If the maximum diagonal of Πran C is
at most 2l∗, declare completion at the zero-ridge limit. Otherwise there is a unique positive
ridge at which m∗ = 2l∗, and the decrease stops there. For a nonzero row the displayed
derivative of mi(τ) is strictly negative, which proves uniqueness. The ridge is measurable: its
comparison with any positive rational is determined by the measurable value of maximi(τ)
there. The zero-ridge projection is measurable as the pointwise limit of the positive-ridge
matrices. At a heat, choose the least site among those of maximum weight. This tie rule
makes the pivot predictable.

Lemma 6.5 (Number of heats). Consider an adapted procedure using the ridge rule above,
with heats only at positive ridge and at prestates satisfying Lemma 6.4. Stop the procedure at
completion, at any prescribed failure, or at a prescribed finite heat limit. In particular, no
further heat is performed after one of the prestate hypotheses fails. The prescribed stop is
a stopping time for the revealed history. Let σ be any almost surely finite stopping time at
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which this same procedure has reached a prefix before that stop, with m∗ ≤ 4l∗. Conditional
on the retained history at σ, the expected number H of further heats before this stop is at most

EH ≤ C
r∗
l∗
.

There are constants c, C > 0, independent of the prefix, such that

P(H ≥ n) ≤ C exp
(

−c nl∗
r∗

)
(n ≥ 1).

In particular, if the prescribed limit is nh = ⌊t−1−eh⌋ and eh > e0 + ν, then

P(H ≥ nh) ≤ C exp{−c t−(eh−e0−ν)}. (113)

Proof. At this prefix, P ≤ 4l∗A, so Φ ≤ 0. At every later endpoint, including one reached by
a failing heat,

Φ ≥ −10l∗A ≥ −10l∗r∗.

The latter bound needs neither a leverage cap nor a diagonal cap: it follows from the definition
of ridge leverage and A ≤ |B|. The same statement holds at the projection limit. Sum the
conditional drift (112) over the heats, including the last heat, and include the nonpositive
ridge changes from (111). Stopping first at H ∧ k gives

2l2∗ E(H ∧ k) ≤ 10l∗r∗.

Letting k increase proves the expected-count estimate.
This estimate holds conditionally after every later reached prefix before stopping, with the

same constant. Take a block length kblock = ⌈2Cr∗/l∗⌉, enlarging C if necessary. Conditional
Markov inequality bounds the probability of a further block of kblock heats by 1/2. On a
prefix at which a stop has already occurred the probability is zero. Iterating over blocks
therefore gives P(H ≥ kkblock) ≤ 2−(k−1), which implies the stated exponential bound after
adjusting its constants. Finally,

nhl∗
r∗

≥ c t−(eh−e0−ν)

for sufficiently small t, proving (113).

For the chosen parameters,

βw − e0
2 = .14δ, δ − e0 − ν = (.56 − 10−5/d)δ, eh − e0 − ν = (.02 − 10−5/d)δ

are all positive. The leverage argument therefore bounds the probability of exhausting the
heat limit. It remains to control the other stopping conditions, so that the procedure reaches
completion.

6.5 The stopped trial and its local inputs

We now state the local input that turns the range estimate into a trial whose probability
bound is independent of the torus volume. There is a scale ℓ ≍ t−4 such that, as long as
earlier heat pivots lie within ordinary distance ℓ/2 of B, the current collapsed distance, and
the distance after one further such deletion, satisfy

dT (i, k) ≥ 1
2 dist(i, k) − t−1.03. (114)
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The core lies in an ordinary-distance ball of radius t−Cloc , for a fixed Cloc. Every exterior
site within distance ℓ/2 of B which has not already been deleted is coupled and has a still
unexposed true residual. A predictable choice of such a site therefore satisfies (89). These
are hypotheses about geometry and recorded information; they contain no provisional bound
on K or comparison for D.

Here is the selection consequence of the geometric input. By the singular-value formula, a
regularized weight is at most its projection diagonal. For dist(i, B) ≥ ℓ/2, Lemma 6.2 and
(114) bound that diagonal by C exp(−ct−3) < 2l∗. Consequently

mx = m∗ ≥ 2l∗ =⇒ dist(x,B) < ℓ/2. (115)

Starting with no earlier pivots, this implication proves location inductively whenever the
stated metric input is available under the preceding-location hypothesis. It applies to the
pivot chosen before a first breaking heat. The input for the distance after that deletion will
also control its prospective output. Section 7 supplies this geometric input for the scheduled
components.

For bookkeeping, keep a matrix ĥ indexed by the sites active at trial start. A pair of entries
is frozen immediately before the first of its two endpoints is removed. Only survivor–survivor
entries receive a heat increment. Put ĝ = ĥ/

√
t, and write h0, g0 for the trial-start matrices.

Thus each original row of ĥ− h0, and the whole matrix viewed as a vector, has a fixed index
set throughout the trial. The three distortion budgets are

max
i,k

|ĝik − g0
ik| ≤ t.42δ,

max
i

∑
k

|ĥik − h0
ik|2 ≤ t.25δ,∑

i,k

|ĥik − h0
ik|2 ≤ nht

−.01δ.

(116)

If B is empty, declare DONE without changing the state. Otherwise the trial starts at
ridge τ = l−2

∗ . If the maximum ridge leverage is below 2l∗, lower the ridge to the first value
where the maximum equals 2l∗; if the zero-ridge projection already has maximum leverage at
most 2l∗, stop with outcome DONE. Otherwise choose an exterior site of maximum regularized
weight, using a fixed ordering to break ties, perform one heat step, and recompute the cross
block and its leverages at the same scalar ridge. Stop with outcome FAIL if a distortion
budget is exceeded, if a leverage exceeds 4l∗, or if nh heats have been performed. Repeat
the ridge lowering and heating rule until one of these outcomes occurs. True values exposed
during a trial are part of the recorded history even when the state is later rolled back.

Call the state just before a heat performed by this rule a running heat prestate. Its three
distortion budgets and leverage cap still hold, fewer than nh heats have been performed, and
the rule has selected a positive ridge with 2l∗ ≤ m∗ ≤ 4l∗. These are exactly the conditions
under which the stopped rule performs another heat. The budget argument below derives
(90) at these states from the starting slack. Write F0 for the retained history at trial start.

Proposition 6.6 (Preparation of a small component). Assume (78), the geometry and
conditional residual inputs just stated, and 1 ≤ |B| ≤ r∗. At trial start suppose

max
i

∑
k

|h0
ik|4 ≤ .8H∗, max

i
|g0

ii − ri| = o(tβw), (117)

uniformly over the input states under consideration. Assume also that every true terminal
principal matrix at the fixed energy is invertible. For all sufficiently small t, the stopped trial
is measurable and satisfies

P(FAIL | F0) ≤ exp(−t−c2)
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for a fixed c2 > 0. The constants are independent of the torus volume and of the component.
On DONE, fewer than nh exterior sites carry their true values and are provisionally removed,
the budgets (116) hold, and

max
i∈R

(Πran C)ii ≤ 2l∗. (118)

Here C = SRB is formed from the final active inverse before completion of B. Thus DONE is
the successful preparation outcome. The subsequent deterministic core completion and the
single successful commit are specified with the clearing schedule in Section 7.

The uniform little-oh in (117) is supplied by committed-state assembly. In the proof
of Proposition 6.6 it is used only to obtain (90) from the entry budget. We next verify
every other stopping probability. All estimates are stopped at the first failure and continued
afterwards by zero increments; the step which first causes failure is included.

6.6 Distinct pivots and the distortion budgets

The deterministic consequences of the budgets are useful before applying concentration. First,∑
k

|ĥik − h0
ik|4 ≤ max

k
|ĥik − h0

ik|2
∑

k

|ĥik − h0
ik|2 ≤ t1+1.09δ. (119)

The triangle inequality in ℓ4, the initial factor .8, and the positive margin .09δ imply the
fourth-power part of (90). The entry budget and (117) imply its lag part. Thus those
provisional hypotheses hold at every running heat prestate.

For a fixed original site i, sum over pivots x for which i is still active immediately before
the corresponding heat. Each summand is evaluated at that prestate. Distinctness of the
pivots and the previous entry budgets imply, through a prospective breaking step,∑

x

F 2
ix ≤ C

∑
x

|h0
ix|4 + Cnht

2+1.68δ ≤ C(H∗ + t1+1.22δ) ≤ CH∗. (120)

The first sum uses only the corresponding distinct columns of the initial row. This is why a
bound on the current row alone would not have been enough. Cauchy–Schwarz now gives the
pathwise predictable budget

Bi :=
∑

x

Fix ≤ C
√
nhH∗ ≤ Ct.27δ. (121)

For reference, the heat increment on surviving pairs is

∆ĝik = cx√
t
hixhxk, ∆ĥik = cxhixhxk. (122)

Entries with a removed endpoint have zero increment. The conditional mean of cx is O(
√
t tβw),

its absolute value is bounded, and the Ward row bound (91) is available at the prestate. For
a fixed entry, summing its conditional means in absolute value costs

Ctβw
∑

x

√
FixFkx ≤ Ctβw

√
BiBk.

The conditional variance sum is at most

C

t

∑
x

FixFkx ≤ CH∗/t,

by (120), and each jump is at most C
√
H∗/t = Ctδ/2.
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For a fixed row regarded as a vector, its increment has norm at most C|hix|; the same
estimate with C replaced by C

√
t tβw bounds its conditional mean. Consequently the total

mean norm, predictable variance, and maximum jump are bounded respectively by

C
√
t tβw

√
nhBi, CBi, CH

1/4
∗ .

For the whole matrix regarded as a Frobenius vector, the increment norm is at most C∥h·x∥2
2 ≤

C, where the dot denotes the full current active column. Its corresponding three bounds are

C
√
t tβwnh, Cnh, C.

The conditional means here are computed before the query: the endpoint mask is predictable,
so the scalar Ecx can indeed be factored out of the increment. This mask is a contraction in
the row and Frobenius norms and does not change any bound. Center each increment at its
conditional mean. For a complex vector z, its Hermitian dilation

D(z) =
(

0 z∗

z 0

)
satisfies D(z)2 = diag(∥z∥2, zz∗) ≤ ∥z∥2I.

Centering cannot increase the conditional second moment in matrix order. Thus the displayed
squared-norm bounds give predictable scalar variance envelopes in the fixed original coordinate
spaces. For entries and rows their pathwise sums follow from (120) and (121); for the Frobenius
vector the Ward bound and the limit of nh heats give the sum directly. All include the
candidate first breaking heat. This verifies the precise hypotheses of Lemma 5.6, rather than
requiring a matrix-valued variance theorem.

Here are the margins at the required thresholds. For entries, use a = t.42δ; the total drift
is O(t.63δ) and

a2

V
≥ ct−.16δ,

a

J
≥ ct−.08δ.

For row norms, use a = t.125δ; the drift is O(t.265δ) and a2/V ≥ ct−.02δ, with a larger margin
for a/J . For the Frobenius norm, use a = √

nh t
−.005δ; its drift divided by a is O(t.135δ), and

a2/V ≥ ct−.01δ. Thus all three budget crossings have stretched-exponentially small probability
after restriction to a polynomial number of coordinates. We justify that restriction below,
before drawing the conclusion.

6.7 A two-sided bound on leverage changes

The drift calculation controls the number of heats, but it does not by itself keep individual
leverages below 4l∗. We prove that cap separately. For each original exterior site i, record the
fixed-ridge heat change di = m′

i −mi whenever i survives the heat. Set the recorded change
to zero at its own deletion and after deletion. Ridge adjustments are not included. More
precisely, number the heats by k. While the trial is running, let Fk−1 be the full retained
history immediately before the residual query for heat k, including the already selected pivot
and ridge τk. Put

Zk,i = 1{i survives heat k}{mpost
i (τk) −mpre

i (τk)}.

The survival indicator is predictable, because the pivot is chosen before its residual is queried.
After stopping, the formal remaining increments are zero and Fk stays equal to the history
at stopping. The actual retained filtration continues through rollback, marking, and later
trials. Thus Zk,i − E(Zk,i | Fk−1) is one adapted martingale stream even though τk can vary
with k. Every estimate below is uniform in that predictable positive ridge; no discretization
or union over its possible values is needed. The notation di denotes Zk,i at the heat under
consideration.
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Write εt = tβw +
√
t+ r∗

√
H∗. The same expansion of the Gram normalization used in

Lemma 6.4 gives, at a running heat prestate,

|E(di | F)| ≤ Cl∗

[
√
t tβw |vi| + |vi|2 + l∗εt + l∗|vi|√

t
+ l2∗

t

]
, (123)

|di| ≤ Cl∗

(
|vi| + l∗√

t

)
. (124)

For completeness, the first two terms of (123) are the conditional mean of the raw row-norm
change. In the first-order normalization, keeping the old row gives Cl∗∥ED∗∥1 ≤ Cl2∗εt.
Replacing it by the new row costs Cl∗|vi|∥D∗∥ ≤ Cl2∗|vi|/

√
t. The quadratic remainder is at

most Cl∗ TrD2
∗ ≤ Cl3∗/t. The pathwise estimate follows by using |cx| ≤ C and ∥D∗∥ ≤ Cl∗/

√
t

instead of their means.
Since the weights pi are bounded above and below,∑

|vi|2 ≤ CBi,
∑

|vi| ≤ C
√
nhBi.

The sum of the absolute conditional biases in (123), divided by l∗, is therefore bounded by

C
[
t.265δ + t.27δ + t.34δ + t1/2−.02δ + t1/2+.48δ−ν + t.345δ + t.42δ

]
= o(1). (125)

The conditional variance sum is at most

Cl2∗

(
Bi + nhl

2
∗/t
)

≤ Cl2∗t
.27δ. (126)

The jump divided by l∗ is at most C(H1/4
∗ + l∗/

√
t), a positive power of t.

Apply both signs of the maximal martingale inequality at a sufficiently small fixed multiple
of l∗. After adding the absolute bias bound (125), except with stretched-exponentially small
probability we have

sup
s

∣∣∣∣∣∣
∑
k≤s

d
(k)
i

∣∣∣∣∣∣ ≤ l∗/2 (127)

at every prefix and every monitored row. The absolute value in (127) is essential: it bounds
the change over any interval of heat steps by l∗.

Suppose a surviving row first exceeded 4l∗. Immediately after the most recent ridge
lowering, or at initialization if there was none, its leverage was at most 2l∗. Let k0 be the
number of heats preceding that adjustment and s the current number. The ridge has been
held constant for heats k0 + 1, . . . , s, and the row has survived all of them. Its actual change
is therefore exactly

s∑
k=k0+1

Zk,i =
∑
k≤s

Zk,i −
∑

k≤k0

Zk,i.

The two prefix sums use the single varying-ridge stream; their difference is the desired
constant-ridge interval sum. Equation (127) bounds it in absolute value by l∗, giving leverage
at most 3l∗, a contradiction. This argument includes a prospective cap-breaking heat and
uses only running heat prestates in its concentration estimates.

6.8 Finite monitoring and conclusion

It remains to make the stopped probability estimates independent of the ambient torus size.
The location implication (115) keeps every selected pivot within ℓ/2 of B, including the pivot
of a prospective first failure. The residual hypothesis therefore applies at every heat.
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Choose a fixed ordinary-distance cube Q containing B, its ℓ-neighborhood, and a further
buffer of width t−5. By the bound on the diameter of B, the number of sites in Q is polynomial
in 1/t. Outside Q, projection decay rules out a leverage-cap crossing deterministically, even
at a prospective failing output. For the distortion processes, the collapsed-distance resolvent
estimate gives

|hik| ≤ Ct−1/2e−ctdT (i,k).

Each heat increment with an endpoint outside Q has an exponentially small factor connecting
that endpoint to the pivot. The other factor has bounded row square sum by (91). More
explicitly, the squared Frobenius norm of the portion of one increment with at least one
endpoint outside Q is at most

C

∑
i/∈Q

|hix|2
(∑

k

|hxk|2
)
.

The first sum has a dimension-dependent bound which is still independent of the torus volume.
An ordinary shell of integer radius q has at most Cd(1 + q)d−1 sites. For an endpoint outside
Q its distance from the pivot is at least t−5, so (114) gives dT (i, x) ≥ dist(i, x)/4 for small t.
Therefore ∑

i/∈Q

|hix|2 ≤ Cdt
−1 ∑

q≥t−5

(1 + q)d−1e−ctq ≤ Cdt
−d−1e−c′t−4

.

In the last step, extract e−ct−4/2 and bound the remaining exponential moment by Cdt
−d.

Summing at most nh increments preserves an exponential bound by the triangle inequality.
The same reasoning gives the entry and individual-row tails. It uses no factor proportional to
the torus volume.

We may therefore apply the martingale inequalities to entries and row vectors compressed
to Q, and to the matrix compressed to Q×Q, and then add the deterministic tails. Com-
pressions do not increase the conditional square bounds. If the core lies in a ball of radius
t−Cloc , then

|Q| ≤ Cd(t−Cloc + t−4 + t−5)d.

Thus the largest vector-dilation dimension is at most 1 + |Q|2, and there are at most C|Q|2
entry, row, and leverage tests. These are fixed powers of 1/t for each fixed d. Take the
martingale thresholds to be one quarter of the budget thresholds. Their predictable biases
and deterministic tails are smaller than another quarter for sufficiently small t. The strict
margins proved above imply that the probability of a distortion crossing or leverage crossing
is at most exp(−t−c) for some fixed c > 0.

Finally, Lemma 6.5 bounds the probability of reaching nh heats before another stop
by C exp[−ct−(eh−e0−ν)]. Because eh − e0 − ν = (.02 − 10−5/d)δ > 0, this is of the same
required form after decreasing the exponent. There are no other failure modes. The procedure
uses measurable spectral functions, a measurable threshold ridge and a fixed tie rule; each
real update is measurable as well. It must stop after at most nh heats. On DONE the
zero-ridge projection satisfies (118) by the stopping rule, and the budgets hold. This proves
Proposition 6.6.

On DONE the preparation has supplied bounded accumulated heat distortion and a small
diagonal for the final full-range projection. Lemma 6.1 turns that projection bound into
deterministic control of the true core completion, and Corollary 6.3 gives its spatial decay.
The next section specifies the successful commit and the rollback of a failed preparation, and
accumulates successful operations using comparisons only at committed states.
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7 Committing clearings and restoring the stage bounds
The preceding section prepares a fixed core under explicit geometry and conditional residual
laws. We now specify the scheduled clearings, verify those inputs, and prove that every
successful operation preserves the bounds needed by later trials. The removed terminal
groups are separated, their inverse changes have controlled spatial overlap, and the changes
can be compared in one energy form fixed at the start of the stage. A failed trial is rolled
back and contributes no analytic error to this assembly. Fix the dimension d ≥ 3 throughout.
Recall that

ν = 10−5δ/d, dν = 10−5δ.

Constants in this section may depend on d, but not on the final resolution, energy in Id, or a
retained history reaching a committed state.

Here is the schedule for these trials. After the ordinary sweep from stage j − 1 to stage
j, run clearings only when j ≤ ⌊m/2⌋. Freeze the graph whose vertices are the pending
active sites and whose edges join pairs at distance at most Rj = 48j . We call its connected
components the snapshot components. Fix a total order on the torus sites; the anchor of
a nonempty component is its least site. In anchor order, attempt each component B with
|B| ≤ t−ν

j once, and leave larger components alone. If its preparation reaches DONE, reveal
and record any still-unknown true values on B, apply the deterministic core completion, and
commit the core together with the heat pivots as one successful clearing. This step uses
the standing invertibility of true principal matrices and adds no further test. If preparation
reaches FAIL, restore the pretrial matrix and partial potential data, undoing all provisional
eliminations. Retain every queried answer, then mark the core and all inspected exterior
sites pending, including the pivot whose heat first failed. After all these attempts, reset the
diagonal before the next ordinary sweep. If no clearing is scheduled, reset immediately after
the ordinary sweep. The final residual sweep has no reset. In this section the post-sweep
stage is the new index j, and its parameter is t = tj .

Throughout a clearing stage, t, r, p = ℑr, and b = tn0t are frozen. We distinguish a
committed prestate from a provisional state inside a trial. The former satisfies the comparison
bounds for D and the norm bound for K. At a running heat prestate we use only positive
bounded p, the stopped lag and fourth-row bounds of Proposition 6.6, the Ward identity, and
the geometry proved below. In particular, we do not assume a comparison for D or a norm
bound for K at a provisional heat prefix. The committed bounds are proved below from the
outputs of successful operations and the stage hypotheses; they are not additional stopping
tests for the preparation.

7.1 Geometry and localization during a clearing

For a terminal set, give a nearest-neighbor edge cost zero if either endpoint is terminal, and
cost one otherwise. Its path pseudometric is denoted by dT ; dist always denotes ordinary
torus distance. In particular, the subscript T distinguishes the collapsed metric from the
dimension d.

Lemma 7.1 (Adding separated terminal groups). Let c > 0 and µ ≥ 0, and suppose
dT (u, v) ≥ cdist(u, v) − µ. Let Oa be sets of new terminals, each containing at most M sites,
with dist(Oa, Oa′) ≥ R− 2ℓ for a ̸= a′. If

L = c(R− 2ℓ) − µ > 2M,

then the pseudometric d′
T after all these additions satisfies

d′
T (u, v) ≥ c(1 − 2M/L) dist(u, v) − µ− 2M.
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The number of added groups does not enter this bound.

Proof. A path minimizing the new cost can be chosen simple by deleting cycles. Suppose it
meets k ≥ 1 different groups, and let A be its old cost. Each site of their union is incident to
at most two edges of the simple path. Its cost therefore decreases by at most 2Mk, even if
the path returns to a group after leaving it. In the chronological sequence of group visits
there are at least k − 1 transitions between different groups. To obtain disjoint segments, list
the groups visited along the path, suppress consecutive repetitions of the same group, and
use the segment from the last visit to one group before the first visit to the next. There are
at least k − 1 such transitions. Each has old cost at least the old collapsed distance between
its endpoints, hence at least L. This argument already includes all shortcuts through old
terminals. Repeated visits can increase the number of transitions but do not increase the
count of distinct groups in the loss 2Mk. Hence A ≥ (k − 1)L and

d′
T (u, v) ≥ A− 2Mk ≥ (1 − 2M/L)A− 2M ≥ c(1 − 2M/L) dist(u, v) − µ− 2M.

If the path meets no new group, the old lower bound applies directly.

Lemma 7.2 (Localization of a clearing trial). At post-sweep stage j ≤ ⌊m/2⌋, put

Rj = 48j , ℓj = 44j , r∗ = t−ν
j , nh = ⌊t−1−eh

j ⌋, eh = .46δ.

Take the snapshot components of pending sites joined at distance at most Rj, and consider
only components B of size at most r∗. Assume the terminal set was initially empty and
the preceding clearing stages used the same cardinality and pivot-location rules. The new
terminals of a completed successful group consist of its core and heat pivots. The current
provisional group contains its heat pivots, with the next proposed pivot included when its
prospective output is considered. Suppose each such counted group has at most Cnh sites
and all previous pivots in a trial lie within ℓj/2 of its snapshot component. The following
assertions hold after increasing n0 uniformly in m:

1. At every committed endpoint and running heat prestate, the terminal metric satisfies

dT (u, v) ≥ 1
2 dist(u, v) − t−1.03

j . (128)

2. At a running heat prestate, every proposed heat pivot, including a pivot whose update
would first break a distortion budget, lies within ℓj/2 of B. After that pivot is included
as a provisional terminal, the metric bound (128) still holds at its prospective output,
even if the output first breaks a cap or reaches the heat limit.

3. At each committed endpoint, running heat prestate, and prospective output, at least
N/2 physical sites remain active. In particular, the current exterior of an eligible
core is nonempty for sufficiently large n0. An eligible component and all its edits lie
within distance Ds = Ct−ν

j Rj of its anchor. Cubes of radii 100Ds or 200Ds about these
anchors have overlap at most Ct−dν

j .

These conclusions require no bound on K or comparison for D at provisional heat prefixes.

Proof. We first prove the metric assertion under the stated location hypothesis, and then
use it to continue that hypothesis to the next pivot. Distinct snapshot components are
separated by more than Rj . Their new terminal sets, including the current provisional
additions, are therefore separated by at least Rj − 2ℓj . For an actual success, the number
of new terminals is less than nh + |B| ≤ nh + r∗ ≤ Cnh for small tj , since ν < 1 + eh. A
provisional group, including its one prospective pivot, obeys the same bound from the heat
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limit. Apply Lemma 7.1 with M = Cnh to all additions of the stage at once. Starting with
the ordinary metric before any clearing, the multiplicative losses are bounded by a constant
times ∑

j≥n0

t−1−eh
j

Rj
≤ C

∑
j≥n0

4−j(7−eh).

This sum can be made arbitrarily small. The additive defects, through stage j, are at most

C
j∑

i=n0

t−1−eh
i ≤ C ′t−1−eh

j ≤ t−1.03
j ,

where eh = .0046 < .03. In these estimates ti ≍ 4−i uniformly in the final resolution. They
also imply the inequality L > 2M required in the metric lemma. This proves (128).

At the current running heat prestate, the metric just proved supplies (114) with ℓ =
ℓj ≍ t−4

j . The selection implication (115) therefore places the next proposed pivot within
ℓj/2 of B. Its underlying full-range estimate uses only survivor damping and terminal Schur
structure, so this application needs neither a lower singular-value bound for the cross block
nor a provisional bound on K or D. Induction over the proposed pivots proves that there
is no first violation of the location hypothesis. In particular the argument applies before a
prospective first budget-breaking update; it does not assume that update will be accepted.
Once that pivot is localized, applying the same separated-group bound with it included also
gives the metric estimate at its prospective poststate. A subsequent rollback removes its
numerical metric cost.

One anchor from each snapshot component forms an Rj-separated set. Packing disjoint
balls of radius a fixed fraction of Rj bounds the number of components by CN/Rd

j . Each
success, or the current provisional trial, removes at most Cnh sites. The total fraction
removed through all stages is bounded by

C
∑

j≥n0

nh/R
d
j ≤ C

∑
j≥n0

t8d−1−eh
j < 1

2

for large n0. Failed trials are rolled back and have no terminal cost. This proves the
active-count assertion, including provisional prefixes and their prospective outputs. Moreover,
r∗ = t−ν

j ≤ C4νm/2 ≪ N = 420dm for j ≤ m/2. Removing the at most r∗ core sites from
an active set of size at least N/2 leaves a nonempty exterior. At DONE, the precompletion
terminal and active sets are those of the committed state at trial start if no heat occurred, and
those of the last heat output otherwise. The same metric and active-count bounds therefore
hold there.

A snapshot component of size at most r∗ has diameter at most (r∗ − 1)Rj . Adding the
pivot neighborhood gives the stated Ds. Assign exactly one cube to each snapshot component,
centered at its anchor. For all cubes containing a given point, the disjoint balls of radius
Rj/3 about their anchors fit in a ball of radius CDs. The d-dimensional volume bounds
therefore give overlap at most Cd(Ds/Rj)d = Cdt

−dν
j . There is no factor for the number of

sites in a component: all its edits use this single enclosing cube. All these cubes fit on the
torus: j ≤ m/2 implies Ds ≤ C4(8+ν)m/2 ≪ 420m.

The true residual at a selected pivot. The geometry now identifies which true in-
formation is available in an actual scheduled trial. All ordinary pending marks are made
before the snapshot is frozen. A pending snapshot site outside B therefore belongs to a
different component, at distance greater than Rj from B. An exterior inspected in an earlier
failed clearing lies within ℓj/2 of its own snapshot component, hence at distance greater than
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Rj − ℓj/2 from B. Neither kind of site can be the current pivot, which lies within ℓj/2 of B.
Earlier successful inspections are committed terminals and unavailable; earlier pivots in this
trial have been provisionally removed. The ordinary-sweep rule has preserved the invariant
that a coupled active site has an untouched true suffix. The exclusions above therefore show
that the selected localized exterior pivot is coupled and has an untouched true residual. This
conclusion includes the pivot whose update first causes failure.

The pivot and ridge are measurable from the retained pre-query history: the current
provisional matrix is known, and the ridge and tie rules use measurable spectral functions of
that matrix. Lemma 2.2 therefore gives the conditional law of the untouched residual ξ at
the selected site. At stage j its moments are exactly

E(ξ | F) = 0, E(ξ2 | F) = sj = tj − η, |ξ| ≤
√

3sj , η/tj ≤ Ctj ,

where the last inequality uses j ≤ m/2. The deterministic location argument did not assume
this product law; it first proved that the chosen coordinate is among those to which the law
applies.

Every exposed residual is recorded before its outcome is tested. On FAIL, rollback restores
the matrix and partial potential data from trial start before marking the core and every
inspected exterior, including the first breaking pivot, while retaining their answers. On
DONE, a pending core may still contain unknown true values. Revealing and recording those
values makes the completed numerical state a function of the retained history. Lemma 6.1
applies pointwise to the obtained values under its standing invertibility hypothesis; it needs
no centered law or freshness for them. Core and heat pivots then become committed terminals
in the one successful operation. Thus every active site queried during this clearing becomes
terminal on success or pending on rollback; no exposed suffix remains at a coupled active
site for the next component or stage. The invertibility of true principal matrices is the
probability-one fact at the fixed energy from Section 2, not a preliminary query or an
additional conditioning of the product law.

These observations verify the geometric and random-input hypotheses of Proposition 6.6
for each scheduled eligible component. Once the deterministic assembly below supplies its
trial-start lag and row slack at every committed prefix, the conditional failure estimate applies
after any earlier failed trials, with all their information retained.

7.2 Summing the committed changes

A successful clearing supplies one difference between its inverse before and after the operation,
restricted to its surviving sites. We first state the deterministic result that sums these
differences. The energy error has two parts: the change of the surviving edges, and the old
energy carried through the sites that have been removed. Both will be compared in the
spatial form fixed at the start of the stage.

Proposition 7.3 (Deterministic assembly of committed changes). Fix a clearing stage with
parameter t. Consider the finite sequence of its committed numerical states: the initial
post-sweep state, indexed by 0, and the states after successive successful clearings, indexed by
a = 1, . . . , kmax. Failed trials leave this numerical sequence unchanged. Let Aa ⊂ Aa−1 be the
active sites after operation a, put Oa = Aa−1 \Aa, and let Ta be the complement of Aa in the
physical torus.

At each index use the physical state of Section 2: the sites in Ta have their exact true
potentials, the sites in Aa have their current partial potentials, and M (a) is the real terminal-
Schur matrix. The relevant true terminal principal matrices are invertible at the fixed energy.
Use the restriction of one frozen vector r at every index, with p = ℑr bounded above and
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below by positive constants, and write

g(a) = (M (a) − t diag(r|Aa))−1, h(a) =
√
t g(a), K

(a)
ij = (h(a)

ij )2, F
(a)
ij = |h(a)

ij |2.

Let Da be the Ward Laplacian of this state, so

Da(f) = 1
2
∑

i,j∈Aa

pipjF
(a)
ij |fi − fj |2.

With q(a)
i = ℑg(a)

ii , the Ward identity gives F (a)p = q(a). The word committed here identifies
the numerical endpoints. The comparison at the initial endpoint is an input; its transport to
later endpoints is the conclusion below.

Assume at the initial state that, on potentials modulo constants,

cW ≤ D0 ≤ CW, max
i∈A0

∑
j∈A0

|h(0)
ij |4 ≤ .7H∗, max

i∈A0
|g(0)

ii − ri| ≤ Ct.42δ. (129)

Here H∗ = t1+δ and W (f) = inff=α+v|A0
(∥α∥2

2 + b−1∥∇v∥2
2), with b = tn0t.

Assume also the geometric bounds supplied by Lemma 7.2. For Ds ≍ t−8−ν , each Oa lies
in the ball of radius Ds about its anchor za and has size at most Cnh, where nh = ⌊t−1−.46δ⌋.
The anchors are distinct. The cube halos Qa, Q

′
a of radii 100Ds, 200Ds are embedded lattice

cubes in the torus, and each family has overlap at most Ct−dν. At every indexed state,
|Aa| ≥ N/2 and

dTa(u, v) ≥ 1
2 dist(u, v) −m′, m′ ≤ t−1.03.

For each operation set
a(a) = h(a) − h(a−1)|Aa×Aa .

Assume these actual survivor differences satisfy

max
i,j∈Aa

|a(a)
ij | ≤ C

√
t t.42δ,

max
i∈Aa

∑
j∈Aa

|a(a)
ij |2 ≤ Ct.25δ,

∑
i,j∈Aa

|a(a)
ij |2 ≤ Ct−1−.47δ. (130)

Assume further that, with constants c, C > 0 and a fixed P ,

|a(a)
ij | ≤ t−P exp

{
−ct

[
(dist(i, Oa) − Cm′)+ + (dist(j, Oa) − Cm′)+

]}
. (131)

Then, for all sufficiently small t, every prefix 0 ≤ k ≤ kmax satisfies

∥K(k)∥ ≤ ∥K(0)∥ + t.10δ, (132)

max
i∈Ak

|g(k)
ii − ri| ≤ Ct.42δ−dν = o(t.36δ), (133)

max
i∈Ak

∑
j∈Ak

|h(k)
ij |4

1/4

≤
(
.71/4 + Ct.0225δ−dν

)
H

1/4
∗ < (.8H∗)1/4. (134)

All Schur complements in the successive definition

La = Da − SchurOa Da−1 on Aa

exist, and each Da has precisely the constant kernel. Extend each La by zero to A0. Then∣∣∣∣∣
k∑

a=1
La

∣∣∣∣∣ ≤ t.10δD0 (135)
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in quadratic forms. In particular, writing Xk = D+
k , every neutral charge y supported in Ak

satisfies
(1 + t.10δ)−1X0(y) ≤ Xk(y) ≤ (1 − t.10δ)−1X0(y), (136)

where y is extended by zero in X0(y). All constants are uniform in the number of components
and the torus volume.

The inputs supplied by a successful clearing. We verify the two per-operation bounds
before proving the deterministic summation. At a trial satisfying the starting hypotheses
of Proposition 6.6, its DONE output gives the heat budgets and the final projection cap.
By the schedule above, any still-unknown core values are then revealed and recorded, and
Lemma 6.1 applies pointwise; the nonempty-exterior condition is supplied by Lemma 7.2. On
the final survivors, the recorded heat difference is exactly ĥ− h0 restricted to those survivors.
Adding the core difference gives the actual endpoint difference a(a).

The heat contribution to (130) has entry bound
√
t t.42δ, squared row bound t.25δ, and

squared Hilbert–Schmidt bound nht
−.01δ ≤ t−1−.47δ. The corresponding core bounds are

C
√
t t.44δ, Ct.44δ, and Cr∗/t = Ct−1−ν . The triangle inequality, squared when necessary,

gives the displayed combined bounds because ν < .47δ. Restricting the heat record to the
final survivors can only decrease its entry, row, and Frobenius bounds; the core difference is
already indexed by the final survivors.

To verify (131), consider a pair of final survivors. A heat at x ∈ Oa changes its entry by
cxhixhxj with |cx| ≤ C. Lemma 5.1 and (128) bound this product by

Ct−1 exp{−ct[(dist(i, Oa) − Cm′)+ + (dist(j, Oa) − Cm′)+]}.

There are at most nh heats, so their sum has the claimed form. For the core change,
Corollary 6.3 gives the same decay from the core, and the core is contained in Oa; use the
same terminal metric. The prefactors, including nh, are bounded by a fixed power of t−1.
This proves the asserted decay without any comparison for D at a provisional prefix. Thus
each successful scheduled operation supplies the two bounds assumed in the proposition,
provided its trial starts with the stated lag and row slack. The prefix conclusions below
supply that slack to the next trial when the result is used in the stage induction.

Proof of Proposition 7.3. Put ϵ = t.10δ < 1/2. We prove the form bound and the existence of
its Schur complements by induction on the prefix length k. In the step for k, suppose the form
bound and the identity below hold at every shorter prefix. For each a ≤ k, let Sa−1 =

∑
s<a Ls,

padded to A0, and Ea−1 = A0 \ Aa−1. The induction hypothesis is |Sa−1| ≤ ϵD0 together
with

Da−1 = SchurEa−1(D0 + Sa−1). (137)

For the empty prefix, S0 = 0 and E0 = ∅, so the identity is immediate. The initial lower
comparison with W makes the kernel of D0 precisely the constants. At a later prefix, the
form bound gives the same kernel for D0 + Sa−1. The Schur fact from Section 2 then gives
the constant kernel of Da−1 and, since Aa is nonempty, the existence of its pivot on Oa. Thus
La is defined. Minimization over eliminated coordinates also gives, for every extension F to
A0,

Da−1(F |Aa−1) ≤ (1 + ϵ)D0(F ) ≤ CW (F ). (138)

The two energy contributions. On surviving pairs the changes of K and F are exactly

∆K(a) = 2h(a−1) ◦ a(a) + a(a) ◦ a(a), ∆F (a) = 2ℜ(h(a−1) ◦ a(a)) + |a(a)|2,
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where old matrices are restricted to Aa × Aa and ◦ denotes entrywise multiplication. Let
Dedge

Aa
be the Laplacian made from the old edges with both endpoints in Aa. For a potential

f on Aa, the fact that p is frozen gives

(Da −Dedge
Aa

)(f) = 1
2
∑

i,j∈Aa

pipj∆F (a)
ij |fi − fj |2,

Ba = SchurOa Da−1 −Dedge
Aa

≥ 0,

La = (Da −Dedge
Aa

) −Ba.

(139)

The first term uses the single endpoint difference a(a). The form Ba is nonnegative because
the Schur complement minimizes the old energy over Oa, while the surviving-edge energy
does not depend on those coordinates. It carries old energy through the removed sites, so its
far part will require the old resolvent decay separately from the decay of a(a).

Fix a real potential f on A0 and one split f = α+ v|A0 for the whole prefix. Put

ca = avgQ′
a
v, Wa = ∥α∥2

2,Q′
a∩A0 + b−1∥∇v∥2

2,Q′
a
.

The last norm sums nearest-neighbor edges of the cube; harmless enlargement of Q′
a includes

its boundary edges. We use this same split for every a and take the infimum defining W (f)
only after summing the local estimates.

Uniform tails for the survivor changes. We first record the tail estimate for a(a) and
the two survivor changes it produces. Put ρi = dist(i, za) and σi = (dist(i, Oa) − Cm′)+.
Since Oa lies within distance Ds of za and Cm′ = o(Ds),

σi + σj ≥ ρi + ρj − 4Ds.

If (i, j) /∈ Qa ×Qa, then ρi + ρj ≥ 100Ds, and hence

σi + σj ≥ 1
2(ρi + ρj) + 46Ds.

It follows from (131), after decreasing c and increasing P , that

|a(a)
ij |1(i,j)/∈Q2

a
≤ t−P e−ctDse−ct(ρi+ρj). (140)

The inverse of a real symmetric active matrix with damping −it diag(p) has norm at most
C/t. Thus |h(a−1)

ij | ≤ Ct−1/2, and (140) also holds for the absolute values of the tail entries
of ∆K(a) and ∆F (a), after increasing P .

On the d-dimensional torus, uniformly in its side length, for every fixed q ≥ 0 and
0 < t ≤ 1, ∑

z

e−ct dist(i,z) dist(i, z)q ≤ Cd,qt
−d−q. (141)

For q = 0 take 00 = 1. Indeed, counting coordinate representatives of minimal length gives
at most Cd(1 + s)d−1 sites in the shell s ≤ dist(i, z) < s + 1. The sum is bounded by
Cd,q

∑
s≥0 e

−cts(1 + s)d+q−1, which is at most the right side by comparison with its integral.
In particular the zeroth and second moments cost Ct−d and Ct−d−2. Distinctness of the
anchors and the triangle inequality consequently give∑

a

e−ct(dist(i,za)+dist(j,za)) ≤ Ct−de−ct dist(i,j)/2.

Therefore the sum of all tail kernels has row and column sums at most t−P e−ctDs . The same
conclusion holds after arbitrary restrictions to survivors or to a committed prefix.
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To use the same tail in the energy form, extend the fixed α by zero to the torus. For
every lattice displacement u, a shortest nearest-neighbor path and Cauchy–Schwarz give∑

i

|vi+u − vi|2 ≤ dist(0, u)2∥∇v∥2
2. (142)

Apply the row-sum bound to the α differences and (142) to the v differences. Equations
(140)–(141) then imply∑

a

∑
(i,j)/∈Q2

a

|∆F (a)
ij | |fi − fj |2 ≤ t−P e−ctDs(∥α∥2

2 + ∥∇v∥2
2). (143)

We henceforth denote such bounds by εt times the indicated norm, where εt = t−P e−ctDs

with P allowed to increase. Because tDs ≍ t−7−ν , εt is smaller than every fixed positive
power of t. Since b ≤ 1, the right side of (143) is at most εt(∥α∥2

2 + b−1∥∇v∥2
2).

The diagonal, fourth powers, and K. For a site surviving a prefix, its diagonal
increments telescope. There are at most Ct−dν halos Qa containing that site. Their near
increments obey |∆g(a)

ii | ≤ Ct.42δ; all other increments sum to at most εt, by (140) and
∆g = a(a)/

√
t. Together with (129), this proves (133). In particular, at every committed

prestate the Ward identity gives∑
j

|hij |2 ≤ qi/min
j
pj ≤ C. (144)

The first two bounds in (130) imply∑
j

|a(a)
ij |4 ≤ max

j
|a(a)

ij |2
∑

j

|a(a)
ij |2 ≤ Ct1+1.09δ.

For the near pieces, Minkowski’s inequality in ℓ4, followed by halo overlap, costs at most

Ct−dνt(1+1.09δ)/4 = Ct.0225δ−dνH
1/4
∗

per row. The sum of the ℓ4 norms of the tail rows is at most their summed ℓ1 norm, which is
bounded by εt. Telescoping on the final surviving columns, and observing that discarding
columns decreases the initial row norm, proves (134). The strict final inequality holds because
.0225δ − dν > 0.

For K, at a committed prestate (144) and Cauchy–Schwarz yield

∑
j

|∆K(a)
ij | ≤ 2

∑
j

|hij |2
1/2∑

j

|a(a)
ij |2

1/2

+
∑

j

|a(a)
ij |2 ≤ Ct.125δ.

The matrices are symmetric, so the same bound holds for column sums. The near pieces
have at most Ct−dν overlapping row supports, and the tails have norm at most εt. On Ak

the exact telescoping identity is

K(k) = K(0)|Ak×Ak
+
∑
a≤k

∆K(a)|Ak×Ak
.

The row and column sum bound therefore gives ∥K(k)∥ ≤ ∥K(0)∥ + Ct.125δ−dν + εt, which
implies (132).
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The local energy of a survivor change. We now estimate the near part of the first
term in (139) using the common split fixed above. For nonnegative symmetric weights wij

supported in Q2
a, let li =

∑
j wij , L∞ = maxi li and L1 =

∑
i li. The difference inequality and

Lemma 3.3 give ∑
i,j

wij |fi − fj |2 ≤ CL∞∥α∥2
2,Q′

a∩A0 + C
∑

i

li|vi − ca|2

≤ C
(
L∞ + bL1/3

∞ L
2/3
1

)
Wa. (145)

Apply this with wij = |a(a)
ij |2 on surviving pairs. By (130) and b = tn0t ≤ t,

L∞ ≤ Ct.25δ, L1 ≤ Ct−1−.47δ, bL1/3
∞ L

2/3
1 ≤ Ct1/3−.23δ.

Since 1/3 − .23δ > .25δ for δ = .01, we obtain∑
i,j∈Qa∩Aa

|a(a)
ij |2|fi − fj |2 ≤ Ct.25δWa. (146)

For the old factor in the cross term, apply the preceding-prefix bound (138) with a local
extension. Choose a cutoff χa equal to one on Qa, supported in Q′

a, and with |∇χa| ≤ C/Ds.
Set F = χaα+ χa(v − ca)|A0 . Cube Poincare gives

∥∇[χa(v − ca)]∥2
2 ≤ C

(
∥∇v∥2

2,Q′
a

+D−2
s ∥v − ca∥2

2,Q′
a

)
≤ C∥∇v∥2

2,Q′
a
,

and hence W (F ) ≤ CWa. Differences of F agree with those of f on Q2
a. The old Laplacian

edge weights pipj |hij |2 are nonnegative; therefore (138) bounds their near commutator energy
by CWa. Weighted Cauchy–Schwarz with (146) proves that the near survivor-edge change
has absolute form at most

Ct.125δWa. (147)

Indeed its cross term costs the square root of CWa · Ct.25δWa, and its quadratic term costs
Ct.25δWa. The bounded factors pipj only alter the constants.

The old energy carried through Oa. We next estimate Ba, the second term in (139).
Test the old Schur minimum with the constant choice fx = ca for all x ∈ Oa. This gives

0 ≤ Ba(f |Aa) ≤ C
∑

i∈Aa

∑
x∈Oa

F
(a−1)
ix |fi − ca|2. (148)

All old edges with both endpoints in Oa vanish for this trial.
For i ∈ Qa, put li =

∑
x∈Oa

F
(a−1)
ix . The row estimate above gives fourth-power rows

below .8H∗ at the old state a− 1. Cauchy–Schwarz and |Oa| ≤ Cnh imply

max
i
li ≤ C

√
nhH∗ = Ct.27δ.

By symmetry and (144),
∑

i li ≤ Cnh ≤ Ct−1−.46δ. Thus

b(max
i
li)1/3(

∑
i

li)2/3 ≤ Ct1/3−(13/60)δ ≤ Ct.27δ.

Apply Lemma 3.3 to the v − ca term in (148), and the supremum bound to its α term. The
resulting near contribution is at most Ct.27δWa.
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The far part of this constant trial uses the old terminal geometry. If i /∈ Qa and x ∈ Oa,
then

dTa−1(i, x) ≥ 1
2(dist(i, za) −Ds) −m′ ≥ cdist(i, za).

The old Combes–Thomas bound of Lemma 5.1 therefore gives, after summing the at most
Cnh removed sites, ∑

x∈Oa

F
(a−1)
ix ≤ t−P e−ctDse−ct dist(i,za).

In (148) use
|fi − ca|2 ≤ 3

(
|αi|2 + |vi − vza |2 + |vza − ca|2

)
.

After summing distinct anchors, the first two terms are bounded by (141) and (142), respec-
tively. For the last term, cube Poincare gives the sufficient pointwise estimate

|vza − ca|2 ≤
∑
Q′

a

|v − ca|2 ≤ CD2
s∥∇v∥2

2,Q′
a
.

Summing the far weights costs Ct−d, and summing these local gradient energies costs the
halo overlap Ct−dν . All remaining factors are powers of t−1, absorbed into εt. Hence the
total far contribution from the Schur trials is at most

εt(∥α∥2
2 + b−1∥∇v∥2

2). (149)

Closing the comparison induction. Use the decomposition (139). Equations (147),
(143), and (149), followed by halo overlap, imply for the current prefix and the one fixed split
of f that

|Sk(f)| ≤ Ct.125δ
∑
a≤k

Wa + εt(∥α∥2
2 + b−1∥∇v∥2

2)

≤
(
Ct.125δ−dν + εt

)
(∥α∥2

2 + b−1∥∇v∥2
2).

Take the infimum over all splits and use W ≤ CD0. Since

.125δ − dν = .12499δ > .10δ,

the resulting estimate is at most 1
2 t

.10δD0(f) for sufficiently small t. This is a strict improve-
ment of the induction bound. It also makes the kernel of D0 + Sk precisely the constants.
Since Ak is nonempty, its Schur pivot on Ek exists. The zero extension of Lk and associativity
of Schur complements now give

SchurEk
(D0 + Sk) = SchurOk

(Dk−1 + Lk) = SchurOk
Dk−1 + Lk = Dk.

This continues (137) and gives the constant kernel of Dk. Thus the form induction closes.
The diagonal and row estimates proved above also preserve the trial-start margins. The
application uses no comparison for D or cap on K at an intermediate heat of a provisional
trial.

Finally (137) holds also at prefix k. For a neutral charge supported in Ak, inversion of a
Schur complement gives the inverse quadratic form of D0 + Sk on its zero extension. The
inequalities (1 − ϵ)D0 ≤ D0 + Sk ≤ (1 + ϵ)D0 therefore imply (136) by inversion on the space
modulo constants.
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7.3 Resetting the diagonal

The completed stage has changed the resolvent while keeping r frozen. We restore the relation
ri = gii by a small deterministic change in r. This is the only reset between consecutive
ordinary sweeps.

Proposition 7.4 (Diagonal reset). Let g = (M − t diag r)−1 on a nonempty active set, where
M is real symmetric, r is bounded, and 0 < c ≤ pi = ℑri ≤ C. Assume kerD = C1. Suppose
qi = ℑgii ≤ C, the lag e′ = diag(g)− r satisfies ∥e′∥∞ = o(t.36δ) uniformly in the construction
parameters, and

∥K∥ < 1
2 , ∥(I −K)−1∥∞→∞ ≤ C log(1/t).

For small t there is a measurable vector ζ, with ∥ζ∥∞ ≤ t.35δ, such that for r′ = r + ζ and
g′ = (M − t diag r′)−1 one has g′

ii = r′
i. Writing ρ = ∥ζ∥∞, the changes satisfy

max
i

∥∆hi∥2 ≤ Cρ, max
i,j

|∆hij | ≤ C
√
t ρ, max

i
∥∆hi∥4 ≤ Ct1/4ρ, (150)

∥K ′ −K∥ ≤ Cρ, (1 − Cρ)D ≤ D′ ≤ (1 + Cρ)D. (151)

Here D′ uses p′ = ℑr′, which remains in a fixed positive bounded range. The corresponding
inverse forms on neutral charges change by a factor 1 +O(ρ).

Proof. The dissipative inverse bound gives ∥g∥ ≤ C/t, and Ward gives

∥gi·∥2
2 = t−1∑

j

|hij |2 ≤ C/t.

For a vector z in a sufficiently small fixed ℓ∞ ball, put Z = diag z and gz = (M−t diag(r+z))−1.
The Neumann series converges because ∥tZg∥ ≤ C∥z∥∞. Its first diagonal derivative is
t
∑

j g
2
ijzj = (Kz)i. Thus

diag(gz) = diag(g) +Kz + R(z), ∥R(z)∥∞ ≤ C∥z∥2
∞. (152)

For completeness, every diagonal term of order k ≥ 2 is bounded using the two endpoint rows
and k − 1 intervening operator norms:

tk(Ct−1/2)2(Ct−1)k−1∥z∥k
∞ ≤ Ck+1∥z∥k

∞.

The same expansion, replacing one factor of z by z − w, proves

∥R(z) − R(w)∥∞ ≤ Ca∥z − w∥∞ if ∥z∥∞, ∥w∥∞ ≤ a.

There is no volume or negative power of t in either constant.
Set P = (I −K)−1. The reset equation is

z = P (e′ + R(z)).

Take a = t.35δ. The image of the radius-a ball has radius at most

C log(1/t)
(
o(t.36δ) + Ct.70δ) = o(a),

and its Lipschitz constant is at most C log(1/t)t.35δ = o(1). It is therefore a contraction. Its
unique fixed point in that ball is ζ. Iteration from zero proves measurability in the initial
data. For small t, its imaginary part cannot move p out of a fixed positive bounded range.

The exact resolvent identity, in the h normalization, is

∆h = h
√
t diag(ζ)h′.
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Both old and new inverse operator norms are O(t−1); their endpoint row norms in the h
normalization are bounded. For the new rows this follows also by multiplying an old row
by the convergent Neumann factor. The identity gives ∥∆hi∥2 ≤ Cρ, and Cauchy–Schwarz
using its two endpoint rows gives |∆hij | ≤ C

√
t ρ. Interpolating these two estimates proves

∥∆hi∥4 ≤ Ct1/4ρ. Since∑
j

|K ′
ij −Kij | ≤ ∥∆hi∥2(∥h′

i∥2 + ∥hi∥2) ≤ Cρ,

symmetry and the row-sum bound prove the norm assertion for K.
For a real diagonal potential f , put B =

√
t diag(ζ). Then h′ = (h−1 − B)−1 and

[f,B] = 0, so [f, h′] = h′h−1[f, h]h−1h′. Factoring the outside matrices gives the exact
identity

[f, h′] = (I − h
√
t diag ζ)−1[f, h](I −

√
t diag ζ h)−1. (153)

Write the two outside factors as L and R. Each, and each inverse, differs from identity by
O(ρ) in operator norm, since ∥h∥ = O(t−1/2). Keep the nonconstant p factors explicitly: if
Pp = diag(√p) and Cf = Pp[f, h]Pp, then

Pp[f, h′]Pp = (PpLP
−1
p )Cf (P−1

p RPp).

The outside factors and their inverses are I +O(ρ), because Pp and P−1
p have bounded norm.

Their multiplication changes the Hilbert–Schmidt norm by two-sided factors 1+O(ρ). Finally
p′

i/pi = 1 +O(ρ) uniformly, so replacing Pp by Pp′ has the same relative cost. Because

2D(f) = ∥√
p [f, h]√p∥2

HS,

we obtain (151). These two-sided inequalities preserve the constant kernel, and inversion on
the neutral subspace proves the final assertion.

7.4 Closure of the deterministic induction

We can now return from a completed stage to the same assumptions with which the next
stage begins. The probabilistic work in the next section will control how many pending sites
remain; the result here applies pathwise to every finite history produced by the trial rules,
with numerical rollback on failure.

Proposition 7.5 (Uniform stage bounds). Choose the fixed energy window and the initial-
ization constants as in Proposition 3.6. For sufficiently large n0, uniformly in m ≥ 4n0 and
in the fixed energy in that window, the following statements hold along every finite history
produced by the ordinary-sweep and clearing rules, with failed trials rolled back. At each com-
pleted stage start the diagonal fixed-point relation, the three comparisons (7), the fourth-row
bound maxi

∑
j |hij |4 ≤ t1+δ, and ∥K∥ ≤ 1/3 hold. The vectors r remain bounded with their

imaginary parts in one fixed positive bounded range. The low comparison constants remain in
fixed positive bounded ranges, and the rough high constant C0 can be chosen independently of
the stage. The kernel of D consists of the constants, at least N/2 sites remain active, and the
terminal metric satisfies (128).

During a clearing stage, every committed prestate has lag o(t.36δ), fourth-row sums below
.8t1+δ, and the comparison bounds furnished by Proposition 7.3. No comparison for D or
bound on K is asserted at a provisional heat prefix. All constants and smallness thresholds
are independent of the history and of the torus volume.
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Proof. Initialization supplies the assertions at the first stage, with ∥K∥ = o(1). Enlarge
the permitted bounds on r, p, and the low comparison constants by fixed factors, retaining
positive lower bounds. We show that the estimates obtained under these enlarged ranges
remain inside them. The form equivalence D ≍ W used below follows from the upper rough
comparison for X, and from the two lower bounds X ≥ cbΛ+ and X ≥ cI.

Apply Proposition 5.8 at the old scale told, and write t = θtold. On neutral physical-site
charges define the comparison form

X = θXold + (1 − θ) diag(p−2), (154)

The exact reserve-port identity in Lemma 4.1 identifies X with θX0 restricted to reserve
charges, where X0 is the duplicated stage-start inverse form. Proposition 5.8 places the
actual post-sweep inverse form between (1 − ϵ)X and (1 + ϵ)X , with ϵ = Ct.10δ

old . The low
scale changes from bold to θbold. The physical lag after the sweep is O(t.42δ), its fourth-row
sums are below .7t1+δ, and its K norm has increased by at most Ct.10δ

old .
If this stage is within the clearing cutoff, consider its snapshot components in their

prescribed order. The post-sweep state satisfies (129): its lag and row margins were just
obtained, and the form equivalence supplies its comparison. At the first trial, and then at any
trial whose preceding prefix has the bounds of Proposition 7.3, the lag and row hypotheses of
Proposition 6.6 hold. The location induction of Lemma 7.2 applies throughout the stopped
trial. On DONE, the heat and core calculation following Proposition 7.3 supplies its two
operation inputs for the new numerical endpoint. Applying that proposition to the enlarged
prefix gives a total relative form error O(t.10δ). Its proof bounds the total K increment
by Ct.125δ−dν and the final lag by Ct.42δ−dν = o(t.36δ). In fourth-row norm the cumulative
change, divided by t(1+δ)/4, is O(t.0225δ−dν) = o(1). For large n0 it moves the sweep’s .7 bound
to a bound strictly below .8, uniformly at every committed prefix. These bounds supply the
starting margins for the next component. Failed trials restore the previous analytic state;
their new pending marks do not alter any of these bounds. If no clearing is scheduled, the
sweep endpoint itself has the stronger required estimates.

The committed endpoint has ∥K∥ < 1/2 once the total summable increments are chosen
small. Lemma 5.2, applied with its lag and the terminal metric, gives ∥(I −K)−1∥∞→∞ ≤
C log(1/t). Proposition 7.4 now restores gii = ri. Its fourth-row norm cost relative to t(1+δ)/4

is
Ct1/4t.35δ/t(1+δ)/4 = Ct.10δ = o(1).

The full fourth-row bound is therefore restored. Its form error is O(t.35δ), and the change of
r and the additional K cost are bounded by the same power.

It remains to check the three individual comparison constants. For the sharp upper bound,
(154) transforms the diagonal coefficient 1 + tκold into 1 + θtκold. Clearing, sweep, and reset
change this by O(t.10δ

old ); the change from p to p′ at reset has the smaller error O(t.35δ). For
θ ∈ [.25, .625], continuity and κ < 1 give

inf
θ∈[.25,.625]

(θκ − θ) > 0.

Thus, for small told,
1 + θtκold + Ct.10δ

old ≤ 1 + (θtold)κ,

because .10δ > κ = .005δ. For the rough upper bound the high coefficient is at most

(1 + o(1))
(
θC0 + C

)
.

Choosing C0 large first and n0 large second keeps this below C0, since θ ≤ .625. Both low
comparison coefficients change only by factors 1 +O(t.10δ

old ); the lower factor is interpreted as
1 −O(t.10δ

old ).

77



All these errors are bounded by a constant times 4−cn for a fixed c > 0. Their sum from n0
onward can be made arbitrarily small, and the corresponding positive products stay bounded
above and away from zero. This closes the enlarged ranges for the low constants, r, and p. It
also keeps ∥K∥ ≤ 1/3, using the initialization margin and the summable norm increments.
Bounded p, q give ∥D∥ ≤ C, hence X ≥ cI on neutral charges. Relative form comparisons
and Schur complementation preserve the one-dimensional constant kernel. The geometry and
active-count bounds are supplied independently by Lemma 7.2. After the clearing cutoff the
terminal set no longer changes, and the permissible metric defect t−1.03 only increases as t
decreases, so the same metric bound continues to hold.

Finally, if aλ = (λ2/3)4n0 , then aλ ∈ (1/4, 1] and tn = aλ(4−n + 4−m). The geometric
sums and smallness choices above are therefore uniform in m and in the energy after the
initialization window has been fixed. One fixed dimension-dependent lower threshold for n0
suffices simultaneously for all m ≥ 4n0, aλ ∈ (1/4, 1], and E ∈ Id. For d ≥ 4, the intrinsic
choice of the final disorder threshold will be made in Definition 8.2 after the probability
estimates. The argument proves preservation along every finite history produced by the rules;
almost-sure termination of ordinary retries is a separate consequence of their conditional
failure bound, used in the next section.

8 Failure histories and removal of pending sites
We now use the conditional trial bounds to show that all pending sites disappear with high
probability before the last half of the scales. A final sweep will then replace every remaining
partial potential by its true value. Throughout this section, the dimension d ≥ 3, the energy
E ∈ Id, and the coupling λ are fixed. Probabilities initially include the auxiliary randomness
used in the construction, and every cutoff below may depend on d.

At the start of a reached scale n, a coupled active site has used exactly its first n−n0 true
digits and no digit in its remaining suffix has been queried. The ordinary rules in Section 5
and the clearing rules in Section 7 prove this invariant; Lemma 2.2 supplies the conditional
law of the unqueried coordinates. Pending is a conservative status at which the construction
makes no such claim; a pending site can leave that status only by becoming a committed
terminal. In particular, the same invariant survives a numerical rollback: the affected active
sites are marked pending, while the revealed answers stay in the retained history.

At each scheduled trial start reached after a finite history produced by these rules,
including histories with failed trials, these checks verify the random-input hypotheses of
Propositions 5.8 and 6.6. The ordinary argument also proves, by successive conditioning, that
auxiliary retries terminate almost surely. Each clearing trial has a finite heat limit. Its ridge
choices and the diagonal reset after a stage are measurable functions of the known numerical
state, so neither exposes further randomness. At fixed m there are finitely many scales, tiles,
and snapshot components, so the construction reaches each subsequent scheduled trial after
an almost surely finite number of operations. We use these conditional conclusions below;
the numerical bounds along committed states are the pathwise conclusion of Proposition 7.5.

8.1 Birth labels and chronological probability bounds

A birth is a first tile-trial failure in a one-digit sweep or a failed clearing trial. Give a one-digit
sweep from scale j − 1 to j the post-sweep index j. The late-failure bound below treats the
final residual sweep separately. A birth label consists of this index, its type, and its tile or
snapshot-component anchor. Tile and clearing labels are distinct even when their physical
anchors coincide. Each birth assigns its label to every site covered by that failure’s marking
rule, replacing any label the site already carried. At the end of each clearing stage, including
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the last stage before the cutoff check, every pending site thus carries its latest birth label.
There is a deterministic ordering of all possible labels: increasing scale, the prescribed

tile order within each sweep, and then increasing site order for possible clearing anchors. At
an anchor absent from the frozen snapshot, or belonging to a component too large to be
attempted, insert a skipped slot. Auxiliary retries create no further birth labels. Use one
designated site as the label anchor for every one-digit tile. After a global abort, continue this
bookkeeping list by recording all remaining slots as skipped. The list of possible labels is
deterministic even though eligibility of a particular clearing anchor and the time spent on
earlier retries depend on history.

Let Ba be the indicator of a birth at a potential label a, with value zero at a skipped
slot, and let F−

a be the retained history just before that slot. In the operation filtration of
Lemma 2.2, the time at which this slot is reached is a stopping time: the preceding queries,
trial outcomes, and decisions to schedule or skip a slot are all recorded. It is almost surely
finite by the retry bound above. Thus F−

a is the corresponding stopped history, and whether
the slot is scheduled is F−

a -measurable. The uniform conditional trial estimates imply, for
some fixed c > 0 and sufficiently large n0,

E(Ba | F−
a ) ≤ pj(a), pj = exp(−4cj). (155)

Here the exponent has been decreased to absorb fixed constants and the one-unit difference
between sweep and post-sweep indices. Indeed, writing aλ = (λ2/3)4n0 gives

1
4 < aλ ≤ 1, tj = aλ(4−j + 4−m), 1

44−j < tj ≤ 2 4−j (j ≤ m). (156)

For any distinct, deterministically specified labels a1 < · · · < as,

P(Ba1 = · · · = Bas = 1) ≤
s∏

b=1
pj(ab). (157)

To prove this, the product of the first s − 1 indicators is measurable before the last slot.
Apply (155) to the last indicator and repeat backwards. The stopped histories include every
query made during the almost surely finite intervening retries. Hence their random durations
do not affect the chronological argument. Equation (157) does not assert independence of
births. Adaptive anchors will be handled by a union over deterministic possible labels.

8.2 Witnesses for a surviving pending site

The remaining task is to exploit the small conditional probabilities of births. Pending sites
can survive a clearing stage without a new failure only by belonging to a component too large
to clear. Such a component provides many separated pending sites at a much earlier scale.

An eligible component at scale j has at most t−ν
j sites. Its Rj-connectedness and the

inspection radius imply that every site marked by its failed trial lies at distance at most

Ct−ν
j Rj + ℓj ≤ C4(8+ν)j (158)

from its anchor. The same bound holds for a tile birth, whose marks lie in a tile of side
46(j−1).

After clearing stage j, every pending site is either a mark of a failure at that stage or
belongs to a huge snapshot component, meaning one with more than t−ν

j vertices. This
includes pending marks made during the preceding sweep, since they were present when the
snapshot was taken. Eligible components disappear on success and receive a new label on
failure. Separation and the pivot-locality argument in Section 7 prevent another component’s
trial from touching a huge component.
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We also use the following persistence observation. If a site is pending at the end of stage
j and its latest birth index is at most r < j, then it was pending at the end of stage r. It
could not have become coupled in between, and if it had become terminal it could never have
been marked again.

Proposition 8.1 (Pending-site bound). There is a constant ch > 0 such that, after increasing
the fixed lower cutoff n0 if necessary, for every n0 ≤ j ≤ ⌊m/2⌋ and every torus site x,

P(x is pending at the end of stage j) ≤ exp(−4chj).

All constants are uniform in m,E, λ in the stated ranges.

Proof. Put

αh = ν/(100d), βh = 0.2ν, Wj = 410j , r = ⌊αhj⌋, kj = ⌊4βhj⌋.

The radius Wj will contain both the possible reach of a stage-j failure and the connected
exploration of a huge component near the root. Passing to the much earlier scale r makes
a ball of radius 3Wr small compared with that component. We will retain only kj of the
separated older sites obtained this way. The estimates below verify these three uses of the
choices.

We define a deterministic family of finite rooted trees, called witnesses. A leaf of a scale-j
witness rooted at x specifies one birth label of index s with n0 < s ≤ j and s > r, whose
anchor is within distance Wj/2 of x. Alternatively, when r ≥ n0, an internal vertex specifies
kj child centers within distance Wj/2 of x, separated from each other by more than 3Wr,
and a scale-r witness at each child. The family at scale n0 is empty, since there are initially
no pending sites. The scales strictly decrease down a branch, so every tree is finite.

Extracting a witness and separating its leaf labels. We first show that a pending
site yields a witness all of whose leaf births occurred. A site newly marked by a clearing
failure has a stage-j birth nearby, giving a leaf by (158). Otherwise it lies in a huge snapshot
component. Explore a connected set of

Mj = ⌊t−ν
j ⌋ + 1 ≥ c14νj

distinct vertices starting at x. Each is within distance MjRj ≤ C4(8+ν)j of x. If one has
latest birth index s > r, its birth anchor is within C4(8+ν)j + C4(8+ν)s < Wj/2 of x, once n0
is large. This again gives a leaf.

If no such latest birth exists, all explored sites were pending at end r, by persistence.
Necessarily r ≥ n0. A ball of radius 3Wr contains at most

CW d
r = C410dr ≤ C40.1νj

sites. Greedy packing of the explored set therefore supplies at least c240.9νj centers with the
required separation, more than kj for sufficiently large n0. Choose kj and recursively extract
their witnesses. Their centers lie within Wj/2 of x.

Every birth anchor in a scale-j witness is within Wj of its root. For a leaf this is immediate.
For an extracted branch it follows from

C4(8+ν)j +Wr < Wj .

For the entire deterministic witness family the same conclusion follows from Wj/2+Wr < Wj .
Thus different child witnesses have disjoint sets of possible physical birth anchors: their
support balls have radius Wr and centers more than 3Wr apart. Induction shows that all
leaf birth labels in a witness are distinct. This is the reason for spatial separation; no spatial
independence is needed.
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Summing deterministic witness weights. First fix a deterministic possible witness tree,
including all its centers and leaf labels. Its leaves have distinct labels, so (157) bounds the
probability that all its leaves occur by the product of their ps’s. Assign this product as the
tree’s weight. Let Zj be the supremum over roots of the sum of these weights over all allowed
scale-j witnesses, and put Zn0 = 0. The deterministic family is finite at every scale. A union
bound now bounds the pending probability by Zj . The adaptive extraction above proves
only existence of a member of this family; we do not condition on the tree extracted from a
realized component. A related expansion into deterministic trees of separated lower-scale
events appears in Sznitman’s treatment of cascading events [24, Definition 3.1 and proof of
Theorem 3.4]. Here the chronological conditional bound (157) supplies the product weight
for distinct birth labels.

There are at most CjW d
j possible leaf labels, since there are at most j scales, two types,

and CW d
j anchor positions. In counting branches, order the child centers and discard their

separation constraint to obtain an upper bound. Hence

Zj ≤ CjW d
j exp{−4c max(n0,r)} + (CW d

j Zr)kj , r = ⌊αhj⌋. (159)

The second term is absent when r < n0, and vanishes at r = n0.

Closing the numerical recursion. Choose

ch = min{cαh/4, ν/20} > 0. (160)

Then ch < cαh and βh + chαh − ch ≥ .15ν > 0. We prove Zj ≤ e−4chj by induction. The leaf
term in (159) requires care when αh is tiny. If r < n0, then

j < (n0 + 1)/αh, chj ≤ c(n0 + 1)/4.

Its logarithm is at most

log(Cj) + 10dj log 4 − 4cn0 ≤ −4chj − log 2

after one fixed increase of n0: the entropy is Od(n0/αh), whereas 4cn0 dominates both that
quantity and 4c(n0+1)/4. This treats the entire, possibly very long, nonrecursive range. If
r ≥ n0, use j < (r + 1)/αh and chj ≤ c(r + 1)/4 instead. Now 4cr dominates the entropy
Od((r+ 1)/αh) and the target exponent 4c(r+1)/4, uniformly for r ≥ n0. The same half-bound
for the leaf term follows. These thresholds depend on d but not on m.

For the second term, assume r ≥ n0 and Zr > 0; otherwise it vanishes. A single fixed
increase of n0 ensures, for every integer u ≥ n0,

4chu ≥ 2
(

logC + 10d log 4 u+ 1
αh

)
. (161)

Such a choice is possible because exponential growth dominates the fixed linear function on
the right. Since j < (r + 1)/αh, the induction hypothesis now gives

log(CW d
j Zr) ≤ −1

24chr.

Using kj ≥ 4βhj/2 and r ≥ αhj − 1, we obtain

(CW d
j Zr)kj ≤ exp{−1

44−ch4(βh+chαh)j} ≤ 1
2e

−4chj
.

Together with the first half-bound this closes the induction. Condition (161) explicitly
includes the first recursive scales, when the parent index can be nearly n0/αh; it requires no
dependence of n0 on m.

Finally, these geometric counts are valid on the torus. Since j ≤ ⌊m/2⌋, every support
radius is at most Wj ≤ 45m, whereas the side is 420m. All exploration and separation estimates
therefore use the same uniform d-dimensional ball bounds as on the lattice.

81



8.3 The cutoff and the last true-tail sweep

We can now finish the finite-volume construction. Write J = ⌊m/2⌋. Proposition 8.1 and the
volume N = 420dm give

P(some site is pending at end J) ≤ exp{20dm log 4 − 4chJ} −→ 0. (162)

Abort if this event occurs. Otherwise every active site is coupled. Thereafter no clearing is
scheduled, so a new pending site would have no later route to a committed terminal before
the final sweep. We therefore perform ordinary sweeps without clearing and abort at the first
first-trial failure. There are at most (m+ 1)N possible tile trials in these stages, including the
final sweep. Give a trial after a previous abort failure indicator zero. Successive conditioning
and the uniform trial bound yield

P(a later ordinary failure before abort) ≤ C(m+ 1)N exp(−4cJ) −→ 0, (163)

decreasing c once more if necessary. No independence between the late trials is asserted.
These two errors are also small uniformly over every m ≥ 4n0, once n0 is sufficiently large.

Indeed, with q = min(c, ch) > 0 and a = 20d log 4, their sum is at most

[1 + C(m+ 1)] exp{am− 4q(m/2−1)}. (164)

Choose a dimension-dependent M so large that for all m ≥ M , 4q(m/2−1) ≥ (a + 2)m and
1+C(m+1) ≤ em. Then (164) is at most e−m whenever m ≥ 4n0 ≥ M . The scale comparison
(156) makes this estimate uniform in aλ ∈ (1/4, 1] and E ∈ Id as well.

Consider a retained history that reaches the start of scale m without abort. Every active
site is still coupled, so its true residual ξi has not been queried. Lemma 2.2 gives its uniform
law with variance sm = η, conditionally independent between sites. Reaching this stage is
decided by retained information; the law does not condition on eventual success of the final
sweep. For that sweep take

t = 2η, w = θ = 1
2 , ξ0,i = ξi/

√
w =

√
2 ξi.

Then, conditional on its pre-query history,

Eξ0,i = 0, Eξ2
0,i = t, |ξ0,i| ≤

√
3t.

These are the bounded-input moment hypotheses of Proposition 5.8. The entire residual,
rather than one digit, may therefore be consumed in this final sweep. If k = w1/4 and
rbit = k2rphys, the physical diagonal update is exactly

k2(ξ0,i + trbit) =
√
w (ξi/

√
w + t

√
w rphys) = ξi + ηrphys.

It inserts the full true residual and leaves the artificial term −ηrphys from the previous
−2ηrphys. The reserve normalization is

√
θt = √

η. No reset is needed after this sweep.

Completion of the proof of Proposition 2.1. Initialization and Proposition 7.5 provide the
committed-state invariants throughout the construction. Lemma 2.2, together with the
ordinary and clearing query rules verified in Sections 5 and 7, supplies all conditional random-
input hypotheses, including after failed trials. Preliminary auxiliary retries terminate almost
surely. By (162) and (163), with probability 1 − om(1) the cutoff finds no pending site and
every subsequent sweep, including the whole-tail sweep, succeeds.

On that event all terminal sites have their exact true potentials, and the last sweep makes
every remaining active potential true as well. The active set A has cardinality at least N/2 by
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the deterministic induction. Its final frozen coefficients satisfy |ri| ≤ C and c ≤ ℑri ≤ C; the
endpoint diagonal-lag bound of the last ordinary sweep gives an active diagonal imaginary
part at least a fixed positive constant. The final active inverse is precisely the Schur inverse of

Hm − E − η diagA r.

The true terminal principal block is invertible on the probability-one event established in
Section 2, and the active Schur block has strictly negative definite imaginary part before
inversion. Thus the full inverse exists and has the asserted active diagonal entries.

The analytic interpolation exponents remain 4/3, 2/3 in all dimensions: Section 3 proves
a deliberately weaker Fourier bound requiring only d ≥ 3. The common choice of ν leaves
dν = 10−5δ, below every analytic gain consumed by packing. The additional factor d in the
history scale ratio is needed for the count of spatial witnesses in Section 8.

All numerical lower bounds on n0, including (161), are fixed independently of m, aλ ∈
(1/4, 1], and E ∈ Id. For every starting index above this dimension-dependent cutoff, the
certificate probability tends to one as m → ∞ and is at least 1/2 uniformly for all m ≥ 4n0
after a further fixed increase of the cutoff. This proves the certificate with its stated uniform
constants.

Although A and r may depend on both true and auxiliary variables, the true potential
vector has its prescribed iid law as the unconditional marginal of the enlarged space. Each
joint success witnesses the assertion in the true variables that a qualifying certificate exists for
Hm. Section 9 proves that this feasibility event is Borel. Its probability under the true product
law is at least the joint success probability. The spectral averaging is then unconditional
under that law.

8.4 An intrinsic positive disorder threshold

In this subsection only, fix d ≥ 4. We specify its threshold by finite matrices and a fixed success
probability. This avoids leaving an arbitrary choice among the many smallness constants in
the preceding estimates. For d = 3 we retain the existential threshold in Proposition 2.1.

Definition 8.2 (Finite-box threshold). For the fixed dimension d ≥ 4, let n∗(d) be the least
integer k ≥ 10 with the following property. For every pair of integers n0 ≥ k and m ≥ 4n0,
every u ∈ (1/4, 1], and every E ∈ Id = −2d+ (1/200, 1/100), set

L = 420m, N = Ld, λ(n0, u) =
√

3u 2−n0 , η = u4−m.

Let Hm,n0,u be the true periodic negative-hopping Anderson matrix on (Z/LZ)d with inde-
pendent uniform [−1, 1] variables and coupling λ(n0, u). With probability at least 1/2, there
must exist a set A and coefficients r = (ri)i∈A such that

|A| ≥ N/2, |ri| ≤ k, ℑri ≥ 1/k (i ∈ A),
Gcert

A := (Hm,n0,u − E − η diagA r)−1 exists, ℑ(Gcert
A )ii ≥ 1/k (i ∈ A).

(165)

The probability here is taken only over the true site variables. Define

λd =
√

3 2−n∗(d). (166)

Proposition 8.3 (Existence and measurability of the threshold). The feasibility event in
(165) is Borel, and the set of integers in Definition 8.2 is nonempty. Consequently λd > 0.
For every fixed 0 < λ < λd, every m ≥ 4n0, and every E ∈ Id, the true operator at coupling
λ satisfies (165) with k = n∗(d) and certificate probability at least 1/2.
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Proof. First fix k, n0,m, u,E and A. Write

BA(ω, r) = Hm,n0,u(ω) − E − η diagA r.

The product of the potential cube [−1, 1]N and

RA(k) = {r ∈ CA : |ri| ≤ k, ℑri ≥ 1/k}

is compact. For each positive integer q, impose on this product the additional conditions

| detBA(ω, r)| ≥ 1/q, ℑ(BA(ω, r)−1)ii ≥ 1/k (i ∈ A).

The inverse is continuous on the determinant-bounded set, so the resulting set is compact.
Its projection onto the potential coordinates is compact. Taking the countable union over
q and the finite union over A with |A| ≥ N/2 gives exactly the feasibility event, hence a
Borel set. This argument uses the full finite matrix, without any extra condition on a Schur
denominator.

For existence, all constants and starting-index requirements in Proposition 7.5 and the
witness proof depend only on d and on the fixed window. They are uniform in u ∈ (1/4, 1]
because tn = u(4−n + 4−m) ≍ 4−n. Equation (164) makes the total failure probability at
most 1/2 simultaneously for every m ≥ 4n0 once n0 exceeds one fixed cutoff. On success
the certificate has uniform bounds |ri| ≤ Cr, ℑri ≥ cp, and ℑGcert

ii ≥ cg, with all three
constants positive where appropriate. Choose an integer k ≥ 10 above that cutoff and
above Cr, c

−1
p , c−1

g . Then the constructed success event implies (165) for every allowed set of
parameters. Although the construction also uses auxiliary randomness, its success implies the
Borel feasibility event in the true variables alone. The latter event therefore has probability
at least the joint success probability, which is at least 1/2. Thus such k exist.

Finally, if 0 < λ <
√

3 2−n∗(d), set

n0 =
⌊
log4(3/λ2)

⌋
, u = (λ2/3)4n0 .

Then n0 ≥ n∗(d), 1/4 < u ≤ 1,
√

3u 2−n0 = λ, and sm = u4−m. Definition 8.2 applies directly.
Universal quantification over u and E refers to their individual finite-box probabilities; it
does not require a common probability-one event over those parameters.

The existence proof supplies no effective numerical upper bound for n∗(d). The spectral
readout uses the fixed probability 1/2 and the certificate bounds in (165) at the torus and
damping scales prescribed in Definition 8.2. Its comparison holds for every qualifying pair
(A, r), so no measurable choice of a certificate and no independence between A and the true
variables are required.

9 From the certificate to pure absolute continuity
Fix an integer d ≥ 3 and a disorder parameter λ > 0. We prove a conditional transfer from a
probability-1/2 finite-volume certificate to pure absolute continuity. The final application
checks the certificate at the couplings of Theorem 1.1, using Proposition 2.1 for d = 3 and
Definition 8.2 together with Proposition 8.3 for d ≥ 4.

The finite-dimensional comparison bounds a bounded function of the true scalar resolvent.
A narrow spectral projection of the true operator isolates the very near eigenvalues, whose
effect is bounded by a term proportional to its rank. The bound is valid for every qualifying
adaptive damping set. We then pass to the infinite-volume boundary values and propagate
positivity to all sites at almost every fixed energy. The final argument conditions on the
operator with one site removed and excludes singular mass, including mass on the exceptional
energy set. The operators considered below are bounded and self-adjoint, with ∥Hλ,ω∥ ≤ 2d+λ.
We use their spectral resolution and functional calculus in the form of [25, Theorem 3.7].
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9.1 Conditional spectral averaging

We use own-site averaging twice: first to bound the expected number of eigenvalues in a
narrow true spectral window, and later to remove spectral mass on an energy-null set fixed
after freezing the other potentials. We record its conditioning explicitly and prove the precise
form used below. For the general rank-one theory and spectral-averaging background, see
[23, Theorem 5 and Section 7] and [21, Theorem 1.1 and Proposition 3.1].

Lemma 9.1 (Own-site averaging). Let K be a Hilbert space, let Hc be bounded and self-adjoint
on K, and let b ∈ K. On C ⊕ K set

Hs =
(
s b∗

b Hc

)
, s ∈ R.

Let µs be the spectral measure of (1, 0) for Hs. If s has a probability density ρ ∈ L∞(R), then
for every Borel set B ⊂ R, ∫

R
ρ(s)µs(B) ds ≤ ∥ρ∥∞|B|. (167)

This estimate holds conditionally when Hc and b are random and independent of s.

Proof. For ℑz > 0 define
M(z) = z + ⟨b, (Hc − z)−1b⟩.

Then ℑM(z) > 0, and the Schur identity gives

gs(z) := ⟨(1, 0), (Hs − z)−1(1, 0)⟩ = 1
s−M(z) . (168)

For any a ∈ R and v > 0,∫
R

ℑ 1
s− a− iv

ds =
∫
R

v

(s− a)2 + v2 ds = π.

Hence
∫
ρ(s)ℑgs(E + iη) ds ≤ π∥ρ∥∞. Multiply by a nonnegative continuous compactly

supported function φ(E), integrate in E, and divide by π. The spectral theorem and Fubini
identify the inner energy integral as the integral of the Poisson convolution of φ against µs.
That convolution converges uniformly to φ as η ↓ 0. Since µs(R) = 1, dominated convergence
gives ∫

ρ(s)
∫
φdµs ds ≤ ∥ρ∥∞

∫
φ(E) dE.

Regularity of the two Borel measures proves (167). For a fixed value of the conditioning
variables the same calculation applies verbatim. No cyclicity assumption on (1, 0) is needed.

9.2 The spectral readout

Proposition 9.2 (Spectral readout). Fix d ≥ 3, λ > 0 and a nonempty bounded open interval
I. Let Hm be the true Anderson operator on Tm = (Z/LmZ)d, Lm = 420m, with independent
uniform diagonal values in [−λ, λ] at every site, and let ηm ≍ 4−m. Suppose that for every
fixed E ∈ I and all sufficiently large m, with probability at least 1/2 there exist A ⊂ Tm and
numbers ri, i ∈ A, such that

|A| ≥ Nm/2, |ri| ≤ B, 0 < p− ≤ ℑri ≤ p+,
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where Nm = Ld
m and the displayed constants do not depend on m or E, and such that

(Hm − E − ηm diagA r)−1 exists and its active block ĜA, acting on ℓ2(A), satisfies

ℑ(ĜA)ii ≥ q∗ > 0 (i ∈ A),

with q∗ independent of m,E. Every diagonal value of Hm, on A and on Ac, is already a true
site value; here A records the sites retaining artificial damping. The certificate may depend
on all true variables and auxiliary randomness; no measurable selection of A, r is required.
Then almost surely

I ⊂ σ(Hλ,ω), χI(Hλ,ω)ℓ2(Zd) ⊂ Hac(Hλ,ω).

In particular, this spectral restriction is purely absolutely continuous and ⟨e0, χI(Hλ,ω)e0⟩ > 0.

Proof. Write H = Hλ,ω. For ℑz > 0, write

G(z) = (H − z)−1, G(m)(z) = (Hm − z)−1,

and put
qx(z) = ℑGxx(z), q

(m)
i (z) = ℑG(m)

ii (z).

When a diagonal resolvent entry has a finite complex boundary value, write qx(E + i0) =
ℑGxx(E + i0). Our first objective is to prove that, for Lebesgue-almost every fixed E ∈ I,

P
(
Gxx(E + i0) exists finitely and qx(E + i0) > 0

for every x ∈ Zd

)
= 1. (169)

The probability-one event here may depend on E. Once this assertion is proved, the last
part of the proof will use Fubini and own-site averaging to obtain the almost-sure spectral
statement on the whole interval.

A true finite-volume resolvent bound. Fix E ∈ I and suppress the subscripts on
ηm, Nm. We seek a lower bound for a bounded function of q(m)

i (E + iη) which is valid for the
true operator even though the certificate is chosen adaptively.

Let Sm,E be the event in the true potential variables that a certificate exists. This event
is Borel. For each of the finitely many possible A, constrain the true potential vector and r
to their compact ranges and impose | det(Hm − E − η diagA r)| ≥ 1/j, j ∈ N. The inverse
inequalities define a closed set there. Its projection onto the potential coordinates is compact;
taking the union over j and A gives Sm,E . An auxiliary construction with success probability
at least 1/2 therefore implies P(Sm,E) ≥ 1/2 for the true product law.

Almost surely, every true principal matrix of Hm − E is invertible. Indeed, each of its
determinants is a nonzero polynomial in the independent continuously distributed diagonal
variables, and there are finitely many subsets: the product of all diagonal variables in a
nonempty block has coefficient one in its determinant. This event applies to an adaptively
selected subset as well. For any qualifying pair (A, r), let SA be the real symmetric Schur
complement of Hm − E after eliminating Ac. The active block of the certified full inverse is

ĜA = (SA − ηR)−1, R = diag(ri : i ∈ A).

Define GA = (SA − iηI)−1 on the same active space. Here ĜA acts on ℓ2(A), and dissipativity
on that space gives ∥ĜA∥ ≤ (ηp−)−1. The inverse identity and the Ward identity give,
respectively,

ĜA −GA = ĜA η(R− iI)GA, ℑĜA = ηĜ∗
A diag(ℑr)ĜA.
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Set CR = 1 + (B + 1)/p−. For i ∈ A, these identities imply

q∗ ≤ ηp+∥ĜAei∥2, ∥ĜAei∥ ≤ CR∥GAei∥.

Thus, with c∗ = q∗/(p+C
2
R) > 0,

η∥GAei∥2 ≥ c∗ (i ∈ A). (170)

Put T = (Hm − E)−1, and regard BA = PATPA as an operator on ℓ2(A), where PA is
coordinate projection. Block inversion gives S−1

A = BA, and hence

GA = PA(Hm − E − iηPA)−1PA = fη(BA), fη(u) = u

1 − iηu
.

Thus GA is an active-space intermediary: it is the compression of an inverse damped on
A. To compare it with the full scalar resolvent, we separate the true spectral modes very
close to E before forming a second compression. Those modes may make T large, but the
difference they create after compression has rank at most their number. Away from them,
the inverse-square weight is bounded by a multiple of the scalar resolvent’s Poisson weight.

For 0 < ϵ ≤ 1, define

Q = χ[E−ϵη,E+ϵη](Hm), rQ = rankQ, Tc = T (I −Q), Bc = PATcPA, Gc = fη(Bc).

The identity
BA −Bc = PATQPA

shows that rank(BA −Bc) ≤ rQ, for every set A. For self-adjoint matrices B,C,

fη(B) − fη(C) = (I − iηB)−1(B − C)(I − iηC)−1.

Thus D = GA −Gc has

rankD ≤ rQ, ∥D∥ ≤ 2/η, ∥D∥2
HS ≤ 4rQ/η

2. (171)

Put Mϵ = 1 + ϵ−2. Since Q commutes with T , the matrix Tc is self-adjoint, and so is its
compression Bc on ℓ2(A). Its own functional calculus gives

G∗
cGc = B2

c (I + η2B2
c )−1 ≤ B2

c .

Together with contraction of the coordinate projection this implies

η∥Gcei∥2 ≤ η∥Bcei∥2 ≤ η∥Tcei∥2

≤ Mϵq
(m)
i (E + iη), i ∈ A. (172)

For the last inequality, outside the cut interval one has η/(u− E)2 ≤ Mϵη/((u−E)2 + η2).
The argument neither commutes PA past Q nor uses an operator-monotonicity assertion
about fη.

Define the bounded continuous function Φ(u) = min{2Mϵu, c∗} for u ≥ 0. Equations (170)
and (172), together with the squared triangle inequality, give

Φ(q(m)
i ) ≥ c∗ − 2η∥Dei∥2 (i ∈ A).

Summing and using (171) yields

1
N

∑
i

Φ(q(m)
i ) ≥ c∗/2 − 8rQ

ηN
.
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Every qualifying certificate implies this same inequality for the true scalar resolvent and
the true rank rQ. Thus it holds on the existential event Sm,E without choosing a certificate
measurably. Outside that event the left side is nonnegative, so pointwise it is at least
c∗
2 1Sm,E

− 8rQ/(ηN). Taking expectations under the unconditioned true product law gives

E
1
N

∑
i

Φ(q(m)
i ) ≥ c∗

2 P(Sm,E) − 8ErQ

ηN
. (173)

Under this law, at each site the true diagonal value is uniform on [−λ, λ] and independent
of the other site values. Conditioning on those other values, applying Lemma 9.1, and
summing gives the finite-volume Wegner estimate [28]

ErQ ≤ N

2λ(2ϵη) = ϵηN

λ
.

The rank estimate is under the unconditioned true law; the success event enters only through its
probability in (173). Choose 0 < ϵ ≤ min{1, c∗λ/64}, fixed as m varies. Using P(Sm,E) ≥ 1/2,
for all sufficiently large m Equation (173) therefore gives

E
1
N

∑
i

Φ(q(m)
i (E + iηm)) ≥ c∗/8.

The expression being averaged now depends only on the true potentials. Translation invariance
of that true product law on the torus yields

EΦ(q(m)
0 (E + iηm)) ≥ c∗/8. (174)

The construction of A need not be translation equivariant.

Infinite volume and the first boundary conclusion. We next transfer (174) to the
infinite lattice. Couple the potentials on a root cube of radius comparable to Lm, less than
half the torus side, to the infinite iid model. Cutting the boundary bonds of this cube gives
the same root component in the two models. Exponential conjugation of a scalar-damped
nearest-neighbor resolvent gives

|G(x, y;E + iη)| ≤ Cη−1e−cη dist(x,y).

Indeed, conjugation by eaη dist(x,·) changes the hopping in operator norm by at most Caη; a
Neumann series and ∥G∥ ≤ η−1 prove the estimate for sufficiently small fixed a. Truncated
weights give the same conclusion on the infinite lattice. The bound also holds after boundary
bonds are removed. A cube of side comparable to Lm has 2d faces, each containing Od(Ld−1

m )
crossing bonds. Resolvent identity across these bonds, with the root a distance ≍ Lm from
every face, gives

|G(m)
00 (E + iηm) −G00(E + iηm)| ≤ CdL

d−1
m η−2

m e−cdηmLm = o(1). (175)

Indeed, ηmLm ≍ 419m, whereas the logarithm of the prefactor is Od(m). This estimate is
uniform in the potential. Since Φ is bounded and Lipschitz, it follows that

lim inf
m

EΦ(q0(E + iηm)) ≥ c∗/8. (176)

Each diagonal resolvent entry is the Borel transform of a finite measure, and thus has
a finite complex boundary value for Lebesgue-almost every energy; see [25, Corollary 3.25].
Fubini gives a deterministic full-measure subset of I on which these limits exist almost surely.
Bounded convergence in (176) shows that, for almost every fixed E ∈ I,

EΦ(q0(E + i0)) ≥ c∗/8, P(q0(E + i0) > 0) > 0. (177)

All subsequent energy limits concern the true resolvent. In particular, no joint choice of the
auxiliary construction over uncountably many energies is required.

88



Boundary nonvanishing and propagation of positivity. The shortest-path observation
and rank-one comparison below have precedents in Jakšić and Last [17, author-preprint
Section 1.1 and proof of Theorem 2.4]. We give the boundary-value argument used here. We
first claim that, for every fixed realization and pair x ̸= y, Gxy(E + i0) exists finitely and is
nonzero for Lebesgue-almost every E. This form will let us apply Fubini before returning to
a fixed energy.

To prove the claim, real symmetry gives

Gxy(z) = 1
4
(
⟨ex + ey, G(z)(ex + ey)⟩ − ⟨ex − ey, G(z)(ex − ey)⟩

)
.

Both quadratic forms are Herglotz functions, so Gxy has finite boundary values a.e. To prove
nonvanishing, let ℓ = |x− y|1. The first nonzero coefficient of the convergent expansion

(H − z)−1 = −
∑
n≥0

Hnz−n−1

in the (x, y) entry occurs at n = ℓ. A product of fewer than ℓ nearest-neighbor steps and
diagonal factors cannot join x to y; at length ℓ every factor must be a hopping step on a
shortest path. Thus (Hℓ)xy equals (−1)ℓ times the positive number of shortest lattice paths
and Gxy is not identically zero in any dimension considered.

Write each quadratic Herglotz function m± as m± = i(1 + b±)/(1 − b±) with b± bounded
analytic and |b±| < 1. Their difference is a quotient of bounded analytic functions with
nonzero numerator. A nonzero bounded analytic function f on the upper half-plane cannot
have zero vertical boundary values on a positive-measure set. For completeness, normalize
|f | ≤ 1 and choose z0 with f(z0) ̸= 0. Jensen’s inequality after mapping {ℑz > η} to the
disk gives ∫

R

ℑz0 − η

π((x− ℜz0)2 + (ℑz0 − η)2) [− log |f(x+ iη)|] dx ≤ − log |f(z0)|

for 0 < η < ℑz0. To obtain this boundary inequality from Jensen on smaller circles, use
Fatou’s lemma and the continuity of f across the line ℑz = η; the single boundary point
corresponding to infinity has zero harmonic measure. Another application of Fatou’s lemma
as η ↓ 0 rules out a positive-measure zero-boundary set. If the finite boundary value of Gxy

were zero, the bounded-analytic numerator would tend to zero too, since the denominator
factors 1 − b± are bounded. Applying the uniqueness statement to that numerator proves
the claimed nonvanishing.

For each realization, intersect the boundary statements over the countable set of sites and
pairs, and then apply Fubini. Together with (177), this gives a deterministic full-measure
set I0 ⊂ I such that for every fixed E ∈ I0, (177) holds and, almost surely, all diagonal
and off-diagonal boundary values are finite and every off-diagonal value for distinct sites is
nonzero. Fix such an E for the rest of this propagation argument. The event that some site
has qx(E + i0) > 0 is translation invariant and has positive probability. Ergodicity of the iid
translation action makes its probability one. One elementary proof of the required ergodicity
approximates an invariant event by a finite-coordinate cylinder event, translates the latter to
make the two cylinder events independent, and lets the approximation error tend to zero.

Fix an ordered pair x ≠ y and condition on all potentials except the true diagonal value sx.
For almost every such complement, the finite-boundary and nonzero-off-diagonal properties
hold for almost every sx ∈ [−λ, λ]. Call these own-site values admissible. This full-measure
set may depend on the complement and on E; the argument requires admissibility only for
almost every own-site value at this fixed energy. There cannot be two distinct admissible
values s1, s2 for which qx > 0 and qy = 0. To see this, evaluate at s1 and set

g = Gxx(E + i0), a = Gxy(E + i0), h = s2 − s1.
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The boundary imaginary-part matrix on {x, y} is positive semidefinite, being a limit of such
matrices. Its y-diagonal is zero, so its (x, y) entry vanishes. Hence a is real; it is nonzero by the
preceding argument. Moreover, ℑg > 0, so 1 + hg ≠ 0 for every real h. The upper-half-plane
rank-one identity therefore passes to the boundary and gives

G(s2)
yy = G(s1)

yy − ha2

1 + hg
, q(s2)

y = h2a2ℑg
|1 + hg|2

> 0,

a contradiction. The set of admissible sx giving qx > 0, qy = 0 therefore contains at most one
point and has zero conditional probability under the uniform own-site law. The inadmissible
values already form a conditional null set. Thus

P(qx(E + i0) > 0, qy(E + i0) = 0) = 0.

Countably many pairs, combined with almost-sure existence of a positive site, prove (169)
for every E ∈ I0. This completes the fixed-energy part of the proof.

Exclusion of singular mass. We now use the fixed-energy assertion (169) to prove an
almost-sure statement about the spectral measure on I. Positivity a.e. in energy is not by
itself sufficient: a spectral measure could also have singular mass on an exceptional null set.
After fixing the other site potentials, we construct an energy set on which every value of the
remaining site potential has a finite diagonal boundary value. Its complement can then be
used in conditional spectral averaging. This conditional spectral-averaging step is the purity
principle of Aizenman and Warzel [4, Proposition 2.2], credited there to Mira Shamis via
Simon–Wolff’s arguments; compare also Jakšić and Last [17, author-preprint Section 4].

Fix a site x, and write ω for the potentials at the other sites. Let Hc
ω be the compression

with site x removed, and let b be the hopping vector from x to the remaining sites. Both
are independent of the true diagonal value s at x. For a real value s at that site, the cavity
identity (168) becomes

G(s)
xx (z) = 1

s−Mω(z) , Mω(z) = z + ⟨b, (Hc
ω − z)−1b⟩.

The function Mω has finite boundary values for almost every energy, since its second term is
a Borel transform of a finite positive measure. Its finite boundary values have nonnegative
imaginary part. By (169) and Fubini, for almost every ω and almost every E ∈ I, the diagonal
boundary value exists finitely and has positive imaginary part for almost every s ∈ [−λ, λ]. If
the finite value Mω(E+ i0) were real, the cavity formula would give zero imaginary boundary
part for every s ̸= Mω(E + i0), a contradiction. Thus the set

Sω = {E ∈ I : Mω(E + i0) exists finitely and ℑMω(E + i0) > 0}

has full Lebesgue measure in I for almost every complement. The boundary condition defining
Sω is Borel and jointly measurable in (ω,E): at positive height the resolvents are jointly
measurable and continuous in height, so boundary existence and its bounds can be expressed
using rational heights. The set depends only on the complementary configuration, and hence
is independent of s. At each point of Sω, the positive imaginary part of Mω(E + i0) keeps
the cavity denominator nonzero for every real s. Thus the diagonal resolvent has a finite
boundary value there for every s.

We spell out the measure-theoretic consequence. Let µ be a finite positive measure with
Borel transform g, and let S be a Borel set on which lim supη↓0 ℑg(E + iη) < ∞. Put

Sk = {E ∈ S : sup
0<η<1/k

ℑg(E + iη) ≤ k}.
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These sets are Borel, since continuity at positive height allows the supremum to be taken
over rational heights. Then S =

⋃
k Sk. For E ∈ Sk and 0 < r < 1/k,

µ((E − r, E + r)) ≤ 2rℑg(E + ir) ≤ 2kr. (178)

Let B ⊂ Sk be a Lebesgue-null Borel set. For each ε > 0, cover B by open intervals Jj

with
∑

j |Jj | < ε and |Jj | < 1/k. Discard intervals missing B and choose Ej ∈ B ∩ Jj . The
intervals (Ej − |Jj |, Ej + |Jj |) still cover B, so Equation (178) gives

µ(B) ≤
∑

j

µ((Ej − |Jj |, Ej + |Jj |)) ≤ 2k
∑

j

|Jj | < 2kε.

Letting ε ↓ 0 proves µ|Sk
≪ dE, and hence µ|S ≪ dE. This proves directly the bounded-

boundary criterion in the Borel-set form we need; compare [25, Theorem 3.23 and Corol-
lary 3.24].

Apply this deterministic argument, for each s, to its site measure µs on Sω. The bounded-
Poisson subsets Sk may depend on s, but the larger set Sω does not. Therefore

µs|Sω
≪ dE for every s.

For its complementary Borel null set Bω = I \ Sω, conditional spectral averaging gives∫ λ

−λ

1
2λµs(Bω) ds ≤ 1

2λ |Bω| = 0.

For almost every complement, this proves µs(Bω) = 0 for almost every own-site value
s ∈ [−λ, λ]. Together with absolute continuity on Sω for every s, it follows that µx|I ≪ dE
almost surely under the true product law. Countably intersecting over x gives simultaneous
absolute continuity of all basis measures on I.

The vectors χI(H)ex consequently belong to Hac(H). Their linear span is dense in
χI(H)ℓ2(Zd), and the absolutely continuous subspace is closed. This proves the spectral-
subspace inclusion. Finally, (169) and Fubini give q0(E + i0) > 0 for a.e. E ∈ I on a
probability-one event. If some point of I lay outside the closed spectrum, it would have
an open neighborhood in I disjoint from the spectrum. The resolvent is real there, so its
diagonal imaginary boundary parts vanish throughout that neighborhood, a contradiction.
Thus I ⊂ σ(H) as well. Moreover µ0(I) > 0: if µ0(I) = 0, the Poisson integral of µ0 tends
to zero at each interior point of I, since that point has positive distance from R \ I. This
contradicts q0(E + i0) > 0 for almost every E ∈ I. In particular χI(H) ̸= 0.

Proof of Theorem 1.1. For d = 3, fix the interval I3 = (−6 + e2/2,−6 + e2) and set λ3 =
λ0(3) > 0 from Proposition 2.1. For each fixed 0 < λ < λ3, that proposition supplies the
certificate with probability tending to one, hence at least 1/2 for all sufficiently large m, and
with constants uniform in E ∈ I3. Proposition 9.2 therefore proves the two spectral assertions
on I3.

For d ≥ 4, set

Id = −2d+ (1/200, 1/100), λd =
√

3 2−n∗(d) > 0,

where n∗(d) is specified in Definition 8.2. For each fixed 0 < λ < λd, put

n0 = ⌊log4(3/λ2)⌋ ≥ n∗(d), u = (λ2/3)4n0 ∈ (1/4, 1].

The existence assertion in Proposition 8.3 follows from the construction proving Proposition 2.1.
Its final assertion applies the defining feasibility criterion directly: for this coupling and each
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m ≥ 4n0 and E ∈ Id, the true-variable certificate event has probability at least 1/2. With
ηm = sm = u4−m, its fixed bounds B = p+ = n∗(d) and p− = q∗ = 1/n∗(d) satisfy precisely
the hypotheses of Proposition 9.2 on Id. Hence almost surely Id is contained in the spectrum,
and its spectral restriction is purely absolutely continuous and has nonzero weight. In either
dimension case, conjugating by ψ(x) 7→ (−1)x1+···+xdψ(x) gives the identical conclusion for
positive hopping and leaves every iid diagonal variable unchanged. The interval is independent
of λ, and the probability-one event is asserted separately for each fixed disorder parameter.
This proves the stated spectral conclusion; no diffusion assertion is used or deduced.
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