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Abstract
We determine the limiting pressure of an Ising spin glass with Haar orthogonal eigenvectors,

a compact limiting spectral law, and no asymptotic outliers, at every fixed temperature. The
pressure converges in expectation and almost surely to a variational formula. We also give
the limiting pressure with deterministic external fields whose empirical laws converge in first-
moment transport distance, and derive a formula for the zero-field ground-state energy by taking
temperature to zero.

1 Introduction
The eigenvalues of an interaction matrix describe its quadratic form on Euclidean space, but an
Ising spin system samples that form only on the vertices of a cube. Randomizing the eigenvectors
by Haar orthogonal conjugation leads to the problem of determining the thermodynamic pressure
from the limiting spectral distribution. We solve this problem for every fixed temperature when the
limiting spectral law is compactly supported and there are no asymptotic outliers. The formula
retains the hierarchy of replica overlaps familiar from the Sherrington–Kirkpatrick model, while
the spectral law enters through its edge-extended R-transform. The rigorous pressure formulas in
[5, 12, 11] impose high-temperature conditions.

1.1 The model and the spectral transform

Let ΛN = diag(λ1,N , . . . , λN,N ) be deterministic, and let UN be Haar distributed on the orthogonal
group O(N). Set

PN = 1
N

log

⎡⎣2−N
∑︂

σ∈{−1,1}N

exp
{︃1

2σ
TUT

N ΛNUNσ

}︃⎤⎦ . (1.1)

Temperature and coupling normalization are absorbed into ΛN . Our spin prior is uniform probability,
not counting measure.

Write μN = N−1∑︁
i δλi,N

. Throughout the main theorem, μ is a compactly supported probability
measure on R, with support edges λ− ≤ λ+, and

μN ⇒ μ, lim inf
N→∞

min
i
λi,N ≥ λ−, lim sup

N→∞
max

i
λi,N ≤ λ+. (1.2)

Weak convergence then forces convergence of both extreme eigenvalues to the corresponding edges.
No density or nonzero-variance assumption is imposed on μ.

For x > 0, let b(x) > λ+ be the unique solution, when it exists, of∫︂
μ(dλ)
b(x) − λ

= x. (1.3)
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If there is no such solution, put b(x) = λ+. Define the edge-extended R-transform by

R(x) = b(x) − 1
x

(x > 0), R(0) =
∫︂
λμ(dλ). (1.4)

Only 0 ≤ x ≤ 1 is needed in the final formula. The extension at the upper spectral edge is part of
the definition; it is not an analytic continuation beyond the inverse-transform range.

1.2 The variational functional

For spin configurations σ, τ ∈ {−1, 1}N , their overlap is Q(σ, τ) = N−1σ · τ . Let P be the
nondecreasing measurable functions p : (0, 1) → [0, 1], identified up to null sets. These are the trial
overlap quantiles. The nonnegative laws used in the proof come from subsequential limits after
small perturbations that leave the limiting pressure unchanged. For p ∈ P, put

Dp(r) = 1 − r −
∫︂ 1

0
(p(s) − r)+ ds, 0 ≤ r ≤ 1. (1.5)

This function is nonnegative and Lipschitz. Its value at r = 1 is zero.
The one-site part of the formula is defined by a finite Gaussian recursion. Its auxiliary paths

specify hierarchical Gaussian covariance levels. Let H consist of the nonnegative nondecreasing
finite step functions on (0, 1). Describe h ∈ H by k consecutive intervals of lengths wi > 0 and
values hi, for 0 ≤ i < k, and set

ζi =
∑︂
l<i

wl, ζk = 1, h−1 = 0.

For a, v ≥ 0 and a function f : R → R, write

(Ta,vf)(z) =
{︄
a−1 logE exp{af(z +

√
v g)}, a > 0,

Ef(z +
√
v g), a = 0,

g ∼ N(0, 1).

Starting from Fk−1(z) = log cosh z, define successively

Fi−1 = Tζi,hi−hi−1Fi (i = k − 1, . . . , 0), ℓ(h) = F−1(0) − hk−1
2 . (1.6)

Subdividing intervals on which h is constant does not change the value. For p ∈ P and 0 ≤ t ≤ 1,
set

S(p) = sup
h∈H

{︃
ℓ(h) + 1

2

∫︂ 1

0
p(s)h(s) ds

}︃
, (1.7)

Gt(p) = 1
2

∫︂ 1

0
tR(tDp(r)) dr, G0(p) = 0. (1.8)

The supremum is interpreted in the extended real sense. Both S and the class of admissible fields
are independent of the spectral measure.

Theorem 1.1 (Limiting pressure). Let ΛN be deterministic real diagonal matrices whose empirical
spectral measures converge weakly to a compactly supported probability law μ. Assume that their
smallest and largest eigenvalues converge to the respective edges of suppμ. Let UN be Haar distributed

2



on O(N), and define PN using the uniform spin probability in Equation (1.1). With S and G1 as in
Equations (1.7)–(1.8),

lim
N→∞

EPN = lim
N→∞

PN = F(μ) := inf
p∈P

{S(p) +G1(p)}, (1.9)

where the second limit holds almost surely. No independence of the matrices UN across dimensions
is required.

Counting-measure pressure is F(μ) + log 2. If the diagonal terms of the quadratic interaction
are removed, subtract 1

2
∫︁
λμ(dλ). Physical free energy at inverse temperature β > 0 is minus the

corresponding pressure divided by β. The order of the infimum and supremum in Equation (1.9) is
essential; our proof does not exchange them. Random spectra, zero temperature, and external fields
are treated in Sections 7 and 8.

A concrete consequence concerns Gaussian-pattern Hopfield interactions. Let GN be an mN -by-
N matrix of independent standard Gaussian entries, with mN = ⌊αN⌋ and α > 0. The interaction
cGT

NGN/N is covered for every fixed c ∈ R. The subsequent zero-temperature limits for the two
signs of c determine the limiting maximum and minimum of N−1∥GNσ∥2 over σ ∈ {−1, 1}N . Thus
the pressure formula also determines a Gaussian operator norm and the minimum length of a signed
sum of Gaussian columns; see Corollary 7.6.

1.3 Context

For the Sherrington–Kirkpatrick model [27], Parisi introduced a hierarchical order parameter [25].
Guerra established the associated variational upper bound for the pressure [15], and Talagrand
proved the matching formula [28]. The random-overlap-structure variational principle of Aizenman,
Sims, and Starr provides a complementary cavity framework [1].

Replica analyses of the random orthogonal model and more general orthogonally invariant Ising
interactions developed spectral representations and replica-symmetric and one-step replica-symmetry-
breaking free-energy predictions [19, 9]. Bereyhi, Müller, and Schulz-Baldes developed formal
finite-step replica-symmetry-breaking formulas for rotationally invariant quadratic optimization
[4, Equations (114)–(115) and Appendix D]. Bhattacharya and Sen proved the zero-field pressure
formula in a high-temperature regime [5, Theorem 1.2]. Fan and Wu established a replica-symmetric
formula with external fields at sufficiently high temperature [12, Theorem 1.3], and Fan, Misiakiewicz,
Wang, and Wen obtained an explicit high-temperature criterion for a constant external field through
dynamical mean-field analysis [11, Corollary 2.8]. The rank-one spherical-integral theorem of
Guionnet and Maïda explains the spectral-edge extension in Equation (1.4) [16, Theorem 1.6 in the
cited arXiv version]. It determines an annealed spherical integral, rather than the quenched Ising
pressure. Theorem 1.1 treats every fixed temperature under Equation (1.2).

1.4 Proof strategy

For the proof, first take a finite spectral alphabet μ =
∑︁m

a=1 ρaδλa with ρa > 0. Replicas σ1, σ2, . . .
are conditionally independent samples from the Gibbs probability at fixed disorder. If xl = Uσl

denotes a replica in spectral coordinates, set

Aa
lj = 1

N

∑︂
i in group a

xl
ix

j
i , Qlj =

∑︂
a

Aa
lj = 1

N
σl · σj . (1.10)

An expectation E includes disorder; angle brackets denote sampling at fixed disorder. The small
perturbations make subsequential limits of these arrays satisfy the identities originating with
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Ghirlanda and Guerra [13]. Ultrametricity and synchronization [23, 24] then express all the spectral
overlaps through simultaneous nondecreasing quantiles. Haar rotation identities determine each
group path, including its diagonal, from the total-overlap quantile p. In particular, they express the
interaction energy as a functional of p.

The upper comparison fixes a trial quantile q and adds independent hierarchical Gaussian fields
with covariance path h to the spin Hamiltonian, averages over the associated cascade, and subtracts
Nh(1−)/2 from the exponent. With the interaction multiplied by t, the expected pressure at t = 0,
before the small perturbations, is the one-site functional ℓ(h). Ruelle’s cascade construction [26]
and the marking calculus of Bolthausen and Sznitman [6] give this reduction. If the proposed
upper bound fails, minimizing a comparison with the enriched pressure produces a limiting overlap
quantile p whose upper-tail integrals dominate those of q. The spectral interaction energy decreases
in this order. The derivative in t then contradicts minimality. The trial q is fixed throughout, so
this argument keeps the field supremum inside the overlap infimum.

For the lower comparison, we couple systems of sizes N and N + n while retaining the base
interaction. The coupling selects uniform directions inside its eigenspaces; their spin projections
become Gaussian marks. The cavity factor has both quadratic and linear terms in these marks. Its
expected logarithm supplies the lower comparison for the increment of the expected log partition
function. A quadratic Gaussian change of measure evaluates the limiting cavity expression on
finite-step approximations p̄ of the limiting overlap quantile p. Per added spin, the result is

ℓ(hp̄) + 1
2

∫︂ 1

0
p̄(s)hp̄(s) ds+G1(p̄), hp̄(s) =

∫︂ p̄(s)

0
R′(Dp̄(r)) dr.

Here the finite spectral alphabet makes R smooth, and hp̄ ∈ H. The L1 continuity of ℓ permits
passage to the limiting quantile. To recover the supremum over fields, cavity-spin tests and site
symmetry identify the limiting conditional two-spin products with p. The supporting inequality for
covariance-level concavity then makes the limiting cavity expression equal to S(p) +G1(p).

For zero field, Auffinger and Chen proved concavity under a common scaling of the covariance
levels [2, Theorem 1]; Ho proves concavity in the full covariance path [17, Theorem 1.8]. The cascade
weights are fixed in these concavity statements. We include a direct proof of the latter property
and its supporting inequality. The spectral-overlap identities and the coupled finite-dimensional
correction are the model-specific steps in this cavity framework [1].

Finally, comparison of spectral multiplicities and continuity of the edge-extended transform
remove the finite-alphabet restriction; Haar concentration gives almost-sure convergence. The
magnetic extension requires an additional argument: prescribe the mean spin within each field
group, prove covariance concavity for the constrained one-site functional, and approximate it by
large constrained blocks before optimizing the prescribed magnetizations.

Sections 2 and 3 establish the array and field tools. Section 4 derives and solves the spectral
overlap identities. Sections 5 and 6 prove the two pressure bounds, and Section 7 completes the
main theorem and its random-spectrum and Gaussian-pattern consequences. Section 8 proves the
external-field extension.

2 Overlap arrays and cascade calculus
The rotation and cavity arguments use limits of several overlap arrays at once. This section shows
that the Ghirlanda–Guerra identities reduce these limits to ordered scalar quantiles, and gives the
Gaussian integration rules for their finite-step approximations. We include proofs of the structural
facts needed below; they are instances of the ultrametricity and synchronization theory developed
in [23, 24]. The cascade construction and its marking calculus are closely related to [6].

4



2.1 The Ghirlanda–Guerra identities

The identity below originates in the auxiliary-interaction argument of Ghirlanda and Guerra [13, §3,
equation (28)]. Here its conditioning includes the joint collection of overlap components.

A Gram array is a symmetric array (Rlj)l,j≥1 whose finite principal submatrices are positive
semidefinite. It is weakly exchangeable if its law is invariant under finite permutations of its indices.
For a finite vector R = (R1, . . . , Rm) of such arrays, let Fn be the sigma-field generated by all its
entries with indices at most n. We say that R satisfies the joint Ghirlanda–Guerra identities if, for
every n ≥ 2 and every bounded measurable f ,

E[f(R1,n+1) | Fn] = 1
n
Ef(R12) + 1

n

n∑︂
l=2

f(R1l). (2.1)

The identities with any other distinguished index follow by exchangeability. In all applications the
arrays are bounded and each diagonal is a deterministic constant.

The following invariance identity is the ingredient that turns (2.1) into a geometric description
of an array. It is the array form of the invariance formula in [23, Theorem 2 in the cited arXiv
version].

Lemma 2.1. Let R be a bounded symmetric weakly exchangeable array satisfying (2.1). Fix n ≥ 2
and bounded measurable functions f1, . . . , fn. Define

Hl =
n∑︂

i=1
fi(Ril), H ′

j = Hj − fj(Rjj) + Efj(R12) (1 ≤ j ≤ n).

For real t, let Z(t) be the limiting empirical mean of etHl over l > n. Then, for every bounded
Fn-measurable Φ,

EΦ = E
[︄

Φ exp(t
∑︁n

j=1H
′
j)

Z(t)n

]︄
. (2.2)

Proof. An empirical mean of bounded exchangeable variables is Cauchy in L2: in its second-moment
calculation all cross terms with distinct indices coincide, and the contribution from equal indices
tends to zero. Applying this observation to the powers of Hl constructs their empirical means
simultaneously. The uniformly convergent exponential series then defines Z(t) and agrees with the
empirical mean of etHl . In particular, if |Hl| ≤ C, then e−C|t| ≤ Z(t) ≤ eC|t|.

Write φ(t) for the right-hand side of (2.2). Differentiating a denominator can be represented by
averaging over one further replica. Iterating this operation gives

φ(d)(t) = E

⎡⎣Φ exp
(︁
t
∑︁

l≤nH
′
l + t

∑︁
n<l≤n+dHl

)︁
Z(t)n+d

n+d−1∏︂
j=n

⎛⎝∑︂
l≤n

H ′
l +

∑︂
n<l≤j

Hl − jHj+1

⎞⎠⎤⎦ .
To justify the replacement by a new replica, average over indices beyond all those already present.
The empirical means are unchanged by finite permutations of these indices, and boundedness permits
passage to their L2 limits.

At t = 0, condition on the first n+ d− 1 replicas. For each i ≤ n, Equation (2.1) computes the
conditional mean of fi(Ri,n+d). Summing those identities makes the last factor in the product have
conditional mean zero. Thus φ(d)(0) = 0 for d ≥ 1.

This derivative argument determines the identity for all real t. Indeed, near a fixed real t0,

|Z(t0 + z) − Z(t0)| ≤ Z(t0)(eC|z| − 1).
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Consequently the denominator is uniformly nonzero in a complex neighborhood of t0, and the
expected ratio is analytic there by boundedness. The vanishing derivatives prove constancy near
zero; overlapping such neighborhoods extends constancy along the real axis.

The following duplication principle follows the invariance method of [23, Theorem 4 in the cited
arXiv version].

Lemma 2.2 (Duplication). Let R satisfy the hypotheses of Lemma 2.1. Suppose an event A of
positive probability prescribes open tolerances for the off-diagonal entries among n ≥ 2 replicas.
Assume that its requirements on the pairs (i, n), i < n, are intervals Ii ⊂ (−∞, u). Then

P
(︁
A, Ri,n+1 ∈ Ii (i < n), Rn,n+1 < u

)︁
> 0.

Proof. Let W be the empirical future frequency of {Ril ∈ Ii for all i < n}, and let V be that of
{Rnl ≥ u}. If the asserted probability were zero, then V ≥ W almost surely on A. Apply Lemma 2.1
with fn = 1[u,∞), all other fi = 0, and Φ = 1A. Put q = P(R12 ≥ u). On A the numerator
contributed by the H ′

j is etq. For t > 0, therefore,

P(A) ≤ etqE
1A

(1 + (et − 1)W )n
≤ etqE

W

(1 + (et − 1)W )n
.

For the second inequality, discard the requirements among the first n − 1 replicas and exchange
replica n with a future index. The variable W only tests overlaps against the first n− 1 replicas
and is unchanged by that exchange, so the empirical mean of the remaining indicator is W .

The positive-probability event A implies q < 1. For n ≥ 2,

sup
0≤w≤1

w

(1 + (et − 1)w)n
≤ (n− 1)n−1

nn(et − 1) .

The preceding upper bound consequently tends to zero as t → ∞, contradicting P(A) > 0.

Proposition 2.3 (Structure of joint overlap arrays). Let R = (R1, . . . , Rm) be bounded, jointly
weakly exchangeable Gram arrays with deterministic diagonals, satisfying (2.1). Each scalar compo-
nent has nonnegative off-diagonal entries and is ultrametric:

Ra
23 ≥ min(Ra

12, R
a
13) almost surely.

The support of the law of R12 is ordered coordinatewise. Hence this law has a representation by
simultaneous nondecreasing quantiles pa : (0, 1) → R+. If Q =

∑︁
aR

a and p is its off-diagonal
quantile, then p =

∑︁
a pa, and every pa is a measurable function of p. In particular, each pa is

constant almost everywhere on every interval on which p is constant.

Proof. We first prove the scalar assertions. If r = P(R12 < −ϵ) > 0, then, on an event where every
distinct overlap among n replicas is below −ϵ, Equation (2.1) gives

P(Ri,n+1 ≥ −ϵ | Fn) = 1 − r

n
(1 ≤ i ≤ n).

A union bound leaves conditional probability at least r that all new overlaps are below −ϵ. Starting
with two replicas, we obtain arbitrarily large such lists with positive probability. If the diagonal is
bounded by D, a Gram representation Rij = vi · vj of one list would give

0 ≤
⏐⏐⏐⏐⏐

n∑︂
i=1

vi

⏐⏐⏐⏐⏐
2

≤ nD − ϵn(n− 1),
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which is impossible for large n. Thus the off-diagonal entries are nonnegative.
For ultrametricity, we use the barycenter contradiction of [23, Section 3]. Suppose ultrametricity

fails. By permuting indices there is a support triple with

R12 = a ≥ b = R13 > c = R23.

Apply Lemma 2.2 repeatedly to copies of replicas 1 and 2. For any prescribed finite size and
arbitrarily small tolerances, this produces two sets of replicas whose cross overlaps are close to a,
whose internal off-diagonal overlaps are at most a+ ϵ, and whose overlaps with replica 3 are close
respectively to b and c. Here is the tolerance choice underlying this iteration. At each step choose
a support point in the current positive-probability matching event, and choose the duplication
threshold slightly larger than all overlaps of the replica being copied. Allocate a total increase less
than ϵ among the finitely many steps. The requirements against the other set and replica 3 remain
in their original small intervals.

Let v̄1, v̄2 be the barycenters of Gram vectors for sets of size M . Their squared norms are at most
a+ ϵ+D/M , and their mutual inner product is at least a− ϵ. It follows that |v̄1 − v̄2|2 ≤ 4ϵ+2D/M .
Their inner products with the vector for replica 3, however, differ by a number arbitrarily close to
b− c > 0. First take M large and then the tolerances small to contradict Cauchy–Schwarz. This
proves scalar ultrametricity.

For synchronization, we use the coordinate-and-sum argument of [24, Section 4, Lemma 2].
Each component and each sum of two components is again a Gram array satisfying the scalar
identities. Suppose two points in the support of the joint pair law have strictly crossed coordinates
a and b. The independent-law term in Equation (2.1), with n = 2, gives positive probability of
observing these two points in arbitrarily small neighborhoods on pairs 12 and 13. Ultrametricity
in each component forces the corresponding coordinate on pair 23 to equal the smaller of the two
coordinates. The sum of coordinates a and b on pair 23 is then strictly below its values on both
pairs 12 and 13, contrary to ultrametricity for that sum. The support is therefore ordered.

An ordered compact support has at most one point with any prescribed sum of its coordinates.
Its coordinates are nondecreasing functions of that sum; in fact each is 1-Lipschitz on the set of
possible sums. Applying these functions to the quantile of Q12 supplies the simultaneous quantiles
and all the stated conclusions.

2.2 Finite cascades and hierarchical marks

We use Ruelle’s Poisson cascade construction [26]. The conditional marking argument follows the
Poisson-rescaling calculus of Bolthausen and Sznitman [6, Appendix, Proposition A.2]; the proof
below states the fractional-moment conditions needed for the possibly unbounded marks used here.

Proposition 2.3 identifies the order of the overlaps. We now construct the finite-step arrays
and describe how their marks change under a Gibbs weight. This calculation will apply both to
Gaussian linear fields and to the quadratic Gaussian factors in the cavity argument.

Fix the interval weights w0, . . . , wk−1 > 0 and endpoints 0 = ζ0 < ζ1 < · · · < ζk = 1. At every
vertex at depth i− 1, place an independent Poisson point process (vαr)r≥1 on (0,∞) with intensity
ζiv

−1−ζi dv, for 1 ≤ i ≤ k − 1. The mass of a leaf α ∈ Nk−1 is the product of the points on its path.
Let T be the sum of these masses and let να be the masses divided by T . When k = 1, there is one
leaf of mass one and T = 1. We refer to (να) as the finite Ruelle probability cascade with these
parameters.

For independently sampled leaves, let Llj be the depth of their last common vertex, with
Llj = k − 1 when their leaf labels agree. A step overlap quantile with values qi on the intervals of
lengths wi is represented by Rlj = qLlj

for l ≠ j; Lemma 2.5 proves the required pair probabilities
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and GG identities. The replica diagonal is prescribed separately. In particular, two distinct replicas
may choose the same leaf and have overlap qk−1 even when their self-overlap is larger.

We record why the normalization is legitimate. For 0 < ζ < 1, the sum of a Poisson process
of intensity ζv−1−ζdv, multiplied by independent positive marks V with EV ζ < ∞, has Laplace
transform

exp{−cζE[V ζ ]sζ}, s ≥ 0,

by direct integration of 1 − e−svV . It is finite and strictly positive almost surely. Integrating this
Laplace transform, or its complement, against powers of s gives every negative moment and every
positive moment of order below ζ. In particular its logarithm has finite second moment. Starting at
the deepest level and proceeding upwards, the strict inequalities between the ζi give all required
fractional moments. Thus 0 < T < ∞ almost surely and E| log T |2 < ∞.

The Poisson facts just used require no additional construction theorem: on a set of finite
intensity, draw a Poisson number of independent points with normalized intensity. Summing
its exponential series gives the Laplace formula and the mapping and independent-mark rules.
Increasing finite-intensity restrictions proves the same rules for the processes above.

Proposition 2.4 (Marked cascade recursion). Give the root a random mark η0. Conditional
on ancestor marks, give each child at level i a mark with probability kernel Ki(dηi | η0, . . . , ηi−1),
independently for distinct children, for 1 ≤ i ≤ k − 1. All marks are independent of the Poisson
processes conditional on their ancestors. One may also integrate a residual mark ηk at each leaf,
with kernel Kk, afresh on every visit to that leaf.

For a measurable payoff X(η0, . . . , ηk) define

Xk−1 = log
∫︂
eX dKk, Xi−1 = 1

ζi
log

∫︂
eζiXi dKi (i = k − 1, . . . , 1).

Here X = −∞ is allowed on excluded residual states, so the leaf integral can impose a hard constraint
without renormalizing its prior; the integral itself must be strictly positive and finite. If there is
no residual mark, set Xk−1 = X instead. Assume that all these quantities are finite real numbers
almost surely under the original path law, and that E|X0| < ∞. Then

E log
∑︂

α

ναe
Xk−1(α) = EX0. (2.3)

After tilting the leaf masses by eXk−1 , the unmarked cascade has its original law up to tree relabeling.
Conditional on the branching of sampled leaves, their marks use the kernels

d˜︂Ki = eζi(Xi−Xi−1) dKi (1 ≤ i ≤ k − 1), d˜︂Kk = eX−Xk−1 dKk. (2.4)

The root mark keeps its original law: the Gibbs probability is normalized for each fixed root mark,
and the outer expectation still averages that mark under its original distribution. Different branches
use conditionally independent marks, and separate visits use independent residual marks even when
their leaf labels coincide. These assertions hold for every bounded measurable test of the sampled
branching and marks.

Proof. Multiply each point on an edge to level i by eXi−Xi−1 . Conditional on earlier marks,∫︂
eζi(Xi−Xi−1) dKi = 1.

Poisson mapping therefore preserves the point intensity and changes the conditional mark law to˜︂Ki. Applying this observation recursively, and ordering the transformed child points at each vertex,
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gives an ordinary unmarked cascade independent of the root mark. The transformed child marks
have the kernels in (2.4); transformed unmarked descendant processes are independent of their
ancestor marks. Positivity and finiteness of the edge-kernel densities ensure that the almost-sure
finiteness assumptions remain valid under these kernels.

Let Tnew denote the sum of the products of transformed edge points. The multipliers telescope
along every path, giving the almost sure identity

log
∑︂

α

ναe
Xk−1(α) = X0 + log Tnew − log T. (2.5)

Conditional on the root, both totals have the original law of T . Thus their log difference has
conditional mean zero and conditional second moment at most 4E| log T |2. This proves (2.3),
including integrability. In particular no unconditional first moment of eX is required.

The same mapping proves the sampled-mark assertion. Relabeling is performed separately
among children of each vertex, so it preserves ancestors and common levels. The residual integration
contributes eXk−1 to a leaf mass; conditional residual sampling after the tilt has density eX−Xk−1 .
Independent integration on separate visits gives precisely the last assertion.

Lemma 2.5. For the common levels Llj of independently sampled cascade leaves,

P(L12 = i) = wi (0 ≤ i ≤ k − 1),

and the common-level array satisfies the Ghirlanda–Guerra identities. Any bounded symmetric
weakly exchangeable scalar ultrametric array satisfying those identities is uniquely determined in law
by its off-diagonal distribution and its fixed diagonal. Consequently a nondecreasing finite-valued
rounding of its off-diagonal entries, with the fixed diagonal retained separately, has the cascade law
prescribed by its rounded quantile.

Proof. Attach independent standard Gaussian marks to the vertices at level i ≥ 1, and tilt by ecg(α),
where g(α) is the mark on the path to α and c ≠ 0. By Proposition 2.4, the unmarked branching law
is unchanged and the marks are shifted by cζi. Their covariance before tilting is 1{Llj≥i}. Gaussian
integration by parts against a bounded test Φ of the common levels of n replicas gives

ζiEΦ = E

⎡⎣Φ

⎛⎝1 +
n∑︂

j=2
1{L1j≥i} − n1{L1,n+1≥i}

⎞⎠⎤⎦ . (2.6)

For this calculation one can first retain finitely many leaves; Gaussian exponential moments and
Jensen’s inequality for inverse partition factors justify passage to the full probability prior. At n = 1,
Equation (2.6) gives P(L12 ≥ i) = 1 − ζi. For general n, it gives the Ghirlanda–Guerra identity for
each threshold, and hence for every function of the finite set of levels.

For uniqueness, first consider an array with finitely many possible off-diagonal values. At any
one of its thresholds, ultrametricity makes the relation of being above the threshold an equivalence
relation on the sampled indices. If its pair probability is 1 − ζ, the conditional probability that the
next sample joins an existing class C is

1 − ζ + |C| − 1
n

= |C| − ζ

n
,

by applying the identities to a representative of C. The classes at different thresholds are nested.
These joining probabilities, and their differences for nested classes, determine the distribution of
the whole next row of overlaps. Induction on the sample size gives uniqueness. General bounded
off-diagonal distributions follow by nondecreasing finite-valued roundings and convergence on each
finite array. Equal rounded values may first be merged into a single level.
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2.3 Gaussian marks and passage through finite replicas

For a cascade with levels 0, . . . , k − 1, let C0, . . . , Ck−1, Cd be symmetric matrices such that

0 ≤ C0 ≤ C1 ≤ · · · ≤ Ck−1 ≤ Cd

in positive semidefinite order. A centered Gaussian vector with covariance Ci between replicas of
common level i, and diagonal Cd, is obtained by independent increments along the tree: the common
root increment has covariance C0, and the increment at level i ≥ 1 has covariance Ci − Ci−1. The
remaining covariance Cd −Ck−1 is a residual integrated independently on every sampled visit. This
construction also covers singular covariance matrices and tied levels.

Lemma 2.6 (Finite-replica continuity). For a sequence of random probability priors, draw condi-
tionally independent replicas and form their overlap arrays. Suppose the finite-dimensional laws
of these bounded overlap arrays and their Gaussian covariance arrays converge jointly, and the
covariance diagonals are uniformly bounded. Conditional on these arrays, let the additional marks
be centered Gaussian vectors with those covariances. Then their joint finite-replica laws converge.
Moreover, the following quantities pass to the limit whenever the factors and tests are bounded
continuous functions of the corresponding finite-replica data:

1. the expected logarithm of a one-replica Gibbs integral of a factor f satisfying 0 < δ ≤ f ≤
M < ∞;

2. any bounded finite-replica test under reweighting by such a factor.

The same conclusion holds for finite-step cascade approximations whose overlap and covariance
arrays converge in this sense.

Proof. Finite-dimensional centered Gaussian laws depend continuously on their covariance matrices,
including at singular matrices. Conditional integration followed by the assumed convergence proves
the first claim.

Write Z = ⟨f⟩ for the original Gibbs integral. It belongs to [δ,M ]. Uniformly approximate logZ,
or Z−n for an n-replica reweighted test, by a polynomial on this interval. Each power of Z is an
integral over additional independent Gibbs replicas. The Gaussian marks on these extra replicas are
evaluations of the same field, so their correlations are exactly those of the joint covariance array.
Every resulting term is a bounded finite-replica expectation and converges by the first claim. The
uniform polynomial errors can then be sent to zero.

In particular, to approximate a quantile p one may round its values by nondecreasing finite-
valued maps converging uniformly to the identity. Lemma 2.5 identifies the rounded array with
a finite cascade. Gaussian covariance paths may be approximated at the same time provided
their increments and diagonal excess remain positive semidefinite and the covariances converge. A
covariance path that is a function of p must be rounded consistently on its plateaus. Unbounded
factors require additional truncation estimates; Lemma 2.6 does not assert convergence of their
untruncated moments.

Lemma 2.7 (Gaussian differentiation). Let π be a probability prior, possibly random. Conditional on
the prior and its other disorder, let Xt(σ) be a centered Gaussian field with differentiable covariance
Ct(σ, τ), and let Vt(σ) be a differentiable deterministic exponent. Assume, on each compact parameter
interval, uniform bounds on Ct(σ, σ), |Ċt(σ, τ)|, |Vt(σ)|, and |V̇t(σ)|, and uniform continuity in t of
the derivatives. Then

d

dt
E log

∫︂
eXt+Vt dπ = 1

2E⟨Ċt(1, 1) − Ċt(1, 2)⟩t + E⟨V̇t(1)⟩t. (2.7)
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For a bounded test Φ of n replicas with no explicit dependence on these Gaussian variables or on t,⏐⏐⏐⏐ ddtE⟨Φ⟩t

⏐⏐⏐⏐ ≤ ∥Φ∥∞
(︂
2n(n+ 1)∥Ċt∥∞ + 2n∥V̇t∥∞

)︂
. (2.8)

These formulas apply to the finite cascades above, including at one-sided parameter endpoints by
integration and continuity.

Proof. For a finite prior, differentiate the Gibbs ratios and integrate by parts in the Gaussian
coefficients. The logarithm gives (2.7). The covariance part for an n-replica test is one half the
expectation of Φ times∑︂

l,m≤n

Ċt(l,m) − 2n
∑︂
l≤n

Ċt(l, n+ 1) + n(n+ 1)Ċt(n+ 1, n+ 2) − nĊt(n+ 1, n+ 1).

The deterministic part inserts
∑︁

l≤n V̇t(l) − nV̇t(n+ 1). Taking absolute values proves the stated
bound.

For a general probability prior, approximate its integral by finite empirical samples, or by finite
subsets whose prior mass tends to one. At a fixed system size and on a bounded parameter interval,
a uniform variance bound for Xt and a bound for Vt give all required polynomial-exponential
moments. Inverse partition factors are controlled by Jensen’s inequality:(︃∫︂

eXt+Vt dπ

)︃−r

≤
∫︂
e−r(Xt+Vt) dπ (r > 0).

Hölder’s inequality gives the same control for products occurring in the differentiated ratios. These
bounds justify passage to the limit in the integrated formulas, and then differentiation wherever
the covariance derivatives are continuous. The integrated identities also give the asserted endpoint
statements.

3 Concavity of the Ising field functional
The lower bound will identify a field whose conditional two-spin products equal the overlap quantile.
To turn that identity into the supremum defining S, we need concavity of ℓ in its covariance levels.
We prove this property with the cascade weights held fixed. We also establish continuity under
refinement and describe exactly which overlap quantiles have finite S.

3.1 Conditional magnetizations and covariance derivatives

Fix weights wi > 0, endpoints ζi, and covariance levels 0 ≤ h0 ≤ · · · ≤ hk−1. Put vi = hi −hi−1, with
h−1 = 0, and let γv denote the centered Gaussian law of variance v, including the point mass at zero
when v = 0. Recall the Gaussian operators Tζ,v in the definition of ℓ. Let Fk−1(z) = log cosh z and
Fi−1 = Tζi,vi

Fi. Each Fi is even, convex, smooth, and 1-Lipschitz. Evenness follows by reflection;
convexity follows from Hölder’s inequality for the logarithmic expectation, and ordinary expectation
when ζ = 0; the Lipschitz bound is preserved by either operator.

The tilted position chain has Z−1 = 0 and transitions

P(Zi ∈ dy | Zi−1 = z) = eζi(Fi(y)−Fi−1(z)) γvi(d(y − z)). (3.1)

At i = 0 the exponential factor is one. Set mi = F ′
i and

Bi(h) = E[mi(Zi)2]. (3.2)
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The chain in (3.1) is precisely the sampled-mark chain of Proposition 2.4 for the single-site Ising
weight.
Proposition 3.1. The variables mi(Zi) are the conditional means of tanhZk−1 along the tilted
chain. In particular, 0 ≤ B0(h) ≤ · · · ≤ Bk−1(h) ≤ 1, and Bi is the expected product of two Ising
spins whose fields have common level i. For fixed weights, covariance differentiation gives

dℓ(h) = −1
2

k−1∑︂
i=0

wiBi(h) dhi. (3.3)

The formula holds on the strict cone 0 < h0 < · · · < hk−1 and, by continuity, for one-sided derivatives
along line segments in the closed cone. Subdividing an interval on which h is constant leaves ℓ
unchanged and repeats its value of B on the resulting intervals.
Proof. Differentiating Tζi,vi

Fi in its starting position gives

mi−1(z) = E[mi(Zi) | Zi−1 = z].

At the terminal level mk−1 = tanh. Thus these conditional means form a martingale, and conditional
Jensen proves the monotonicity of their second moments. If two sampled paths separate immediately
after level i, their future marks and final spins are conditionally independent given the common
history. Their conditional product is mi(Zi)2. Proposition 2.4 then proves the asserted two-spin
interpretation, including equal leaves at the last level.

Apply Lemma 2.7 to the single-site cascade partition function with energy z(α)σ, uniform prior
on σ ∈ {−1, 1}, and covariance E[z(α)z(α′)] = hL(α,α′). The diagonal is hk−1. Its derivative cancels
the derivative of the subtraction hk−1/2. The pair contribution at level i is Bi, and that level has
probability wi after the tilt by Proposition 2.4. This proves (3.3).

All tilted Gaussian integrals and their conditional means depend continuously on the variances,
also when some vanish. This follows by Gaussian coupling and dominated convergence: the payoffs
have at most linear growth, their derivatives are bounded, and their exponential weights have locally
uniform Gaussian moments. This proves the boundary statement. If an increment is zero, the
adjacent positions and backward functions coincide. The corresponding conditional means and their
squares therefore coincide as well, proving refinement consistency.

3.2 Two monotonicity properties

The variables hi are cumulative covariance levels. Increasing hj increases vj and, unless j = k − 1,
decreases vj+1; thus the mixed derivatives compare coupled changes of increments. The next two
comparisons control these derivatives and the response of Bi to scaling all covariance levels. Together
they determine the sign of the whole Hessian.

We first record a property of even Gaussian tilts. For v > 0, an even weight eζF (y), and an
absolute parent position z ≥ 0, the density of the absolute child position u ≥ 0 is proportional to

e−u2/(2v) cosh(zu/v)eζF (u). (3.4)

For z2 ≥ z1 ≥ 0, the likelihood ratio of the two densities is increasing in u, since
d

du
log cosh(z2u/v)

cosh(z1u/v) = z2 tanh(z2u/v) − z1 tanh(z1u/v)
v

≥ 0.

Consequently the absolute-position transition is stochastically increasing in the absolute parent.
Moreover, changing the even payoff by a function nondecreasing, respectively nonincreasing, on
[0,∞) increases, respectively decreases, that transition in stochastic order. These assertions follow
directly by integrating an increasing test against the ordered likelihood ratios.
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Lemma 3.2. On the strict covariance cone, for every i < j,

∂hj
Bi(h) ≤ 0.

Proof. All derivatives below exist by differentiating smooth Gaussian convolutions; on compact
subsets of the strict cone, linear growth of the payoffs gives locally uniform bounds for this
differentiation. For l < j, covariance differentiation of the backward recursion gives

∂hj
Fl(z) = cj − wj

2 E[mj(Zj)2 | Zl = z], (3.5)

where cj is independent of z and vanishes unless j = k−1. To verify the identity, increase the variance
entering level j and decrease the variance entering level j + 1. The two Gaussian generators insert
respectively (F ′′

j + ζjm
2
j )/2 and (F ′′

j + ζj+1m
2
j )/2, propagated by the same conditional expectations.

Their difference is −wjm
2
j/2. At the last level, F ′′

k−1 +m2
k−1 = 1 gives the additional constant 1/2.

Propagation through the earlier operators gives (3.5).
The function mj is odd and nondecreasing, so m2

j is even and nondecreasing in absolute position.
By (3.4), its conditional expectation on the right-hand side of (3.5) has the same property. Thus
∂hj

Fl is nonincreasing on [0,∞), up to its irrelevant constant. In particular, increasing hj decreases
mi(z) for each z ≥ 0 when i < j.

This change also decreases the sampled absolute positions up to level i. Indeed, their Gaussian
variances are unchanged, and the change in every backward tilt Fl, l ≤ i, is nonincreasing in absolute
position by the identity just proved. The likelihood-ratio comparison following (3.4), applied
successively to the transitions, gives this stochastic decrease. The root transition is unchanged
because ζ0 = 0. Combining the pointwise decrease of mi(z)2 with the stochastic decrease of |Zi|
proves the claim.

The scaling comparison below is closely related to the monotonicity of squared conditional
magnetizations in Auffinger and Chen’s proof of raywise concavity [2, Theorem 1 and its proof].

Lemma 3.3. For each fixed monotone covariance vector h, Bi(ch) is nondecreasing in c > 0. On
the strict cone, therefore, ∑︂

j

hj∂hj
Bi(h) ≥ 0. (3.6)

Proof. Use the original Gaussian increments of variances vi, and replace the terminal payoff by
gc(z) = log cosh(

√
c z). Write F (c)

i for these backward values. This is the same recursion as at
covariance ch, in the original position units:

F
(c)
i (z) = F ch

i (
√
c z).

For c2 ≥ c1 > 0, the difference gc2 − gc1 is even and nondecreasing on [0,∞). This property
propagates through every backward operator. For a positive exponent, the difference of the two
backward values can be written

1
ζ

logEc1,ze
ζ(F (c2)−F (c1))(Y ),

where the expectation is in the transition tilted by the lower-c payoff. For exponent zero it is the
ordinary expectation of the difference. In either case (3.4) shows that the result is nondecreasing in
the absolute starting position. It is even by reflection. Hence the tilted absolute-position chain is
stochastically increasing with c.
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It remains to compare conditional spin means, rather than derivatives in the rescaled position.
Define

a
(c)
i (z) = Ec[tanh(

√
cZk−1) | Zi = z].

We prove backwards that these functions are odd and, on z ≥ 0, nonnegative and nondecreasing
both in z and in c. This is true at the terminal level. Conditional on the absolute value u of a child
with parent z ≥ 0, the mean sign of the child is tanh(zu/v): the even tilt cancels in the ratio of its
positive and negative densities. The backward conditional mean is thus the integral of

a
(c)
i+1(u) tanh(zu/v)

against the folded tilted transition. Its factors are nonnegative and nondecreasing in u, while
the transition is increasing in z and c. The induction follows, with zero increments obtained by
continuity.

Finally, a(c)
i (z) = mch

i (
√
c z). These are precisely the physical conditional spin means, without

an additional scaling factor. Combining their pointwise increase with that of the sampled absolute
positions shows that Ec[a(c)

i (Zi)2] = Bi(ch) increases with c. Differentiating at c = 1 gives (3.6).

3.3 Concavity, continuity, and the domain of S

Theorem 3.4. For fixed interval weights, ℓ is concave on the closed cone of nonnegative nonde-
creasing covariance levels. For any two such step paths h, v, represented on a common subdivision,

ℓ(v) ≤ ℓ(h) − 1
2

∫︂ 1

0
Bh(s)(v(s) − h(s)) ds, (3.7)

where Bh is the step path with values Bi(h). Furthermore,

|ℓ(h) − ℓ(v)| ≤ 1
2∥h− v∥L1(0,1). (3.8)

Thus ℓ has a unique Lipschitz extension to bounded nonnegative nondecreasing paths, independent
of the step approximations used.

Proof. On the strict cone put Mij = wi∂hj
Bi. Equation (3.3) shows that M is symmetric and

equals −2 times the Hessian of ℓ. Lemma 3.2 and symmetry give Mij ≤ 0 for i ̸= j. Let
D = diag(h0, . . . , hk−1). By Lemma 3.3, every row sum of DMD is nonnegative:∑︂

j

(DMD)ij = hiwi

∑︂
j

hj∂hj
Bi ≥ 0.

If a symmetric matrix A has nonpositive off-diagonal entries and row sums ri ≥ 0, then

xTAx =
∑︂

i

rix
2
i +

∑︂
i<j

(−Aij)(xi − xj)2 ≥ 0.

Applying this identity to DMD, and using invertibility of D on the strict cone, proves that M is
positive semidefinite. Hence the Hessian of ℓ is negative semidefinite.

Integrating along line segments gives concavity and the supporting inequality in the strict cone.
Approximate boundary covariance vectors by strict ones and use the continuity in Proposition 3.1
to obtain (3.7) on the closed cone. If h and v initially use different intervals, put both on their
common subdivision. Refinement consistency makes this operation harmless. Finally, integrate (3.3)
along the segment from h to v and use 0 ≤ Bi ≤ 1 to prove (3.8). Monotone step paths are dense in
the bounded monotone paths in L1, proving the extension.
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The sign in (3.7) is the one needed in the cavity argument: if a limiting field satisfies Bh = p,
that field maximizes ℓ(v) + 1

2
∫︁
pv over admissible v.

In Ho’s normalization [17, Theorem 1.8], ℓ(h) = −ψ(h/2). Thus his covariance-path theorem
gives the zero-field concavity above. Both conventions use the terminal function log cosh, so no
additive log 2 term occurs. The preceding proof also gives the supporting inequality and endpoint
statements in the form used below.

The functional S is finite except at the single extremal quantile p = 1. A quantitative bound
will also clarify the trial domain in the upper comparison.

Lemma 3.5. For p ∈ P, put d =
∫︁ 1

0 (1 − p(s)) ds. If d > 0, then

0 ≤ S(p) ≤ (d−1 − 1) log 2. (3.9)

If d = 0, so that p = 1 almost everywhere, then S(p) = +∞. Moreover S is increasing in the
pointwise order on quantiles.

Proof. The zero field gives S(p) ≥ 0, and monotonicity follows because every admissible field is
nonnegative. Suppose 0 < d ≤ 1, and define

gd(z) = 1
d

log(2 cosh(dz)) − log 2.

Then gd ≥ log cosh: with r = 1/d ≥ 1, the inequality (a + b)r ≥ ar + br applied to a = edz and
b = e−dz gives this assertion. For 0 ≤ ζ ≤ 1 and v ≥ 0,

Tζ,vgd ≤ gd + 1
2 max(ζ, d)v. (3.10)

Indeed, if ζ ≥ d, apply Minkowski’s inequality with exponent r = ζ/d ≥ 1 to edz+dG + e−dz−dG,
where G ∼ γv. The Lr norm of either exponential gains the factor erd2v/2, proving the bound ζv/2.
If 0 < ζ ≤ d, Jensen’s inequality for the concave power ζ/d gives the bound dv/2. At ζ = 0, apply
Jensen directly to the logarithm to obtain the same bound.

Iterate (3.10) through the field recursion. Since gd(0) = (d−1 − 1) log 2, this yields

ℓ(h) ≤ (d−1 − 1) log 2 − 1
2
∑︂

i

(1 − max(ζi, d))(hi − hi−1) = (d−1 − 1) log 2 − 1
2

∫︂ 1

d
h(s) ds.

For any nonnegative nondecreasing h,∫︂ 1

0
(1 − p(s))h(s) ds ≥

∫︂ d

0
h(s) ds.

To see this, the density 1 − p lies in [0, 1] and has mass d; among all such densities the integral
against an increasing function is minimized by 1(0,d). For d = 1 the assertion is immediate. For
0 < d < 1, subtract this indicator and then subtract the constant h(d) from the integrand: the
resulting product is nonnegative on both sides of d. Combining the last two displays gives (3.9)
after taking the supremum over h.

Finally, for p = 1 take the constant field h(s) = H. Its recursion is ordinary expectation at the
root, and

ℓ(h) + 1
2

∫︂ 1

0
h(s) ds = E log cosh(

√
H G) ≥

√
H E|G| − log 2 −→ ∞,

where G is standard Gaussian. This proves the last case.
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4 Perturbations and spectral rotation identities
We now determine the overlap in each spectral subspace from the total overlap. Two ingredients
enter: a small perturbation makes subsequential overlap laws satisfy the Ghirlanda–Guerra identities,
and differentiation under Haar rotations then gives equations for the individual spectral overlaps.
We prove these statements for a general deterministic spin prior, since the same identities will also
be needed on magnetization slices.

4.1 Enrichment and perturbations

Throughout this section, the spectral alphabet λ1, . . . , λm is fixed and bounded. Write Ia,N for the
spectral coordinates assigned to group a, and suppose that ρa,N = |Ia,N |/N tends to ρa > 0. The
prior νN is any deterministic probability measure on {−1, 1}N , independent of the Haar matrix
U and held fixed as the parameters in this section vary. A finite nonzero positive measure is also
allowed after normalization: its logarithmic mass is a deterministic addition to the log partition
function. In particular, neither permutation symmetry of the prior nor full support on the cube is
assumed.

Fix a step partition with interval lengths wi > 0, 0 ≤ i < k, and cascade exponents ζi =
∑︁

l<iwl.
Let (vα) be the associated cascade weights. Write c(α, α′) ∈ {0, . . . , k − 1} for the common level of
two leaves, including k − 1 for equal leaves, and define

Tαα′ = c(α, α′)
k

.

This is a Gram kernel, with diagonal (k − 1)/k. For 0 ≤ h0 ≤ · · · ≤ hk−1, let zi(α), 1 ≤ i ≤ N , be
independent hierarchical Gaussian fields with covariance

Ezi(α)zj(α′) = 1{i=j}hc(α,α′).

They are independent of U and of the cascade weights. The enriched Hamiltonian, before the small
perturbations, is

t

2σ
TUTΛNUσ +

N∑︂
i=1

zi(α)σi − N

2 hk−1, 0 ≤ t ≤ 1.

For the uniform cube prior and t = 0, its expected pressure is ℓ(h), by factorization in the backward
recursion. The unenriched model is the case k = 1, h0 = 0.

Enumerate the monomial kernels κj in (A1, . . . , Am, T ), with nonnegative integer degrees and
degree at most C(1 + j). The constant kernel may be omitted. These are Gram kernels, bounded
by one in absolute value. Conditional on U , take independent centered Gaussian fields Yj with
covariance κj , independent of the cascade weights and the linear enrichment. One concrete realization
uses coefficient tensors applied to

m⨂︂
a=1

(︄
(Uσ)Ia,N√

N

)︄⊗ra

for the spin part of a monomial. For a factor T r, use independent copies of that tensor at the tree
levels with variances given by the increments of (i/k)r. If r = 0, a single common tensor suffices.
Thus these fields can be chosen smooth in U , and their child marks are conditionally independent
given the preceding levels.

The perturbation has two tasks. A term linear in the projected diagonal overlaps makes those
overlaps concentrate, and Gaussian monomial terms enforce joint GG identities. We choose their
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strengths so that both perturbations are negligible for the pressure, while pressure concentration
still controls the overlap fluctuations.

Set eN = N−1/16. For parameters uj , va ∈ [1, 2], add

VN (σ, α) = NeN

m∑︂
a=1

vaA
a
11(σ) +

√
NeN

∑︂
j≤N

2−jujYj(σ, α) (4.1)

to the Hamiltonian. Denote the resulting random pressure by P enr
N (t, h, u, v). Gibbs brackets include

the spin and cascade label, and E averages all disorder. Direct comparison for the first term and
Gaussian comparison for the second give, uniformly in the displayed parameters,⏐⏐⏐EP enr

N − EP enr,0
N

⏐⏐⏐ ≤ CeN . (4.2)

Here the superscript 0 denotes omission of VN , with the same prior and enrichment.
Conditional on U and the common data, the spin partition integral at a leaf is a positive

hierarchical mark. Proposition 2.4 therefore applies to this integral, including (4.1). In particular,

E⟨1{c(α1,α2)=i}⟩ = wi. (4.3)

This is an identity after disorder averaging; no assertion about the level probabilities in an individual
realization is needed.

4.2 Concentration and overlap identities

The group Poincaré estimate is classical; Haar concentration on the special orthogonal group is part
of the curvature approach of Gromov–Milman and Bakry–Émery [14, 3]. We prove the estimate
needed here and account for the two components of the orthogonal group.

Lemma 4.1 (Concentration). For the preceding models, fix the cascade partition and a bound
on hk−1. There is a constant independent of N , of the deterministic prior, and of the remaining
parameters in their stated ranges such that

Var(P enr
N ) ≤ C

N
. (4.4)

The same assertion holds on any fixed slightly enlarged bounded interval for the perturbation param-
eters. For the pressure of the original Haar model, without Gaussian enrichment or perturbations,

E|PN − EPN |4 ≤ C

N2 . (4.5)

The constants are independent of deterministic weights in the spin prior.

Proof. We first record the elementary gradient estimates used below. For standard Gaussian data g,

Var f(g) ≤ E|∇f(g)|2.

For completeness, differentiate Ef(g)f(rg +
√

1 − r2g′) in 0 < r < 1; Gaussian integration by parts
gives the corresponding scalar product of gradients, bounded by E|∇f(g)|2, and integration in
r proves the inequality. Approximation extends it from smooth bounded functions to Lipschitz
functions. Applied to f(g/|g|), radial independence yields the sphere bound

VarSd−1 f ≤ 1
d− 2E|∇Sd−1f |2, d > 2.
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One may cut off at g = 0 before passing to this formula.
Here is a corresponding bound on SO(d). Let its Dirichlet form be the expected sum of squares

of the derivatives generated by column-plane rotations, and let Cd be a Poincare constant for that
form. Conditional on a column, the fiber is SO(d− 1). Its conditional variance is bounded using the
pairs that do not involve that column. Moving the column in a unit tangent direction transports
the entire fiber by a rotation; Jensen’s inequality bounds the squared gradient of the conditional
mean by the conditional sum of squares of the derivatives involving that column. Apply the sphere
bound to the conditional mean and average over the choice of column. Each pair appears in d− 2
fibers and involves two columns, so

Cd ≤
(︃

1 − 2
d

)︃
Cd−1 + 2

d(d− 2) , d > 2.

The circle has a finite Poincare constant. Multiplication by d(d − 1) in this recurrence gives
Cd = O(d−1). The Dirichlet form of a Frobenius-Lipschitz function is bounded by a fixed multiple
of its squared Lipschitz constant.

Conditional on U , apply the backward marked-cascade recursion to ZN = exp(NP enr
N ). Proposi-

tion 2.4 gives
logZN = RN (g0) + logS′ − logS,

where g0 denotes the common Gaussian marks, RN is the root recursion value, and S, S′ are
unnormalized cascade totals with the same conditional law. For the fixed cascade partition, their
log variances are bounded, also conditional on U, g0. In particular the conditional second moment of
logS′ − logS is bounded uniformly. The root recursion is C

√
N -Lipschitz in the common standard

Gaussian coefficients. Indeed each exponent has that coefficient-norm bound: the spin norm is
√
N ,

the field heights are bounded, and the squared perturbation coefficients sum to O(Ne2
N ). Integration

and log-exponential integration preserve a common Lipschitz bound. The Gaussian inequality thus
bounds the conditional variance of the normalized log partition by C/N .

It remains to control its conditional mean as a function of U . For deterministic quadratic terms
the normalized exponent is uniformly Lipschitz in Frobenius distance, since |σ| =

√
N . For the

Gaussian terms, compare conditional covariances. Each projected overlap is uniformly Lipschitz in
U ; the degrees of the monomials grow at most linearly, and

∑︁
j(1+j)4−j < ∞. Gaussian comparison,

divided by N , therefore gives a uniform Lipschitz bound on E[P enr
N | U ]. The linear enrichment is

independent of U . This conditional mean depends only on the spectral projectors, so multiplication
of one spectral row by −1 shows that it has the same law on both components of O(N). The group
inequality and conditional variance decomposition prove (4.4).

Without the added Gaussian fields, PN itself is uniformly Lipschitz in U and depends only on
those projectors. Write F = PN − EPN . Applying the group inequality first to F and then to F 2

gives
EF 2 ≤ C/N, Var(F 2) ≤ (C/N)EF 2 ≤ C/N2.

Since EF 4 = Var(F 2) + (EF 2)2, this proves (4.5). Smoothing by small group translates justifies
these applications for Lipschitz functions. All estimates used only the common spin norm and
normalization of the prior.

We next specify both ways in which the perturbation parameters will be chosen. For the upper
bound they are deterministic minimizers of an expected objective. For the lower bound they are
averaged, and we retain parameter sets on which every subsequential limit has the required overlap
identities.
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Proposition 4.2 (Perturbations enforcing GG). Use (4.1), and fix the finite cascade partition and
a compact range of the other parameters. The following two procedures give limiting arrays with
deterministic diagonals and joint Ghirlanda–Guerra identities for (A1, . . . , Am, T ).

1. Choose a deterministic minimum of

−EP enr
N (t, h, u, v) + JN (t, h) + ΠN (u, v), ΠN =

∑︂
j≤N

2−j(uj − 3/2)2 +
∑︂

a

(va − 3/2)2,

over any compact set of the other parameters and (u, v) ∈ [1, 2]N+m; here JN is independent
of u, v. Every subsequential overlap limit at these minima, after a further subsequence for the
diagonal means, has the stated properties.

2. Fix any deterministic sequence of the other parameters and integrate over product uniform
probability η on Θ = [1, 2]N × [1, 2]m, ignoring uj for j > N . There are measurable sets
GN ⊂ Θ with η(GN ) → 1 such that every sequence θN ∈ GN has the same properties at each
subsequential overlap limit, after selecting convergent diagonal means.

These assertions hold for every deterministic prior described above. They remain valid when t = tN
and the bounded enrichment parameters vary with N .

Proof. Let gN = EP enr
N . For each fixed perturbation coordinate d, convexity of the log partition

makes P enr
N and gN convex in d. Expected first derivatives are uniformly bounded on a slightly

enlarged interval. More precisely, direct differentiation gives an O(eN ) bound for a va-derivative,
and Gaussian integration by parts gives Oj(e2

N ) for a fixed uj-derivative.
In the first procedure, comparison with the centered choice of one coordinate shows that each

fixed coordinate lies in the interior for all large N . At a minimum, its first derivative matches the
penalty derivative. Comparison with the choices d+ s and d− s therefore gives

0 ≤ gN (d+ s) − gN (d) − sg′
N (d) ≤ Cds

2

and the analogous negative-increment estimate, whenever the increments remain in the interval. In
particular 0 ≤ g′′

N (d) ≤ Cd. Convex secants for the random function, followed by Lemma 4.1, imply

E|∂dP
enr
N − ∂dgN | ≤ Cd

(︄
s+ N−1/2

s

)︄
.

With s = N−1/4, the right side is Od(N−1/4) = o(e2
N ). The parameter minimum is deterministic, so

the uniform pointwise variance estimate applies without conditioning on the disorder.
For the second procedure, integrate the same convex-secant inequalities in d. The integral of

g′
N (d + s) − g′

N (d − s) is Od(s), by the endpoint bounds on the expected first derivatives on the
enlarged interval. Thus ∫︂

Θ
E|∂dP

enr
N − ∂dgN | dη = Od(N−1/4). (4.6)

Convexity and the same endpoint bounds also give
∫︁

Θ g
′′
N (d) dη ≤ Cd.

These estimates control both thermal and disorder fluctuations. For a group coordinate,

∂vaP
enr
N = eN ⟨Aa

11⟩, ∂2
va
gN = Ne2

NEVar⟨·⟩(Aa
11).

Consequently the mean absolute disorder fluctuation of ⟨Aa
11⟩ is O(N−3/16), and its mean absolute

thermal fluctuation is O(N−7/16). Here and below these bounds hold at a minimum in the first
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procedure and after integration in the second. At the minima, select a convergent subsequence of
the deterministic means da,N = E⟨Aa

11⟩. For the averaged procedure, the means are first kept as
functions da,N (θ); select their limits only after choosing a sequence θN ∈ GN as below. In either
procedure the resulting subsequence satisfies

E⟨|Aa
11 − da|⟩ −→ 0, da ≥ 0,

∑︂
a

da = 1. (4.7)

For the Gaussian coordinate,

∂ujP
enr
N = eN 2−j

√
N

⟨Yj⟩, ∂2
uj
gN = e2

N 4−jEVar⟨·⟩(Yj).

Its mean absolute disorder and thermal fluctuations are respectively Oj(N5/16) and Oj(N1/16).
Since

√
NeN = N7/16, this proves

E⟨|Yj − E⟨Yj⟩|⟩ = oj(
√
NeN ). (4.8)

In the integrated case, the centers in these estimates are always the expectations at the fixed
parameter θ. Markov’s inequality, followed by a diagonal choice over the finitely many group
coordinates and the countably many fixed indices j, produces measurable sets GN on which all these
normalized fluctuation errors tend to zero uniformly. Their probabilities tend to one. This proves
the required assertion for every sequence chosen from the sets, rather than only almost every fixed
parameter.

Finally, let Φ be a bounded continuous overlap test on n replicas. Conditional Gaussian
integration by parts gives

E⟨Yj(1)Φ⟩ =
√
NeN 2−jujE

⟨︄
Φ
(︄

n∑︂
l=1

κj(1, l) − nκj(1, n+ 1)
)︄⟩︄

. (4.9)

Compare this with its one-replica version multiplied by E⟨Φ⟩, use (4.8), and then use the deterministic
diagonal limits (4.7). Every subsequential limit satisfies GG for each monomial κj . Polynomials are
dense in the continuous functions on the compact overlap state space, so these identities give joint
GG for the entire vector. The array structure results of Section 2 now apply.

All Gaussian differentiations above may first be performed after restricting the cascade prior to
finitely many leaves of total mass tending to one. At each N , the variances of the additive Gaussian
fields are bounded. Jensen’s inequality on the normalized prior bounds moments of inverse Gaussian
partition factors, while Gaussian exponential moments bound the differentiated numerators. These
bounds justify passage from the finite restrictions, also at tied or zero enrichment levels by one-sided
limits.

4.3 Identities from Haar rotations

The preceding proposition supplies the deterministic diagonals needed to close the rotation equations.
We next derive those equations without any symmetry assumption on the spin prior.
Proposition 4.3 (Spectral Ward identities). Consider a subsequential overlap limit supplied by
Proposition 4.2, and suppose tN → t ∈ [0, 1]. For distinct group indices a, b, and every bounded
continuous Φ: [−1, 1] → R,

E
[︂
Φ(Q12)(ρbA

a
12 − ρaA

b
12)
]︂

= t(λa − λb)E
[︂
Φ(Q12)(daA

b
12 +Aa

12db − 2Aa
13A

b
23)
]︂
, (4.10)

ρbda − ρadb = t(λa − λb)
(︂
dadb − E[Aa

12A
b
12]
)︂
. (4.11)

The assertion includes equal eigenvalues in distinct groups.
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Proof. Choose row indices i ∈ Ia,N , j ∈ Ib,N , and differentiate under the plane rotation x′
i =

xj , x
′
j = −xi. Apply this derivative to ⟨x1

ix
2
jΦ(Q12)⟩, keeping the Gaussian coefficient tensors and

the independent linear enrichment fixed. The Haar-averaged derivative is zero. The total overlap
Q12 is rotation invariant, so no derivative hits Φ. Summing the coordinate derivative over i, j and
dividing by N2 gives

ρa,NA
b
12 − ρb,NA

a
12.

The derivative of the main Hamiltonian is tN (λa − λb)xixj . The two-replica Gibbs-ratio derivative
thus contributes

tN (λa − λb)
(︂
Aa

11A
b
12 +Aa

12A
b
22 − 2Aa

13A
b
23

)︂
.

We check that the remaining terms disappear at the required scale. The deterministic perturbation
derivative has coefficient 2eN (va − vb) multiplying xixj , and its normalized contribution is O(eN ).
For a Gaussian perturbation derivative, integrate by parts in its coefficient tensor, conditionally
on U and the cascade. Pairing with the Gibbs exponent supplies coefficient Ne2

N 4−ju2
j . Each

one-endpoint derivative of its covariance is a sum of at most C(1 + j) terms consisting of bounded
overlap factors times

xu
j x

v
i

N
or

xu
i x

v
j

N
.

Multiplication by x1
ix

2
j , summation over i, j, and division by N2 contract these coordinates into

products of normalized projected inner products, whose absolute values are at most one. The total
error is bounded by

Ce2
N

∑︂
j≥1

(1 + j)4−j = O(e2
N ).

The independent linear enrichment contributes nothing. Finite cascade restrictions justify the
differentiations as above. Pass to the limit and use the deterministic diagonals to obtain (4.10).

The same calculation with x1
ix

1
j and a one-replica Gibbs integral gives (4.11). In this calculation

the exponent derivative is still tN (λa −λb)xixj , and the Gibbs derivative has one subtraction replica.
This accounts for the coefficient without an additional factor of two.

4.4 Products of replica paths

The product and symbol below are familiar from Parisi-matrix algebra and the replica Fourier
transform; see Mézard–Parisi [20, Appendix II] and Müller–Pankov [21, Appendix E]. We derive the
corresponding product directly from synchronized overlap identities, including atoms and jumps.
Our immediate aim is to regard the diagonal and conditional off-diagonal expressions in the Ward
identities as one product of paths, and then turn that product into ordinary multiplication by taking
symbols.

By joint GG and synchronization, the group off-diagonal overlaps have simultaneous nondecreas-
ing quantiles pa, with

∑︁
a pa = p. In particular each pa is constant on every plateau of p. We encode

a diagonal and an off-diagonal path by L = (d, l), and define its symbol by

ˆ︁L(s) = d− sl(s) −
∫︂ 1

s
l(u) du, 0 < s < 1. (4.12)

We choose right-continuous versions where appropriate. The symbol alone does not determine a
path: replacing (d, l) by (d+ c, l + c) leaves it unchanged. We therefore retain the root value l(0+)
as well. For the total overlap,

ˆ︁Q(s) = 1 − sp(s) −
∫︂ 1

s
p(u) du = Dp(p(s)).
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Lemma 4.4 (Replica product). For the synchronized paths La = (da, pa) and Lb = (db, pb), the
diagonal and conditional off-diagonal expressions on the right of (4.11) and (4.10), respectively,
form a path La ⋆ Lb with diagonal

dadb −
∫︂ 1

0
pa(u)pb(u) du

and off-diagonal

ˆ︁La(s)pb(s) + pa(s)ˆ︁Lb(s) + spa(s)pb(s) −
∫︂ s

0
pa(u)pb(u) du. (4.13)

Its symbol and root are

ˆ︂La ⋆ Lb = ˆ︁La
ˆ︁Lb,

(La ⋆ Lb)(0+) = ˆ︁La(0+)pb(0+) + pa(0+)ˆ︁Lb(0+).

Proof. Conditional on Q12 = q, GG gives the marginal of Q13 as one half of the law of Q12 plus one
half of δq. Ultrametricity forces Q13 = Q23 below q, and forces the other overlap to equal q when
one exceeds q. To include atoms explicitly, suppose the quantile equals q on (α, β). Write a∗ and b∗
for the constant values of pa and pb on that interval. The preceding conditional laws give

2E[Aa
13A

b
23 | Q12 = q] =

∫︂ α

0
pa(u)pb(u) du+ b∗

∫︂ 1

β
pa(u) du+ a∗

∫︂ 1

β
pb(u) du

+ (2β − α)a∗b∗.

This is exactly the expression subtracted from dapb + padb in (4.13), evaluated as s ↑ β. Formula
(4.13) is constant across the plateau. The same disintegration with α = β gives the formula at
non-atomic values, for almost every conditioning value.

For the algebraic claims, the Stieltjes identity

dˆ︁L = −s dl

follows from (4.12). If c denotes (4.13), its jump at a common discontinuity v is

Δc = ˆ︁La(v−)Δpb + (Δpa)ˆ︁Lb(v+).

Its continuous Stieltjes part obeys the corresponding product rule. Thus d ˆ︂La ⋆ Lb = d(ˆ︁La
ˆ︁Lb). At

1−, subtracting the off-diagonal from the diagonal gives (da − pa(1−))(db − pb(1−)), the required
endpoint product. The symbols consequently agree everywhere up to the choice of versions. Taking
s ↓ 0 in (4.13) gives the root formula.

4.5 Reconstruction in each spectral group

Let bt(x) be the inverse resolvent for the finite law
∑︁

a ρaδtλa , and set

fa(x) = ρa

bt(x) − tλa
(x > 0), fa(0) = 0. (4.14)

For a finite alphabet of positive proportions, bt(x) > maxa tλa for x > 0. The functions fa are
smooth jointly in x, t, including x = 0: near zero, apply the inverse function theorem with 1/bt as
the inverse variable. Moreover

f ′
a(x) = ρa/(bt(x) − tλa)2∑︁

b ρb/(bt(x) − tλb)2 , f ′
a(0) = ρa,

∑︂
a

f ′
a(x) = 1. (4.15)
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Proposition 4.5 (Projected-overlap paths). Under the hypotheses of Proposition 4.3, let p be the
quantile of the total overlap. Then the entire group path is determined by p:

pa(s) =
∫︂ p(s)

0
f ′

a(Dp(r)) dr, da =
∫︂ 1

0
f ′

a(Dp(r)) dr. (4.16)

These formulas hold at t = 0, for repeated eigenvalues, and when Dp(p(s)) = 0. More generally, for
a smooth scalar or matrix function f on [0, 1], the path

lf (s) =
∫︂ p(s)

0
f ′(Dp(r)) dr, df = f(0) +

∫︂ 1

0
f ′(Dp(r)) dr (4.17)

has symbol f(Dp(p(s))) and root p(0+)f ′(Dp(p(0+))). Symbol and root uniquely determine a
bounded-variation path.

Proof. By Lemma 4.4, the two Ward identities combine into

ρbLa − ρaLb = t(λa − λb)(La ⋆ Lb).

Set αa = ˆ︁La(s) and x =
∑︁

a αa. GG positivity and Gram bounds give 0 ≤ pa(s) ≤ da, so αa ≥ 0,
and x = Dp(p(s)). If x > 0, every αa is positive: a zero component paired with a positive component
would give −ρaαb = 0. Dividing the symbol equations therefore gives a common number

ρa

αa
+ tλa = b for every a.

The positive sum constraint is the resolvent equation for bt(x). Hence αa = fa(x). If x = 0, all the
symbols are zero, which is the same conclusion.

At the root, put ra = pa(0+), p0 =
∑︁

a ra, and x = Dp(p0). The root equations are

ρbra − ρarb = t(λa − λb)
(︁
fa(x)rb + rafb(x)

)︁
.

For x > 0, substitution of (4.14) shows that

(bt(x) − tλa)2

ρa
ra

is independent of a. The sum constraint and (4.15) give ra = p0f
′
a(x). For x = 0, the root equations

directly give ρbra = ρarb, and therefore ra = ρap0 = p0f
′
a(0).

It remains to recover the paths, including their diagonals, from these data. Let Fp(r) = |{s :
p(s) ≤ r}|. Then D′

p(r) = −Fp(r) almost everywhere and Dp(1) = 0. For the path in (4.17),
Fubini’s theorem gives

ˆ︁Lf (s) = f(0) +
∫︂ 1

p(s)
Fp(r)f ′(Dp(r)) dr

= f(Dp(p(s))).

Since Dp is constant on [0, p0], its root is p0f
′(Dp(p0)). Finally, equal symbols imply equal Stieltjes

derivatives of the off-diagonal paths on every [ϵ, 1), because dˆ︁L = −s dl. The paths differ by
a constant, fixed by the root, and the symbol then fixes the diagonal. This also treats jumps
accumulating at zero. Applying this calculation to fa proves (4.16).

No step divided by an eigenvalue difference. At t = 0, fa(x) = ρax, so pa = ρap and da = ρa.
Tied eigenvalues similarly give proportional paths in the tied groups. If p ≡ 1, then Dp ≡ 0 and
pa = da = ρa, also covered by the formulas.
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For later Gaussian marks, the diagonal excess in group a is

da − pa(1−) =
∫︂ 1

p(1−)
f ′

a(Dp(r)) dr ≥ 0.

After division by ρa, the corresponding function in (4.17) is Ha(x) = (bt(x)− tλa)−1, with Ha(0) = 0.
Its derivative is bounded by 1/ρa. Thus the group formulas give uniformly bounded Gaussian
covariances for all trial paths, with zero residual variance when the top overlap is one.

5 The upper comparison
We prove the upper bound in Theorem 1.1 for a finite spectral law μ =

∑︁m
a=1 ρaδλa , with every

ρa > 0. The spectral counts may be any deterministic sequence whose proportions converge to these
masses. The rotation identities express the limiting energy through the total-overlap quantile. We
first identify an order in which this energy is monotone, then obtain that order by minimizing an
enriched pressure against a fixed trial.

Lemma 5.1 (Energy and tail order). For t ∈ [0, 1] and p ∈ P, define

Ft(x) = xR(tx), Et(p) = 1
2

∫︂ 1

0
F ′

t(Dp(r)) dr.

At a limit satisfying Proposition 4.5, Et(p) is the expected interaction energy per spin with coefficient
ΛN , before multiplication by t. The function Ft is convex on [0, 1]. In particular,∫︂ 1

s
p(u) du ≥

∫︂ 1

s
q(u) du (0 ≤ s ≤ 1) =⇒ Et(p) ≤ Et(q). (5.1)

Moreover, ∫︂ t

0
Eu(q) du = Gt(q) = 1

2

∫︂ 1

0
tR(tDq(r)) dr. (5.2)

Writing L = maxa |λa|, one has |Et(p)| ≤ L/2.

Proof. Let bt and fa be the resolvent functions for the spectrum tλa, as in Proposition 4.5. That
proposition gives

1
2
∑︂

a

λada = 1
2

∫︂ 1

0

∑︂
a

λaf
′
a(Dp(r)) dr.

For t > 0, the identity bt(x) = tb(tx) implies

∑︂
a

λafa(x) = xbt(x) − 1
t

= xR(tx) = Ft(x).

The same identity holds by continuity at t = 0 and at x = 0. This proves the energy formula.
For t > 0 and x > 0, set

Mj =
∑︂

a

ρa

(bt(x) − tλa)j
.

The resolvent equation says M1 = x, and differentiation yields

b′
t(x) = − 1

M2
, b′′

t (x) = 2M3
M3

2
, (xbt(x))′′ = 2(M1M3 −M2

2 )
M3

2
≥ 0.
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The inequality is Cauchy–Schwarz. Smooth extension at zero proves convexity on the closed interval;
at t = 0, F0 is linear. Also f ′

a ≥ 0 and
∑︁

a f
′
a = 1, so the displayed energy is an average of numbers

in [−L/2, L/2].
For a nondecreasing quantile, its positive-part integral can be recovered from upper tails:∫︂ 1

0
(p(u) − r)+ du = max

0≤s≤1

{︃∫︂ 1

s
p(u) du− (1 − s)r

}︃
.

The hypothesis of (5.1) therefore gives Dp ≤ Dq. Since F ′
t is nondecreasing, the energy order follows.

Finally,
∂

∂t

[︁
tR(tx)

]︁
= R(tx) + txR′(tx) = F ′

t(x).

Integration in t proves (5.2), including its endpoint at zero.

Proposition 5.2 (Finite-spectrum upper bound). Suppose the deterministic eigenvalues belong to
a fixed finite set {λ1, . . . , λm}, and their proportions converge to ρa > 0. Then

lim sup
N→∞

EPN ≤ inf
p∈P

{S(p) +G1(p)}.

Proof. Fix a finite step trial q with values strictly below one. Denote its interval weights by wi > 0,
its values by qi, and its left endpoints by ζi, for 0 ≤ i < k. By Lemma 3.5, S(q) < ∞. Use the
cascade on these intervals to form the enriched, perturbed pressure P enr

N (t, h,u,v) of Section 4. Its
linear field has covariance levels hi, and the exponent includes the subtraction −Nhk−1/2.

Suppose that the upper bound S(q) + G1(q) fails along a subsequence. Choose δ > 0 small
enough that, on this subsequence, the objective

JN (t, h,u,v) = − EP enr
N (t, h,u,v) − 1

2

∫︂ 1

0
q(s)h(s) ds

+ S(q) +Gt(q) + tδ + ΠN (u,v).
(5.3)

has value at most −η, for some fixed η > 0, at t = 1, h = 0, and all perturbation parameters equal
to 3/2. Here

ΠN (u,v) =
∑︂
j≤N

2−j(uj − 3/2)2 +
∑︂

a

(va − 3/2)2.

This follows from the O(eN ) perturbation comparison. Minimize JN on

0 ≤ t ≤ 1, 0 ≤ h0 ≤ · · · ≤ hk−1 ≤ H, u ∈ [1, 2]N , v ∈ [1, 2]m,

where the fixed cap H will be chosen below. Gaussian and direct comparison make the objective
continuous, so a minimum exists.

At a negative minimum, increasing the field in nonnegative monotone directions will force the
limiting overlap quantile to have upper tails at least as large as those of q. Lemma 5.1 will then
order their energies. A feasible decrease in t gives the opposite energy inequality, with the strict
margin δ. To make these two variations available, we first exclude t = 0 and the field cap. At
t = 0, the unperturbed enriched pressure is exactly ℓ(h). The definition of S(q) and the uniform
perturbation bound give

JN (0, h,u,v) ≥ −CeN . (5.4)

In fact the minimizing values of t stay away from zero. For fixed other parameters, Lemma 5.1 and
the spin norm bound give

|∂tJN | ≤ L+ δ.
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Comparing a minimum of value at most −η with (5.4), while retaining its other parameters, yields
tN ≥ η/[2(L+ δ)] for all sufficiently large N .

For the field cap, the recursion and log cosh z ≤ |z| give

ℓ(h) ≤ −1
2
∑︂

i

wihi +

√︄
2h0
π

+ Cq. (5.5)

Indeed a Gaussian increment of variance v at positive exponent ζi sends |z| to a function bounded
by |z| + ζiv/2 + (log 2)/ζi. Iterate over the positive levels and take ordinary expectation at the
root. The identity

∑︁
i ζi(hi − hi−1) = hk−1 −

∑︁
iwihi then proves (5.5); when k = 1, the sum of

positive-level constants is empty.
The interaction changes the normalized log partition by at most L/2, so

EP enr
N (t, h,u,v) ≤ ℓ(h) + L/2 + CeN .

Put ϵ = 1 − maxi qi > 0. Since S(q) ≥ 0, Gt(q) ≥ −L/2, and the penalty is nonnegative, (5.5)
implies, on hk−1 = H,

JN ≥ ϵwk−1
2 H −

√︄
2H
π

− Cq − L− CeN .

Choose H large enough to make this positive for large N . Thus every minimum under consideration
has hk−1 < H. The partition of the trial is fixed throughout this choice; no uniformity in its number
of intervals is required.

At these minima, Proposition 4.2 applies to the deterministic minimizing perturbation parameters.
Pass to a subsequence so that t and the overlap arrays converge, and let p be the limiting quantile of
Q12. The resulting array satisfies joint GG for the projected overlaps and the cascade level T . The
cascade marking identity preserves the level probabilities wi. Proposition 2.3 therefore represents
Q12 and T12 by nondecreasing quantiles on the same unit interval. The quantile p need not be
constant on the trial intervals.

We now use the field coordinates of the minimum to order the upper tails of p and q. Let g be
any nonnegative nondecreasing step function on the fixed trial intervals, with values gi, and define
γg(i/k) = gi on the cascade levels. A small increase of h in direction g is feasible, even if some levels
are zero or tied, because the upper cap is inactive. The covariance derivative of the linear field is
NQ12γg(T12). Its diagonal term is canceled by the subtraction −Nhk−1/2, so minimality gives

0 ≤ DgJN = 1
2E⟨Q12γg(T12)⟩ − 1

2

∫︂ 1

0
q(s)g(s) ds.

By synchronized quantiles, the limit of the first expectation is
∫︁ 1

0 p(s)g(s) ds. Hence∫︂ 1

0
p(s)g(s) ds ≥

∫︂ 1

0
q(s)g(s) ds. (5.6)

Choose g to be each upper-tail indicator of the partition. This proves the tail inequalities at its
endpoints. The function s |→

∫︁ 1
s p is concave, because p is nondecreasing, and therefore lies above its

chords. The corresponding tail integral of q is affine on each trial interval. The endpoint inequalities
consequently hold at every s ∈ [0, 1]. Lemma 5.1 now yields Et(p) ≤ Et(q).

It remains to vary t at the same minimum. A move to the left is feasible, including when tN = 1,
so ∂tJN ≤ 0. Proposition 4.5 and Lemma 5.1 identify the limit of this derivative as

−Et(p) + Et(q) + δ ≥ δ > 0.
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This contradiction proves the upper bound for the fixed step trial q.
Finally, given any p ∈ P with S(p) < ∞, round its values down to finite steps qn such that

qn ≤ p, max qn < 1, and ∥qn − p∥∞ → 0. Nonnegativity of every admissible field gives S(qn) ≤ S(p),
while

∥Dqn −Dp∥∞ ≤ ∥qn − p∥1

and continuity of R give G1(qn) → G1(p). The step-trial bounds therefore imply

lim sup
N→∞

EPN ≤ S(p) +G1(p).

Trials with infinite S(p) impose no further restriction, and taking the infimum proves the proposition.

The field supremum remains inside the trial infimum: the contact argument fixes q before
introducing its finite-dimensional minimum. Section 6 supplies the matching lower bound, and
Section 7 passes from finite alphabets to the spectral laws of Theorem 1.1.

6 The cavity lower bound
The cavity comparison belongs to the variational approach of Aizenman, Sims, and Starr [1]. Here
the reservoir and added coordinates are coupled through fresh directions in the spectral eigenspaces;
the rotation and quadratic-tilt identities required by this coupling are derived below.

We now prove the lower bound for a finite spectral alphabet with positive rational proportions.
We compare systems of sizes N and N + n, where n is fixed and sa := nρa is integral for every a.
The comparison must retain the base interaction: its eigenspaces contain the fresh directions that
become Gaussian cavity variables. After evaluating the resulting change of measure, site symmetry
will identify its field as a maximizer in the definition of S.

Fix a progression of dimensions with step n and group counts satisfying

ka(N + n) = ka(N) + sa,
ka(N)
N

−→ ρa. (6.1)

All limits and uniform bounds in this section concern sufficiently large dimensions on this progression,
with the alphabet, its proportions, and n fixed. We use the unenriched perturbations of Section 4
at t = 1. Write θ = (u, v) for their parameters, η for the product uniform probability on their
parameter space, and

Zθ
N = the perturbed partition function, FN (θ) = E logZθ

N .

The cube prior in Zθ
N remains its uniform probability. Proposition 4.2 supplies measurable sets

GN with η(GN ) → 1 such that every sequence θN ∈ GN has, after extraction, joint GG limits with
fixed spectral diagonals. We first bound the increments at any such sequence, and average over
parameters only at the end.

6.1 A coupling that preserves the base law

Let E : Rn → RN+n embed the last n coordinates, and let P+
a be the full spectral projectors. Define

Ma = ETP+
a E, d = (m− 1)n.
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The matrices Ma converge in probability to ρaIn, and are positive definite almost surely for all
sufficiently large dimensions. The first assertion follows from rotational symmetry and concentration;
the second follows, for example, by representing a uniform frame with independent Gaussians.
Throughout, zero-dimensional complementary spaces have the usual empty-matrix conventions.

Lemma 6.1 (Coupled interaction and fresh frames). There is a coupling of the full interaction of
size N +n and an interaction of size N with the spectral counts in (6.1) with the following properties.
There are d orthonormal special axes in the first N coordinates and matrices(︄

AN LN

LT
N CN

)︄
−→

(︄
A L
LT C

)︄
in probability, C =

(︂∑︂
a

ρaλa

)︂
In, (6.2)

where AN , A act on Rd. Fix a diagonal matrix A0 with n − sa copies of λa. If y ∈ Rd is the
projection of a base spin σ onto the special axes, then adjoining ε ∈ {−1, 1}n changes the main
exponent by

logWN (y, ε) = 1
2y

T(AN −A0)y + yTLNε+ 1
2ε

TCNε. (6.3)

Conditional on the base spectral projectors, the special axes assigned to group a form a uniform
orthonormal (n− sa)-frame in that group. They may be taken independent of the base perturbations
given those projectors. For finitely many base replicas, their projection variables converge jointly
with any overlap limit to centered Gaussian marks, independent across the axes conditional on the
overlap array, with covariance Aa

lj/ρa for an axis assigned to group a. Moreover, for every fixed
q > 0,

sup
N,θ

E⟨|y|q⟩N,θ < ∞. (6.4)

Here the brackets denote the base Gibbs probability and the expectation also includes the special
frames.

Proof. The mutually orthogonal spaces ran(P+
a E) have orthonormal coordinate maps P+

a EM
−1/2
a .

In their direct sum, the cavity coordinate map is the vertical stack (M1/2
a )a. Its columns are

orthonormal because
∑︁

aMa = In. Complete these columns to an orthonormal basis, with the
complement first, using a rule continuous near the limiting stack (√ρaIn)a. One may project a fixed
limiting complementary frame and orthonormalize it. In these coordinates the interaction is the left
matrix of (6.2). Its limit is a conjugate of

⨁︁
a λaIn, with cavity column blocks √

ρaIn. This proves
(6.2).

The complement to the cavity coordinates in this direct sum lies in the first N coordinates and
has dimension d; its chosen basis gives the special axes. All other eigenvectors also lie in the first N
coordinates, with multiplicities ka(N + n) − n. Retain them and assign A0 to the special axes. The
resulting base multiplicity is

ka(N + n) − n+ (n− sa) = ka(N + n) − sa = ka(N).

The geometric decomposition is thus

RN+n =
⨁_a ℛ_a (dim = N − d)



 


⊕ 𝒱_N (dim = d)


⊕ Eℝ^n (dim = n) 


, Ra = ranP+
a ∩ kerET. (6.5)

The base interaction agrees with the full interaction on the first summand and uses A0 on VN .
Subtracting the two quadratic forms gives (6.3).
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⨁︁
a ran(P+

a E)
m spectral subspaces of dimension n

⨁︁
a Ra

dimension N − d

special complement VN

d = (m− 1)n
cavity ERn

dimension n

Full
λa on Ra

dim Ra = ka(N + n) − n
⊕

AN LN

LT
N CN

retained without change

Base λa on Ra ⊕ A0 =
⨁︂

a

λaIn−sa
adjoined spins
ε ∈ {−1, 1}n

Figure 1: The coupled cavity decomposition, with schematic block widths. The full and base
interactions agree on the remaining spectral spaces Ra. The span of the m spectral images of the
cavity coordinates splits into the special complement and the cavity itself; the full interaction on
this span has each eigenvalue λa with multiplicity n. Assigning A0 to the special complement gives
the prescribed base multiplicities. When m = 1, the special complement is absent. Conditional on
the base spectral projectors, the n− sa special axes assigned to group a form a uniform orthonormal
frame. The base perturbations are generated independently of these frames conditional on those
projectors.

Conditional on (Ma)a, rotations of the first N coordinates act transitively on the remaining
frame and subspace data. Their conditional law is therefore the invariant probability on this orbit.
In particular the base interaction has its Haar law, independently of (Ma)a. After conditioning
further on the base projectors, the remaining freedom is the product of the rotations within their
eigenspaces. The selected axes consequently have the asserted uniform frame law. Generate the
base perturbations independently conditional on the projectors, using their prescribed Gaussian
kernels. This preserves that conditional frame law; no full-system Gaussian coefficient realization is
inherited by the base.

For a uniform unit vector in a group of dimension ka(N), its projections on fixed replicas have
covariance

(σl)TPaσ
j

ka(N) = N

ka(N)A
a
lj .

Generate the fixed number of selected vectors by independent Gaussian vectors divided by
√︁
ka(N),

then orthonormalize them. Their Gram matrix tends to the identity. Before orthonormalization the
replica projections are already jointly Gaussian with the displayed covariances, which are uniformly
bounded. The Gram correction thus does not change the limit. The sphere moment formula,
or Gaussian radial independence, gives every fixed moment uniformly, since ∥Paσ∥ ≤

√
N and

ka(N)/N stays bounded below. This proves (6.4) for any base Gibbs probability that is independent
of the selected frames conditional on the projectors.

Figure 1 summarizes the shared spectral spaces and the two interactions on the special coordi-
nates.
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6.2 Perturbations and bounded Gibbs tests

The logarithmic comparison will give a lower bound involving one field in the supremum defining S.
The cavity-spin tests will show that this field is maximizing.

In averages containing ε, use its independent uniform probability on the cavity cube. Write ⟨·⟩0
for this probability times the perturbed base Gibbs probability. All expectations below include the
coupled spectral data and the special frames. Let W denote (6.3) with the limiting matrices.

Lemma 6.2 (Finite-size comparison). There are deterministic δN ↓ 0, uniform over the perturbation
parameters, such that

FN+n(θ) − FN (θ) ≥ E log
⟨︁
WN (y, ε)e−δN (1+|y|2)⟩︁

0. (6.6)

The right-hand side is bounded below uniformly in N and θ. In addition, any bounded continuous
test of the two-replica total overlap and the cavity spins in the full system can be evaluated, up to an
error that vanishes first as N → ∞ and then as B → ∞, using the base probability reweighted by
WN 1{|y|≤B} and the base total overlap.

Proof. We condition first on all coupled spectral data. Outside the special/cavity coordinates the
full and base projectors coincide. Their overlap difference, including the change of dimension divisor,
is bounded on two configurations by

Cn

N

(︁
1 + |y1|2 + |y2|2

)︁
. (6.7)

Multiplying by NeN for the deterministic perturbations or by Ne2
N for their Gaussian covariances

gives a vanishing coefficient. The changes in these amplitudes for a bounded jump of dimensions
also tend to zero. The omitted Gaussian kernels and their derivatives remain summable with the
geometric weights. Thus the deterministic perturbation difference is bounded by o(1)(1 + |y|2), and
the covariance difference by o(1)(1 + |y1|2 + |y2|2), uniformly in the parameters.

To see the sign of the comparison, put g(σ) = 1 + |y|2. Let D0, D+ be the deterministic base and
full perturbations on (σ, ε), and let C0, C+ be the corresponding Gaussian perturbation covariance
kernels, conditional on the coupled spectral data. The preceding estimates give deterministic
aN , bN → 0, uniform in the parameters and spectral data, such that

|D+ −D0| ≤ aNg, |(C+ − C0)(1, 2)| ≤ bN (g(σ1) + g(σ2)).

Choose independent centered Gaussian fields X0, X+ with these conditional covariances. Keep the
full main interaction fixed and add the interpolating perturbation

(1 − τ)D0 + τD+ +
√

1 − τ X0 +
√
τ X+ − (1 − τ)δNg, 0 ≤ τ ≤ 1.

Write Zτ and ⟨·⟩int
τ for its partition function and Gibbs probability. The diagonal and pair terms in

Lemma 2.7 are each bounded below by −bNE⟨g⟩int
τ . Consequently

d

dτ
E logZτ ≥ (δN − aN − 2bN )E⟨g⟩int

τ ≥ 0

if δN ↓ 0 is chosen to dominate aN + 2bN . At τ = 0 the partition function is Zθ
N ⟨WNe

−δN g⟩0; at
τ = 1 it is Zθ

N+n. Integrating proves (6.6). The block matrices are uniformly bounded, so Jensen’s
inequality bounds its right-hand side below by −CE⟨1+ |y|2⟩0. Lemma 6.1 gives the claimed uniform
lower bound.
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For the test comparison, choose c > 0 smaller than every ρa. The event mina λmin(Ma) < c
has probability tending to zero and can be discarded in bounded tests. On its complement, the
orthonormal coordinates of the projection onto

⨁︁
a ran(P+

a E) give

|y|2 + n =
∑︂

a

⏐⏐M−1/2
a ETP+

a σ
+⏐⏐2 ≤ c−1∑︂

a

|ETP+
a σ

+|2, σ+ = (σ, ε).

At each fixed parameter choice the full disorder law is invariant under site permutations. For each
site j,

E⟨(P+
a σ

+)2
j ⟩+ = 1

N + n
E⟨∥P+

a σ
+∥2⟩+ ≤ 1.

Consequently
lim sup

N→∞
E⟨1{|y|>B}⟩+ ≤ C

B2 . (6.8)

This use of symmetry precedes the restriction; no symmetry of the restricted Gibbs probability is
needed. Nor is an inverse moment of Ma required on the discarded event.

For fixed B, the restriction |y| ≤ B is a fixed set once the spectral data have been conditioned on.
It is nonempty for B2 > d, since uniform base-spin sampling has mean squared projection d. The
perturbation differences on that set are bounded by O((aN +bN )(1+B2)). Use the same interpolation
without its penalty, normalizing the Gibbs probability on this fixed restriction at every τ . Lemma 2.7
bounds the change in the expected bounded Gibbs test by O((aN + bN )(1 +B2)) = o(1) for fixed B.
At the base endpoint its probability is precisely the base probability tilted by WN 1{|y|≤B}. Finally,
|Q+

12 −Q12| ≤ 2n/(N +n), so uniform continuity permits replacing the full total overlap by the base
one. Equation (6.8) then removes the restriction in the stated order.

6.3 Gaussian limits with explicit cutoffs

The finite-size comparison has not asserted convergence of an unbounded exponential factor. We
now pass to overlap limits with cutoffs in place. The subsequent quadratic calculation will supply
the uniform estimates needed to remove those cutoffs.

Take θN ∈ GN and a subsequence with limiting total overlap quantile p. By Proposition 4.5, the
Gaussian marks supplied by Lemma 6.1 have the covariance path associated with

H(x) = (b(x)Id −A0)−1, H(0) = 0 : (6.9)

their off-diagonal covariance at quantile coordinate s and their diagonal covariance are, respectively,∫︂ p(s)

0
H ′(Dp(r)) dr,

∫︂ 1

0
H ′(Dp(r)) dr. (6.10)

Indeed each diagonal entry of H is fa/ρa for its assigned group. The derivative H ′ is positive
semidefinite, so these paths have nonnegative covariance increments and a nonnegative diagonal
excess. If the top overlap equals one, that excess is zero.

Both the logarithmic increment and the cavity-spin tests must pass to these Gaussian marks.
We keep separate cutoffs for the two quantities until we have controlled the marks under the full
cavity reweighting.

Choose finite-valued nondecreasing maps converging uniformly to the identity on [0, 1], and let p̄
be the resulting value roundings of p. The rounded overlap arrays are exactly the finite cascades
of Lemma 2.5. On each such cascade use Gaussian marks with (6.10) recalculated with p̄. The
functions H,H ′ are smooth on [0, 1] for the present finite alphabet, and Dp̄ → Dp uniformly. The
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recalculated covariances therefore converge uniformly to the required ones. Finite-replica Gaussian
laws converge, including all the overlap labels, by Lemma 2.6.

For the logarithmic lower bound, cap the factor in (6.6) above at eT , with T > 0 fixed, and first
replace the logarithm of its integral by the logarithm of that integral plus a floor ϵ > 0. This is a
bounded continuous function of a bounded integral. Polynomial approximation and extra replicas
give its limit as N → ∞, then its finite-cascade approximation as p̄ → p. The vanishing penalty and
(6.2) do not change that limit: they converge uniformly on compact sets of y, whose complements
have vanishing probability by (6.4).

The floor can now be removed uniformly. If ZN,T is the capped base integral, Jensen’s inequality
and the bounded block matrices give

(logZN,T )− ≤ C⟨1 + |y|2⟩0, sup
N

E[(logZN,T )2
−] < ∞. (6.11)

The same bound holds for the limiting Gaussian calculations and all finite-cascade approximations.
Splitting according as − logZN,T is larger than a fixed number, and then increasing that number,
proves that adding the floor changes the expected logarithm by a quantity tending uniformly to
zero as ϵ ↓ 0.

For the restricted tests, fix B > 0 and let qN,B = ⟨1{|y|>B}⟩0. The base moment bound and
Markov’s inequality give

P(qN,B > 1/2) ≤ C

B2 ,
⟨︁
WN 1{|y|≤B}

⟩︁
0 ≥ 1

2e
−C(1+B2) if qN,B ≤ 1/2. (6.12)

The same estimates hold in the finite cascades. Thus denominator powers in a bounded replica test
may first be regularized, with an arbitrarily small error apart from C/B2, and then approximated
by polynomials using extra replicas. The sphere |y| = B > 0 has zero probability for a centered
Gaussian law, even when its covariance is singular. This justifies the restricted finite-replica passage.

The order is now explicit. At fixed cap or radius and positive regularizer, take the base-system
limit and then refine the finite rounding. Remove the regularizer using (6.11) or (6.12). It remains to
remove the cap and the radius in the finite-cascade calculations with errors uniform in the rounding.
This last step requires the actual quadratic transformation, to which we turn next.

6.4 Quadratic Gaussian reweighting

The quadratic part of the cavity factor changes the covariance of its Gaussian marks. The following
lemma computes that change while keeping track of the expected logarithm of the normalizing
factor. In particular, the matrices in the quadratic factor need not commute.

Lemma 6.3 (Quadratic tilt of a Gaussian cascade). Let μ =
∑︁m

a=1 ρaδλa , where ρa > 0 and
∑︁

a ρa =
1, and put λ+ = maxa λa. For 0 < x ≤ 1, let b(x) > λ+ be the solution of

∑︁
a ρa/(b(x) − λa) = x.

Let A0, A be symmetric d× d matrices whose eigenvalues are at most λ+, and define

K = A−A0, H(x) = (b(x) Id −A0)−1 (x > 0), H(0) = 0. (6.13)

Let p ∈ P be constant with value pi on intervals of lengths wi > 0, for 0 ≤ i < k, where
0 ≤ p0 ≤ · · · ≤ pk−1 ≤ 1 and

∑︁
iwi = 1. Set ζi =

∑︁
j<iwj, so that ζ0 = 0 and ζk = 1.

On the corresponding Ruelle probability cascade, construct the marks from centered Gaussian
increments independent of one another and of the unmarked cascade, with off-diagonal covariance
path and diagonal covariance

QH(s) =
∫︂ p(s)

0
H ′(Dp(r)) dr, VH =

∫︂ 1

0
H ′(Dp(r)) dr. (6.14)
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Here the covariance shared by two sampled paths whose last common level is i is QH(s) for s in
interval i. Any diagonal excess is an independent Gaussian residual, integrated separately at each
visit to a leaf. More explicitly, write vα for the cascade weights and yα for the sum of the common
and branching Gaussian increments. If γΣ denotes the centered Gaussian probability measure with
covariance Σ, set

ZK =
∑︂

α

vα

∫︂
exp

(︃1
2(yα + z)TK(yα + z)

)︃
γVH−QH(1−)(dz).

Then ZK is positive and finite almost surely, its logarithm is integrable, and

E logZK = −1
2

∫︂ 1

0

d

dx
log det(Id −H(x)K)

⏐⏐⏐⏐
x=Dp(r)

dr. (6.15)

After normalizing this quadratic tilt and relabeling the tree, the cascade weights have their original
law. The terminal marks can be represented by independent Gaussian increments, independent of
the unmarked cascade, with the covariance convention (6.14) using

˜︁H(x) = (Id −H(x)K)−1H(x) = (b(x) Id −A)−1 (x > 0), ˜︁H(0) = 0 (6.16)

in place of H. This representation includes the tilted residual draws and hence applies to joint
sampling of any finite number of terminal marks. The derivatives and integrands at zero in these
formulas mean their smooth limits. For d = 0, determinants equal one and all Gaussian marks are
the unique vector in R0.

Proof. We first verify the conditional Gaussian integrals needed by the cascade change of measure.
We then compute the normalizing constants and the covariances under its tilted kernels. The case
d = 0 is immediate, so assume d ≥ 1.

The finite alphabet makes b(x) well defined above λ+. Writing u = 1/b near x = 0 changes its
defining equation to x =

∑︁
a ρau/(1−λau), whose derivative in u at zero is one. Consequently H and˜︁H extend smoothly to zero, withH ′(0) = ˜︁H ′(0) = Id. For positive x, putM2(x) =

∑︁
a ρa/(b(x)−λa)2.

Differentiation gives b′(x) = −1/M2(x) and H ′(x) = M2(x)−1(b(x) Id −A0)−2 ⪰ 0. In particular, all
covariance increments in (6.14) are well defined and positive semidefinite.

Append pk = 1 and put p−1 = 0. For 0 ≤ i ≤ k, define

Σi =
∫︂ pi

pi−1
H ′(Dp(r)) dr, Hi = H(Dp(pi)), Ji = (Id −HiK)−1, Ki = KJi. (6.17)

The inverse defining Ji exists: at positive arguments, H−1
i − K = b(Dp(pi)) Id −A ≻ 0, and at

zero Hi = 0. Also Ki = (Id −KHi)−1K is symmetric. The increment Σ0 is common to all leaves,
increments Σi for 1 ≤ i < k are attached independently to the edges at level i, and Σk is the residual.
Since Dp has slope −ζi on (pi−1, pi) for i > 0, while it is constant on (0, p0), we have

Hk = 0, Hi−1 −Hi = ζiΣi (1 ≤ i ≤ k), Σ0 = p0H
′(Dp(p0)). (6.18)

These identities also hold when some adjacent overlap values coincide.
For i > 0, write Δi = ζiΣi. The matrix ordering in the following identity will be important:

Id −ΔiKi = (Id −Hi−1K)Ji, det(Id −ΔiKi) = det(Id −Hi−1K)
det(Id −HiK) . (6.19)
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The symmetric Gaussian precision matrix satisfies

Id −ζiΣ1/2
i KiΣ1/2

i ≻ 0. (6.20)

To prove this, replace Δi in (6.19) by tΔi, 0 ≤ t ≤ 1, and set St = Hi + tΔi. If Hi−1 = 0, then
Σi = 0 and the claim is immediate. Otherwise Hi−1 ≻ 0, and each nonzero St is positive definite
and at most Hi−1. Thus

S−1
t −K ⪰ H−1

i−1 −K ≻ 0.

It follows that det(Id −StK) ̸= 0; this is also true when St = 0. By (6.19) and the identity
det(Id −BC) = det(Id −CB), the symmetric matrix in (6.20), with ζi replaced by tζi, never has a
zero eigenvalue. At t = 0 it is the identity, proving (6.20) by continuity.

For a vector u ∈ Rd, completion of the square now gives the finite integral

1
ζi

log
∫︂

exp
(︃
ζi

2 (u+ z)TKi(u+ z)
)︃
γΣi(dz) = − 1

2ζi
log det(Id −ΔiKi) + 1

2u
TKi−1u. (6.21)

Indeed, if Ti = (Id −ΔiKi)−1, then (6.19) implies JiTi = Ji−1 and hence KiTi = Ki−1. Formula
(6.21) also holds for singular Σi, by writing z = Σ1/2

i g with g a standard Gaussian vector.
Starting at Kk = K, backward integration therefore produces the quadratic coefficients Ki

of (6.17). For 1 ≤ i < k, (6.21) verifies exactly the conditional fractional exponential moment of
exponent ζi required by the marked-cascade change of measure in Proposition 2.4. The residual step
i = k uses exponent ζk = 1 and verifies its ordinary exponential moment. The root uses exponent
zero, namely ordinary expectation of the backward value; its quadratic contribution is Tr(Σ0K0)/2.
Since a Gaussian quadratic polynomial is integrable, no exponential moment of the root quadratic
term is needed. The same recursion and Proposition 2.4, conditional on the root mark, show that
ZK is positive and finite almost surely. Their logarithmic integrability assertion applies because the
Gaussian integrals above have finite constants and the root value is a quadratic polynomial in a
finite-dimensional Gaussian vector. Thus

E logZK = 1
2 Tr(Σ0K0) −

k∑︂
i=1

1
2ζi

log det(Id −Hi−1K)
det(Id −HiK) . (6.22)

Set f(x) = log det(Id −H(x)K). Its derivative is f ′(x) = − Tr(H ′(x)K(Id −H(x)K)−1). On (0, p0)
this identifies the root term in (6.22) with −1

2
∫︁ p0

0 f ′(Dp(r)) dr. On every subsequent interval, the
change of variable D′

p(r) = −ζi identifies its determinant term with the corresponding integral.
Summing proves (6.15).

It remains to identify the terminal marks under the quadratic tilt. The marked-cascade rule
leaves the root law unchanged and gives, at step i > 0, the Gaussian kernel obtained by multiplying
the density of z ∼ γΣi by exp(ζi(u+ z)TKi(u+ z)/2) and normalizing. If Yi−1 = u is the running
sum before this step, square completion gives

E[Yi | Yi−1] = TiYi−1, Cov(Yi | Yi−1) = TiΣi, Ti = (Id −ΔiKi)−1. (6.23)

The covariance is symmetric and positive semidefinite, since it equals

Σ1/2
i (Id −ζiΣ1/2

i KiΣ1/2
i )−1Σ1/2

i .

The conditional covariance is independent of the preceding value, and the kernels on distinct child
edges are conditionally independent.
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Rescale the running sums by Ui = JiYi. Because JiTi = Ji−1, the process Ui has centered
independent innovations on the tree. Their covariances, and that of the common root, are respectively

Cov(Ui − Ui−1) = Ji−1ΣiJ
T
i (i > 0), Cov(U0) = J0Σ0J

T
0 . (6.24)

For symmetric matrices B,C for which the indicated inverses exist, the map F (B) = (Id −BK)−1B
satisfies

F (B) − F (C) = (Id −BK)−1(B − C)(Id −KC)−1. (6.25)

This follows by multiplying on the left by Id −BK and on the right by Id −KC. Applying it to
B = Hi−1 and C = Hi in (6.24) shows that the covariance at step i > 0 is

˜︁H(Dp(pi−1)) − ˜︁H(Dp(pi))
ζi

=
∫︂ pi

pi−1

˜︁H ′(Dp(r)) dr.

Here (6.16) follows directly from H(x)−1 − K = b(x) Id −A at positive x. Differentiating (6.25)
along H(x) also gives

˜︁H ′(x) = J(x)H ′(x)J(x)T, J(x) = (Id −H(x)K)−1, (6.26)

so the root covariance in (6.24) is p0 ˜︁H ′(Dp(p0)), as required. Since Jk = Id, the final sum Uk equals
the original terminal mark Yk. The cascade change of measure gives the original unmarked cascade
law independently of these Gaussian innovations, completing the claimed representation.

All the endpoint cases are included. If pk−1 = 1, then Σk = 0 and the residual step makes no
change. If p = 1 everywhere, then Dp = 0, Ji = Id, and Σ0 = Id; the sole quadratic contribution is
the ordinary root expectation Tr(K)/2. Equal adjacent overlap values simply give zero increments
in the same formulas.

6.5 Removing cutoffs and evaluating the increment

Apply Lemma 6.3 to the matrices supplied by Lemma 6.1. The eigenvalues of A and A0 are at most
λ+: A is a compression of

⨁︁
a λaIn, and A0 has the specified spectral alphabet. The lemma therefore

applies to every finite rounding p̄. Its joint Gaussian representation will bound the two-replica
moment arising from the remaining linear tilt. That bound removes both cutoffs uniformly in the
rounding, after which we compute the increment and the spin tests.

For a finite step quantile q, denote the cascade prior with the Gaussian covariance convention
(6.10), including the independent residual and uniform cavity spins, by ⟨·⟩q. Write ⟨·⟩q,W for its
normalized tilt by W (y, ε).

Lemma 6.4 (Uniform removal of cutoffs). For the fixed finite alphabet and fixed n, and every r > 0,

sup
q finite step

E⟨|y|r⟩q,W < ∞. (6.27)

Consequently the error in the expected logarithm from replacing W by min(W, eT ) tends uniformly
to zero as T → ∞. The error in a bounded replica test from restricting to |y| ≤ B tends uniformly
to zero as B → ∞, with any fixed bounded convention if the restricted normalizer is zero.

Proof. First perform only the quadratic tilt. By Lemma 6.3, the terminal marks then have a
Gaussian cascade representation associated with ˜︁H(x) = (b(x)Id −A)−1. Its diagonal covariance is∫︂ 1

0
˜︁H ′(Dq(r)) dr,
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whose norm is bounded by sup0≤x≤1 ∥ ˜︁H ′(x)∥. This is finite for the fixed alphabet, independently of
the number of steps and their weights. Indeed b(x) > λ+ for x > 0, and the inverse has the smooth
extension at zero already proved in the lemma.

Let ⟨·⟩q,K denote the normalized quadratic tilt, still including the uniform cavity-spin probability.
The remaining exponent is

V (y, ε) = yTLε+ 1
2ε

TCε.

For each realization, Jensen’s inequality gives ⟨eV ⟩−1
q,K ≤ ⟨e−V ⟩q,K . Taking two replicas therefore

gives
E⟨|y|r⟩q,W ≤ E

⟨︁
|y1|reV (y1,ε1)−V (y2,ε2)⟩︁

q,K
. (6.28)

Conditional on their branching, the two marks on the right are centered joint Gaussians with
uniformly bounded covariance. The spin coefficients range over a fixed finite set. Gaussian
polynomial-exponential moments thus bound the right side uniformly, proving (6.27). This argument
includes the residual draws as part of the probability prior. Jensen’s inequality and the same
exponential-linear moments also show that the remaining logarithmic normalizer is integrable.

Put gT = (logW − T )+. Since min(W, eT ) = We−gT ,

0 ≤ log⟨W ⟩q − log⟨min(W, eT )⟩q ≤ ⟨gT ⟩q,W .

The bound | logW | ≤ C(1+ |y|2) and (6.27) make its expectation tend uniformly to zero. Restriction
of an l-replica bounded test changes its expectation by at most a constant times l⟨1{|y|>B}⟩q,W .
Markov’s inequality and (6.27) prove the second assertion, including the event where the restricted
normalizer is zero.

For p ∈ P, define

hp(s) =
∫︂ p(s)

0
R′(Dp(r)) dr. (6.29)

This is a bounded nonnegative nondecreasing path. For x > 0,

R′(x) = 1
x2 − 1

M2(x) ≥ 0, M2(x) =
∑︂

a

ρa

(b(x) − λa)2 ≥ x2,

and the derivative has its smooth nonnegative limit at zero. If p is a finite step quantile, then
hp ∈ H.

Proposition 6.5 (Evaluation of the cavity factor). For every finite step quantile p, the cascade
factor constructed above satisfies

1
n
E log⟨W ⟩p = ℓ(hp) + 1

2

∫︂ 1

0
p(s)hp(s) ds+G1(p). (6.30)

For a fixed cavity site j and a bounded continuous function ϕ, the same tilted calculation satisfies

E⟨ϕ(Q12)ε1
jε

2
j ⟩p,W =

∫︂ 1

0
ϕ(p(s))Bhp(s) ds, (6.31)

where Q12 is the common-level value prescribed by p and Bhp is the conditional two-spin product
from Proposition 3.1. The common-level distribution itself is unchanged by the tilt.
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Proof. Compression of the resolvent of the limiting block matrix onto the cavity coordinates gives,
for b = b(x), (︁

bIn − C − LT(bId −A)−1L
)︁−1 =

∑︂
a

ρaIn

b− λa
= xIn. (6.32)

The whole block has eigenvalue λa with multiplicity n. Its Schur determinant and the multiplicities
in A0 give

C + LT ˜︁H(x)L = R(x)In, (6.33)

log det(Id −H(x)K) = log det(bId −A)
det(bId −A0)

= n

(︄
log x+

∑︂
a

ρa log(b− λa)
)︄
. (6.34)

To see the multiplicities explicitly, det(bId −A) = xn∏︁
a(b− λa)n whereas det(bId −A0) =

∏︁
a(b−

λa)n−sa . Differentiating (6.34) and using
∑︁

a ρa/(b− λa) = x yields

1
n

d

dx
log det(Id −H(x)K) = 1

x
+ xb′(x) = xR′(x). (6.35)

Differentiating (6.33) gives
LT ˜︁H ′(x)L = R′(x)In.

Thus, after the quadratic transformation, the field LTy has independent coordinates with common-
level covariance path hp. Its diagonal covariance is vIn, where

v =
∫︂ 1

0
R′(Dp(r)) dr.

Writing h∗ = hp(1−), the independent residual has covariance (v−h∗)In. Since every cavity spin has
squared norm n, integrating this residual and the deterministic cavity term C = R(0)In contributes
n[R(0) + v − h∗]/2 to the logarithm. The remaining spin sum is

∏︁n
j=1 cosh zj for the nonresidual

field z. Its logarithm is additive over coordinates, so the Gaussian backward recursion and its tilted
kernels factor over those coordinates. This recursion contributes n[ℓ(hp) + h∗/2]. Lemma 6.3 and
(6.35) therefore give

1
n
E log⟨W ⟩p = ℓ(hp) + 1

2

[︃
R(0) +

∫︂ 1

0
(1 −Dp(r))R′(Dp(r)) dr

]︃
. (6.36)

All three contributions include the root interval; the independent residual was integrated at exponent
one.

Fubini’s theorem and the definition of Dp give∫︂ 1

0
p(s)hp(s) ds =

∫︂ 1

0
R′(Dp(r))

∫︂
{s:p(s)>r}

p(s) ds dr,

and, almost everywhere in r,

1 −Dp(r) −
∫︂

{s:p(s)>r}
p(s) ds = −rD′

p(r).

Subtracting the pairing with hp from the bracket in (6.36) thus gives

R(0) −
∫︂ 1

0
r dR(Dp(r)) =

∫︂ 1

0
R(Dp(r)) dr = 2G1(p),
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where Dp(1) = 0 supplies the endpoint at one. This proves (6.30).
Both the quadratic transformation and the remaining spin tilt use the marked-cascade rule

of Proposition 2.4. Its tree relabeling preserves all common-level values, and leaves their law
unchanged. The scalar residual correction is independent of the spins. Conditional on a common
level, the remaining single-coordinate two-spin product is exactly Bhp from the Ising recursion;
the independent coordinates factor through its tilted kernels. This proves (6.31) and the last
assertion.

We can now finish the passage from finite size to the evaluated increment. For a good param-
eter sequence with limiting quantile p, the capped comparison, finite-replica approximation, and
Lemma 6.4 imply

lim inf
N→∞

FN+n(θN ) − FN (θN )
n

≥ ℓ(hp) + 1
2

∫︂ 1

0
p(s)hp(s) ds+G1(p). (6.37)

Here ℓ(hp) uses the bounded-path extension of Theorem 3.4. Indeed uniform rounding gives hp̄ → hp

uniformly, so the right side of (6.30) converges by the L1 continuity of ℓ. At each fixed logarithmic
cap the limiting lower bound is the capped finite-cascade value; its difference from the uncapped
value tends uniformly to zero by Lemma 6.4. This verifies (6.37) in the cutoff order already specified,
without untruncated moment convergence at finite system size.

6.6 The maximizing field and the lower bound

The expression in (6.37) contains one field, whereas the proposed answer contains a supremum over
fields. To obtain the required inequality, we must prove that this particular field maximizes that
supremum. The information comes from cavity-spin tests, not from the logarithmic comparison
alone.

Proposition 6.6 (Cavity self-consistency). Let p be a limiting total-overlap quantile along any
sequence θN ∈ GN used in (6.37). For value roundings p̄ → p as above,

Bhp̄ −→ p in L1(0, 1). (6.38)

Consequently

S(p) = ℓ(hp) + 1
2

∫︂ 1

0
p(s)hp(s) ds. (6.39)

Thus hp attains the field supremum in the bounded-path completion.

Proof. For any fixed cavity site j, site permutation symmetry of the full model gives, for every
bounded continuous ϕ,

E⟨ϕ(Q+
12)ε1

jε
2
j ⟩+ = E⟨ϕ(Q+

12)Q+
12⟩+.

Apply the restricted test comparison of Lemma 6.2, pass through the bounded finite-replica
calculations, and then remove the restriction using Lemma 6.4. Proposition 6.5 and preservation of
the common-level law give

lim
p̄→p

∫︂ 1

0
ϕ(p̄(s))

(︁
Bhp̄(s) − p̄(s)

)︁
ds = 0. (6.40)

No GG property of the full system was used here: the base parameters are good, while site symmetry
holds for the full model at every fixed parameter choice.
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The functions Bhp̄ are nondecreasing and take values in [0, 1], so they are relatively compact in
L1. We explain why any subsequential limit B is a measurable function of p; this is needed to infer
equality from (6.40). Since each rounding is a function of the values of p, it is constant on every
plateau of p. The corresponding field levels are tied there. Their zero increments give identical
conditional positions and magnetizations, so Bhp̄ is also constant there, by Proposition 3.1. An
L1 limit preserves this property on every positive-length plateau. There are only countably many
such intervals. Outside their interiors and their null set of endpoints, the generalized inverse of the
nondecreasing function p recovers the quantile coordinate. Thus B is measurable with respect to p
almost everywhere, including when p has a singular-continuous part.

Passing to the limit in (6.40) shows that the signed pushforward of (B − p) ds under p vanishes,
since continuous tests determine finite measures on [0, 1]. The established measurability then gives
B = p almost everywhere. Every subsequential limit is the same, proving (6.38).

For any fixed v ∈ H, take common refinements of its intervals and those of hp̄. The supporting
inequality from Theorem 3.4, including tied levels, is

ℓ(v) ≤ ℓ(hp̄) − 1
2

∫︂ 1

0
Bhp̄(s)(v(s) − hp̄(s)) ds.

Letting p̄ → p proves that the supremum defining S(p) is at most the right side of (6.39). Conversely,
hp̄ ∈ H, and their values in the definition of S(p), with p fixed in the pairing, converge to that same
expression. This proves (6.39).

Proposition 6.7 (Finite-alphabet lower bound). Let μ =
∑︁m

a=1 ρaδλa have positive rational pro-
portions. Fix n with nρa ∈ N for every a, and a progression of dimensions and spectral counts
satisfying (6.1). Along this progression, the unperturbed pressure satisfies

lim inf
N→∞

EPN ≥ inf
p∈P

{S(p) +G1(p)}.

Proof. Put V = infp∈P{S(p) +G1(p)}. This is finite: S ≥ 0, G1 is bounded, and the zero trial has
finite S by Lemma 3.5. Every sequence of good base parameters has a subsequence with the overlap
limits used above. Equations (6.37) and (6.39) therefore imply

lim inf
N→∞

inf
θ∈GN

(︁
FN+n(θ) − FN (θ)

)︁
≥ nV.

Indeed any failure would select a sequence of parameters whose subsequential overlap limit contradicts
the two equations.

Lemma 6.2 gives a uniform lower bound for the increments also outside GN . Since η(GN ) → 1,
integration over the common parameter space yields

lim inf
N→∞

∫︂ (︁
FN+n(θ) − FN (θ)

)︁
η(dθ) ≥ nV.

The parameter space includes the whole infinite sequence, with the size-N partition function
ignoring later coordinates. Hence these integrated increments telescope exactly along the progression.
Dividing their sum by the terminal dimension proves the lower bound for the parameter-averaged
perturbed pressure. The perturbations change the expected log partition by O(NeN ) = o(N),
uniformly in parameters, so the same bound holds for EPN .

The fixed-n comparison is now complete. Its constants may depend on the finite alphabet and
on n; no uniformity across later spectral approximations was used. Section 7 will combine this
bound with the upper bound and remove the rational-count and finite-alphabet restrictions.
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7 General spectral distributions
The upper and lower bounds now determine the pressure for finite spectral alphabets with rational
proportions along the progressions used in the cavity argument. We first remove these arithmetic
restrictions, and then approximate an arbitrary compactly supported spectral law. In this section,
subscripts in Rν and Gt,ν specify the spectral law; F(ν) denotes the variational value in (1.9) with
that law. The functions S and Dp do not depend on the spectral law.

7.1 Continuity of the spectral term

The transform can reach the upper support edge, so its continuity must include that branch of the
definition. The following statement needs no regularity of the measure near the edge.

Lemma 7.1. Let νj and ν be probability measures supported in a common interval [−K,K]. Suppose
that νj converges weakly to ν and that

ej := max supp νj −→ e := max supp ν.

Define bνj and Rνj by the edge convention of Theorem 1.1, and likewise for ν. Then

sup
0≤x≤1

|Rνj (x) −Rν(x)| −→ 0. (7.1)

Consequently,
|F(νj) − F(ν)| ≤ 1

2 sup
0≤x≤1

|Rνj (x) −Rν(x)| −→ 0. (7.2)

Proof. For a measure τ with upper support edge eτ , put

Hτ (z) =
∫︂
τ(dλ)
z − λ

, z > eτ .

This function is continuous and strictly decreasing. Thus bτ (x) > eτ exactly when x < Hτ (eτ +),
and in that case Hτ (bτ (x)) = x. In the remaining case bτ (x) = eτ . In both cases,

eτ ≤ bτ (x) ≤ eτ + x−1, −K ≤ Rτ (x) ≤ K. (7.3)

The first upper bound follows from Hτ (z) ≤ (z − eτ )−1. The lower bound on Rτ follows from
Hτ (z) ≥ (z +K)−1, using the edge limit of this inequality when the transform is capped.

We first work away from zero. Let xj → x > 0 and pass to a subsequence on which bνj (xj) → b∗.
The bounds (7.3) imply that such subsequences exist and that b∗ ≥ e. If b∗ > e, the defining
equations are uncapped for large j. Weak convergence, with their arguments uniformly separated
from the supports, gives

Hν(b∗) = x.

Hence b∗ = bν(x). If b∗ = e but bν(x) > e, choose c ∈ (e, bν(x)). Then Hν(c) > x, so Hνj (c) > xj

for large j. Strict monotonicity, including the definition of the capped branch, forces bνj (xj) > c, a
contradiction. These two cases prove

bνj (xj) −→ bν(x).

The same argument with the measure fixed proves continuity of bν on (0, 1]. A compactness argument
now gives uniform convergence of Rνj on every [ε, 1].
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Near zero the convergence is uniform for a different reason. If K = 0 there is nothing to prove.
For K > 0 and x < (4K)−1, the transform cannot be capped, since Hτ (eτ +) ≥ (2K)−1. Write
bτ (x) = x−1 +Rτ (x) in its defining equation. The bound |Rτ | ≤ K permits the uniform expansion

1 =
∫︂

τ(dλ)
1 + x(Rτ (x) − λ) = 1 − x

(︃
Rτ (x) −

∫︂
λ τ(dλ)

)︃
+O(K2x2).

Therefore
Rτ (x) =

∫︂
λ τ(dλ) +O(K2x), (7.4)

with a constant independent of τ . Weak convergence on the common bounded interval implies
convergence of the means. Combining (7.4) with the convergence away from zero proves (7.1).

Finally, 0 ≤ Dp(r) ≤ 1 for every admissible p and r, and hence

sup
p∈P

|G1,νj (p) −G1,ν(p)| ≤ 1
2∥Rνj −Rν∥∞.

Taking infima after adding the common functional S proves (7.2). These infima are finite: S ≥ 0
and S(0) = 0 by Lemma 3.5, whereas the transforms are bounded by (7.3).

7.2 Spectral multiplicities and approximation

For two diagonal spectra of the same size, using the same orthogonal matrix gives the elementary
comparison

|PN (Λ, U) − PN (˜︁Λ, U)| ≤ 1
2∥Λ − ˜︁Λ∥op. (7.5)

It follows by comparing each spin energy and using |σ|2 = N . The same argument gives monotonicity
under coordinatewise increase of the eigenvalues and the exact shift identity

PN (Λ + c Id, U) = PN (Λ, U) + c

2 . (7.6)

To change multiplicities, however, a small operator-norm error is not available. The next bound
uses rotational symmetry inside each eigenspace.

Lemma 7.2. Fix distinct real numbers λ1, . . . , λm, and let L = maxa λa − mina λa. Let ka and ˜︁ka

be positive integers whose sums are both N . For diagonal matrices Λ and ˜︁Λ with these multiplicities,

⏐⏐⏐EPN (Λ, U) − EPN (˜︁Λ, U)
⏐⏐⏐ ≤ L

2 max
a

|ka − ˜︁ka|
min(ka, ˜︁ka)

. (7.7)

The same inequality holds for any fixed spin prior on the cube, including a prior with deterministic
external fields.

Proof. Arrange the two diagonal matrices so that, for each a, min(ka, ˜︁ka) axes retain the value λa.
Haar invariance makes this rearrangement immaterial. Set Δ = ˜︁Λ − Λ and

f(s) = EPN (Λ + sΔ, U), 0 ≤ s ≤ 1.

Convexity of the log partition function gives f ′(0) ≤ f(1) − f(0) ≤ f ′(1). At either endpoint,

f ′(s) = 1
2N E

⟨︄∑︂
i

Δiix
2
i

⟩︄
s

, x = Uσ.
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Within a group of equal endpoint eigenvalues, the expected squared projections are equal on all axes.
Indeed, rotating the corresponding rows of U preserves both its Haar law and the spin Hamiltonian;
the spin prior is unaffected. If a group has qa axes and ca changed axes, its changed axes therefore
carry the fraction ca/qa of the group’s expected squared spin norm. Since |Δii| ≤ L and the total
squared norm is N ,

|f ′(s)| ≤ L

2 max
a

ca

qa
, s ∈ {0, 1}.

At the first endpoint ca = (ka − ˜︁ka)+, and at the second ca = (˜︁ka − ka)+. The endpoint bounds
prove (7.7).

Proposition 7.3. Let ΛN be deterministic diagonal matrices. Suppose that their empirical measures
converge weakly to a compactly supported probability measure μ, and write a = min suppμ and
b = max suppμ. Assume

lim inf
N→∞

λmin(ΛN ) ≥ a, lim sup
N→∞

λmax(ΛN ) ≤ b.

Then EPN → F(μ).

Proof. We first finish the finite-alphabet case. Suppose that μ =
∑︁m

a=1 ρaδλa with all ρa > 0 rational.
Choose n so that sa = nρa are integers. For each residue r ∈ {0, . . . , n − 1}, choose nonnegative
integers cr

a with sum r, and at dimension N = kn+ r use multiplicities

ka(N) = ksa + cr
a.

They increase by sa when N increases by n, and are positive for all sufficiently large N . Propo-
sition 5.2 and Proposition 6.7 give convergence to F(μ) on each progression. There are finitely
many residues, so these canonically chosen multiplicities give convergence on the full sequence of
dimensions.

Now allow arbitrary positive proportions ρa and arbitrary multiplicities ka(N) with ka(N)/N →
ρa. Approximate ρ by positive rational probability vectors τ , and let ˜︁ka(N)/N → τa be the canonical
counts just constructed. Lemma 7.2 gives

lim sup
N→∞

⏐⏐⏐⏐⏐EPN (ΛN , U) − F
(︄∑︂

a

τaδλa

)︄⏐⏐⏐⏐⏐
≤ L

2 max
a

|ρa − τa|
min(ρa, τa) .

The right side tends to zero as τ → ρ. Lemma 7.1 applies to these laws because their support is
the same fixed alphabet. This proves the assertion for every finite alphabet with positive limiting
proportions.

We next construct finite alphabets for the general measure. If a = b, then Rδa = a and
F(δa) = a/2 because S ≥ 0 and S(0) = 0; the assertion follows directly from (7.5). Hence suppose
a < b, and put

ηN = max{(a− λmin(ΛN ))+, (λmax(ΛN ) − b)+}.

Then ηN → 0, and clipping the eigenvalues to [a, b] changes the pressure by at most ηN/2. The
clipped empirical measures still converge weakly to μ.
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Fix δ > 0. Partition [a, b] into finitely many intervals of length at most δ, with all interior
endpoints of zero μ-mass. Use half-open intervals to assign endpoints uniquely, including a and b in
the first and last intervals. For each positive-mass interval Ij , choose rj ∈ Ij ∩ suppμ, and put

νδ =
∑︂

j: μ(Ij)>0
μ(Ij)δrj .

The smallest and largest representatives satisfy

a ≤ rmin ≤ a+ δ, b− δ ≤ rmax ≤ b,

because every neighborhood of a support edge has positive mass.
In a positive-mass interval, replace each clipped eigenvalue by its representative. In all zero-mass

intervals together, replace the eigenvalues by rmin to form Λ−
N , and by rmax to form Λ+

N . Each
zero-mass interval is a continuity set for the clipped measures relative to [a, b], so the fraction of
eigenvalues in their finite union tends to zero. Both modified spectra therefore have limiting law νδ,
with only positive limiting groups. Moreover, coordinatewise,

Λ−
N − (δ + ηN ) Id ≤ ΛN ≤ Λ+

N + (δ + ηN ) Id .

Monotonicity and (7.6), followed by the finite-alphabet result, yield

F(νδ) − δ

2 ≤ lim inf
N

EPN ≤ lim sup
N

EPN ≤ F(νδ) + δ

2 . (7.8)

Thus no estimate involving the fraction changed inside a vanishing group is needed.
As δ ↓ 0, the laws νδ converge weakly to μ and their upper support edges converge to b.

Lemma 7.1 gives F(νδ) → F(μ), and (7.8) completes the proof. The thermodynamic limit was
taken for each fixed finite alphabet before its refinement. No derivative bound on the finite-alphabet
transforms is required uniformly over those refinements.

Completion of the proof of Theorem 1.1. Proposition 7.3 supplies convergence of the expected pres-
sures. The spectral hypotheses also imply ∥ΛN ∥op ≤ K for all sufficiently large N , for some finite K.
Comparing the quadratic forms for two orthogonal matrices shows that PN (ΛN , U) is K-Lipschitz
in the Frobenius distance, independently of the number of distinct eigenvalues. The fourth-moment
argument in Lemma 4.1 therefore gives

E|PN − EPN |4 ≤ CK

N2 .

For every ε > 0, Markov’s inequality makes the probabilities of |PN − EPN | > ε summable. Borel–
Cantelli, first for positive rational ε, proves PN − EPN → 0 almost surely. This argument needs no
independence between the orthogonal matrices at different dimensions.

The pressure limit now also gives consequences for random spectra and maximum energies. We
derive these first, then apply them to Gaussian-pattern interactions.

7.3 Random spectra and zero temperature

Proposition 7.4. Let JN be random real symmetric matrices whose conditional law, given their
eigenvalues, is the orthogonal orbit measure. Let μ be a fixed compactly supported probability measure.
If the empirical spectral measures converge weakly to μ in probability and the two edge excesses
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in Proposition 7.3 tend to zero in probability, then PN → F(μ) in probability. If these spectral
hypotheses hold almost surely, the pressure convergence holds almost surely. In either case, if the
random variables PN are uniformly integrable, then EPN → F(μ). A sufficient condition for this
last hypothesis is uniform integrability of ∥JN ∥op, in particular a uniform deterministic bound on
these norms.

Proof. Let fN (Λ) be the Haar expectation of the pressure with deterministic eigenvalues Λ. The
integral against the conditional orbit law is therefore the finite quantity fN (ΛN ). This is used
as a conditional orbit integral, without any assumption of global integrability. Equivalently, all
conditional calculations below may first be restricted to {∥ΛN ∥op ≤ K}, on which |PN | ≤ K/2.
Under the almost-sure spectral hypotheses, Proposition 7.3 applies to each spectral sequence in the
event of convergence and yields fN (ΛN ) → F(μ) almost surely. Under the in-probability hypotheses,
every subsequence has a further subsequence on which all the spectral hypotheses hold almost surely.
Here weak convergence can be expressed by a metric on probability measures, so only finitely many
convergence-in-probability assertions are involved. The same deterministic result on this further
subsequence proves fN (ΛN ) → F(μ) in probability.

For each fixed K, conditional concentration gives

P
(︁
|PN − fN (ΛN )| > ε, ∥ΛN ∥op ≤ K

)︁
≤ CK

ε4N2 . (7.9)

The spectral hypotheses in probability imply that the norm bound holds with probability tending to
one for a sufficiently large fixed K. This proves convergence of the fluctuations in probability. Under
the almost-sure hypotheses the spectra are eventually bounded almost surely. Apply Borel–Cantelli
to (7.9) for integer K and positive rational ε to obtain almost-sure convergence of the fluctuations
as well.

Uniform integrability and convergence in probability imply convergence of expectations. Finally,
|PN | ≤ ∥JN ∥op/2, which proves the sufficient condition.

Corollary 7.5. Let JN = UT
N ΛNUN satisfy the deterministic spectral hypotheses of Theorem 1.1,

with limiting law μ. Define its maximum energy per spin by

MN = 1
2N max

σ∈{−1,1}N
σTJNσ.

For β > 0, let μβ be the image of μ under λ |→ βλ. Then, almost surely and in expectation,

MN −→ lim
β→∞

F(μβ)
β

. (7.10)

In particular, the limit on the right exists.

Proof. Write PN (β) for the pressure with spectrum βΛN . The uniform probability on the cube
gives, for every N and β > 0,

PN (β)
β

≤ MN ≤ PN (β)
β

+ log 2
β

. (7.11)

Theorem 1.1 applies at each positive integer β. Intersecting these countably many probability-one
events, the difference between the limit superior and limit inferior of MN is at most log 2/β for every
such integer. Thus MN converges almost surely. Moreover, its limit belongs to each deterministic
interval [︃F(μβ)

β
,
F(μβ)
β

+ log 2
β

]︃
, β ∈ N,
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so it is a deterministic numberM . The eventual deterministic bound on ∥JN ∥op also gives convergence
in expectation. For any real β > 0, take expectations and then N → ∞ in (7.11). It follows that

0 ≤ M − F(μβ)
β

≤ log 2
β

,

which proves (7.10) without a uniform positive-temperature estimate.

7.4 Gaussian-pattern Wishart interactions

Fix α > 0, put mN = ⌊αN⌋, and let GN be an mN -by-N matrix of independent standard real
Gaussian variables. For c ∈ R, define

pN (c) = 1
N

log

⎡⎣2−N
∑︂

σ∈{−1,1}N

exp
{︃
c

2N ∥GNσ∥2
2

}︃⎤⎦ . (7.12)

This is the Gaussian-pattern Hopfield pressure for JN = cGT
NGN/N , with uniform spin probability

and the full quadratic form, including its diagonal self-interactions.
Let aα = (1 −

√
α)2, bα = (1 +

√
α)2, and set

μα = (1 − α)+δ0 +
√︁

(bα − x)(x− aα)
2πx 1[aα,bα](x) dx,

μα,c = (x |→ cx)#μα.

(7.13)

The displayed density is understood almost everywhere.

Corollary 7.6 (Gaussian patterns). For every fixed c ∈ R,

pN (c) −→ F(μα,c) (7.14)

in probability and in L1, and hence in expectation. The subsequent zero-temperature limits

e±(α) := lim
β→∞

F(μα,±β)
β

(7.15)

exist, with e+(α) ≥ 0 and e−(α) ≤ 0. If gN,1, . . . , gN,N ∈ RmN are the columns of GN , then

∥GN ∥∞→2
N

= ∥GT
N ∥2→1
N

−→
√︂

2e+(α), (7.16)

1
N

min
σ∈{−1,1}N

‖‖‖‖‖
N∑︂

i=1
σigN,i

‖‖‖‖‖
2

−→
√︂

−2e−(α). (7.17)

Both limits hold in probability and in L1. The operator norms are from ℓN∞ to ℓmN
2 and from ℓmN

2 to
ℓN1 , respectively.

Proof. Put WN = GT
NGN/N and αN = mN/N . For every Q ∈ O(N), the matrices GNQ and

GN have the same law. Haar averaging this identity against any bounded function of the ordered
eigenvalues shows that the conditional law of cWN is its orthogonal orbit law, including when the
zero eigenvalue is repeated.

The Marchenko–Pastur theorem [18, Theorem 1 and the examples on pp. 459 and 461] gives
weak convergence in probability of the empirical law of WN to μα. To check the edges, let s+

min(GN )
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be the smallest positive singular value. For mN ≥ 1 and t > 0, the Gaussian singular-value bounds
[10, Theorem II.13], after scaling and transposing when necessary, give

P
(︃
smax(GN )√

N
> 1 +

√
αN + t

)︃
≤ e−Nt2/2,

P
(︄
s+

min(GN )√
N

< |1 −
√
αN | − t

)︄
≤ e−Nt2/2.

Together with positive limiting mass near each continuous spectral edge, these bounds give
λmax(WN ) → bα in probability. The lower edge is 0 for α ≤ 1 and aα for α > 1. For α < 1,
WN has N −mN zero eigenvalues almost surely for all large N ; at α = 1, nonnegativity and limiting
mass near zero give the lower-edge limit; for α > 1, the second bound and limiting mass near aα

give that limit. Thus both edge excesses vanish. Scaling by a fixed c preserves this conclusion,
reversing the edges when c < 0; the case c = 0 is immediate.

Since αN ≤ α, integrating the first singular-value bound gives

sup
N

E∥WN ∥2
op = sup

N
E
(︃
smax(GN )√

N

)︃4
< ∞.

The finitely many possible cases mN = 0 are zero matrices. Hence ∥cWN ∥op and pN (c) are uniformly
integrable for each fixed c. Proposition 7.4 gives convergence in probability, and uniform integrability
upgrades it to L1.

For ε ∈ {+1,−1}, put

Hε
N = 1

2N max
σ∈{−1,1}N

σT(εWN )σ, Aε
β = F(μα,εβ)

β
.

The same maximum squeeze as in (7.11) holds pointwise:

pN (εβ)
β

≤ Hε
N ≤ pN (εβ)

β
+ log 2

β
.

Also |Hε
N | ≤ ∥WN ∥op/2, so these energies are uniformly integrable. Taking expectations and then

N → ∞ at each fixed β > 0 gives

Aε
β ≤ lim inf

N
EHε

N ≤ lim sup
N

EHε
N ≤ Aε

β + log 2
β

.

The expectations are bounded, and the gap between their limit superior and limit inferior is at most
log 2/β for every β > 0. They therefore have a common limit eε(α), and the same bounds give

0 ≤ eε(α) −Aε
β ≤ log 2

β
,

which proves (7.15). Given any error tolerance, choose one sufficiently large fixed β and use (7.14)
in the pointwise squeeze. This proves Hε

N → eε(α) in probability; uniform integrability gives
convergence in L1.

Dualizing the Euclidean norm and maximizing a linear functional over the cube gives

∥GN ∥∞→2 = ∥GT
N ∥2→1 = max

σ∈{−1,1}N
∥GNσ∥2.
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Consequently,

H+
N = ∥GN ∥2

∞→2
2N2 , H−

N = − 1
2N2 min

σ∈{−1,1}N
∥GNσ∥2

2.

The signs of e+ and e− follow from these identities. Since GNσ =
∑︁

i σigN,i, the L1 convergence of
the energies and the inequality |

√
x− √

y| ≤
√︁

|x− y| for x, y ≥ 0 give (7.16)–(7.17).

For comparison, the finite partition expression in the companion Ising-perceptron manuscript
with fc(z) = cz2/2 is exactly (7.12). For a standard Gaussian Z, E|fc(Z)| = |c|/2, while Eefc(Z) =
(1 − c)−1/2 for c < 1 and is infinite for c ≥ 1. Its integrable-activation theorem [22, Theorem 8.3]
therefore applies precisely when c < 1 in this quadratic family. Uniqueness of the expected-pressure
limit gives the equality of variational values

F(μα,c) = Pfc(α), c < 1.

This compares values, not the functionals pointwise; the companion functional is not invoked for
c ≥ 1.

7.5 Why weak convergence on an unbounded support is insufficient

The bounded-edge hypothesis cannot be replaced by the assertion that all eigenvalues lie in the
support of a possibly unbounded limiting law. We give an explicit sequence for which that weaker
condition holds but the pressure has no limit.

Let μ have density eλ1{λ≤0}. For every N , its midpoint quantiles are

qN,j = log j − 1/2
N

, 1 ≤ j ≤ N.

Their empirical measures converge weakly to μ. At even N use these eigenvalues. At odd N replace
qN,1 by −eN2 and leave the other eigenvalues unchanged. Changing one eigenvalue does not affect
weak convergence, and every eigenvalue still belongs to suppμ = (−∞, 0].

At even sizes, convexity of − log u gives the midpoint bound

1
N

N∑︂
j=1

(−qN,j) ≤
∫︂ 1

0
− log u du = 1.

Jensen’s inequality for the uniform spin measure, whose mean quadratic energy is Tr ΛN/2, therefore
yields

−1
2 ≤ Tr ΛN

2N ≤ PN ≤ 0. (7.18)

At odd sizes, let vN be the unit eigenvector corresponding to −eN2 . For each fixed spin vector
σ, Haar invariance implies that vN · σ has the distribution of

√
N times the first coordinate of a

uniform point on the unit sphere in RN . For N ≥ 3 its density on a fixed neighborhood of zero is
bounded by an absolute constant. Indeed, that density is

Γ(N/2)√
πN Γ((N − 1)/2)

(︄
1 − t2

N

)︄(N−3)/2

, |t| <
√
N,

whose prefactor is bounded. A union bound over the cube gives

P
(︄

min
σ∈{−1,1}N

|vN · σ| < e−2N

)︄
≤ C2Ne−2N .
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This is summable. Almost surely, for all sufficiently large odd N , every spin vector therefore has
energy at most −1

2e
N2−4N , since all remaining eigenvalues are nonpositive. Consequently,

PN ≤ −eN2−4N

2N −→ −∞ along odd N. (7.19)

The bounds (7.18) and (7.19) prove the claimed failure of convergence. No independence between
dimensions is used here either.

8 Extension to an external magnetic field
We now add a deterministic external field. This is a separate extension of Theorem 1.1. Its proof uses
magnetization constraints: the single-site functional is concave in covariance levels after prescribing
the mean spin, and a product of large constrained blocks supplies the corresponding cavity lower
bound.

For a deterministic vector c(N) = (c(N)
1 , . . . , c

(N)
N ) ∈ RN , write

PN (c(N)) = 1
N

log

⎡⎣2−N
∑︂

σ∈{−1,1}N

exp
{︄

1
2σ

TUTΛNUσ +
N∑︂

r=1
c(N)

r σr

}︄⎤⎦ . (8.1)

For b ∈ R, let ℓcan
b (h) denote the single-site functional defined earlier, with initial position b in place

of zero; the subtraction hk−1/2 is unchanged. For s ∈ (−1, 1) define

ℓ[s](h) = inf
b∈R

{ℓcan
b (h) − bs}. (8.2)

The bias b is optimized to prescribe the mean spin s; the physical external field will contribute
its linear term separately in the pressure formula. This single-site concave conjugate is used in
generalized TAP theory [8, §2.3, equations (2.21)–(2.23)]. Optimization over a conventional order
parameter outside the Parisi order parameter also appears in Gaussian vector-spin formulas [7,
Theorem 1.1]. The covariance-level concavity and the constrained-block comparison needed for the
present spectral model are proved in this section.

Given positive rational numbers γ1, . . . , γJ with sum one and m = (m1, . . . ,mJ) ∈ ((−1, 1)∩Q)J ,
put

ℓ[m](h) =
J∑︂

j=1
γjℓ

[mj ](h), Sm(p) = sup
h∈H

{︃
ℓ[m](h) + 1

2

∫︂ 1

0
p(s)h(s) ds

}︃
. (8.3)

The same covariance path h is used in every field group.
For probability laws ν, ˜︁ν on R with finite absolute first moments, write

W1(ν, ˜︁ν) = inf
π

∫︂
R2

|x− y|π(dx, dy),

where the infimum is over probability laws π with marginals ν and ˜︁ν.

Theorem 8.1 (Magnetic-field extension). Assume the deterministic spectral hypotheses of The-
orem 1.1, with limiting compactly supported law μ. Suppose first that the field values belong to a
fixed finite alphabet c1, . . . , cJ ∈ R, and that the proportion of sites with value cj tends to a positive
rational number γj. Then PN (c(N)) converges in expectation and almost surely to

Fμ

⎛⎝ J∑︂
j=1

γjδcj

⎞⎠ = sup
m∈((−1,1)∩Q)J

⎧⎨⎩
J∑︂

j=1
γjcjmj + inf

p∈P

[︁
Sm(p) +G1(p)

]︁⎫⎬⎭ . (8.4)
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More generally, suppose the empirical field laws converge in the first-moment transport metric W1
to a probability law ν on R with finite absolute first moment. Then the same modes of convergence
hold, with limit Fμ(ν), where

Fμ(ν) = lim
q→∞

Fμ(νq) (8.5)

for any finite-support laws νq with positive rational masses such that W1(νq, ν) → 0. This limit
exists and is independent of the approximating sequence.

Remark 8.2 (Conditional random spectral and field data). Let the spectrum and the field vector
both be random. Conditional jointly on these data, assume that the interaction has the Haar
orbit law with the prescribed spectrum. Let μ be a fixed compactly supported spectral law and
ν a fixed field law with finite absolute first moment. If the spectral hypotheses of Equation (1.2)
and convergence of the empirical field laws to ν in W1 hold in probability, then PN (c(N)) → Fμ(ν)
in probability. If both data convergences hold almost surely, the pressure convergence also holds
almost surely. In either case, uniform integrability of the pressures implies convergence of their
expectations.

Indeed, condition on both data sets and apply the deterministic theorem along convergent data
sequences. The subsequence argument and localized fourth-moment concentration in Proposition 7.4
apply unchanged, since the Haar Lipschitz constant is independent of the external field. The
conditional Haar hypothesis remains essential when the fields and the interaction are dependent.

8.1 Concavity at prescribed magnetization

We first prove the concavity needed to optimize the cavity expression. All level derivatives in this
subsection keep the interval weights wi fixed. For a fixed bias b, let Zi be the tilted Gaussian position
chain, starting before the root increment at b, and let Fi be its unshifted backward functions. Define

Bi(h, b) = E
[︁
F ′

i (Zi)2]︁.
The terminal conditional mean spin is tanhZk−1, and its successive conditional means are F ′

i (Zi).
Consequently these squared-mean expectations are nonnegative and nondecreasing in i.

Proposition 8.3. Fix s ∈ (−1, 1) and positive interval weights w0, . . . , wk−1. The function ℓ[s] is
concave on 0 ≤ h0 ≤ · · · ≤ hk−1 < ∞. Its minimizing bias bs(h) in (8.2) is unique. On strict level
data, set

Bi(h, s) = Bi(h, bs(h)).

Then
∂hi

ℓ[s](h) = −wi

2 Bi(h, s). (8.6)

The associated supporting inequalities extend to boundary level data and are unchanged by subdivision
of intervals with tied covariance levels. The function is 1/2-Lipschitz in the L1 distance between
bounded nonnegative nondecreasing paths.

Proof. Let fh(b) = ℓcan
b (h) + hk−1/2 be the unshifted initial backward value. Gaussian convolution

and differentiation of the log-exponential operators show that fh is smooth and strictly convex: its
second derivative is a positive tilted average of the terminal second derivative, plus nonnegative
conditional-variance terms. Moreover, with H = hk−1,

log cosh b ≤ fh(b) ≤ log cosh b+H/2. (8.7)
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For the lower bound, compare every backward operator with ordinary expectation and use convexity
of log cosh. For the upper bound, compare with exponent one throughout and use E cosh(b+

√
HZ) =

eH/2 cosh b. Convex difference quotients in (8.7) imply that f ′
h(b) → ±1 as b → ±∞, uniformly for

H in a bounded set. Thus f ′
h(bs(h)) = s determines a unique bias, bounded uniformly over paths of

bounded height for each fixed interior s.
Gaussian differentiation, as in Proposition 3.1, gives ∂hi

ℓcan
b = −wiBi(h, b)/2. The envelope rule

proves (8.6). In the remainder of the proof s is held fixed, so derivatives of Bi(h, s) include the
change in bs(h). We use the mean spin as spatial coordinate, so that the varying bias is represented
by the fixed initial coordinate s. We will prove that ∂hl

Bi ≤ 0 for l > i and
∑︁

l hl∂hl
Bi ≥ 0, then

apply the Hessian argument of Theorem 3.4.
Set T = hk−1 and let ζ(v) = ζi for hi−1 < v < hi. The continuous-time version of the unshifted

backward recursion solves, on each such interval,

Fv + 1
2Fzz + 1

2ζ(v)F 2
z = 0, F (T, z) = log cosh z.

For the radial comparison we also need α > 0. Let Fα solve the same recursion with terminal value
α−1 log cosh(αz) and coefficient αζ(v) in place of ζ(v). Write

u = Fα
z (v, z), a(v, u) = Fα

zz(v, z(v, u)), −1 < u < 1.

Strict convexity gives the inverse z(v, u). With L = ∂v + 1
2∂zz + αζFα

z ∂z, differentiation gives
L(Fα

z ) = 0 and L(Fα
zz) = −αζ(Fα

zz)2. The chain rule in inverse coordinates therefore yields

av + 1
2a

2auu = −αζ(v)a2, a(T, u) = α(1 − u2). (8.8)

Likewise, continuation of a payoff by the tilted transition kernels satisfies

Hv + 1
2a

2Huu = 0. (8.9)

In particular, if Hi has terminal condition Hi(hi, u) = u2, then Bi(h, s) = Hi(0, s) at α = 1.
We record the boundary regularity that permits comparison on the closed interval [−1, 1]. For

fixed strict level data and α > 0, the backward functions have, as z → +∞, expansions to every
prescribed finite order of the form

Fα(v, z) = z + C(v) + c1(v)e−2αz + · · · + cM (v)e−2Mαz +O(e−2(M+1)αz), c1(v) > 0. (8.10)

The expansions hold with any fixed finite number of differentiated remainders, uniformly on the
closed time intervals between successive levels. To verify this, start from the expansion of the
terminal α−1 log cosh(αz). An ordinary Gaussian backward step integrates each exponential term.
In a positive-exponent step, first factor the linear exponential, expand the remaining exponential,
integrate term by term against the Gaussian with the resulting shifted mean, and take the logarithm.
The leading correction is multiplied by a strictly positive Gaussian exponential moment. Remainders
satisfy the same bounds: on bounded or negative arguments an exponential bound of the indicated
order dominates their linear or exponential growth, and Gaussian exponential moments are finite.
The argument applies after differentiating any fixed finite number of times. Coefficients are
continuous in time, and the positive leading coefficient is bounded away from zero for the fixed data
under consideration.

Tilted continuations of (Fα
z )2 obey the same finite expansion property, by taking ratios of the

corresponding Gaussian integrals. Since 1 − u = 2αc1(v)e−2αz +O(e−4αz), inverting this expansion
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gives bounded spatial derivatives through order four for a and the functions Hi on [−1, 1]. Reflection
treats the other endpoint. In particular,

a(v, u) = 2α(1 − u) +O((1 − u)2) (u → 1), a(v, u) = 2α(1 + u) +O((1 + u)2) (u → −1).

Thus a vanishes at both endpoints, as does (a2)u. The equations give the required one-sided time
derivatives at the finitely many level boundaries.

We next prove two monotonicities. First, every Hi is convex in u. Indeed W = Hi,uu satisfies

Wv + 1
2(a2W )uu = 0, W (hi, u) = 2.

Expanded as a linear equation, its coefficients are bounded; the diffusion and first-derivative
coefficients vanish at the endpoints. Backward comparison preserves nonnegativity. The same
comparison in (8.9) shows that increasing a nonnegative coefficient a pointwise increases Hi, because
its second spatial derivative is nonnegative. These comparison assertions also follow directly by
reversing time, multiplying a proposed difference by a sufficiently decaying exponential, and excluding
a first negative minimum; the bounded zeroth-order terms are absorbed by the exponential. This
argument applies interval by interval in time, including the degenerate endpoints.

At α = 1, fix l > i. The covariance derivative calculation for the backward field value, at any
v ≤ hi, reads

∂hl
F (v, z) = a constant independent of z − wl

2 Hl(v, Fz(v, z)).

For a variation δF , differentiation at fixed inverse coordinate gives

δa = δFzz − Fzzz

Fzz
δFz = a2∂uu

[︁
δF (v, z(v, u))

]︁
. (8.11)

Convexity of Hl therefore implies ∂hl
a ≤ 0 through time hi. Applying the preceding continuation

comparison at the fixed initial coordinate s proves

∂hl
Bi(h, s) ≤ 0 (l > i). (8.12)

For the second monotonicity, a increases with α. To see the sign explicitly, reverse time in (8.8),
write A1, A2 for the solutions with α1 < α2, and set D = A2 −A1. Then

Dt = 1
2A

2
2Duu + cD + (α2 − α1)ζA2

1, c = (A2 +A1)
(︃1

2A1,uu + α2ζ

)︃
.

The coefficient c is bounded, the initial difference is (α2 − α1)(1 − u2) ≥ 0, and the boundary
difference is zero. Comparison proves D ≥ 0. Position and time rescaling give the identity

Fα
h (v, z) = α−1F 1

α2h(α2v, αz),

with the level intervals rescaled on the right. The corresponding initial biases satisfy bα
s (h) =

α−1b1
s(α2h). It follows that increasing α increases Bi(α2h, s), whence∑︂

l

hl∂hl
Bi(h, s) ≥ 0. (8.13)

Finally, the matrix Mil = wi∂hl
Bi is symmetric by (8.6). Equations (8.12) and (8.13) show

that diag(h)M diag(h) has nonpositive off-diagonal entries and nonnegative row sums. For a
symmetric matrix with these properties its quadratic form is a sum of nonnegative weighted squares
of coordinate differences and nonnegative diagonal terms. Thus M is positive semidefinite on strict
level data, proving concavity. Continuity extends the supporting inequalities to the boundary. Tied
levels introduce no new conditional mean and simply repeat the same Bi. The bound 0 ≤ Bi ≤ 1 in
(8.6), followed by common refinement, gives the L1 Lipschitz assertion.
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We shall use the weighted mean

B∗
i (h) =

J∑︂
j=1

γjBi(h,mj).

Proposition 8.3 gives the supporting derivative −wiB
∗
i (h)/2 for ℓ[m].

8.2 Upper bounds on magnetization slices

We first work with a finite spectral alphabet of positive rational proportions, along the count
progressions used in the cavity construction. We also arrange periodic field proportions γj , with
bounded remainder sites. The final subsection removes these restrictions. Fix an interior rational
vector m. Let Ij,N be the sites in field group j and put Nj = |Ij,N |. For all sufficiently large N ,
choose integers 0 ≤ kj,N ≤ Nj such that 2kj,N/Nj − 1 → mj ; for example, take the nearest integer
to Nj(1 +mj)/2. Define the exact slice

SN (m) =
{︂
σ ∈ {−1, 1}N : #{r ∈ Ij,N : σr = 1} = kj,N for every j

}︂
.

Retain its original cube mass 2−N 1SN (m).
The concentration, perturbation, and rotation identities of Section 4 apply to this prior: after

normalizing its nonzero mass, it is a deterministic probability on cube spins independent of the
Haar frame. The logarithm of its mass is kept in the pressure. At interpolation time zero, insert an
arbitrary bias bj on field group j. This adds a constant on the slice. Relaxing the slice constraint
then bounds its expected enriched pressure by∑︂

j

γjℓ
can
bj

(h) −
∑︂

j

γjbjmj + o(1).

Minimizing in the biases gives ℓ[m](h) + o(1), uniformly on fixed-step compact field sets. Uniformity
follows from the bounded-bias conclusion of (8.7) and the vanishing rounding errors in the group
proportions and magnetizations.

The contact comparison of Section 5 now gives

lim sup
N→∞

EPN,SN (m)(0) ≤ inf
p∈P

{Sm(p) +G1(p)}. (8.14)

Here PN,S(0) denotes the pressure with the original cube mass restricted to S and with no external
field. We specify the changes in that comparison. For a step trial q of maximum less than one,
choosing bias zero in (8.2) and testing h = 0 in (8.3) give

− log 2 ≤ Sm(q) ≤ S(q) < ∞,

where finiteness follows from Lemma 3.5. Replace S(q) in the minimizing objective by Sm(q). The
time-zero bound just proved excludes that endpoint. Relaxing the slice without any bias gives the
same large-height estimate as before, with at most an additional log 2 in its constant lower bound,
so the field cap is excluded as well. The field derivative at a minimum still gives the tail inequalities
between the Gibbs quantile p and q; the rotation identities still give the energy comparison, excluding
a minimum at positive time. These are precisely the three conclusions used in the contact argument.
The small perturbation changes the pressure by O(eN ) also for the normalized slice prior. Rounding
an arbitrary p downward cannot increase Sm(p), and changes G1(p) continuously, proving (8.14) for
the full trial class.
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It remains to justify the supremum over rational interior slices in the full partition function. If
two prescribed sets of positive-spin counts differ by at most δN , map every configuration of the
first slice to the second by flipping at most that many spins. For a uniformly bounded interaction
matrix JN = UTΛNU ,

1
2N

⏐⏐⏐σTJNσ − τTJNτ
⏐⏐⏐ ≤ C

√
δ.

Indeed ∥σ−τ∥ ≤ 2
√
δN and ∥σ+τ∥ ≤ 2

√
N . Every image has at most the size of a Hamming ball of

radius δN preimages. Applying maps in both directions shows that the two restricted normalized log
partitions differ by at most C

√
δ+h(δ)+oN (1) for small δ, where h(x) = −x log x−(1−x) log(1−x).

The external-field contributions differ by at most 2 maxj |cj |δ.
Choose a finite arbitrarily fine net of rational interior magnetizations, also approximating the

endpoint values ±1. There are at most (N + 1)J slices, so summing their partition functions adds
only J log(N + 1)/N . The preceding deterministic comparison reduces their maximum to the finite
net. Concentration from Lemma 4.1 applies to every member of that net. Equation (8.14), followed
by refinement of the net, therefore proves the upper bound in (8.4), in expectation and almost
surely.

8.3 A product of constrained blocks

For the lower bound, fix m as above and choose an integer n such that nγj , nγj(1 +mj)/2, and nρa

are all integers. Integers n with these properties have unbounded multiples. Partition the regular
sites into blocks of size n, with the same field group composition in each block. In every block
prescribe magnetization mj separately in group j. Freeze any bounded number of remainder sites.
This gives a product of nonempty finite slices; retain the original cube mass throughout.

For this fixed n, add one block at a time using the coupling of Section 6. The spectral coupling,
fresh within-group frames, perturbation comparison, and quadratic Gaussian transformation are
unchanged. Their base-replica moment bounds use only independence of the fresh frames and
∥σ∥2 = N , so they apply to the present prior. For clarity, the two uses of full-model site symmetry
have the following replacements.

First, each position within a regular block is exchangeable with the same position in every other
regular block. If there are K such blocks, the expected square of a spectral projection at any fixed
regular position is at most (N + n)/K. For fixed n this is bounded uniformly in N , and the finite
number of cavity coordinates consequently has the projection tightness required for the restricted
Gibbs tests. Second, averaging a cavity spin product over its n positions, against a bounded test of
the total overlap, equals the analogous average over all regular sites. The difference from the full
total overlap is bounded by twice the fraction of remainder sites. These observations give exactly
the tightness and overlap-test identities used in Lemma 6.2 and Proposition 6.6.

If a restricted spin integral is empty for some frame data, assign zero to its bounded Gibbs
test. The full tilted mass outside the restriction bounds the error of this convention. On the base
side, the same moment bounds make the probability of a nearly empty restricted mass small, and
denominator regularization proceeds as in Lemma 6.2. For logarithms, Jensen now includes the
logarithm of the positive cavity-slice mass, a constant depending on the fixed n. Thus the uniform
lower bound for increments and all cap-removal steps remain valid. No estimate uniform in n is
required at this point.

Let Cn ⊂ {−1, 1}n be the constrained cavity block. Define ℓ(n)(h) by the same backward
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Gaussian recursion as ℓ, now with n independent coordinate increments and terminal payoff

log

⎛⎝2−n
∑︂

ε∈Cn

ez·ε

⎞⎠ .
Subtract nhk−1/2 and divide the resulting initial value by n. Let B(n)

i (h) be the mean over the
n coordinates of the expected squared conditional spin means at level i. It is a nonnegative
nondecreasing sequence in [0, 1], and Gaussian differentiation gives dℓ(n) = −1

2
∑︁

iwiB
(n)
i dhi. For

each fixed n, the cavity-spin tests will match these block conditional products to the limiting overlap
quantile. We then let the block size grow. Uniform approximation of both ℓ(n) and B(n) by ℓ[m]

and B∗ will allow the supporting inequality of Proposition 8.3 to control the field supremum. Thus
concavity is used for ℓ[m] after the block replacement; concavity of ℓ(n) is not required.

For a limiting base quantile p, take the finite monotone roundings p̄ used in Section 6, and set

hp̄(s) =
∫︂ p̄(s)

0
R′(Dp̄(r)) dr. (8.15)

The evaluation in Proposition 6.5 gives the cavity expression per added spin

ℓ(n)(hp̄) + 1
2

∫︂ 1

0
p̄(s)hp̄(s) ds+G1(p̄). (8.16)

The determinant term is unchanged. The residual covariance and the matrix C on the cavity
coordinates are scalar, so their contributions depend only on ∥ε∥2 = n and remain constant on the
slice.

At every parameter sequence for which the averaged perturbation estimates of Section 4 vanish,
a subsequential base overlap limit exists. The cap argument gives a lower bound for the liminf
increment by the limit of (8.16). The bounded Gibbs tests and the cavity-site average proved above
give, for every continuous ϕ,

lim
p̄→p

∫︂ 1

0
ϕ(p̄(s))

(︁
B

(n)
hp̄

(s) − p̄(s)
)︁
ds = 0.

As in Proposition 6.6, monotonicity gives compactness of the B(n) paths. A limiting path is constant
on each plateau of p, since equal covariance levels repeat conditional means. It is therefore a function
of p, and the test identity forces

B
(n)
hp̄

−→ p in L1. (8.17)

Gaussian comparison also gives the L1 continuity needed for the limit of (8.16). These statements
take N → ∞ and then remove caps and refine the finite quantiles, with n fixed.

The remaining task is to replace the block functional by the constrained single-site functional.
Its proof must be uniform in the number of cascade levels, because the roundings of p can have
arbitrarily many steps.

Lemma 8.4 (Uniform replacement of a constrained block). Fix an interior rational m, positive
rational proportions γj, and a height bound H < ∞. Along integers n for which the block constraints
are attainable,

sup
h∈H

∥h∥∞≤H

|ℓ(n)(h) − ℓ[m](h)| −→ 0, sup
h∈H

∥h∥∞≤H

max
i

|B(n)
i (h) −B∗

i (h)| −→ 0. (8.18)

The estimates are uniform in the number of steps and their positive weights.
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Proof. For a given path h, insert the minimizing bias bj = bmj (h) in every coordinate of group j.
These biases are bounded uniformly by (8.7). Consider two unnormalized n-coordinate recursions:
the canonical one with all 2n spins, and the constrained one with Cn. Both use these same biases.
Denote the backward values just after level i by Ui and Vi, respectively, and put Δi = Ui − Vi ≥ 0.
The canonical values add over coordinates, so its tilted kernels factor over sites. Write

Ln = U−1(0) − V−1(0) = n
(︁
ℓ[m](h) − ℓ(n)(h)

)︁
.

We first prove Ln = o(n) uniformly over the permitted paths, which gives the first estimate. The
same loss will bound the relative entropy of two sampled paths; independent-site concentration under
the canonical law will then give the second estimate. At the root, Ln = EΔ0. At a positive-exponent
step the canonical transition kernel, denoted by Kcan

i , gives

Δi−1 = − 1
ζi

logEKcan
i
e−ζiΔi ≤ EKcan

i
Δi.

Iteration proves
0 ≤ Ln ≤ EcanΔk−1. (8.19)

We bound the terminal loss without a factor depending on the number of steps. If a one-coordinate
canonical increment g has Gaussian variance v, its conditional tilted density is proportional to
exp{ζF (z + g)}, where F is 1-Lipschitz and 0 ≤ ζ ≤ 1. Gaussian shifting gives, for every t ∈ R,

Etilte
tg = et2v/2EeζF (z+g+tv)

EeζF (z+g) ≤ et2v/2+|t|v. (8.20)

For the root increment the sharper ordinary Gaussian bound holds. Successive conditioning in
(8.20) bounds the exponential moments of each terminal field using only total variance H and the
bounded initial bias. Thus, for the vector z of terminal fields including their biases,

Ecan∥z∥2 ≤ CHn, (8.21)

uniformly in the depth and the step weights.
Under the averaged canonical path kernels and final spin draws, the sites are independent and

their means are mj in group j; this is exactly the bias equation f ′
h(bj) = mj . Map each spin vector ε

deterministically to a nearest vector ˆ︁ε ∈ Cn. If D is the number of flipped coordinates, the binomial
variance estimate in each group gives EcanD ≤ C

√
n. At fixed fields, use the pushforward of the

canonical Gibbs spin law as a trial law for the constrained log partition. The finite-space log-sum
variational identity then bounds the terminal loss by the expected exponent loss plus the entropy
loss. Averaging the former and using (8.21),

E
⏐⏐z · (ε− ˆ︁ε)⏐⏐ ≤ (E∥z∥2)1/2(4ED)1/2 ≤ CHn

3/4.

The original spin vector is determined by its image and its flip mask. Therefore its entropy loss
is at most the entropy of that mask, and subadditivity and concavity of binary entropy give the
averaged bound nh(ED/n) ≤ C

√
n log(n+ 1). Together with (8.19), this proves

0 ≤ Ln ≤ CH

(︁
n3/4 +

√
n log(n+ 1)

)︁
= o(n). (8.22)

This establishes the first assertion of (8.18).
To compare the two-spin products, compare the path-mark and terminal-spin laws under the

constrained and canonical kernels. The logarithm of the ratio of their level-i densities is ζi(Δi−1 −Δi)
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for i > 0. The root mark law is unchanged. On allowed terminal spins, the final log-density ratio is
Δk−1. Hence the chain rule for conditional relative entropies, with weight 1/ζi at level i > 0 and
weight one for the final spin draw, telescopes to Ln:

k−1∑︂
i=1

1
ζi
Econ KL(Kcon

i ∥Kcan
i ) + Econ KL(Kcon

spin∥Kcan
spin) = Ln. (8.23)

Here each conditional entropy is evaluated at the same past, with the outer expectation taken under
the constrained past law. Every term is nonnegative. Since ζi ≤ 1, the ordinary relative entropy of
the full one-path laws is at most Ln. This bound remains valid for arbitrarily small positive ζi; no
lower bound on the step weights or their cumulative sums is used.

Condition now on a specified common level i of two sampled cascade leaves. The transformed
cascade law and the mark representation of Proposition 2.4 show that each path has the same one-
path marginal; its kernels are shared before the split and independent afterwards. The conditional
relative entropies of the shared kernels are counted once and those after the split, including terminal
spin draws, at most twice. Thus the joint two-path relative entropy is at most 2Ln. In the canonical
law, sites are independent even conditional on this branching information: the backward values add
over sites and each kernel factors over their coordinates. The average two-spin product therefore has
mean B∗

i (h), and the elementary exponential-moment bound for independent variables in [−1, 1]
yields

Pcan

{︄⏐⏐⏐⏐⏐ 1n
n∑︂

r=1
ε1

rε
2
r −B∗

i (h)
⏐⏐⏐⏐⏐ > η

}︄
≤ 2e−nη2/2.

The constants do not depend on the branching level or the depth. For any event A and probability
laws ν, π,

KL(ν∥π) ≥ ν(A) log 1
π(A) − log 2,

as follows by mapping to the two events A,Ac and expanding binary relative entropy. Apply this
with the constrained and canonical two-path laws. Equations (8.22) and (8.23) imply that every
fixed positive deviation has constrained probability tending to zero uniformly in i and h. The
average spin product is bounded by one, so its expectation converges uniformly to B∗

i (h). Its
constrained expectation is B(n)

i (h), which proves the second assertion.

8.4 Completing the lower bound and the approximations

For the fixed finite spectral alphabet, R′ is bounded on [0, 1]. The fields in (8.15) consequently have
a common height bound H independent of p and its rounding. Fix a height A < ∞ for a test field
v ∈ H. By Proposition 8.3 and Lemma 8.4, after a common refinement of step intervals,

ℓ[m](v) ≤ ℓ(n)(hp̄) − 1
2

∫︂ 1

0
B

(n)
hp̄

(s)(v(s) − hp̄(s)) ds+ ϵn(H,A), ϵn(H,A) −→ 0. (8.24)

The error is uniform over ∥v∥∞ ≤ A, the finite roundings, and their depths. Equal covariance levels
simply repeat conditional products. Taking p̄ → p in (8.24) and using (8.17) shows that the liminf
cavity increment per spin is at least

aA − ϵn(H,A), aA = inf
p∈P

⎧⎪⎨⎪⎩G1(p) + sup
v∈H

∥v∥∞≤A

[︃
ℓ[m](v) + 1

2

∫︂ 1

0
p(s)v(s) ds

]︃⎫⎪⎬⎪⎭ . (8.25)
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This bound no longer depends on the limiting base array. The parameter sets supplied by the
averaged perturbation estimates have probability tending to one. The uniform Jensen lower bound
on the remaining increments, with n fixed, allows parameter averaging; telescoping along every
progression of step n then gives the same lower pressure bound for the product of constrained blocks.
Perturbations change its unnormalized expected log partition by o(N), just as for the cube.

Restoring the field adds
∑︁

j γjcjmj + o(1) per spin on these configurations. They form a subset
of the original cube, so for each fixed A we may first send N → ∞ at fixed admissible n, with
the cap and rounding limits already taken in the cavity calculation, and then send n → ∞ along
admissible multiples. Equation (8.25) gives

lim inf
N→∞

EPN (c(N)) ≥
∑︂

j

γjcjmj + aA.

Finally,
aA ↑ inf

p∈P
{G1(p) + Sm(p)} (A → ∞). (8.26)

To justify the order of optimization, choose approximate minimizers pA along a sequence of heights
tending to infinity. The set of nondecreasing functions valued in [0, 1] is compact in L1, so a
subsequence converges to p. The functional G1 is continuous there. Every fixed finite-step field v is
eventually allowed in the truncated supremum, and

∫︁
pAv →

∫︁
pv. Thus the limiting truncated value

is at least G1(p) + ℓ[m](v) + 1
2
∫︁
pv for every v. Taking the supremum proves the lower inequality

in (8.26); the reverse inequality follows from truncation. The values are finite above, for example
by testing p = 0, and bounded below by testing v = 0. This completes the lower bound for each
rational interior m. Taking its supremum proves (8.4) under the finite rational spectral restrictions.

We remove those restrictions before passing to general fields. The count comparison and the
spectral bins in Section 7 apply with the external field present: rotations within a repeated-eigenvalue
group leave the interaction unchanged, so the same averaged projection bounds hold. On the formula
side only G1 depends on the spectral law, and its uniform difference is bounded by half the uniform
difference of the corresponding R functions. Hence all the infima and the outer supremum are stable
under the spectral approximations. This proves the finite-field formula for the compact spectral law
of the theorem. Likewise, finite field counts converging to γj can be replaced, after a coordinate
permutation, by periodic rational counts with bounded remainder and o(N) changed sites. The
mean absolute field change tends to zero. Haar permutation invariance identifies the expected
pressures before and after the permutation.

For arbitrary deterministic vectors c, d ∈ RN , direct comparison of the exponents gives

|PN (c) − PN (d)| ≤ 1
N

N∑︂
r=1

|cr − dr|. (8.27)

For expected pressures we may permute coordinates first. On the line, matching sorted vectors
realizes the minimum mean absolute difference, which is the W1 distance between their equal-weight
empirical laws. Applying (8.27) to finite-field sequences and taking their proven limits shows that
Fμ is 1-Lipschitz on finite-support laws with rational masses. Such laws are dense among probability
laws of finite first moment: truncate the tails, use a finite continuity mesh, and approximate its
masses by rationals. The Lipschitz bound proves existence and independence of the limit in (8.5).
For a field sequence with empirical laws νN → ν in W1, fix such an approximation νq and choose
N -site field vectors with values in supp νq and proportions converging to its masses. Their empirical
laws then converge to νq in W1. Matching the sorted vectors in (8.27) and taking their proven
finite-field limits gives

lim sup
N→∞

⏐⏐EPN (c(N)) − Fμ(νq)
⏐⏐ ≤ W1(ν, νq).
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Letting q → ∞ proves convergence of the expected pressure to Fμ(ν).
Finally, the Haar Lipschitz constant of the normalized pressure is independent of the deterministic

external field. The fourth-moment concentration estimate of Lemma 4.1 and Borel–Cantelli therefore
upgrade all these expected limits to almost-sure limits. This proves Theorem 8.1.
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