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Abstract
For every fixed inverse temperature β > 1, we prove subexponential mixing for rate-one-per-

site heat-bath dynamics in the zero-field Gaussian Sherrington–Kirkpatrick model from a typical
equilibrium configuration. If one Gibbs-sampled configuration is held fixed as the initial state, its
total-variation distance from equilibrium is at most 1/4 by time exp(n1−1/40000000), with joint
probability tending to one over the disorder and the sampled state.

1 Introduction
Single-site heat-bath dynamics is a natural way to sample an interacting spin system: one spin at a
time is resampled from its conditional Gibbs law. In the Sherrington–Kirkpatrick model [17], every
pair of spins interacts through a Gaussian coupling. At low temperature, a configuration chosen
adversarially can be much harder to escape than a configuration drawn from equilibrium. Indeed,
at sufficiently low temperature, gapped configurations force an exponential worst-start mixing-time
lower bound [16, Theorem 1.1].

We prove an upper bound throughout the fixed low-temperature phase for a different question.
Sample the disorder, sample one configuration from its Gibbs measure, and then fix that configuration
as the initial state. How long does its transition law take to approach equilibrium? The answer
is at most exp(n1−c) with probability tending to one, for an explicit positive c. This formulation
keeps the randomness of the initial state outside the total-variation distance.

1.1 Model and main theorem

Let n ≥ 2, and let Jij , 1 ≤ i < j ≤ n, be independent standard Gaussian variables. For σ ∈ {−1, 1}n,
define

HJ
n (σ) = 1√

n

∑
i<j

Jijσiσj , πJ
n,β(σ) = exp(βHJ

n (σ))
ZJ

n,β

. (H)

The external field is zero. Each site has an independent rate-one clock. When the clock at site i
rings, the new spin equals s ∈ {−1, 1} with conditional probability

exp(βshi(σ))
2 cosh(βhi(σ)) , hi(σ) = 1√

n

∑
j ̸=i

Jijσj ,

where Jji = Jij and Jii = 0. Such an update may leave the configuration unchanged. Denote the
resulting continuous-time transition law from a fixed σ by P J,β

t (σ, ·), and set

T J
n,β(σ) = inf

{
t ≥ 0 :

∥∥∥P J,β
t (σ, ·) − πJ

n,β

∥∥∥
TV

≤ 1
4

}
. (T)
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Theorem 1 (Mixing from a typical Gibbs state). For every fixed β > 1, there is cβ ∈ (0, 1) such
that

PJ, σ0∼πJ
n,β

{
T J

n,β(σ0) ≤ exp
(
n1−cβ

)}
−→ 1 as n −→ ∞.

The exponent is independent of n and of the realized disorder. The proof permits cβ = 1/40000000
for every fixed β > 1.

Equivalently, in probability over J , the Gibbs mass of states satisfying the displayed bound
tends to one. The state σ0 is realized before the transition law and its distance from equilibrium
are formed. If the initial state were averaged into that transition law, stationarity would instead
make the distance zero at every time. The exponent above is not optimized, and the dimension at
which the estimates become effective may depend on the fixed β. All times in this paper use the
continuous-time convention just specified.

Corollary 2 (Two-sided typical-start bounds). For every fixed β > 1, in the model and continuous-
time convention above,

PJ, σ0∼πJ
n,β

exp
(
n1/10000) < T J

n,β(σ0)
≤ exp

(
n1−1/40000000)

 −→ 1 as n −→ ∞.

The Gibbs state σ0 is held fixed before the total variation in (T) is evaluated.

Proof. The continuous-time part of [15, Theorem 1.1] gives total-variation distance greater than
1/4 at time exp(n1/10000) with joint probability tending to one. Contraction of total variation and
continuity of the finite-state semigroup then give the strict lower bound on T J

n,β(σ0). The upper
bound is Theorem 1 with cβ = 1/40000000. Both events use the same disorder/Gibbs-start law and
rate-one-per-site clocks, so their intersection has probability tending to one by the union bound.

1.2 Earlier mixing results and proof ingredients

At high temperature, functional inequalities have yielded polynomial mixing bounds from every
starting state. Eldan, Koehler and Zeitouni proved such a bound for β < 1/4 using a spectral
condition on the interaction matrix [8, Section 6]. More recently, Wang proved optimal-order Glauber
mixing for every fixed β < 1/2 [18, Theorem 1.1], and Boban, Li and Oveis Gharan extended
polynomial mixing in zero field to β < 1/2 + ε0 for an absolute ε0 > 0 [2, Corollary 1.6]. These
results concern worst-start mixing in a high-temperature range. In the low-temperature setting,
Sellke explicitly distinguished the worst-start obstruction from the possibility of faster mixing after
Gibbs-distributed initialization [16, discussion after Theorem 1.1]. Theorem 1 addresses this latter
question throughout the range of fixed β > 1.

The equilibrium input that drives the proof is stationarity along an entire interval of scalar
overlaps. The variational analysis of the Parisi functional developed by Chen [6, Theorem 2 and
Proposition 1] and by Jagannath and Tobasco [10, Proposition 1.1 and Corollaries 3.6, 3.10] provides
the scalar stationarity conditions on the support of the minimizing measure. Zhou established full
interval support immediately above the transition [19, Theorem 1]. For the whole range of fixed
β > 1, we use the full interval conclusion of Lopatto [12, Theorem 1.1], specifically version 3. Full
support lets us apply the stationarity identity at every overlap between zero and the top support
point. Infinite support alone would not supply this input.

Two other equilibrium results enter with different purposes. Guerra’s finite-volume interpolation
bound [9, Theorem 3] controls the expected log partition function from above. The spatial regularity
and step-approximation stability of the scalar Parisi equation [1, Propositions 1–2] justify the
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diffusion and its calculus. Section 3 states these inputs in the exact normalization used here and
derives the additional estimates beyond the support endpoint.

The proposal construction is related to established Gaussian-query methods. Bolthausen’s
iterative construction of TAP solutions uses successive Gaussian conditioning and orthogonalization
[4, Sections 2–3]. Montanari’s incremental approximate message passing algorithm uses a Parisi
diffusion and normalized magnetization increments to optimize the SK Hamiltonian [14, Sections 2–3].
Our proposal uses exact finite-dimensional Gaussian conditioning to establish quantitative entropy
and likelihood comparisons with the Gibbs joint law.

The comparison in the reverse direction uses transport under a strongly log-concave reference
measure [3, Corollary 3.10], followed by Gaussian smoothing [13, Lemma 11]. We give the necessary
conditional proofs in Section 5. Finally, the conversion from flow to mixing uses the coarea proof of
the reversible Cheeger bound [11, Theorem 3.5] and entropy dissipation [7, Lemmas 2.5 and 2.7].
Our finite-chain argument retains a set of large stationary mass before making this conversion, so
that it only requires information about cuts separating appreciable masses.

1.3 How the proof reaches a typical fixed state

We first construct a random spin configuration correlated with the Gaussian interaction matrix.
Its coordinates follow a scalar magnetization martingale. The martingale continues beyond the
Parisi support until the average coordinate uncertainty is small. During this continuation, the
matrix-query noise is mixed with an independent Brownian noise. An exact scalar identity balances
the entropy paid through the matrix channel against the energy gained by the proposal. Sections
3 and 4 turn this identity into two estimates: sublinear forward relative entropy, and an upper
likelihood bound outside an exponentially unlikely event.

Forward relative entropy by itself does not guarantee that a proposal reaches a prescribed set
of positive Gibbs mass. To obtain that property, Section 5 conditions the Gibbs joint law on the
spin. The remaining disorder law is strongly log-concave. Smoothing the disorder then reverses the
entropy comparison and gives a lower bound on the proposal probability of every set whose Gibbs
mass is appreciable, for the realized target disorder and smoothing base.

Section 6 joins two proposals generated independently conditional on that base. Longer, fine-
horizon proposals supply the endpoint coverage; shorter, coarse-horizon proposals have the rarer
failures needed along the connecting sequence. Near-pinning of the magnetizations joins these two
scales. Rotating the Gaussian inputs of the coarse proposals produces small consecutive Hamming
distances. If a cut separating appreciable Gibbs masses had very small stationary flow, its enlarged
vertex boundary would have tiny Gibbs mass. The likelihood bound makes the intermediate
proposals avoid that boundary, while coverage gives a positive chance that the two endpoints lie on
opposite sides. These conclusions contradict the elementary fact that a short-step sequence crossing
a cut must approach its boundary; Figure 1 depicts this last step.

It remains to turn the resulting flow estimate into a mixing statement. Section 7 proves a
finite-chain lemma that removes less than a prescribed small stationary mass and obtains a Poincaré
inequality on the remainder. Entropy dissipation and stationarity then bound the average of the
fixed-state total-variation distances. The argument does not require a trajectory to stay in the
retained set. This is the final reason that rare slow starting states do not prevent the conclusion of
Theorem 1.
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2 Notation and Gaussian completion
Fix a finite β > 1. Constants may depend on this fixed parameter; when that dependence matters
we write Cβ or Oβ(·). All logarithms are natural. For probability measures µ ≪ ν, set

KL(µ∥ν) =
∫

log dµ

dν
dµ.

On the spin cube, total variation is one half of the ℓ1 distance. For vectors in Rn write ⟨v, w⟩n = v·w/n
and |v|2n = ⟨v, v⟩n. The notation ∥ · ∥ refers to the ordinary Euclidean norm, or to the operator
norm of a matrix.

The orthogonal queries will use a Gaussian orthogonal ensemble (GOE) matrix. Complete the
interaction matrix by independent diagonal entries: W = W (G) is symmetric, its upper off-diagonal
entries are Jij/

√
n, and its diagonal entries have law N(0, 2/n). The vector G consists of the

independent standard Gaussian drivers of all these entries, and γ denotes its law. Define

ĤG(x) = 1
2xTW (G)x, F (G) = log

∑
x∈{−1,1}n

eβĤG(x), πG(x) = eβĤG(x)−F (G).

Since x2
i = 1, the added diagonal contributes the same centered random constant to every spin

energy. It changes neither πG nor the heat-bath transition rates, and its contribution to EF (G)
vanishes.

The joint law to which proposals will be compared is

P (dG, x) = γ(dG)πG(x).

Thus P samples the ordinary disorder first and then a Gibbs spin. A proposal law Ql will also have
disorder marginal γ, but its conditional spin law will be constructed by matrix queries. Keeping
these joint laws distinct is necessary: entropy on the joint space first controls proposals, whereas
the desired conclusion concerns a transition law for one fixed disorder and one fixed initial spin.
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3 Scalar inputs and the entropy–energy identity
This section provides the deterministic coefficients for the proposal. The main output is (3): it
balances the proposal’s information cost through the matrix channel against its energy gain, up to a
small terminal error. We derive it after stating the equilibrium inputs and controlling a continuation
of the scalar diffusion beyond the support of the Parisi measure.

3.1 Exact equilibrium inputs and normalization

Let µβ be a minimizing Parisi probability measure for zero-field Gaussian SK at the fixed finite
β > 1. We use the following external results: Guerra’s finite-volume pressure upper bound [9,
Theorem 3]; spatial regularity and stability under step approximation for the Parisi equation [1,
Propositions 1–2]; and full interval support with scalar stationarity [12, Theorem 1.1, Lemma 2.2,
Proposition 2.4, and Lemma 2.5]. In particular,

supp(µβ) = [0, q∗], 0 < q∗ < 1.

The cited support theorem is used only for this zero-field Gaussian pair-interaction model and for
each fixed β > 1.

Use scalar variance time v = β2s, and put αv = µβ([0, v/β2]) for 0 ≤ v ≤ β2. Let Φ solve the
backward Parisi equation

Φv = −1
2(Φyy + αvΦ2

y), Φ(β2, y) = log(2 cosh y).

Derivatives of Φ are indicated by subscripts. Equivalently, if u is the scalar solution in [12], then
Φ(v, y) = u(v/β2, y) + log 2. Combining the source’s independent ordered pair couplings gives
the unordered pair coefficient β/

√
n used here, plus a centered diagonal term. Thus its scalar

normalization agrees with the completed Hamiltonian.
Set v∗ = β2q∗. In these units the pressure functional and the finite-volume upper bound read

P = Φ(0, 0) − 1
2β2

∫ β2

0
vαv dv, EF (G) ≤ nP.

The centered diagonal does not affect this expected pressure. Since αv = 1 above v∗, the Gaussian
recursion gives

Φ(v∗, y) = log(2 cosh y) + β2 − v∗
2 .

Only the pressure upper bound is needed below.
Continue the endpoint formula for the potential to all v > v∗ by

Φ(v, y) = log(2 cosh y) + β2 − v

2 , αv = 1.

This agrees with the original solution up to β2 and satisfies the same PDE for arbitrarily large
v. For every v ≥ 0, put m(v, y) = Φy(v, y) and a(v, y) = Φyy(v, y); thus m(v, y) = tanh y and
a(v, y) = 1 − tanh2 y when v ≥ v∗. Let Z be standard Brownian motion and solve

dYv = αvm(v, Yv) dv + dZv, Y0 = 0.

The drift is bounded and spatially Lipschitz. We abbreviate its evaluated scalar functions by
mv = m(v, Yv) and av = a(v, Yv). The cited stationarity identity, the differentiated PDE, and Itô’s
formula give

m0 = 0, dmv = av dZv, Em2
v = v/β2 (0 ≤ v ≤ v∗).
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Full interval support is what makes the last identity available for every time in [0, v∗]; the variational
identity on the support is also given in [10, Proposition 1.1 and Corollary 3.10]. The martingale
equation continues beyond v∗ by direct Itô calculus. Spatial derivatives are continuous under step
approximation, so none of these assertions requires time differentiability at a CDF atom.

We will repeatedly use

0 < a(v, y) ≤ 1 − m(v, y)2, |m(v, y)| < 1.

Here is the derivative bound in a form suited to step approximation. One step with CDF height
λ ∈ [0, 1] and variance δ > 0 takes a profile f to

(Tf)(y) = λ−1 logEeλf(y+
√

δU), U ∼ N(0, 1),

with Tf(y) = Ef(y +
√

δU) when λ = 0. Write Eλ for the Gaussian expectation tilted by eλf(y+
√

δU)

and normalized to have total mass one. Differentiating gives

(Tf)′ = Eλf ′, (Tf)′′ = Eλf ′′ + λ Varλ(f ′).

If 0 < f ′′ ≤ 1 − (f ′)2, these formulas imply

0 < (Tf)′′ ≤ 1 −
(
(Tf)′)2 − (1 − λ) Varλ(f ′) ≤ 1 −

(
(Tf)′)2.

Inducting from f(y) = log(2 cosh y) proves the bound for step CDFs; scalar stability passes the
non-strict bound to the minimizing CDF. The positive lower bound for Φyy in [12, Proposition 2.4]
supplies strict positivity in the limit. Hence m is strictly increasing and bounded by one in absolute
value, so |m| < 1. On the extension these assertions follow from tanh.

3.2 Tail estimates for the extended diffusion

Define the deterministic functions

p(v) = Eav, r(v) = Ea2
v, ρ(v) = β

√
r(v).

The martingale second-moment identity and continuity give r(v) = 1/β2 on [0, v∗], including the
endpoints. The next lemma controls the continuation and shows that ρ is an admissible noise-mixing
coefficient.

Lemma 3 (Scalar tail bounds). For v ≥ v∗, the extended diffusion satisfies

ρ(v) ≤ 1, −2 ≤ (log r)′(v) ≤ 0,

p(v) = 1 − Em2
v, p′(v) = −r(v), p(v) ≤ Cβe−v/2.

(1)

At the endpoint derivatives are understood from the right.

Proof. We use the transformed-density method of [12, Proposition 7.1] and the moment comparison
in [12, Proposition 9.3], giving the required estimates for the arbitrary-time continuation. We
first prove two moment ratios. For v > v∗, the density of Yv divided by cosh y is symmetric and
nonincreasing in |y|; it is enough to establish the resulting moment inequalities for step CDFs and
then pass to the limit. To verify the shape property, take a step CDF with mass α(j) on [vj , vj+1],
and write φt for the centered Gaussian density of variance t. The diffusion transition density on
that interval is

Kj(z, y) = φvj+1−vj (y − z) exp{α(j)[Φ(vj+1, y) − Φ(vj , z)]}.
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The Gaussian recursion normalizes this kernel; its Doob transform has drift α(j)Φy. In a product of
these kernels, the intermediate factors at yj reduce to

exp{−(α(j) − α(j−1))Φ(vj , yj)}.

They are even and nonincreasing in |yj |, because the masses are nondecreasing and Φ is even
and convex. The first positive-time Gaussian convolution turns the initial point mass at zero
into a symmetric decreasing density. Multiplication by the displayed factors and further Gaussian
convolutions preserve this property. For convolution, this follows by representing the profiles through
their centered-interval level sets. After extending the final mass to one, the endpoint factor is a
constant times cosh y. Dividing by this factor leaves the asserted symmetric decreasing profile.

Weighting either the density proportional to sech y or that proportional to sech3 y by this
decreasing profile can only increase the expectation of sech2 y: two nonincreasing functions of |y|
have nonnegative covariance. Integration by parts gives∫

R sechk+2 y dy∫
R sechk y dy

= k

k + 1 (k > 0).

Consequently r/p ≥ 1/2 and Ea3
v/r(v) ≥ 3/4. The passage from step CDFs is justified by scalar

stability.
On the extension av = 1 − m2

v, and direct Itô calculations yield

p′ = −r, r′ = 4r − 6Ea3
v.

The two moment ratios imply p′ ≤ −p/2 and r′ ≤ 0. Since 0 < av ≤ 1, the second identity also gives
r′ ≥ −2r. Integrating the first differential inequality proves the exponential bound on p. Finally
r(v∗) = 1/β2 and monotonicity imply ρ ≤ 1.

3.3 Balancing scalar entropy and energy

Let H(z) be the entropy of a sign with mean z:

H(z) = −1 + z

2 log 1 + z

2 − 1 − z

2 log 1 − z

2 ,

with the usual continuous values at z = ±1. Define, for V > v∗,

e(V ) =
∫ V

0

√
r(v) p(v)ρ(v) dv, j(V ) = 1

2

∫ V

0
ρ(v)2E

a2
v

1 − m2
v

dv.

The quantity e(V ) will be the energy per spin of the matrix proposal; j(V ) will measure the
information acquired through its matrix channel. The independent noise introduced later accounts
for the factor ρ(v)2 in this information cost.

Up to v∗, Itô’s formula, the PDE and stationarity give

E[Yv∗mv∗ ] =
∫ v∗

0

(
p(v) + αvv/β2) dv,

EΦ(v∗, Yv∗) = Φ(0, 0) + 1
2

∫ v∗

0
αvv/β2 dv.

These formulas also follow by step approximation with bounded first and second spatial derivatives.
Substitute the endpoint value of Φ and use H(tanh y) = log(2 cosh y) − y tanh y to obtain∫ v∗

0
p(v) dv + EH(mv∗) = P − β2

4 (1 − q∗)2. (2)
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Lemma 4 (Entropy–energy identity). For every V > v∗,

log 2 − j(V ) + βe(V ) = P − β2

4 p(V )2. (3)

Proof. The same martingale calculation applied to binary entropy yields

1
2

∫ v∗

0
E

a2
v

1 − m2
v

dv = log 2 − EH(mv∗).

Localization justifies Itô’s formula near ±1; the integrand is bounded because a ≤ 1 − m2. As ρ = 1
and β

√
r = 1 on [0, v∗], these identities prove (3) at V = v∗. Above v∗, the derivative of its left side

is (β2/2)r(v)p(v). Indeed av = 1 − m2
v there. The derivative of −β2p(v)2/4 is the same, by p′ = −r.

Integration proves the claim for every V > v∗.

The terminal error in (3) is at most Cβe−V . We will take V proportional to log n, so that this
error is a negative power of the dimension while the scalar spin is nearly pinned.

4 A Gaussian-query proposal
We now construct a spin using the Gaussian matrix and auxiliary randomness. Each matrix query is
orthogonal to the earlier queries. This exposes fresh Gaussian information while leaving a compressed
GOE block unrevealed. The scalar identity of Section 3 will then control both the relative entropy
of the resulting law and its likelihood outside a small exceptional event.

4.1 Construction and conditional Gaussian laws

Successive Gaussian revelations along orthogonalized directions occur in the iterative TAP con-
struction [4, Sections 2–3]. Incremental approximate message passing uses related Parisi-guided
normalized increments with asymptotic orthogonality [14, Sections 2–3]. Here we give an exact
conditional-law argument for our finite mesh, including the auxiliary noises that complete each
increment.

Fix 0 < l ≤ 1/100 and define

h = n−1/16, K = ⌈l log n/h⌉, tk = kh, V = tK .

All assertions below are for sufficiently large n, so K < n and V > v∗. The disorder G has its
ordinary Gaussian law. We construct a vector process with coordinates following the scalar SDE,
using

dZ = ρ(v) dB +
√

1 − ρ(v)2 dD. (4)

Here D is an independent auxiliary Brownian motion. The stream B is constructed from matrix
queries and auxiliary completions so that, after averaging over the disorder, (B, D) has independent
standard Brownian coordinates. The weight ρ equals one up to v∗ and is nonincreasing afterward.
The continuation therefore reduces the share of the query-generated stream while keeping unit
variance in Z. Put M(v)i = m(v, Yv,i).

On [0, h], generate B entirely from independent auxiliary Brownian noise. For each subsequent
interval [tk, tk+1], 1 ≤ k < K, the previous scalar increment determines

s2
k =

∫ tk

tk−1
r(v) dv, Tk = M(tk) − M(tk−1)

sk
.
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Project Tk off the preceding query directions u1, . . . , uk−1, and normalize the residual to obtain
|uk|n = 1. If the residual is zero, choose a new direction measurably from the past: project the
coordinate basis vectors in their fixed order, take the first nonzero projection, and normalize it.
Since k < n, such a direction exists. Let Π≤k be the orthogonal projection onto the span through
uk, and write Π>k = I − Π≤k.

Query the column Wuk. For an independent standard Gaussian vector zk, set the endpoint of
the next Brownian increment to be

gk = h−1/2(B(tk+1) − B(tk)
)

= Π>kWuk + Π≤kzk.

Fill the interval with linear interpolation between its endpoints plus an independent centered
Brownian bridge. Every new bridge and completion noise is fresh. Deterministic-coefficient integrals
against this filled path may equivalently be obtained by conditioning Brownian motion on its
endpoint. At time V , draw the spins independently given the path, with means Mi(V ). Call the
marginal law of (G, x) obtained this way Ql.

To verify the stated Brownian law, condition on the previously revealed columns and the
auxiliary inputs already used. Gaussian orthogonal invariance leaves the unqueried block GOE
on the orthogonal complement, with the original variance scale. The next direction is measurable
with respect to this past. In an orthonormal basis beginning with uk/

√
n, the new diagonal entry,

the remaining entries of that column, and the next compressed block are independent. Therefore
Π>kWuk is a fresh Gaussian with covariance Π>k, and

dk = ⟨uk, Wuk⟩n ∼ N(0, 2/n)

conditionally before the column is revealed. The independent completion has covariance Π≤k, so gk

is a fresh standard Gaussian vector. Induction, followed by the independent bridge filling, proves
the assertion about (B, D) in (4).

In particular, after forgetting the matrix, the coordinate paths and their final spins are indepen-
dent and identically distributed. The conditional mean of x given the Brownian streams through
time v is M(v). Its unconditional law is uniform on the cube by the symmetry of the scalar process.
The spin marginal of P is also uniform, by coordinate-sign symmetry of the disorder. These facts
concern marginals; the proposal spin remains correlated with its matrix.

4.2 Entropy and likelihood estimates

The following proposition supplies two distinct comparisons. Entropy will yield coverage after
smoothing. The likelihood estimate will keep intermediate proposals out of the small boundary of a
putative low-flow cut.

Proposition 5 (Proposal comparison). For every fixed 0 < l ≤ 1/100 and all sufficiently large n,

KL(Ql∥P ) ≤ 2n1−l/2. (5)

There is an event in the proposal experiment of probability at least 1 − exp(−n1−10l) such that the
output subprobability restricted to this event is dominated, on the space of (G, x), by

exp(n1−l/2)P. (6)

The empirical Gram matrix of the Tk is within n−l of the identity in operator norm, except with
probability at most exp(−n1−10l). The dimension required for these estimates may depend on the
fixed l.
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Proof. Put η = n−l. We first evaluate the proposal energy from empirical inner products, then
compute the information cost of its matrix channel. The pressure bound and (3) combine these
estimates.

Empirical inner products. Form the empirical matrix of all normalized inner products among
Tk, gk (1 ≤ k < K) and x. It is an average of n iid row outer products, by the coordinate law just
proved. Every unit linear form of a row has sub-Gaussian norm at most CβeV . For the Tk part, use
their disjoint martingale increments, |a| ≤ 1, and

s2
k ≥ cβhe−2V ,

which follows from (1). An exponential martingale estimate then bounds the linear form by its
deterministic quadratic-variation bound. The gk part is Gaussian and the spin term is bounded;
their correlations with the first part do not affect the resulting sub-Gaussian bound.

For completeness, squared linear forms have moments bounded by k!(Cβe2V )k. Expanding the
centered exponential moment and applying exponential Markov gives, at deviation scale η/2, a
quadratic-form tail bounded by

2 exp(−cβnη2e−4V ).
A 1/4-net of the unit sphere in dimension O(K) has exp(O(K)) points, by ball packing. The
quadratic-form norm inequality and a union bound therefore put the entire empirical matrix within
η of its expectation, with exceptional probability at most exp(−n1−8l).

The population identities are
E[TjTk]row = 1j=k, E[Tjgk]row = 0 (j ≤ k),

E[Tkx]row = sk, E[gkx]row = bk := h−1/2
∫ tk+1

tk

p(v)ρ(v) dv.

They follow from the martingale bracket, the conditional mean of the final spin, and (4). The vectors
s = (sk) and b = (bk) each have Euclidean norm at most one, by projection of the unit-variance
spin onto the corresponding orthonormal scalar variables.

We need matrix-norm estimates that do not lose a factor K under orthogonalization. Taking
the triangular part of an m × m matrix has operator-norm cost at most C log(2m). To see this, pad
to a power of two and partition the strict triangle by dyadic scales. At each scale the rectangles
have disjoint row and column sets, so retaining that scale is contractive; summing over scales proves
the bound.

Let A be a Gram matrix with ∥A − I∥ ≤ η < 1/2, and let RTR = A be its upper Cholesky
factor. Along A(t) = I + t(A−I), differentiation shows that ṘR−1 is the upper triangular part, with
half its diagonal, of R−TȦR−1. The norms of R and R−1 are uniformly bounded. The preceding
triangular estimate and integration give ∥R − I∥ ≤ Cη log(2m). Differentiability follows directly
from the triangular Cholesky recursion.

Apply this with the Gram matrix of the Tk. The query matrix with columns uk is the matrix
with columns Tk, multiplied by R−1. Thus, writing ck = ⟨uk, x⟩n, the empirical event gives

∥c − s∥ ≤ Cη log(2K),∥∥∥(1j≤k⟨uj , gk⟩n
)

jk

∥∥∥ ≤ Cη log(2K),

∥(⟨gk, x⟩n)k − b∥ ≤ η.

For the middle estimate, left multiplication of the population cross matrix by the lower triangular
R−T preserves its zero upper triangle, including the diagonal. Also ∥c∥ ≤ 1, because the query
directions are orthonormal in the normalized inner product.
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Energy of the final spin. Let H0 = Π>K−1. Revealing the successive columns decomposes the
quadratic form exactly as

ĤG(x)
n

=
∑

k

ck⟨x, Π>kgk⟩n + 1
2
∑

k

c2
kdk + 1

2⟨x, H0WH0x⟩n.

The last two terms are O(η) outside an event of probability at most CK exp(−cnη2). The diagonal
estimate follows from the conditional Gaussian law and

∑
c2

k ≤ 1. For the residual term, the spin
has not used the unrevealed block, so its quadratic form has the required conditional Gaussian tail.

Removing the projections in the first term costs at most Cη log(2K) by the triangular matrix
bound above. Its remaining value is s · b up to the same error. The bound on (log r)′ implies that
sk/

√
h differs from

√
r(v) on [tk, tk+1] by a relative O(h). The missing initial interval contributes

O(h), and e(V ) is bounded. Hence s · b = e(V ) + Oβ(h), and altogether

ĤG(x)/n = e(V ) + Oβ(h + η log(2K)). (7)

This is the energy contribution to the comparison. We next isolate the entropy paid for the matrix
information alone.

The auxiliary reference law. Start on an enlarged path space with an independent uniform
spin x, the ordinary Gaussian disorder, and all the unconditioned proposal inputs. Call this the
unlinked experiment. To obtain the actual proposal, multiply its density by∏

i

(1 + xim(V, YV,i)).

For fixed x, the scalar martingale shows that this is a stochastic exponential with coordinate
integrands

ξi(v) = xia(v, Yv,i)
1 + xim(v, Yv,i)

, |ξi(v)| ≤ 2,

against the streams Zi in (4). Call the resulting law the linked experiment. Summing the linking
density over the uniform spin shows that the path and disorder marginal is unchanged.

For a continuous local martingale N starting at zero, write E(N)V = exp(NV − ⟨N⟩V /2). The
linking density factors as EBED, where

EB = E
(∑

i

∫ ·

0
ξiρ dBi

)
V

,

ED = E
(∑

i

∫ ·

0
ξi

√
1 − ρ2 dDi

)
V

.

This product identity uses the zero quadratic covariation of B and D. Define the auxiliary reference
to have density ED relative to the unlinked law. Its (G, x) marginal is still the independent product
of Gaussian disorder and uniform spin. The conditional mean-one assertion behind this fact needs a
filtration check, because the matrix-query endpoints depend on the past of D.

Let A contain all primitive auxiliary inputs other than D, and under the unlinked law set

Fv = σ(x, B[0,v], D[0,v]), Gv = σ(x, G, A, D[0,v]).

Interval by interval, every query direction is determined by past D and the information in G0.
Each new endpoint and its entire bridge are then known before using the current D increment.

11



Deterministic-coefficient bridge integrals can be formed as linear Gaussian integrals, with the
endpoint term fixed by that past. Thus Fv ⊆ Gv. One can also see the inclusion pathwise:
ρ = 1 before v∗, and (1) gives −ρ ≤ ρ′ ≤ 0 afterward, so ρ has bounded variation. The identity∫

ρ dB = ρB −
∫

B dρ, applied on successive intervals, uses no future D.
The pair (B, D) is Brownian in F , whereas D is Brownian in G since its time-zero information

is independent of D. The bounded continuous D integrand has the same stochastic integral in
these two filtrations: its identical left-endpoint approximations converge in L2 by the Itô isometry.
The bounded-integrand exponential-martingale theorem in G now gives conditional mean one given
(x, G, A). This proves the claimed marginal for the auxiliary reference. All subsequent Brownian
changes of measure use F ; no Brownian property for B in the enlarged filtration is required.

Information cost and likelihood. The density of the linked experiment relative to the auxiliary
reference is EB. Its logarithm is

L = log EB =
∑

i

(∫ V

0
ξiρ dBi − 1

2

∫ V

0
ξ2

i ρ2 dv

)
.

Under the linked law, compensate the Bi drift by ρξi. The resulting centered integral has bracket
at most 4nV and hence has exponential-martingale tails. The remaining half-bracket is a sum of
independent coordinate variables bounded by 2V each. Coordinate independence holds after linking
because the linking density factors across the iid coordinate streams and uniform spins. Moreover,
conditional on the streams through time v, the linked spin has probabilities (1 ± m(v, Yv,i))/2. It
follows that

EL = nj(V ), L = nj(V ) + O(nη)

except with probability at most exp(−n1−4l) for large n. The centered integral is controlled by
exponential Markov; the half-bracket by bounded-variable concentration. The Brownian drift change
itself follows either from Girsanov’s theorem for bounded integrands or from bounded predictable
step approximation and the mean-one exponential identities.

Change the auxiliary reference a second time, multiplying only by the density of P relative
to independent disorder and uniform spin. The new reference has (G, x) marginal P , and the log
density of the linked experiment relative to it is

L − n log 2 + F (G) − βĤG(x).

Differentiating the log partition function gives a Gaussian Lipschitz constant at most Cβ
√

n. The
Gaussian concentration inequality [5, Section 5.4, Theorem 5.6] and the pressure bound therefore
imply

F (G) ≤ nP + nη

outside an event of probability at most 2 exp(−cβnη2). This uses the ordinary Gaussian marginal of
G, which remains unchanged after linking.

Substitute (3), (7), and p(V )2 ≤ Cβe−V into the log density. On the events just proved, it is at
most

Cβn
(
h + η log(2K) + e−V ) = o

(
n1−l/2).

Indeed, V = l log n + O(h), log(2K) = O(log n), and 0 < l ≤ 1/100 < 1/16. The union of the
exceptional events has probability at most exp(−n1−10l) for sufficiently large n. Taking the restricted
output marginal gives (6). Its good event is defined entirely from the inputs of this one proposal
run.
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Finally, the same comparison in expectation proves (5) by contraction of relative entropy under
marginalization. The exceptional paths contribute negligibly: L has second moment O(n2(1 + V )2),
and the supremum of the absolute spin energies has second moment O(n2) by Gaussian tails and
a union bound. The log partition function is bounded by n log 2 plus that energy supremum.
Cauchy–Schwarz controls all exceptional contributions. The Gram estimate was already established
in the first part of the proof.

5 Smoothing and reverse comparison
Proposition 5 controls KL(Ql∥P ). For coverage we need the opposite direction: a set of appreciable
Gibbs mass must receive a quantitative amount of proposal mass. Conditioning on the spin makes
the Gibbs disorder law strongly log-concave. A small Gaussian smoothing then turns the forward
comparison into the required reverse bound.

For the remainder of the proof fix

f = 1/100, d = f/100, b = d/100, δ = n−f/4.

The longer proposal horizon l = f will provide coverage of sets with Gibbs mass at least n−d. We
reserve the shorter horizon l = b for Section 6, where its stronger exceptional-event estimate will
control a sequence of proposals. For any joint law of disorder and spin, define S by retaining the
spin and replacing its disorder by

G◦ =
√

1 − δ G +
√

δ Ḡ,

where Ḡ is an independent standard Gaussian vector. Both SP and SQf have standard Gaussian
disorder marginal. Denote the conditional spin kernel of SQf by ν(· | G◦). Gaussian regression
gives a useful way to generate it: given G◦, run the l = f proposal on

√
1 − δ G◦ +

√
δ G′, using

fresh independent standard Gaussian G′ and independent auxiliary inputs.

5.1 Why smoothing reverses the entropy comparison

We prove
KL(SP∥SQf ) ≤ δ−1KL(Qf ∥P ). (8)

The two unsmoothed laws have the same uniform spin marginal. Given x, the conditional disorder
density under P has negative logarithm, up to a normalizing constant,

Ux(G) = 1
2∥G∥2 − βĤG(x) + F (G).

Its Hessian is at least the identity: the Hamiltonian is linear in G, while F is a convex log-sum-exp
of linear functions.

We need the following consequence of this convexity. A law µ with density proportional to
e−U , where ∇2U ≥ I, and a law λ ≪ µ admit couplings whose mean squared displacement is at
most 2KL(λ∥µ), or tends to that bound. This is the quadratic transport inequality; its triangular-
transport form appears in [3, Corollary 3.10]. We recall the proof for the finite-dimensional densities
used here.

First restrict to a box and suppose both densities are smooth and strictly positive up to its
boundary. Map µ to λ by successive increasing conditional quantile maps. The resulting triangular
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map T has positive diagonal derivatives, whose product is its Jacobian determinant. The entropy
formula is

KL(λ∥µ) =
∫ (

U(T (z)) − U(z) − log det ∇T (z)
)

dµ(z).

Strong convexity bounds the first difference below by ∇U(z) · (T (z) − z) + 1
2∥T (z) − z∥2. Integration

by parts replaces the linear term by div(T − id). There is no boundary term: on a face where the
ith coordinate is an endpoint of the box, its conditional quantile map fixes that endpoint, so the
normal component Ti − zi vanishes. Tangential motion does not matter. The remaining Jacobian
terms are nonnegative because z − 1 − log z ≥ 0 for every positive diagonal derivative z. This proves
the coupling bound on the box.

The densities needed here satisfy the approximation requirements. For fixed n, the conditional
proposal density is bounded by a constant times Gaussian density, since its spin probability is
at most one. Truncate both conditional laws to increasing boxes and normalize them. On each
box approximate λ by smoothing and mixing with a small positive constant density. Its density
is bounded, and the smooth reference density is bounded away from zero on the box, so their
relative entropies with respect to the reference converge. The original laws have Gaussian tails up to
constants for fixed n, and finite relative entropy. Thus the truncated entropies converge; tightness
and lower semicontinuity pass the coupling bound to the original laws.

Apply this result with µ = P (· | x) and λ = Qf (· | x). For any coupling of two disorder values
g, g̃, the Gaussian smoothing kernels satisfy

KL
(
N(

√
1 − δ g, δI)∥N(

√
1 − δ g̃, δI)

)
= 1 − δ

2δ
∥g − g̃∥2.

The convolution comparison is also recorded in [13, Lemma 11]. Joint convexity of entropy bounds
the divergence between the mixtures by this averaged kernel quantity. Average over the common
spin marginal and use the entropy chain rule. The transport bound then proves (8).

5.2 Coverage conditional on a target and its base

The smoothed entropy comparison is still a joint-law statement. We now convert it to a statement
for the original Gibbs law at a realized target disorder. The following proposition records both the
entropy estimate and the coverage consequence used in the next section.

Proposition 6 (Coverage at a target disorder). Let G, Ḡ be independent standard Gaussian disorder
vectors, set G◦ =

√
1 − δ G +

√
δ Ḡ, and let ν(· | G◦) be the conditional spin kernel of SQf defined

above. Then
EKL

(
πG∥ν(· | G◦)

)
≤ Oβ(n

√
δ) + 2n1−f/2/δ. (9)

With probability tending to one over this target/base pair,

KL
(
πG∥ν(· | G◦)

)
≤ n1−4d. (10)

On the same event, simultaneously for every set A ⊆ {−1, 1}n with πG(A) ≥ n−d,

ν(A | G◦) ≥ exp(−n1−2d).

The set A may be chosen after the target and base are realized.
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Proof. Let π(· | G◦) be the conditional spin law of SP , namely the conditional mixture of πG.
Inserting this law into the logarithmic ratio gives the exact decomposition

EKL
(
πG∥ν(· | G◦)

)
= EKL

(
πG∥π(· | G◦)

)
+ KL(SP∥SQf ).

Both expectations are over the target/base pair in the statement. The conditional mixture minimizes
averaged divergence among spin laws depending only on the base. The first term on the right is
therefore at most EKL(πG∥πG◦).

For any two Hamiltonians the Gibbs divergence is bounded by twice β times the supremum of
their absolute energy difference. Here those differences, for each fixed spin, are centered Gaussians
with variance O(nδ). A union bound, or exponential moments over the 2n spins, bounds the expected
supremum by O(n

√
δ). Combining this estimate with (8) and (5) proves (9).

Since 4d < f/8 and 4d < f/4, Markov’s inequality applied to (9) gives (10) with probability
tending to one. On this single event, let A be any set with πG(A) ≥ n−d. For s = πG(A) and
t = ν(A | G◦), entropy contraction to the two-point partition gives s log(1/t) ≤ KL(πG∥ν) + log 2.
Hence

log(1/t) ≤ nd(n1−4d + log 2) ≤ n1−2d

for sufficiently large n. The implication is deterministic once the target and base are fixed, which
proves the simultaneous assertion.

6 Connecting proposals across a cut
For distinct spins x, y, write cG(x, y) for the heat-bath jump rate. The stationary flow across a set
S is

Qedge
G (S, Sc) =

∑
x∈S, y /∈S

πG(x)cG(x, y).

Detailed balance makes the edge weights symmetric. We will show that this flow cannot be too
small when both sides carry appreciable Gibbs mass. The proof joins two proposals with a common
smoothing base, then uses coverage to place their endpoints across the cut and the likelihood
estimate to keep the connecting configurations away from its boundary.

Proposition 7 (Balanced-cut flow). With probability tending to one in the target disorder,

Qedge
G (S, Sc) > Bmin := exp(−n1−b/20) for every S such that min(πG(S), πG(Sc)) ≥ n−d. (11)

Proof. We divide the argument into the geometry of a putative low-flow cut, the construction of a
proposal sequence, and the two estimates that make this sequence impossible.

A low-flow cut has a small enlarged boundary. For a sufficiently large fixed C, Gaussian
quadratic-form tails on a 1/4-net give ∥W (G)∥ ≤ C except with probability O(e−cn). On this
event, every one-spin energy difference is O(

√
n). The heat-bath rate across any one-spin edge is

therefore at least exp(−Oβ(
√

n)). If a cut has flow at most Bmin, its two-sided vertex boundary ∂S
consequently has Gibbs mass at most 2Bmin exp(Oβ(

√
n)).

Set Rn = ⌈n1−b/4⌉ and enlarge this boundary by Hamming distance Rn. For two spins at that
distance, ∥W (G)∥ ≤ C and their Euclidean distance bound the logarithmic Gibbs weight ratio by
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Oβ(n1−b/8). A Hamming ball of radius Rn has logarithmic cardinality O(n1−b/4 log n). The enlarged
boundary therefore has target Gibbs mass at most

exp(−1
2n1−b/20). (12)

Among cuts violating (11), select the first one in a fixed ordering whenever such a cut exists
and ∥W (G)∥ ≤ C. Let D(G) be its enlarged boundary, and set D(G) = ∅ otherwise. This is a
measurable selection because the cube has finitely many subsets. Let E be the event that a witness
exists, the target norm bound holds, and (10) holds for the sampled base G◦. The norm and
coverage estimates reduce the proposition to proving Pr(E) = o(1).

A sequence with independent fine endpoints. The fine horizon l = f and the coarse horizon
l = b serve different purposes. On E , Proposition 6 gives each side of the cut fine-proposal probability
at least exp(−n1−2d). Two conditionally independent fine endpoints therefore cross the cut with
probability at least exp(−2n1−2d). We need an unconditional bound on failures of the connecting
sequence that is smaller than this endpoint probability. The available fine-horizon exception bound
exp(−n1−10f ) is not strong enough for this comparison; the coarse bound exp(−n1−10b) is, since
10b < d/2 < 2d. We therefore use fine spins at the endpoints and coarse spins along the grid. Their
shared path prefixes and the magnetization martingale will keep each fine endpoint close to its
coarse output.

Given the target G and base G◦, introduce independent standard Gaussian vectors G′
1, G′

2,
independent of both, and set

G(θ) =
√

1 − δ G◦ +
√

δ(cos θ G′
1 + sin θ G′

2), 0 ≤ θ ≤ π/2.

Use a deterministic equally spaced grid including 0, π/2, with spacing O(exp(−n1/4)) and cardinality
O(exp(n1/4)). Rotate two independent collections of all auxiliary Gaussian path inputs by the same
cosine-sine rule. At each grid point, run the proposal to the coarse horizon

Vb = h⌈b log n/h⌉

and draw its coarse spin. At each endpoint, also continue the path to Vf = h⌈f log n/h⌉ and draw a
fine spin. Coarse spin draws are not used in the continuation. All final spin draws may use fresh
independent randomness.

The two fine endpoint spins are independent conditional on (G, G◦) and have law ν(· | G◦). For
each individual angle, averaging the disorder and auxiliary inputs gives the appropriate proposal
law. Its primitive auxiliary collection is independent of all the target, base, and proposal matrix
drivers. The one-point estimates and their union bound require no independence across grid points.
The shared rotation will instead supply the nearby inputs needed for continuity along the grid.

We prove that, outside an event of probability at most exp(−n1−d/2), the following two properties
hold:

1. Every coarse spin avoids D(G).

2. The sequence formed by the first fine spin, all coarse spins in grid order, and the last fine spin
has consecutive Hamming distances at most Rn.

The probability here is unconditional. Figure 1 shows the deterministic obstruction these properties
create when the fine endpoints lie on opposite sides of a cut.
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S Sc

x
(0)
f x

(1)
f

u v

dH(u, v) ≤ R

Every step has a coarse endpoint; coarse outputs avoid DR.

Expand the crossing step into single-spin flips: length ℓ ≤ R.
boundary edge

u = y0
yt yt+1 v = yℓ

S Sc

dH(u, ∂S), dH(v, ∂S) ≤ ℓ ≤ R =⇒ u, v ∈ DR.

Figure 1: The boundary obstruction for the finite sequence of proposals. In the upper chain, squares
are fine endpoints and circles are coarse outputs; consecutive configurations have Hamming distance
at most R. When the fine endpoints lie on opposite sides, some consecutive pair u, v crosses the cut
and contains a coarse output. A shortest path of one-spin flips between that pair meets the two-sided
boundary ∂S. Its length is at most R, so both u, v lie in DR = {x : dH(x, ∂S) ≤ R}, contradicting
avoidance by the coarse outputs. All geometry is schematic: grid outputs are correlated, and lines
do not represent continuous spin trajectories.

Avoiding a boundary selected from the target. At a fixed grid point, the driver difference
G − G(θ) has coordinate variance 2δ. Gaussian tails and a union bound over spins show that
the supremum of absolute energy differences is O(n

√
δ), except with probability O(e−cn). On its

complement, Gibbs weight ratios between the two disorders are at most exp(Oβ(n
√

δ)).
Apply the likelihood estimate (6) with l = b. Its good event depends only on this proposal

run. If qgood(dx | g) is the corresponding output subprobability kernel, disintegration against the
Gaussian disorder marginal gives

qgood(dx | g) ≤ exp(n1−b/2)πg(dx) for almost every g.

The primitive auxiliary inputs and final draw for this run are independent of all matrix drivers.
Thus, after fixing G(θ) = g and adjoining (G, G◦), this remains its conditional good-output kernel.
In particular, the inequality applies to the random set D(G) once those matrices have been fixed.
The separate energy-change event is used to compare Gibbs weights; it is not built into the proposal
good event.

By (12), the resulting boundary probability on the energy-change event’s complement is at most

exp
(
n1−b/2 + Oβ(n

√
δ) − 1

2n1−b/20).
Add the proposal exceptional probability exp(−n1−10b) and the energy-change exception. Since√

δ = n−f/8, this proves the required one-point avoidance bound. Correlations with auxiliary inputs
at other grid points do not change this calculation.

Continuity of the coarse magnetizations. We next control the increments along the grid. At
any grid point, Proposition 5 puts the Gram matrix of the coarse Tk within n−b of the identity
except with probability exp(−n1−10b). On this event all |Tk|n ≤ 2, and each Gram–Schmidt residual
has norm at least 1/2. No fallback direction is used. The reciprocals 1/sk are bounded by a fixed
power of n on the deterministic coarse horizon, by (1).
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For neighboring grid points satisfying these Gram conditions, we claim

|Mθ(Vb) − Mθ′(Vb)|n ≤ (nC1)Kb+1|θ − θ′|, Kb = Vb/h, (13)

provided the primitive inputs have polynomially bounded norms. The constant C1 is independent
of the grid and of n.

Here are the precise input bounds and the interval induction proving this assertion. Bound the
operator norms of W (G◦), W (G′

1), W (G′
2) and the normalized norms of all completion vectors zk

in the two input collections. For their Brownian and bridge inputs, bound the supremum norms
of cumulative integrals against the deterministic coefficients ρ and

√
1 − ρ2. On a filled interval

include only the centered bridge in this primitive bound; its endpoint is handled separately. All
these norms are at most n3 outside an event of probability O(e−cn). Gaussian tails give the matrix
and vector estimates. For the path integrals, write a bridge as Brownian motion minus its linearly
interpolated endpoint and use the Gaussian martingale maximal bound for a bounded deterministic
integrand. Rotation makes the differences of the primitive inputs at two angles at most a polynomial
factor times |θ − θ′|.

At a Gram–Schmidt step, the difference of the two projection operators is bounded by twice the
sum of preceding direction differences in | · |n. Normalizing residuals of norm at least 1/2 costs only a
fixed factor. Using 1/sk, the new direction difference is therefore controlled by earlier magnetization
and direction differences at polynomial cost. The same is true of the new gk, by its matrix-query
and completion formula. The cumulative driving signals from (4) differ by the primitive integral
differences plus the endpoint difference multiplied by a deterministic factor at most

√
h. Finally, the

scalar integral equation and its spatially Lipschitz drift control the differences in Y and M over this
interval at constant cost, by Gronwall’s inequality. Starting with the entirely auxiliary first interval
and taking successive maxima of these differences proves (13) after increasing C1 if necessary.

Only the Gram conditions at the two endpoints of each grid step were used. Since Kb =
O(n1/16 log n) and the mesh spacing is exponentially smaller, (13) makes all consecutive coarse
magnetization differences negligible.

From magnetizations to spins. For either a coarse spin or a fine endpoint spin compared with
its own coarse magnetization, the normalized squared distance has mean

1 − Em2
Vb

= p(Vb) ≤ Cβn−b/2.

For a fine spin this follows from the martingale conditional mean through the continuation. Under
the unconditioned single-run law, each squared distance is an average of bounded independent
coordinate variables. It is consequently at most n−b/3 except with probability O(exp(−n1−b)).
The triangle inequality in | · |n, together with the negligible magnetization increments, then gives
Hamming step sizes at most Rn for large n.

We may now union bound all one-point and consecutive-point exceptions for the two desired
properties, including the primitive-input event. The grid costs only exp(O(n1/4)), and 10b < d/2.
The boundary exponent 1 − b/20 also exceeds 1 − d/2. Thus the total failure probability is at most
exp(−n1−d/2) for sufficiently large n.

The crossing contradiction. On E , Proposition 6 gives each side of the chosen cut fine-endpoint
probability at least exp(−n1−2d). Conditional independence therefore puts the fine endpoints on
opposite sides with probability at least exp(−2n1−2d). But if both sequence properties hold, this
cannot happen. Some consecutive pair would cross the cut, and each pair contains a coarse spin. A
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shortest one-spin path between that pair meets ∂S and has length at most Rn, placing that coarse
spin in D(G).

Consequently
Pr(E) exp(−2n1−2d) ≤ exp(−n1−d/2).

Since d/2 < 2d, this implies Pr(E) = o(1) and proves (11). The auxiliary diagonal and smoothing
base are used only in this proof; the resulting flow bound concerns the original heat bath.

7 From balanced flows to typical-state mixing
The flow estimate is available only when both sides of a cut have appreciable Gibbs mass. The
following finite-state argument is adapted to exactly that information. It first finds a large set with
internal expansion, then uses the full chain’s entropy dissipation to control typical starting states.
There is no requirement that a trajectory remain in the large set.

Lemma 8 (Pruning and averaged mixing). Let Ω be a finite set, let π be a strictly positive probability
on Ω, and let Pt be a continuous-time Markov semigroup reversible with respect to π, with jump
rates c(x, y). Assume that, for some R > 0,∑

y ̸=x

c(x, y) ≤ R (x ∈ Ω).

Let 0 < ε < 1/3 and B > 0. Suppose

Q(S, Sc) :=
∑

x∈S, y /∈S

π(x)c(x, y) > B whenever ε ≤ π(S) ≤ 1 − ε.

Then for every T > 0,∑
x∈Ω

π(x)∥PT (x, ·) − π∥TV ≤
√

2RH(π)
B

√
T

+ 2ε, H(π) = −
∑

x

π(x) log π(x). (14)

Proof. Put q(x, y) = π(x)c(x, y) = q(y, x), and use the unordered-edge Dirichlet form

D(u) =
∑

{x,y}
q(x, y)(u(x) − u(y))2.

Only distinct vertices occur, and every unordered pair is counted once.

Removing sets that do not expand. Start with C = Ω. Whenever a nonempty U ⊂ C satisfies

π(U) ≤ π(C)/2, Q(U, C \ U) < Bπ(U),

remove U from C. This process terminates because each removal eliminates a vertex. If A denotes
all vertices removed so far, then every edge between A and its current complement was counted
when its first endpoint was removed. Thus, whenever A ̸= ∅,

Q(A, Ω \ A) < Bπ(A).

Suppose the removed mass first reached ε. Its preceding mass a was less than ε, and the newly
removed set has mass at most (1−a)/2. The new total is therefore at most (1+a)/2 < (1+ε)/2 < 1−ε.
This contradicts the balanced-cut hypothesis, since Bπ(A) ≤ B. Consequently the terminal set
satisfies π(C) > 1 − ε and

Q(U, C \ U) ≥ Bπ(U) for every U ⊂ C with π(U) ≤ π(C)/2. (15)
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A Poincaré inequality on the retained set. We use the coarea proof of the reversible Cheeger
inequality [11, Theorem 3.5], keeping the original, unnormalized weights on C. The resulting
estimate is ∑

y∈C

π(y)(u(y) − ūC)2 ≤ 2R

B2D(u), ūC = 1
π(C)

∑
y∈C

π(y)u(y). (16)

To prove it, choose a weighted median m of u on C. Each of w = (u − m)+ and w = (m − u)+ has
support of mass at most π(C)/2. Integrating (15) over the level sets of w2 gives

B
∑
C

πw2 ≤
∑

{x,y}⊂C

q(x, y)|w(x)2 − w(y)2|.

By Cauchy–Schwarz this is at most ∑
{x,y}⊂C

q(x, y)(w(x) − w(y))2

1/2(
2R
∑
C

πw2
)1/2

.

Indeed, (w(x) + w(y))2 ≤ 2(w(x)2 + w(y)2), and the total outgoing rate is at most R. If
∑

C πw2

vanishes, its estimate is immediate; otherwise divide and square. The sum of the energies of the
positive and negative parts is at most D(u). The weighted mean minimizes squared error, proving
(16).

Entropy dissipation for the full chain. For a fixed starting state x, set fx
t (y) = Pt(x, y)/π(y).

Reversibility and
(a − b)(log a − log b) ≥ 4(

√
a −

√
b)2 (a, b > 0)

yield the entropy-dissipation estimate [7, Lemmas 2.5 and 2.7]∫ T

0

∑
x

π(x)D(
√

fx
t ) dt ≤ 1

4H(π). (17)

Indeed, the derivative of
∑

y π(y)fx
t (y) log fx

t (y) is

−
∑

{y,z}
q(y, z)(fx

t (y) − fx
t (z))(log fx

t (y) − log fx
t (z)).

The initial entropy is log(1/π(x)), and the final entropy is nonnegative. Averaging in x ∼ π and
integrating proves (17). Vanishing densities and reducible chains cause no problem: start instead
with (1 − η)fx

0 + η and pass to η ↓ 0, or calculate on communicating classes.

Averaging fixed-state distances. Combining (16) and (17) supplies some t ∈ (0, T ] for which

∑
x

π(x)r2
x ≤ RH(π)

2TB2 , r2
x =

∑
C

π(y)(
√

fx
t (y) − ax)2, ax = 1

π(C)
∑
C

π(y)
√

fx
t (y).

Cauchy–Schwarz and a2
xπ(C) ≤

∑
C πfx

t ≤ 1 imply∑
C

π|fx
t − a2

x| ≤ 2rx.
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Also, total normalization gives |
∑

C π(fx
t − 1)| ≤

∑
Cc π(fx

t + 1). Comparing fx
t first with a2

x and
then with 1 on C, and adding the complement, yields∑

Ω
π|fx

t − 1| ≤ 4rx + 2
∑
Cc

π(fx
t + 1).

The last sum before its factor two has average 2π(Cc) over x ∼ π, because stationarity gives∑
x π(x)fx

t (y) = 1. Dividing by two for total variation and applying Cauchy–Schwarz in x proves the
desired upper bound at this time t. Contraction under PT −t gives the same bound at the prescribed
time T , establishing (14).

Proof of Theorem 1. On the disorder event of Proposition 7, apply Lemma 8 with

ε = n−d, B = exp(−n1−b/20), R = n.

The last choice is valid because there are n rate-one update clocks. Also H(πG) ≤ n log 2, since the
state space has 2n elements. Hence

∑
x

πG(x)∥P G
T (x, ·) − πG∥TV ≤

√
2 log 2 n

B
√

T
+ 2n−d.

Take T = exp(n1−b/40). The first term tends to zero, as

log n

B
√

T
= log n + n1−b/20 − 1

2n1−b/40 −→ −∞.

The flow event itself has disorder probability tending to one. Markov’s inequality therefore shows
that the Gibbs mass of fixed states whose distance at time T exceeds 1/4 tends to zero in disorder
probability. The added diagonal changes neither this Gibbs law nor the transition rates, so the
same statement holds for the model in (H). This proves the theorem with

cβ = b/40 = 1/40000000.

All threshold dimensions may depend on the fixed β > 1.
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