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Abstract

We determine the limiting free energy of the Ising perceptron with independent
Gaussian patterns for every bounded Borel log-potential, at every fixed positive tem-
perature and pattern density. We give an explicit variational formula for the limit and
prove convergence in expectation and probability.
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1 Introduction

An Ising perceptron assigns a weight to each configuration z € {—1,1} through its
projections onto independent random patterns. For Gaussian patterns ¢ € RV, a single
projection is g% - x/ V/N. Given a real log-potential f, the configuration weight is the product
of the factors exp f(¢® - £/v/N). The logarithm of their uniform average, divided by N,
measures the exponential scale of the weighted configuration space. We use the uniform
probability prior on the cube and call this normalized log partition function the pressure.
The number of patterns is proportional to N, with fixed density « > 0. Section 2 gives the
exact normalization.

This model combines a discrete configuration space with nonlinear random constraints.
At small density or weak interaction, a single typical overlap can describe the pressure. More
generally, a formula must retain the distribution of overlaps between two samples from the
Gibbs measure. The patterns are Gaussian, but a nonlinear sum of their log-potentials is
generally not a Gaussian process indexed by the spins. Thus the Parisi formula for Gaussian
mixed p-spin Hamiltonians does not directly evaluate this pressure.



1.1 Storage models and rigorous predecessors

The statistical-physics study of random-pattern storage was developed by Gardner [9] and
Gardner and Derrida [10]. The latter work explicitly considered Ising couplings alongside
spherical ones. Krauth and Mézard [15] analyzed the binary-coupling model and predicted
its storage capacity. In a storage problem a pattern factor may be an indicator that a
constraint is satisfied. At positive temperature, a finite log-potential instead assigns a
positive weight to every configuration, allowing the pressure to measure both the pattern
reward and the number of configurations achieving it.

Talagrand established replica-symmetric formulas in small-density perceptron regimes [30].
For Gaussian Ising perceptrons with bounded Borel log-potentials, his high-temperature work
proved overlap-fluctuation bounds at sufficiently small « [31]. Bolthausen, Nakajima, Sun,
and Xu [4] later gave a new small-density proof of the Gardner formula using first and second
moments conditional on approximate message passing. In their convention the activation
is the multiplicative weight U = e/, up to constant rescaling. Their Theorem 1.1 treats
measurable weights satisfying a Gaussian-reweighted variance bound and E[GU(G)| # 0;
Remark 1.2 discusses the complementary zero-moment case, where a direct second-moment
argument applies. Their small-density conclusions cover weights bounded above and away
from zero, in particular those arising from bounded real f. The density restrictions in these
predecessors are substantive and are absent from Theorem 2.3.

Hard constraints have a distinct, extensive theory. Ding and Sun [8] and Huang [14]
proved matching lower and upper capacity bounds at zero margin under their respective
explicit analytical conditions. Shmalo [29] subsequently reported a computer-assisted
verification of both conditions, yielding the predicted zero-margin threshold; that preprint
explicitly describes the verification as a new proof claim not yet independently reproduced or
peer reviewed. Nakajima and Sun [19] proved concentration, sharp threshold sequences, and
disorder universality for broad hard-constraint classes. For symmetric interval constraints,
Perkins and Xu [27] obtained entropy concentration and freezing under an analytical
condition; Abbe, Li, and Sly [1] proved a lognormal partition-function limit and removed
that condition, working with random-sign patterns. These results concern specific zero-one
weights. Such weights correspond to a log-potential that takes the value —oo, whereas the
theorems here concern finite log-potentials. A hard-constraint limit would require additional
control of the order of limits.

1.2 The formula and its proof mechanisms

Theorem 2.3 evaluates the limiting Gaussian Ising pressure for every fixed positive density and
every bounded Borel real log-potential. Writing f = B¢ includes every fixed positive inverse
temperature S for a bounded activation ¢. The variational parameter is a nondecreasing
overlap quantile ¢ : (0,1) — [0, 1]. Its pattern contribution is a Gaussian recursion, and its
entropy contribution is the dual of the one-spin log cosh recursion. Section 2 defines these
functionals before stating the theorem. No symmetry, concavity, or smallness condition is
imposed on the activation.

The proof uses the Ghirlanda-Guerra overlap identities [11], Panchenko’s ultrametricity
mechanism [22], and Ruelle probability cascades [28]. For Gaussian mixed-spin Hamiltonians,
Guerra’s interpolation bound [12] led to Talagrand’s proof of the Parisi formula for even
interactions [32]; Panchenko [23] subsequently included odd interactions using ultrametricity.
We supply the array, duplication, and finite-cascade arguments needed here. In particular,
the changes of measure for the Gaussian marks are proved with the conditioning required
later. The joint transformation of marks and cascade weights was developed by Panchenko
and Talagrand [25, 26].



The hierarchical Gaussian-field enrichment is the construction used by Mourrat and
Panchenko [18] to extend the Parisi formula along a Hamilton—Jacobi equation. Our
upper bound implements Mourrat’s contact-point supersolution strategy for nonconvex
interactions [16, Section 4]; see also its vector-spin extension [17]. In that strategy, a
quadratic penalty in perturbation parameters gives concentration and overlap identities
at deterministic contact points. Here the interaction parameter is the Poissonized pattern
density, whose derivative adds one nonlinear pattern. Joint spin and cascade overlap
identities, together with the monotone-coupling argument of synchronization [24], turn the
field variations at a contact point into the tail inequalities needed for this derivative.

The lower bound follows the cavity variational tradition of Aizenman, Sims, and Starr [2].
Its identification of the cavity overlap as a derivative of the one-spin recursion is related to
the critical-point description developed by Chen and Mourrat [6], and to the critical-point
bounds of Chen, Issa, and Mourrat [7, Section 6]. Those results concern Gaussian spin-glass
Hamiltonians and do not directly evaluate the nonlinear pattern model. In the present
setting the Gaussian cavity covariance must itself be identified from the bulk model. Two
restored patterns provide both first and second moments for that identification.

The companion article The free energy of the spherical random perceptron [20] develops
the corresponding scalar enrichment and two-pattern cavity strategy for spherical spins. Here
all necessary arguments are included, and the Ising prior requires its own entropy calculation
and cavity identity. The required concavity of the field functional is the centered-Ising
path-convexity theorem proved by Chen, Issa, and Mourrat [7, Proposition 2.2] and, by a
Parisi PDE argument, by Ho [13, Theorem 1.8], with the opposite sign and a change of
covariance normalization. We include a proof covering repeated field levels and zero initial
variance. Coordinate exchangeability then identifies the cavity-spin overlap with the bulk
overlap. In the cascade calculation this identifies the dual subgradient; the cited concavity
turns this identity into attainment of the entropy supremum. The model-specific task is to
establish these identities for the nonlinear perceptron.

1.3 Organization of the proof

The proof first treats smooth compactly supported log-potentials. The two bounds use the
variational paths differently. The upper comparison starts from an arbitrary trial overlap
path. The lower bound must instead use the overlap path and field generated by the bulk
model, and prove that this field attains the entropy dual at that same overlap path. Section 3
proves first variations, the tail order of the pattern functional, and the field supporting
inequality. Section 4 supplies the overlap-array and cascade laws. The remaining stages are
as follows.

1. Upper comparison (Section 5). Enrich the spins by cascade labels and hierarchical
Gaussian fields, and Poissonize the number of patterns. If a proposed upper bound
fails, an affine comparison has a negative minimum in a compact parameter region. A
quadratic perturbation penalty gives fluctuation control at that deterministic minimum,
yielding joint Ghirlanda—Guerra identities. These order the spin and label overlaps
together. Field variations give tail inequalities that contradict the density derivative
at the minimum.

2. Restored covariances (Section 6). Enforce the overlap identities with two patterns
omitted, then restore them as independent Gaussian marks. The marked-cascade
calculation evaluates first and second moments of the empirical gradient covariance.
It becomes a deterministic nondecreasing function of the limiting spin overlap; its
diagonal and the dilation correction become deterministic as well.



3. Cavity increments (Section 7). Add a fixed number of Ising coordinates. A Taylor
expansion and a normalized-measure estimate reduce the increment to a Gaussian
cavity field and finitely many new patterns. Coordinate exchangeability identifies the
entropy subgradient. Each limiting increment is bounded below by the variational
value, up to the floor error in the pattern count. Averaging the perturbation parameters
and telescoping then finishes the lower bound.

The array calculations retain independent residual Gaussian noise on every replica visit,
including two visits to the same cascade leaf. This is needed when the patterns are restored
and when cavity-spin magnetizations are evaluated; Figure 1 illustrates the construction.

Finally, Section 8 removes smoothness. Deleting one pattern gives a Gaussian-L'
approximation bound uniform in dimension; the tilted recursion gives a matching bound
uniform in the overlap path. These estimates yield the bounded Borel theorem and the
separately stated integrable Gaussian extension. Entrywise replacement proves random-sign
universality under the stated Gaussian-null discontinuity condition.

2 The model and the variational formula

Fix a pattern density o > 0. Let vy be the uniform probability measure on {—1, l}N , let
My = |aN|, and let g, ..., g™~ be independent standard Gaussian vectors in RY. For a
bounded Borel function f: R — R, put

My
h() == Zn(f) = /exp{;ﬂba(x))}w(dm), plf) = 5 log Zx ()

(2.1)
The usual inverse temperature and activation are recovered by writing f = B¢, with 8 > 0.
Counting measure instead of vy adds log 2 to the pressure. With either convention, physical
free energy per spin is the corresponding pressure multiplied by —1/4.

2.1 Two finite Gaussian recursions

An overlap path is a nondecreasing function ¢ : (0,1) — [0,1]. A trial field path is a
nonnegative nondecreasing step function A : (0,1) — [0, 00) with finite values. Paths are
identified up to equality almost everywhere; all path integrals and L' norms use Lebesgue
measure. Write Q for the overlap paths and Hgep for the trial fields.

A step path is described on a partition

0= << <=1, w; = Ciy1— G, 0<i<k. (2.2)

Its value on ((;, (;+1) carries subscript ; repeated path values are allowed. For a standard
normal random variable G, define
d~tlogEexp{dU(xz ++/sG)}, d>0,

(Ts,aU)(z) = {EU(x Q). im0, 5>0, 0<d<1.  (23)

Definition 2.1 (Pattern and field recursions). For a step overlap path ¢, append ¢_1 =0
and ¢, = 1. Starting at Uy = f, set

Uz‘—l = Ei*%ﬂ@Ui (Z = k, k— 17 cee ,0), Vf(q) = U_1(0). (2.4)

For a step field path h, append h_; = 0. Starting instead at Uy_1(x) = logcoshz — hy_1/2,
set
Ui = ﬁti*hifl,CiUi (7' =k—-1,k—-2,... 70)7 e(h‘) - U—l(o) (25)



The letter U refers to the recursion under discussion.

The initial Gaussian average has coefficient (; = 0. The pattern recursion also has a
final Gaussian average with coefficient (;, = 1 and variance 1 — g_1; the field recursion has
no such extra interval. For example, for constant paths ¢(u) = r and h(u) = H,

Vi(r) =EglogEg exp f(vVrG+V1—1G), (2.6)
((H) = Elogcosh(VH G) — H/2, (2.7)

where G, G’ are independent standard normals.

Subdividing an interval without changing its path value inserts a zero-variance transform,
so the definitions do not depend on the chosen partition. For f € C2°(R), the pattern
functional is Lipschitz in the L! distance between step paths. For bounded Borel f, it
has a unique continuous extension to Q, constructed by uniform approximation of the
pattern functionals in Lemma 8.1. We use that extension throughout. The field functional
is 1/2-Lipschitz on step fields and therefore extends to bounded nonnegative nondecreasing
fields; see Proposition 3.2.

Definition 2.2 (Ising entropy). For ¢ € Q, define the extended-valued functional

Si(q) = sup {E(h)+; /O lh(u)q(u)du}. (2.8)

hEHstep

The field partition is independent of the overlap partition. In calculations with two step
paths, we always pass to a common refinement.

Theorem 2.3 (Gaussian Ising perceptron). For every a > 0 and every bounded Borel
f:R—>R,
lim E = := inf . 2.
Nim Epy(f) =Pyla) := inf{aVi(q) + Si()} (2.9)

Moreover, pn(f) converges to Ps(a) in probability. The variational value is finite. In
particular, the conclusion holds for f = B¢ at every B > 0 and every bounded continuous
activation ¢, without symmetry, concavity, or a smallness restriction.

The elementary bounds St > 0, S1(0) = 0 and |Vy| < || f||« will be proved below. Since
V¢(0) = log Eef/ (&) they give

—a|/flleo < Py(a) < alogEe/ @), (2.10)

The proof of Theorem 2.3 first assumes f € C°(R). The upper bound is Proposition 5.1,
and Proposition 7.3 gives the matching lower bound. Section 8 removes smoothness and
proves the remaining convergence claims. It also gives extensions to integrable unbounded
activations and to independent random-sign patterns.

2.2 Probabilistic conventions

A Gibbs measure is a reference probability reweighted by an exponential energy and then
normalized. Replicas are independent samples from that measure conditional on its disorder
and reference data. Brackets (-) denote replica expectation, and E averages the disorder
and any explicitly introduced random data. A deterministic perturbation parameter is held
fixed under E unless its averaging is specified. The spin overlap is

R(z,2') =Nz .o/, Rap = R(z%, z%).

An array limit means convergence in law of every finite sampled restriction, including disorder
averaging. All constants may depend on « and the fixed smooth activation. Dependence on
a fixed number of cavity coordinates L is allowed only where indicated; the limit in NV is
always taken before letting L increase.



3 Variations, order, and the Ising entropy

Let f € C®(R). The upper bound will use two properties of the variational formula:
increasing the tail integrals of an overlap path decreases V;, and finite step trials with
top value below one suffice for the infimum. The lower bound needs a different property:
concavity of ¢ turns its first variation into a global supporting inequality, which will identify
the entropy supremum. We establish these properties from the recursions of Definition 2.1.

Recall their different endpoints: the pattern recursion has g_; = 0, g = 1, and coefficients
Co=0,...,(x =1, whereas the field recursion has terminal value log cosh(z) — hx_1/2 and
stops at level k — 1. Inserting a partition point without changing a step value inserts an
identity transform of variance zero. Consequently either recursion may be computed on any
common refinement of the partitions in use.

3.1 First variations and the pattern tail order

For either recursion write s; for its variance increment and define the probability kernel

Ki(z, dy) = exp{Ci(Ui(y) — Ui-1(x))}N (2, 5:)(dy). (3.1)

Here s; = q¢; — q¢;—1, 0 < i < k, in the pattern recursion, and s; = h; — h;—1, 0 <t <k —1,
in the field recursion. The normalization follows directly from the definition of 7, ¢,; when
(; = 0 the exponential is one. A zero-variance kernel is the point mass at its starting point.
Let Z_1 = 0 and, successively, sample Z; from K;(Z;_1,").

Two elementary derivative identities will be used repeatedly. For a smooth terminal
function U, put W = T, 4U and let K denote the corresponding tilted Gaussian kernel.
Differentiation in z and in a perturbation U + A gives

d
W' = KU, d—sTs,d(U +e4)| =KA. (3.2)
The Gaussian heat equation gives
1 1
DWW = 5{W” +d(W')?} = 5K{U” +d(U")?}. (3.3)

For d > 0, these identities follow by differentiating eV = Ee® @+v36): for d = 0 they are
the ordinary heat-semigroup identities. In particular, U/(Z;) is a martingale along the tilted
chain, since K;U; = U]_;.

Lemma 3.1 (First variations). On a fized partition with w; = (;+1 — (;, the first variations
along every feasible line segment of step paths are

d ‘ 1 k—1 .

2o Vrla+ad) = -3 > wig BIUJ(Z)?), (3.4)
a 23

ie(h +ah) = ! kf i E[U(Z:)2] (3.5)
Ta ah) = 5 2 w;h; (Zi)7]. .

The functions and chains on the right are computed at the current path. Endpoint derivatives
are understood from within the segment. The squared-derivative expectations on the right
are continuous on the closed finite-dimensional parameter cones. In both recursions these
expectations are nonnegative and nondecreasing in i. In the field recursion, define

pn(u) = pi ==E[U}(Z:)%), G <u< (i (3.6)

Then 0 < pp, < 1, and subdivision does not change this path.



Proof. First suppose all variance increments being differentiated are strictly positive. Moving
q; lengthens the transition ending at level 7 and shortens the transition leaving that level. By
(3.3), the incoming derivative, expressed at level ¢ before propagation through the preceding
kernels, is {U!" + ¢;(U})?}/2. The outgoing derivative is —{U!" + ¢;11(U})?}/2. Their sum
is —w@(U /)2/2. Formula (3.2) propagates this sum through the kernels ending at levels
iyi— ., 0, giving 9, Vy = —w;E[U/(Z;)?] /2.

The same cancellation applies to h; for i < k — 1. At the last field level the incoming
derivative and the derivative of the subtraction —hy_1/2 combine to give

%{(log cosh)” + Cx—1((logcosh))? — 1} = —%Ck_l tanh? .
This is the same formula with wyp_1 =1 — (y_1. Linearity yields both displayed variations.

For completeness, the differentiations remain valid at degenerate increments. A Gaussian
transform of either terminal function is smooth in the spatial variable and has bounded
derivatives of every positive order. This follows inductively by differentiating the tilted
expectation: the resulting terms are finite sums of tilted moments of products of bounded
derivatives of the next-level function. The functions themselves are bounded in the pattern
case and have at most linear growth in the field case. On every compact variance-parameter
set, the Gaussian exponential moments therefore dominate all terms in these formulas.
Coupling the increments as ,/s;G; shows continuity as any s; decreases to zero, both for
recursion values and for the tilted moments that appear above. The heat-equation identity
also has this continuous extension because its spatial derivatives do. Approximate the
endpoints of a feasible segment by interior points on a common partition and integrate
the already proved derivative formula along the approximating segments. Dominated
convergence gives the same integral formula on the original segment and its one-sided
endpoint derivatives.

Finally, the derivative martingale and conditional Jensen inequality show that its
second moments increase with the level. The terminal derivative bounds are ||f’||o and 1,
respectively; the same bounds hold at every earlier level by (3.2). An inserted zero-variance
transition repeats the same derivative and chain value, so it does not change py,. O

Proposition 3.2 (Continuity and tail order). For step paths on arbitrary partitions,

Vi(p) = Vi(a)
[e(n") — £(h)

Thus Vy extends uniquely and continuously to all nondecreasing [0, 1]-valued paths, and ¢
extends to all bounded nonnegative nondecreasing paths. Moreover,

SN2 NP = all e,

| <
‘ < QHh/ - hHLl-

/Slp(u) du > /81 q(u)du  for everys € [0,1] = Vy(p) < Vi(q). (3.9)

Proof. Refine the two partitions and integrate Lemma 3.1 along the segment joining the
paths. The terminal derivative bounds give (3.7). Step paths are dense in the indicated
classes in L', which gives the extensions.

For the order assertion on a common partition, set a; = w;(p; — ¢;) and A; = f:_jl a;.
The hypothesis gives A; > 0. For every nonnegative nondecreasing sequence c;,

Z a;c; = coloy + Z —cj—1)A; > 0. (3.10)



At each point of the segment from ¢ to p, take ¢; = E[U/(Z;)?] and apply (3.4). The
derivative along the segment is nonpositive, proving the claim for steps.

For general paths, replace each by its average on each interval of a common sequence
of successively finer uniform partitions. These averages are nondecreasing and converge in
L' to the original paths. Their tail-integral differences at partition boundaries equal the
original differences. Between boundaries the differences are affine and hence nonnegative as
well. Apply the step result and then (3.7). O

Corollary 3.3 (Finite variational value and reduction to finite trials). The entropy in
Definition 2.2 is nonnegative, nondecreasing in pointwise path order, and satisfies Si(0) = 0.
The variational infimum is finite, and

nf{aVy(q) + Si(g)} = inf {aVi(q) +Si(a)}- (3.11)

qr-1<1

Proof. The trial h = 0 gives Si(q) > 0. Each expression in its defining supremum is
nondecreasing in ¢ because h > 0. Also £(0) = 0 and (3.5), integrated along a +— ah,
gives ¢(h) < 0, whence S1(0) = 0. Every transform preserves the range of a bounded
terminal function, so [V(¢)| < || f|le- In fact, the zero path has V;(0) = log Eef(?). These
observations bound the infimum below by —«||f||s and provide a finite upper bound using
q=0.

For any quantile ¢, let q,, on each interval of the uniform m-partition be (1 — 1/m)
times the essential infimum of ¢ on that interval. Then 0 < ¢ < ¢ almost everywhere,
supg, <1, and || q,, — qllzr — 0. The last assertion follows, for example, from convergence
at every continuity point of a monotone representative, followed by bounded convergence.
Consequently Si(g, ) < Si(q), while Vi(gq ) — Vy(q). Taking a limit superior for each
finite-entropy trial ¢ proves the nontrivial inequality in (3.11); the other inequality follows
from inclusion of the trial classes. No continuity assertion for the extended-valued entropy
is needed. O

3.2 Concavity of the field recursion

The supporting inequality below is the property of the centered Ising spin law used in the
lower bound. Its concavity statement is the path-convexity theorem of Chen, Issa, and
Mourrat [7, Propositions 2.2 and 2.4]: with their notation and covariance normalization,
0(h) = —1)o(h/2). Ho [13, Theorem 1.8] proves the same path-convexity statement through
a concavity theorem for the time-changed Parisi PDE. This is convexity along linear
interpolations of quantile paths, not along affine interpolations of their probability laws. The
proof below uses the Hessian criterion of Chen, Issa, and Mourrat: the negative Hessian has
nonpositive off-diagonal entries and nonnegative row sums. We derive the off-diagonal signs
directly from folded Gaussian kernels and include the extension to repeated or zero field
levels. The preservation of even functions monotone in absolute value by these transitions is
classical; see Panchenko [21, Lemma 2(d)]. The next lemma gives a direct proof in the form
needed here.

Lemma 3.4 (Order preservation by a folded transition). Suppose U : R — R is even and
convexr. Let K be its tilted Gaussian kernel with variance s > 0 and coefficient d > 0,
and assume its normalizer Ee® @+VsG) is finite for every x € R. If A is bounded, even,
and nondecreasing in ||, then KA has these properties as well. The same statement with
“nonincreasing” holds with both monotonicities reversed.



Proof. Evenness follows by reflection, and s = 0 is immediate. For s > 0, the law of the
next absolute value y > 0 when the starting point is > 0 has density proportional to

e Y’/ (29) cosh(zy/s)eWW).

For zo > x1 > 0, the ratio of these normalized densities is a positive constant times
cosh(xay/s)/ cosh(z1y/s). Its logarithmic derivative in y is

2 tanh(zoy/s) — n tanh(z1y/s) > 0,
s s

because x — xtanh(zy/s) is nondecreasing on [0,00). Thus the density ratio L(y) is
increasing. If Y, Y’ are independent with the law corresponding to x1, then

Cov(A(Y), L(Y)) = 3E[(A(Y) = A(Y")(L(Y) = L(Y"))] > 0.

Since EL(Y') = 1, this proves K A(z2) > K A(z1). Negating A proves the reversed statement.
The normalizations are included in L and do not alter its monotonicity. O

Theorem 3.5 (Concavity and a supporting field). The functional £ is concave on nonnegative
nondecreasing step paths. For any two such paths, represented on a common partition,

1 1
) < ) = 5 [ (8'(w) = h(w))pn(w) du (3.12)

Concavity also holds for its continuous extension to bounded nonnegative nondecreasing
paths.

Proof. Fix a partition. We first work in its open cone 0 < hg < hy < - -+ < hg_1, where all
parameter derivatives below exist. Write m; = U/ and p; = Em;(Z;)? as in (3.6). By the
first variation, the matrix

Aij = ’wiahjpi = —28h].6hi£

is symmetric. We will prove that its off-diagonal entries are nonpositive and its row sums
are nonnegative. These two properties make A positive semidefinite, as the decomposition
(3.17) below shows. They correspond to increasing one later field level and to increasing all
field levels together, respectively.

Every U; is even and convex. Evenness is preserved by the Gaussian transforms. To
check convexity when d > 0, use convexity of U and Hoélder’s inequality to obtain, for
0<a<,

EedU(az—i—(l—a)y-{—\/EG) < (]EedU($+\/§G))a(EedU(y—&-\/EG))l—a'

Taking logarithms proves convexity of the transform; expectation preserves it when d = 0.
The terminal subtraction is constant in x and does not affect the argument. In particular,
m; is odd, m;(x) > 0 for x > 0, and m;(x)? is even and nondecreasing in |x|. All U; have at
most linear growth, so the normalizers in Lemma 3.4 are finite.

We first establish the cross-derivative sign

8hjpi <0 (j > 7,) (3.13)

Repeat the switch calculation from Lemma 3.1, but stop its backwards propagation at the
function U;(z). This gives

ahjUi(.%') = —7]([(14_1 . ij?)(.%'), 7 > (3.14)



Lemma 3.4 says that this function is even and nonincreasing in |x|. Its derivative is therefore
nonpositive for z > 0 and nonnegative for x < 0. Since m; has the opposite signs, the
direct derivative of the terminal test in the expression p; = Ko - -- K;(m?)(0) is pointwise
nonpositive:

ahj (m?) = 2mi(8hj Ui), <0.

It remains to account for all derivatives of the probability kernels in this expression. If
l <i < j, the variance of K is independent of hj. Put A; = 0p,U;. Differentiating the
normalized kernel at a fixed starting point gives the score

O, log Ki(x, dy) = G{Ai(y) — (KiAi)(z)} (3.15)

Indeed the derivative of U;_; in its normalizing factor equals K;A;, by (3.2). In the product
rule for Ko - - K;(m?), the test at level [ is H; = Ky - - K;(m?), with H; = m2. It is even
and nondecreasing in absolute value by Lemma 3.4. On the other hand, A; is even and
nonincreasing in absolute value by (3.14). Thus differentiating this kernel contributes, at its
starting point,

G Covigy(a,) (Hi, A;) < 0.

The sign follows from the same independent-copy covariance identity as in Lemma 3.4,
now for two functions of |y| with opposite monotonicities. Propagation through preceding
probability kernels preserves the sign. This includes [ = 0, whose score is zero because
(o = 0. Together with the direct derivative, these are all terms in the product rule, proving
(3.13).

Next increase every field value by the same number a > 0. All increments after level
zero remain unchanged. Each U;, ¢ > 0, changes only by the additive constant —a /2, so its
spatial derivative and all kernels K; for [ > 1 remain unchanged. The sole change in the
chain is that its first, untilted Gaussian variance increases from hg to hg + a. The function
K-+ K;(m?) is even and nondecreasing in absolute value. Coupling the initial values as

)

v ho + aG therefore proves
k—1

> On,pi > 0. (3.16)
§=0
We can now apply the matrix criterion. By (3.13) and symmetry every off-diagonal
entry of A is nonpositive, and (3.16) gives nonnegative row sums. For every v € R¥,

UTAU = Z (Z AU) UZ~2 + Z(_AU)(Ul — Uj)Q > 0. (3.17)
J

% 1<j

Thus the Hessian of ¢ is negative semidefinite on the open cone. Restricting ¢ to a line
segment in that cone proves concavity and, using its derivative at the starting point, the
inequality (3.12) there.

For arbitrary field steps h, h’ on this partition, replace h;, b, by h;+e(i+1) and h}+e(i+1).
Both perturbed paths lie in the open cone and their difference remains h' — h. Let ¢ | 0.
The value and coefficient continuity in Lemma 3.1 proves both concavity and (3.12) on the
closed cone. Common refinement handles distinct partitions. Finally, approximate any two
bounded field paths in L' by monotone steps on common partitions and use Proposition 3.2
to pass the concavity inequality to their limits. O

For a step field h, the supporting inequality gives the concrete entropy identity
1 1
Si(pn) =€) + 5 | h(pn(u) do.

10



Indeed, adding % J B pr to (3.12) bounds every trial value by the value at h, and h itself
is admissible. The nonlinear model must still identify its overlap path with this field
derivative. Section 7 obtains that identity from coordinate exchangeability and passes the
same supporting inequality to the bounded field produced by the cavity limit.

4 Overlap arrays and probability cascades

Fresh Gaussian patterns are determined on finitely many replicas by their overlap covari-
ance matrices. This lets us evaluate their contribution from limiting array laws, without
representing an arbitrary limiting Gibbs measure. We first derive the ultrametric structure
forced by the Ghirlanda—Guerra identities and realize its finite approximations by probability
cascades. We then compute how Gaussian marks change when a cascade is reweighted.
Finally, Lemma 4.7 expresses the reciprocal normalizers of bounded reweightings as limits
of polynomials; each polynomial uses only finitely many replicas. Thus disorder-averaged
array laws suffice even for these normalized expectations.

All array laws in this section include the disorder average. In particular, the conditional
overlap identities below condition on a sampled array block, not on a fixed realization of
the disorder.

For a Gibbs probability, replicas are independent samples conditional on its reference
data and disorder; their conditional expectation is denoted by (-). The expectation E
also averages the disorder and any additional randomness specified in the construction. A
symmetric array B = (Byy,)em>1 is weakly exchangeable if its law is invariant under every
finite permutation of the indices, and is a Gram array if every finite restriction is positive
semidefinite. These properties, and a fixed diagonal, pass to limits in distribution of finite
restrictions. Bounded arrays admit such subsequential limits.

4.1 Conditional identities, positivity, and duplication

The overlap-mixture identities originate in the work of Ghirlanda and Guerra [11]. Their
occurrence in the present models will be proved by the Gaussian perturbations in the upper
and lower bounds.

Definition 4.1 (Ghirlanda—Guerra property). Let B be a weakly exchangeable array with
values in a compact space, and write p = £(B12). We say that B has the Ghirlanda—Guerra
property if, for every n > 2,

1 1 &
ﬁ(Bl,nJrl | (Bém)f,mgn) = E'M + E Z 5312. (4.1)
(=2

Equivalently, for every bounded measurable function F' of the first n x n block and every
bounded measurable v,

n

E[F(By i) = ~EIFE(Bu)] + - 3 ELFG(Bi)]. (12)
(=2

The same definition applies to a joint array, with By, a tuple of entries. By exchangeability
the distinguished index 1 can be replaced by any of the first n indices.

It suffices to establish (4.2) for continuous F,1): the equality then identifies the relevant
finite measures, and hence holds for bounded measurable tests. This observation also proves
that the property passes to weak limits on a compact entry space. A measurable entrywise
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image of a joint array retains the property, with conditioning on its own first block, by the
conditional-expectation tower rule.

The direct array argument below uses duplication, the mechanism in Panchenko’s
ultrametricity proof [22, Theorem 4 and Section 3].

Theorem 4.2 (Positivity and ultrametricity). Suppose B is a bounded, symmetric, weakly
exchangeable Gram array with constant diagonal D and the Ghirlanda—Guerra property.
Then, almost surely, for distinct indices,

Bgm Z 0, Blg 2 min{Bm, 323}. (43)

Proof. First suppose b = P(Bj2 < —¢) > 0 for some ¢ > 0. On the event that all distinct
pairs among the first n indices have overlap below —e, each of the n links to index n + 1
fails this condition with conditional probability (1 —b)/n, by (4.1). A union bound therefore
gives conditional probability at least b that all the new links satisfy it. Starting with n = 2,
such blocks have positive probability for every size. Their quadratic form on the all-ones
vector is at most nD — n(n — 1)e, contradicting positive semidefiniteness for large n. Taking
a countable sequence of € proves positivity.

We next prove a support duplication assertion. If (agy,)e,m<n belongs to the support of
a finite block, n > 2, there is a supported extension to n + 1 such that

Qint1 = Qi (I < 1), Q41 < TAX Qi (4.4)

Fix b, > max;<, a;, and a positive-probability neighborhood event A for the first n indices,
chosen so that all specified links to n are below b,. Let Ay impose just the restrictions
among the first n — 1 indices. An index j > n matches if its links to those n — 1 indices
belong to the neighborhoods prescribed for n. Thus A = Ap N {n matches}.

Suppose that, on A, a fresh index cannot both match and have its link to n below b,.
Let Wpg be the limiting empirical frequency of matching indices, and W the frequency of
indices j > n with B,; > b.. These frequencies exist in L?. Indeed, for an exchangeable
sequence of indicators the second moments of empirical averages and their mixed second
moments have the same limit, so the averages are L?-Cauchy. The limits are unchanged by
finite permutations of the relevant unobserved indices. The supposition and exchangeability
imply Wg < W on A.

Put b = P(Bj2 > bs). We have b < 1, since A has positive probability and specifies links
below b,. Conditional on A, the first high link to n has probability b/n; after j consecutive
high links the next has probability (b+ j)/(n + j). Applying (4.1) successively, and then
expressing empirical frequency moments by products at distinct fresh indices, gives

d—1

b+
E[1,W9 =P(A o d>1. 4.5
L) =P [ 53 (1.5)
The binomial series therefore yields
E[14(1+2W)" =PA)1+2)7°%  z>0. (4.6)

Initially the series proves this for 0 < z < 1. Both sides are real analytic on (0, c0), the
left side by boundedness of W and local power-series domination, so the identity holds
throughout that interval. It also includes b = 0.

To compare the matching frequency with the high-link frequency, write I; = 1;; matches)-
The event Ay uses only the first n — 1 indices, and Wpg is unchanged by every finite
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permutation of the remaining indices, including index n. Hence, for every bounded continuous
v, exchangeability gives

1 n+M-—1
E[14,I,p(Wp)] =E i > Lip(Wp)| — E[14,Wse(Wg)].
j=n

The limit uses the L? convergence defining Wpx; adding index n does not change that
frequency. Taking ¢(z) = (1 + zz)™™ and using Wp < W on A now gives

E[14(1+4 2W)™"] <E[14(1+ 2Wg) "]
=E[14,W5(1+2Wp)™" < 2z7L (4.7)

The last bound uses z/(1 + zz)™ < 1/z. Equations (4.6) and (4.7) contradict b < 1 as
z — 00. Consequently the desired extension event has positive probability. Shrinking the
neighborhoods and decreasing b, to its target value, compactness of the bounded finite-block
support proves (4.4). Permutation symmetry permits duplication of any chosen index.

If ultrametricity failed, a supported triple could be chosen with aijs < a3 < aos.
Repeated duplication makes three groups of m indices, preserving the three cross-group
entries ais,a13,a23. Within each group all off-diagonal entries stay at most its largest
cross-group entry: this follows inductively from (4.4). Represent the resulting finite Gram
matrix by vectors and let uj, us, us be their group averages. Then

D 1
luzl?, lusl|> < =+ (1 — =) ags, U - U3 = a23, |lui|l < vV D.
m m

Hence ||ug—us||? < 2(D—ag3)/m — 0, whereas u1-(uz—uz) = aj3—aiz > 0. Cauchy-Schwarz
gives a contradiction. Applying exchangeability to all triples completes the proof. O

4.2 Finite cascades and their sampling law

The hierarchical weights defined next are finite Ruelle probability cascades [28]. Their
complete weights-and-ancestry sampling law was identified by Bolthausen and Sznitman [3].
We derive the needed sampling and transformation laws from the Poisson construction,
including repeated visits to the same leaf.

Fix 0=y <1<+ < =1and put w; = ;41 — (;- On a rooted tree of depth k — 1,
the outgoing edge weights at each vertex of depth ¢ — 1 are the points of an independent
Poisson process on (0, 00) with intensity

Gz S d, 1<i<k-1.

Children may be indexed in decreasing order of these points. If w, is the product of the
edge weights on the path to leaf ~, define

T=> uy, vy=uy/T. (4.8)
Y

For depth zero there is one leaf and T' = v, = 1. Write v A i) for the depth of the deepest
common vertex of two leaves; it ranges from 0 to k — 1, including when the leaves are equal.
The shape of sampled labels records their nested ancestral partitions, without the numerical
child indices.
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Lemma 4.3 (Cascade law and finite-level uniqueness). The total T in (4.8) is almost surely
finite and positive, with E[(log T)?] < co. For replicas sampled from (v.), the common-level
array satisfies the Ghirlanda—Guerra property and

PY' Ay =i)=w;, 0<i<k-—1. (4.9)

Conversely, a weakly exchangeable ultrametric scalar array with the Ghirlanda—Guerra
property and finitely many off-diagonal values has the same off-diagonal law as this cascade,
with the levels replaced by its ordered values and with w; their marginal probabilities. Values
of zero probability are omitted.

Proof. We give the Poisson and sampling calculations, since the distribution of a descendant
tree under sampling requires a power bias. If a Poisson process has intensity Cz =17 dz,
0 < b < 1, and its points are multiplied by independent positive marks X with 0 < EX? < oo,
the image process has intensity CEX?z~'"%dz. More precisely, after this change the
attached mark law is biased by X?, independently of the image point. This follows by
substituting ¥y = X in the marked intensity. Independent marking and mapping follow
directly from the Poisson count law on disjoint sets, first for simple marks and then by
approximation.
The sum S of points of intensity Cz~'~° dz has Laplace transform

Ee 'S =e ' ¢=CI(1-1b)/b>0. (4.10)
Indeed the Poisson exponential formula gives the exponent —C' [°(1—e~ @)z~ 1" dx = —ct?.
The integral is finite; the formula proves both finiteness and positivity of the sum. For
0 < r < b, integrating 1 — Ee " against t~'~" dt gives ES” < oco. For every r > 0, the
identity
—r 1 > r—1_—ct?
ES™" = — / t" e dt
L'(r) Jo

gives a finite negative moment. These moments imply a finite second moment for log .S.
Summing the tree from its last level upward and using the marking calculation proves the
assertions about 7T": the descendant exponent is strictly larger than the exponent of the edge
above it, so every required positive fractional moment exists.

At a parent, let b be the exponent on its outgoing edges. Multiply each edge point by
its descendant total. The resulting child masses are Poisson points of intensity Cx =17 dx,
and their attached normalized descendant trees are independent of the points and have law
biased by the descendant total to power b. If the parent tree itself is biased by its total to
a power A < b, only the point process is further biased by the Ath power of its sum; the
conditional descendant description does not change. At the root A = 0, and thereafter A is
the incoming exponent.

Here is the resulting partition law. Denote unbiased child masses by (X;) and their
sum by S. Under the bias S*, the probability of a specified partition of m > 1 visits into d
nonempty child classes of sizes m1,...,mq is

—m-+A d ez
E [S " Zjl,...,jd distinct HT:1 Xjr }

pa(mia, ..., mq) = ES>
d
1 CT(my —b) [ gpr1 —etd
r=1 r db—A—1_—ct
t dt. 4.11
T(m — \ES* /0 ‘ (411)
m4A

To derive this, insert the Laplace integral for S~ and use the Poisson exponential
formula with d distinct point insertions. Each insertion contributes C' [;° bl gy =
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CT'(m, — b)t*=™r. For completeness, the insertion rule follows by first restricting to a
finite-intensity process, summing its Poisson count series, and then letting the truncation
grow; Tonelli’s theorem applies to the nonnegative integrands.

The ratio of (4.11) after and before a visit to an existing class r is

m, —b

e (4.12)
The complementary probability of creating a new child is (db— \)/(m — \). Observed deeper
shapes do not alter (4.12), because the attached descendant trees are independent of the
child masses. Equivalently the probabilities of complete shapes factor into the successive
partition probabilities. Along an existing class at level i, these ratios telescope: after n
replicas, the probability that the next replica enters that class is

My — G
n M

(4.13)

where m, is its size. At level zero the class is the whole tree and the probability is one. With
one previous replica, (4.13) gives P(y! Ay? > i) = 1 — (;, proving (4.9). With n previous
replicas, applying (4.13) to the class of replica 1 gives exactly (4.1), first for upper-threshold
tests and hence for every test on the finite set of levels.

Conversely, the upper-threshold relations of a finite ultrametric array are nested equiv-
alence relations. Conditional on its first n indices, the Ghirlanda—Guerra property gives
(4.13) for each existing class, using a representative of that class. These probabilities specify
the distribution of the deepest existing class joined by the new index, and therefore of all
its new pair entries. They coincide with the cascade probabilities. Induction on n, starting
from the prescribed two-replica law, proves uniqueness. ]

4.3 Quantization and continuity of array laws

Lemma 4.4 (Ordered quantization with the original diagonal). Let B be nonnegative and
ultrametric off the diagonal, with constant diagonal D and entries at most D. Applying any
nonnegative nondecreasing finite-valued map to its off-diagonal entries, with image contained
in [0, D], and retaining diagonal D, produces a Gram array. If B has the Ghirlanda—Guerra
property, its quantized off-diagonal law is the finite cascade law in Lemma 4.3.

More generally, suppose finitely many desired off-diagonal covariance entries are bounded
nonnegative nondecreasing functions a;j(r) of the scalar entries v = By, { # m, with
a;j(r) < Dj. One can choose finite ordered bins of r that approzimate r and every a;(r)
uniformly on their domain, with errors tending to zero, while keeping each covariance
diagonal equal to D;. All the resulting covariance arrays are Gram. The binning can be
chosen as a function of r alone, so it never splits an atom of the scalar overlap law.

Proof. Let the distinct quantized values be ¢y < --- < ¢s. For a finite replica restriction, let
Aj be the matrix indicating that two indices belong to the same threshold class at level c;,
with diagonal entries one. Every A; is positive semidefinite: its quadratic form is the sum
over classes of the squared sum of the coordinates in that class. The quantized matrix is

col1T 4+ (¢; — ¢j_1)Aj + (D — c)l. (4.14)
j=1

All coefficients are nonnegative. The Ghirlanda—Guerra property passes through the quanti-
zation map by the tower rule, so Lemma 4.3 identifies its law.
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For the joint assertion, bin 7 and each a;(r) on meshes of size € and take their common
refinement. Since every coordinate is nondecreasing, the nonempty joint bins are totally
ordered. Choosing one actual vector (r,aq(r),...,aq(r)) in each bin gives ordered represen-
tatives and error at most ¢ in each coordinate. Use (4.14) separately for each coordinate,
with its own diagonal D;. The bins depend only on r, including at atoms. If the functions
are specified only on a full-measure ordered domain, the construction on that domain suffices
for every sampled array entry. O

Lemma 4.5 (Uniqueness and bounded-Lipschitz continuity). For fized diagonal D, the law
of a nonnegative ultrametric Ghirlanda—Guerra array with values in [0, D] is determined
by its two-replica marginal. Such a law exists for every probability marginal on [0, D]. If
the marginal quantiles qm.,q satisfy ||gm — qllL1(0,1) — 0, then the laws of every fized finite
replica block converge in bounded-Lipschitz distance.

Proof. For uniqueness, round two candidate arrays on increasingly fine finite meshes. Their
rounded marginals coincide, so Lemma 4.3 gives identical rounded array laws. Uniformly
vanishing rounding error then identifies their original finite-block laws. For existence,
approximate the desired quantile by ordered step functions, use finite cascades, and extract
a limit of the bounded arrays. Their Gram property follows from (4.14); ultrametricity and
the Ghirlanda—Guerra property pass to the limit. The limit has the desired marginal.

If ¢, — q in L', their marginals converge weakly (in fact, coupling them by the same
uniform variable bounds their Wasserstein distance by ||¢, —¢l/1). Any subsequential limit of
the array laws has the Ghirlanda—Guerra property, is nonnegative and ultrametric, and has
this limiting marginal. Uniqueness identifies it, proving convergence of the whole sequence.
Weak convergence on the compact space of finite blocks is equivalent to convergence in
bounded-Lipschitz distance. This is a continuity assertion; no rate independent of the
finite-block size is needed. O

4.4 Poisson displacement and the tilted mark law

The overlap sampling law does not by itself determine observables of the fresh Gaussian
fields after reweighting. For example, for smooth f, restoring a pattern also changes the
sampled values of f’. We therefore need the joint transformation of cascade weights and
marks, developed by Panchenko and Talagrand [26, Lemmas 2.1 and 3.1]; see also [25,
Section 3] for its role in Guerra’s interpolation. The following form keeps track of the root
law and of independent additive mark components.

Draw root data independently of all Poisson edge processes. Conditional on an ancestor’s
marked path, give its children independent marks with a common probability kernel,
independently of the edge points. These kernels may depend on the marked path and its
depth, but not on numerical child indices or Poisson weights. A shared Gaussian field with
covariance levels 0 < by < --- < b,_1 is obtained by a common root increment of variance
by and independent vertex increments of variances b; — b;_1.

Lemma 4.6 (Marked cascade transformation). Let Xy_1 be a terminal log factor depending
on the marked path. For i > 1, let E; integrate the original level-i child-mark kernel,
conditional on the marked ancestor path through level i — 1, without averaging the Poisson
weights or root data. Define

1
X1 = Z1og1@,~e<iXi, i=k—1,...,1. (4.15)

2
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Assume these transforms are finite; the bounded log factors and the Gaussian log factors
with at most linear growth used below satisfy this condition. For Z =3, vvekal(V),

Ellog Z | root data] = X, E[(log Z — X0)? | root data] < 4E[(log T)?]. (4.16)

Here T is the unmarked total in (4.8).

After reweighting by eX+1 and relabeling children, the joint law of normalized weights
and marks can be generated by first drawing an ordinary unmarked cascade, independently
of the root data, and then drawing marks on its vertices with kernels of densities

eSi(Xi=Xi1), 1<i<k-—1, (4.17)

relative to the original kernels, with independent draws on distinct children conditional on
ancestor marks. Root data retain their original law. In particular, sampling reweighted
leaves preserves their shape law; conditioning on that shape leaves exactly these mark kernels
along the sampled branches. Independent mark components remain independent under these
kernels when their original kernels factor and the terminal log factor is a sum of the separate
component log factors.

Proof. At every edge from level i — 1 to 4, multiply its Poisson point by eXi~%i=1 and reorder

children. By (4.15), the conditional (;th moment of this multiplier is one. The marked
Poisson mapping calculation in the proof of Lemma 4.3 therefore leaves the point intensity
unchanged and changes the attached mark kernel exactly by (4.17).

The independence assertion requires doing this from the last level upward. Inductively,
conditional on the path to a child, its transformed unmarked subtree has the ordinary
unmarked law, independently of that path; its marks follow the transformed descendant
kernels. Attach the entire transformed subtree as part of the child’s mark in the mapping at
its parent. The multiplier depends only on the path through that child, so the mapping
tilts the child kernel while keeping this conditional subtree law. This proves at the root that
the transformed unmarked tree has its original law independently of root data, with marks
generated by the stated conditional kernels.

Products of the edge multipliers telescope. If T* is the transformed raw total, then
T*
T
Both T and T have the same conditional law given root data, with finite squared logarithms
by Lemma 4.3. Taking the conditional expectation of the logarithm proves the first part of
(4.16); the elementary square bound proves the second. No independence between T" and T*
is asserted or required.

The reweighted normalized masses are precisely the transformed masses, up to a relabeling
that preserves ancestry. Sampling them consequently gives the ordinary cascade shape law.
Conditional on the transformed unmarked tree, its mark kernels have the description just
proved; hence sampling or conditioning on a shape does not further tilt those kernels. This
independence concerns the transformed tree, not the original weights. Finally, factoring the
expectations in (4.15) for an additive terminal log factor shows that the transforms add and
the tilted component kernels factor. O

7 = o (4.18)

Terminal variance and repeated visits. Suppose a Gaussian mark has true diagonal
variance D and shared off-diagonal levels b;, with b;_; < D. The cascade represents the
shared field y,. On each replica visit introduce an independent residual Gaussian of variance
D — by_1. Thus, for a positive leaf factor A, the factor to use in the cascade recursion is

Aly) =EyA(y + /D — by—1n). (4.19)

17



[common root Zoj

/ \

N

,,,,,,, ¥ oA J
e . 1 .. 1 . . \
v visit 10y, +ep 0 visit 20y, +eo | visit 3: Yn €3
\ ) \ ) \ l

Figure 1: A two-leaf schematic of the Gaussian construction before reweighting. Shared
increments belong to tree vertices, while residual noises belong to replica visits. The centered
Gaussian residuals €1, €2, €5 are independent and have variance D — b,_1, even though visits
1 and 2 have the same leaf label.

After reweighting, a visited residual has density A(y + /D — bx_1n)/A(y) relative to its
standard Gaussian law, independently on different visits conditional on their shared marks.
This is an ordinary coefficient-one tilt. In particular, two replicas visiting the same leaf still
use two independent residuals. Giving a leaf one permanent residual would incorrectly raise
their off-diagonal covariance from b;_1 to D. These statements also hold for independent
vector residuals and for additional finite-spin variables integrated in the leaf factor. The
residual prescription realizes exactly the final diagonal term in (4.14).

4.5 Fresh Gaussian fields and passage through array limits

Lemma 4.7 (Bounded reweighting of convergent arrays). Let a sequence of random base
probabilities have jointly convergent arrays of bounded observables and of the conditional
covariances of finitely many fresh centered Gaussian fields. The fields are sampled indepen-
dently of the base probability conditional on its data, with any specified independence between
field components. Then the following averages converge, as determined by those limiting
arrays:

1. bounded continuous functions of the listed observable and field evaluations on finitely
many base replicas;

2. the same tests after reweighting by a fized continuous function of the listed evaluations
at one replica, bounded between two fixed positive constants;

3. the expected logarithm of the normalizing integral of that factor.

Independent finite-spin averages may be included. The assertion remains valid at singular
limiting covariance matrices. If the limiting off-diagonal covariance entries are ordered
functions of a scalar ultrametric Ghirlanda—Guerra array, its evaluations can be obtained by
the quantized cascades of Lemma 4.4, retaining the true diagonal variances and using (4.19),
provided the base observables and tests used in the evaluation are also approximated by these
bins in probability on every finite replica restriction. This condition includes constants and
continuous tests of the scalar overlap and the quantized covariance coordinates.

Proof. On any fixed number of base replicas, the conditional joint Gaussian law is a
continuous function of its covariance matrix, also on the boundary of the positive semidefinite
cone. For example, couple it as C'Y/ 2g; the nonnegative matrix square root is continuous
and the Gaussian vector g has fixed dimension. Bounded continuous tests therefore pass to
the joint array limit.

Write the positive reweighting factor as A, and let Z = P(A) for the base probability P.
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f0<ec<A<LC(C, then ¢ < Z < . An r-replica reweighted test has expectation

T
E [Z‘TP@”" (F 11 A@ﬂ .
=1
Uniformly approximate z=" on [c, C] by polynomials. Each monomial Z7 is represented
by j additional base replicas, evaluated in the same fresh fields. The resulting terms are
finite-replica tests covered by the first part, and the uniform approximation controls the
error. Approximating log z on the same interval proves the logarithmic assertion. Finite-spin
variables are simply additional independent base variables in this argument.

Finally quantize all the ordered covariance coordinates jointly. Their finite-replica
matrices converge by Lemma 4.4, and the other observables and tests converge by the
additional approximation hypothesis. Gaussian continuity and the same polynomial argument
therefore apply. The shared Gaussian construction with independent residuals has exactly
those matrices, including on repeated leaf visits. Lemma 4.3 identifies the quantized
shape law, and Lemma 4.6 evaluates its bounded reweightings. Unbounded factors require
an additional uniform-integrability argument; the cavity calculation below supplies the
particular truncation estimate it needs. O

Lemma 4.8 (Evaluation of one fresh pattern). Suppose that the limiting spin-overlap
array of a sequence of base Gibbs probabilities has diagonal one, is Gram, and satisfies the
Ghirlanda—Guerra property. Let p be the quantile of its off-diagonal two-replica law. For
a fresh independent Gaussian pattern field g(x) with conditional covariance R(x,x'), and
bounded continuous f,

lim Elog(ef 9@y = V;(p), (4.20)

whenever Vy is understood through its continuous quantile extension. In particular this
applies to the smooth potentials used in the proof before the final approximation step.

Proof. Theorem 4.2 gives positivity and ultrametricity. Lemma 4.7 passes the bounded
positive factor through the array limit. Round the off-diagonal overlap into levels pg <
-+ < pgp_1 with probabilities w;, leaving its diagonal one. On the corresponding cascade,
first integrate the independent variance 1 — pi_1 at each visit. The terminal shared-field log
factor is consequently

Ug—1(z) = log Re/ @t/ 1-pr-1G)

The remaining branch transforms have coefficients (x_1,...,(1, by Lemma 4.6, and the
common root Gaussian is averaged with coefficient zero. These are precisely the defining
transforms of V¢ on the rounded step quantile: its final coefficient is one, and its initial
coefficient is zero. Sending the rounding error to zero proves (4.20), by Lemma 4.7 and
continuity of the recursion in its quantile. For bounded continuous f this also supplies a
direct description of that extension: Lemma 4.5 and the bounded reweighting argument
show that the cascade values have a unique continuous limit. ]

4.6 Gaussian Gibbs calculus and variance bounds

Lemma 4.9 (Gaussian differentiation). Let P be a probability reference measure, possibly
random but independent of the Gaussian fields under consideration. For independent centered
Gaussian energies with covariances Cy, Cy, interpolate using Hy = /1 —t Hy + vt Hy, and
put A = C1 — Cy. Then

1
%E logP(th) = §E<A11 — A12>t. (421)
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For a bounded r-replica test F independent of these fields,

d 1 T T
£E<F>t = 2E<F< > Aw - 2raz::1 Agri1

a,b=1

+r(r+1D)Ar 142 — TAT+1,r+1>> ; (4.22)
t

s0 its magnitude is at most (22 +7)||F||oo||Allsc- If an independent centered Gaussian field
Y of covariance C enters the energy with coefficient s, Gaussian integration by parts also
gives

E(Y(1)F) = sE <F <Z Ciq — rCLT+1>> . (4.23)
a=1

These formulas hold for finite spin spaces with countably many cascade labels whenever the

covariances are bounded at the fized system size. They can be integrated up to the endpoints

of covariance segments.

Proof. For finitely many states, differentiate the coupling H; and apply ordinary Gaussian
integration by parts. This contracts one half of the energy Hessian with A. A derivative of
a normalized r-replica integral inserts the sum over its r sampled states minus r times the
insertion at one extra replica. A second derivative and contraction give (4.22); the sum of
its absolute coefficients, including the factor 1/2, is 272 4+ r. The first derivative of the log
partition gives (4.21), and a single integration by parts gives (4.23).

To pass to countable labels, truncate to increasing finite label sets chosen independently
of the added fields and renormalize their reference weights. Uniform integrability follows
from elementary Gaussian moment bounds. For example, if a Gaussian energy has pointwise
variance at most K, then, conditionally on its independent probability reference,

EZP < P52 EzP < K2 z=pM), p>1. (4.24)

The first inequality is Jensen’s inequality for zP; the second uses [P(ef!)]™ < P(e7PH).
Cauchy—Schwarz and the same single-state Gaussian moments control polynomial Gaussian
insertions, and exponentials of sums of absolute values of finitely many such fields. Thus
Gibbs derivatives, their Gaussian insertions, and the logarithms have uniformly integrable
bounds on compact coefficient sets. The truncated integrals converge almost surely and in
the necessary moments. Bounded pattern log factors can be absorbed into the reference;
if estimates retain them explicitly, their exponential costs are integrable for either a fixed
count or an independent Poisson count.

Integrate the finite-state covariance derivative first and then pass to the limit using
its uniform bound. Gaussian coupling and the same moment bounds give continuity at
segment endpoints. Ordinary energy parameter derivatives and (4.23) pass to the limit by
the polynomial-insertion bounds. This proves the stated extensions. O

Lemma 4.10 (Elementary variance estimates). A function of finite standard Gaussian data
with Euclidean Lipschitz constant A has variance at most A%. A function of independent
inputs whose value changes by at most ¢; when input © is replaced has variance at most

ZCZQ If a function a on the integers has Lipschitz constant ¢ and K is Poisson with mean
A, then Var(a(K)) < c2\.

Proof. For a smooth function of Gaussian data, interpolate two standard Gaussian copies
from independent to identical, with cross covariance tI. Gaussian integration by parts
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differentiates their product expectation into the expectation of their gradient inner product.
Integrating from zero to one and using the gradient bound proves the first claim. Truncation
and smoothing extend it to Lipschitz functions. For the second, reveal the independent
inputs successively and sum the variances of the martingale differences, each bounded by c?.
For the third, let K’ be an independent copy and use

Var(a(K)) = JE[(a(K) — a(K")?] < SE[(K — K')*] = A,

5 The upper bound by enriched affine comparison

We continue to assume f € C2°(R). The upper bound uses a finite cascade as an additional
Gibbs coordinate. A Gaussian perturbation with vanishing pressure cost forces the joint
overlap identities at deterministic minimizers of a comparison functional. The field derivatives
at those minimizers give precisely the tail order needed in Proposition 3.2. The comparison
combines Gaussian interpolation in the tradition of Guerra [12] with Mourrat’s enriched
supersolution method [16, Section 4]. In particular, the use of penalized deterministic
contact points to obtain overlap identities follows the strategy of that work. We give the
estimates for the present model, where Poisson differentiation of the pattern density replaces
the Gaussian interaction derivative.

Proposition 5.1 (Upper bound). For every nondecreasing [0, 1]-valued path g,

limsup Epy < aVy(q) + Si(q). (5.1)

N—o0

Consequently the limit superior is bounded above by the variational infimum in Theorem 2.3.

5.1 The enriched model and its finite-size estimates

We use the cascade-field enrichment of Mourrat and Panchenko [18]: the cascade label
is an additional Gibbs coordinate, and a hierarchical Gaussian magnetic field probes the
spin overlap. The diagonal subtraction below uses the same normalization principle. The
nonlinear patterns act only on the spins.

Fix a step path ¢ on the partition 0 = (p < --- < ( = 1, with gx_1 < 1 and Si(q) < c0.
Use the depth-(k — 1) cascade of Lemma 4.3, with leaf weights v, and common level v A 7.
When k =1 the cascade has its single root leaf of weight one. The reference probability on
pairs (z,7) is vy (dz)v,. Define

T-x YAM
T = —.
N Y (’7’77) k

The array T is positive semidefinite: assign independent Gaussian increments of variance
1/k to each edge of the tree and sum them along each root-to-leaf path. The covariance of
these sums is 7. Its diagonal is (k — 1)/k, including the value zero for k = 1.

Let 0 <t < « and let K be Poisson with mean Nt. The K independent Gaussian
patterns act only on z. For a field path 0 < hg < -+ < hg_1, add the energy

N

cx— —hg_
2(y) -z o =1

where the N coordinates of z are independent centered Gaussian fields on the cascade, each
with covariance h,a,. They are constructed from common root increments of variance hg
and independent vertex increments of variances h; — h;_1 thereafter.

R(z,2') =
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Enumerate the monomials
#j(R,T) = RPTY, p,de{0,1,2,...}, p+d>1,

so that every such monomial has a fixed finite index j. The convention is 7° = 1, also when
T = 0. There are independent centered Gaussian fields Y;(z,y) with these covariances. One
explicit construction uses a standard Gaussian tensor contracted with (2/v/N)®P to produce
covariance RP (a scalar Gaussian for p = 0). For d > 0, place independent copies at the
vertices and multiply them by square roots of the increments of (i/k)?; for d = 0 use just
a common root copy. The resulting covariance is the indicated product. This also covers
identically zero covariances without exception.
All these fields are independent of the patterns and the field z. Set

N
ey = N~U/16 vV Nen Z27jquj(a:,’y), 1<u; <2, (5.2)
j=1

and add this perturbation to the energy. Denote the random pressure of the resulting model
by Py (t,h,u) and put
EFn(t,h,u) = =EPn(t, h,u). (5.3)

Every parameter is held deterministic in this expectation. The diagonal and the absolute
value of every covariance x; are at most one, so the perturbation covariance is bounded by
CN e%\,. Lemma 4.9 therefore shows that turning the perturbation on or off changes the
expected pressure by at most C’e?v, uniformly in these parameters. At the energy scale,
however, the coefficient of each fixed Y; grows like VvV Ney = N7/16; this is the scale against
which its fluctuations will be compared.

At t = 0 with the perturbation removed, spin integration at a leaf gives the prod-
uct H(lezl cosh z4(7y). The independent-coordinate form of Lemma 4.6 and the diagonal
subtraction imply

EPx(0, h,no perturbation) = ¢(h). (5.4)

With patterns and perturbations present, one can instead apply that lemma to the complete
spin log integral at each leaf. Conditional on patterns, count, and common root Gaussian
data, the remaining vertex marks have exactly the conditional independence required there.
Hence the sampled label shape has the original cascade law. In particular, for every N, t, h, u,

E<1{’YI/\’Y2:i}> = W;. (55)

Lemma 5.2 (Uniform concentration on a field cap). For each fired H < oo there is a
constant Cy, also depending on the fixed partition, o, and f, such that

Var(Px (t, h,u)) < % (5.6)

whenever 0 <t <a,0< hy<---<hy_1 <H, andu € [1,2]V.

Proof. Write Ly = NPy. Put the patterns, their count, and all common root Gaussian
variables into the root data. Apply Lemma 4.6 to the leaf spin log integral. If X is the
resulting recursion value at the root, that lemma gives

E[Ly | root data] = Xy, E[(Ly — Xo)? | root data] < Ce.

The second assertion can also be seen directly: Ly — X is the difference between the
logarithms of the transformed and original unnormalized cascade totals. Each total has the
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original conditional law, whose logarithm has finite second moment depending only on the
fixed cascade. The two totals need not be independent for this bound.

Conditional on K, the norm of the coefficient vector of the common Gaussian variables
in the energy at any fixed state is at most Cyv/N. Indeed its squared norm is the sum
of the common variances, bounded by NH + CN e%v. The spin log integral has the same
Lipschitz constant in these variables: the difference of two log integrals is bounded by the
supremum of the difference of their energies. Every subsequent log-exponential transform
preserves such a uniform change bound. Thus X has Gaussian variance at most Cy N by
Lemma 4.10. Replacing one of the K patterns changes X by at most 2|| f||0, because this
bound holds for every leaf energy and is preserved by each recursion. The independent-input
variance bound therefore adds at most C'K. Combining these independent blocks gives

Var(X, | K) < CyN + CK.

The conditional mean E[X( | K = m] changes by at most || f||c between m and m + 1, by
adding one pattern under a coupling. If K’ is an independent copy, the independent-copy
variance formula bounds the variance of this conditional mean by || f||2E(K — K')?/2 =
|| fII2,Nt. The total variance of Ly is consequently O (N). Division by N? proves (5.6). [

Lemma 5.3 (Derivatives of the comparison function). The function Fy is continuous on
the parameter region above. For every nonnegative nondecreasing direction X on the fixed
partition, its right directional derivative in h is

1
O Fn = §E<R12)\71Mz>. (5.7)
Fort > 0, its time derivative is
O Fn = —Elog <exp f(§x/\/ﬁ)>, (5.8)

where g is an independent standard Gaussian pattern.

Proof. Increasing h by aA adds an independent Gaussian energy with covariance
aNR(z,x")Ayrp-

It also changes the deterministic subtraction by —aNAg_1/2. The diagonal covariance
term in Lemma 4.9 cancels this subtraction, proving (5.7) after reversing the pressure sign.
Poisson differentiation gives

%ELN(K) = NE[Ly(K +1) — Ly(K)],

whose increment is the logarithm in (5.8). Its absolute value is bounded by || f|lec, sO
differentiating the Poisson series and passing to its limits are justified. Continuity in ¢
follows also by coupling Poisson counts. Continuity in h follows by coupling the vertex
increments and the Gaussian interpolation estimates, including at zero increments; continuity
in u follows from ordinary Gaussian-coupling differentiation. The countable label set is
handled by the field-independent finite truncations and moment bounds in Lemma 4.9. [
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5.2 Deterministic minimizers and their overlap identities

The quadratic penalty and concentration argument at the minimizing parameters implement
the contact-point construction in Mourrat [16, Section 4, in particular equations (4.19)—
(4.28)]. The proof is included because the pattern contribution and its concentration
estimates differ from those of the Gaussian bipartite Hamiltonian treated there.
Suppose, contrary to the step version of (5.1), that for some n > 0 and an infinite
sequence of dimensions,
Epn = Si(q) + aVi(q) + 1.

Couple |aN | patterns to a Poisson count of mean N« by using the same initial rows. The
pressure change in expectation is at most

1/ lloo _ -1/
TE\K — |aN]| = O(N~1/2).

Choose § > 0 with @d < /4. On the compact parameter region
0<t<a, 0<hy<---<hy_1<H, wuell2",

minimize the continuous function

k-1

1
=0 5.9
v (59)
+> 27 (u; — 3/2)%.
j=1
The fixed field cap H will now be chosen.
Lemma 5.4 (The field cap is coercive). For the fized partition,
1 k=l
((h) < (E|G|)vho + C¢ — §Zwihi. (5.10)
i=0

For sufficiently large fixed H, every sufficiently large dimension in the violating sequence
has a minimizer of (5.9) satisfying t >0 and hy_1 < H.

Proof. Start from logcoshz < |z|. For d > 0,

d log 2
Toall - |+ 0)@) < el 4o+ T+ =25,

because edTHVsGl < pd@+VsG) | o—d(z+V/sG) < ed|x|(ed\/gG + e_d\/gG) after taking expecta-
tions. Propagate this bound through levels k — 1,...,1 and then average |\/hoG| at the
root. The variance-dependent constant is

ey 1% =
+ =Y Gilhi—his1) = =) wih,
2 23 2=

which proves (5.10), with C; = Y%~ (log 2)/¢;; the sum is zero if k = 1.
Adding the patterns changes pressure by at most «f f||c in expectation, and the
perturbation cost is O(e%;). Thus

F(t,h,u) > —l(h) — o flles — O(eXy).
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Since S1(q) > 0, |V¢(q)] < || flloo, and the quadratic penalty is nonnegative, on hy_; = H
this gives the uniform lower bound

(1 — g
In(t hyu) > i 5 Gh-) pr (B|G)VH — C; — 2al|f]|oo — O(e%). (5.11)
The linear coefficient is strictly positive, so choose H large enough that this lower bound is
positive for all large N. At ¢ = 0, the entropy definition and (5.4) instead give Jn(0, h,u) >
—O(€%). Finally, testing t = a, h = 0, and u; = 3/2 gives Jy < —n/2 for all sufficiently
large dimensions in the violating sequence, by the Poisson coupling, the choice of §, and the
perturbation bound. Hence a minimizing triple lies on neither of the excluded faces. O

Choose a deterministic minimizing triple (¢, hy, un) for each such dimension. Compar-
ing it with the same (¢n,hy) and all u; = 3/2 shows that

N
Z 27 (un; — 3/2)% = O(€%), un; =3/2+ Oj(en) for fixed j. (5.12)
j=1

Indeed any two allowed perturbations have expected pressures within O(e?\,) of the unper-
turbed model. In particular, each fixed coordinate of uy is eventually interior.

Lemma 5.5 (Joint identities at deterministic minimizers). Every subsequential limit of
the sampled joint arrays (R,T) at these deterministic minimizing triples satisfies the joint
Ghirlanda—Guerra identities of Definition 4.1.

Proof. Fix j. All derivatives in this proof hold (¢y,hy) and the other perturbation co-
ordinates fixed. Abbreviate ay ; = VNen277 and g(v) = EPN(tn, AN, Uty ...y, uN).
Ordinary Gibbs differentiation gives

8ujPN = eN\/QNJ< ]>7 (513)
9" (un) = X ATE((Y; — (¥5))?). (5.14)

The random function Py is convex in u;, since it is a log integral of an energy affine in that
coordinate. We first control the Gibbs fluctuation of Y; around (Y}) by the curvature at
the minimum. We then control the disorder fluctuation of (Y;) by finite differences. Both
estimates hold at the chosen deterministic coordinate uy ;, without averaging it.
Interior minimality of Jy implies ¢'(un ;) =227 (un; — 3/2) and ¢"(un ;) <2-277.
Consequently
E(Y; — (¥;)]) < Cye. (5.15)

For the disorder fluctuation, use minimality over an interval around wuy ;. Cancellation of
the linear term gives

0 < g(un;£s)—glun;) Fsg'(un;) <2795 (5.16)

whenever both displaced coordinates lie in [1,2]. The first inequality uses convexity of g.

For any differentiable convex random function, its derivative at a point lies between the
backward and forward difference quotients. Apply this fact to Py with step s, and subtract
¢'(un,;). The mean quotient errors are at most 277s by (5.16). Replacing each of the three
random function values by its expectation costs at most C/(sv/N) in L', by Lemma 5.2.
Taking the positive and negative parts therefore yields

Ch

ElaujPN - g/(uN,j)‘ < st + S\/N.

(5.17)
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By (5.12), s = N~'/* is eventually allowed. Then the right side is O;(N~Y4) = o(e%/).
Multiplying by v'N/(ex277) in (5.13), and adding (5.15), gives

E(|Y; — E(Y;)]) = o(VNey). (5.18)

Explicitly, the two contributions are O;(N/16) and O;(N°/19), whereas v Ney = N7/16.
All assertions concern one fixed j at a time; no bound uniform in j < N is needed.

Let D be a bounded continuous function of the first n x n joint overlap block, n > 2.
Gaussian integration by parts in the field Y} gives

E(Y;(1)D) = an jun ; E <D (Z ki (R, Tuy) — nij (R g1, TMH)) > . (5.19)
=1

The overlap test has no direct dependence on the Gaussian coordinates of Y}, so Lemma 4.9
applies. By (5.18), the left side equals E(Y;)E(D) + o(v/Ney). The single-replica version of
(5.19) reads

E(Y)) = anjun,;{r;(1, (k = 1)/k) = E(x;j(Ru2, T12)) }-

Substitute this expression and cancel the constant diagonal. After division by nay juy ;,
one obtains

E(Dk;j(Ripnt1, Tiny1)) =

Pass to a joint array subsequence, which exists because the entries range over a compact set.
The identity holds for every fixed monomial and hence, by linearity and uniform polynomial
approximation, for every continuous function of a pair (R, 7). Continuous tests of the finite
block determine its measures, so the same identities hold with every bounded measurable
block test. This is the full conditional-law formulation in Definition 4.1. ]

5.3 Ordered supports and the derivative contradiction

The no-crossing argument below is the monotone-coupling mechanism in spin-glass synchro-
nization; compare Panchenko [24, Section 4, Lemma 2]. Its input here is the joint identity
already proved for the spin and tree overlaps.

Lemma 5.6 (Ordered coupling of the spin and tree overlaps). In any joint array limit
from Lemma 5.5, the two-replica law of (Ri2,T12) is supported on a set ordered in both
coordinates. If p is the quantile of Rya, the conditional law of Ria given Ty = i/k is the
law of p(U) for U uniform on (¢;, Ciy1)-

Proof. The arrays R and R+ T are Gram arrays of constant diagonal, and their scalar iden-
tities follow from the joint identities. Theorem 4.2 therefore makes both arrays ultrametric
and makes the off-diagonal entries of R nonnegative. They are at most one by its Gram
diagonal. The tree array T is already ultrametric.

Suppose the two-replica support contained two strictly crossed points. Choose small
neighborhoods A, B of these points so that every (r,t) € A and (',t') € B satisfy r < 1/
and t > t'. Both neighborhoods have positive two-replica probability. The joint conditional
law with n = 2 then gives

P((Ri2,T12) € A, (R13,T13) € B) > 3P((R12,T12) € A)P((Ri2,T12) € B) > 0.
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On this event, ultrametricity of R forces Ro3 = Rjs: the inequalities for edges 12 and 23 give
the two opposite inequalities once Ri3 < Rj3 is used. Likewise, ultrametricity of 1" forces
Tos = Th3. It follows that Rog + Thg is strictly smaller than both Rqis + T12 and Ri3 + 113,
contradicting ultrametricity of R + T'. Hence such support points cannot exist.

By (5.5), the successive values i/k of Tj2 have masses w;. The conditional spin-overlap
supports at these levels are ordered: every value at an earlier level is at most every value
at a later level. Thus sorting their mixture simply concatenates these conditional laws in
blocks of lengths w;. This is exactly the claimed quantile description, including any atoms
shared by adjacent conditional supports. O

The ordered conditional laws identify field directional derivatives with weighted block
averages of the spin-overlap quantile. Directions that select a tail of the partition give the
comparisons required by Proposition 3.2.

Proof of Proposition 5.1. Continue along the violating sequence and its minimizing triples.
Extract a joint array limit and let p be the spin-overlap quantile given by Lemma 5.6. For
any nonnegative nondecreasing step direction A on the fixed partition, sufficiently small
positive displacements of hy are feasible, since hy r—1 < H. Minimality and (5.7) yield

k—1
E<R12>\71/\72> > Z Wi Ag -
i=0
Pass to the joint array limit and use its ordered conditional laws to obtain

1 1
/ pu)\w) du > / g(u)A(u) du. (5.20)
0 0

Choose successively \; = l{izj}, 0 <j <k —1. This gives

1 1
|z [ g <5<,
C.

J

where j = k is equality. The function s — | 51 p(u) du is concave, because its almost-
everywhere derivative is the nonincreasing function —p(s). On each partition interval the
corresponding tail integral of ¢ is affine. Concavity places the first tail above the chord
joining its endpoint values, which in turn lies above the second tail. Therefore the tail
inequalities hold for every s € [0, 1]. By Proposition 3.2,

Vi(p) < Vi(q). (5.21)

At every minimizing triple tx > 0, a small displacement to the left in time is feasible,
even if ty = a or ty | 0. Thus the derivative of Jy with respect to ¢ at that triple is
nonpositive. On the other hand, the fresh pattern in (5.8) has covariance R and diagonal
one. Lemma 4.8, applied to the marginal limiting spin-overlap array, gives

O JIN(tn, hv,un) — =Vi(p) + Vi(q) +6 > 6 > 0.

This contradicts the required sign at the minimizers and proves (5.1) for every step trial
with gx_1 < 1 and finite entropy. Infinite-entropy trials give no restriction. Taking the
infimum over finite step trials and using Corollary 3.3 proves the claimed bound for the full
variational infimum, and hence for every admissible . ]

27



6 The perturbed bulk and restoration of two patterns

Throughout this section and Section 7, fix f € C2°(R) and use the fixed pattern count
Mpy = |aN]. All constants may depend on f and a. A further dependence on a fixed cavity
size L will be indicated. For each 1 < j < N, let Y} be a centered Gaussian field on the

hypercube with covariance '
EY;(z)Y;(z') = R(z, ).
Such a field is obtained by contracting an independent standard Gaussian j-tensor with

(x/v/N)®J. The fields are independent of one another and of all patterns. For a deterministic
parameter sequence v = (vj);>1 € [1,2]Y, add the energy

N N
Hy(x) = sy 3 2790,(2), sy = N5, gh(r)=S]a702d. (61)
j=1 j=1

Its covariance is s34 (R). Let Z% be the resulting partition function with probability prior
vy, and let GY; be its Gibbs probability. Except when a parameter integral is displayed,
every expectation keeps v fixed. Write 7 for product uniform probability on [1, Z]N and set

Fn = /ElogZ}(f m(dv). (6.2)

Because supy <1 [€R(7)| < 00, covariance interpolation from Lemma 4.9 gives, uniformly
in v,
[Elog Z¥ — NEpy| < Cs% = ON®/. (6.3)
In particular Fy/N — Epy = O(N~1/%).
The next section expands the energy after adding L spin coordinates. The Gaussian field

acting on each new coordinate has the empirical covariance By below; the mean quadratic
term and the rescaling of the old pattern arguments together contribute LCy /2:

1 Uy

By(z,2") = N > f (ba(@)) f (ba(2)), (6.4)
a=1
1 M

On(z) = & D (" (ba(x)) = ba(z) f' (ba())). (6.5)
a=1

We will sample these observables from the full perturbed probability G%;. Compact support
makes both uniformly bounded. The kernel By is positive semidefinite, but its diagonal and
CnN need not be constant at finite V. Our task is to show that in every suitable array limit
the off-diagonal covariance is a deterministic nondecreasing function of the spin overlap,
while the diagonal and C are deterministic constants.

6.1 Uniform good parameters for the omitted system

To identify these limits, we need both first and second moments of the empirical row averages.
One restored pattern will determine their conditional means; two independently restored
patterns will determine the corresponding squares and eliminate the remaining variance.
Delete the last two patterns, retaining precisely the perturbation (6.1), and denote the
resulting Gibbs expectation by (-),. This definition is used for all sufficiently large N that
My > 2.
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Lemma 6.1 (Overlap identities on uniform good parameter sets). There are measurable
sets Gy C [1,2)N with 7(Gn) — 1 such that the following holds. For every deterministic
sequence v(N) € Gy, every subsequential limit of the omitted system’s sampled overlap array
satisfies the Ghirlanda—Guerra identities of Definition 4.1.

Proof. Let Py be the omitted system’s random normalized log partition function. Uniformly
when each parameter lies in [1/2,5/2], we have

Var(Pg) < % (6.6)

Indeed, replacing one pattern changes its unnormalized log partition function by at most
2|| f]loo- Conditional on the patterns, its Lipschitz constant in the independent Gaussian
tensors defining the perturbation is at most sy (3, 4= 0]2-)1/ 2 < Osy. The conditional
Gaussian variance bound and the bounded-difference bound for the conditional mean
therefore give Var(log Z3) < C(N + s3;) < CN. Both bounds are instances of Lemma 4.10.

Fix j, with N > j, and put t; = s ~277. Finite-dimensional Gaussian integration by
parts and differentiation of the spin sum give

o t
00, P = (5o, (6.7)
t2-’Uj :
8UjEPJC<7 = ]W(l - E<R%2>0)7 (6'8)
+2

These operations are legitimate since the state space is finite and Gaussian exponential
moments control all derivatives on a compact parameter interval. Formula (6.8) is bounded in
absolute value by Ct; /N on the enlarged interval. Integrating (6.9) from 1 to 2 consequently
yields

[ R - 0o des < € (6.10)

The other parameters remain arbitrary throughout this estimate.

For completeness, the concentration estimate needed for the quenched mean of Y; follows
from integrated convexity, without selecting a parameter in advance. Let F' = EPy, and
0 <n < 1/4. The forward and backward difference quotients bracket d,, Py. Replacing
each random function value in these quotients by its expectation costs at most C/(nv/N)
in expected absolute value, by (6.6). For the mean function, the forward error is bounded
by F'(v; +n) — F'(vj), and the backward error by F'(v;) — F'(v; — n). Integrating these
differences over [1,2] leaves intervals of total length at most 4n at the ends. Since F’ is
bounded by C’t? /N, this proves

2
S5 C
-t —= 6.11

N /N (6.11)
Choose 7 = N~/8. Both terms are O;(N~3/%), whereas s% /N = N~'/4. Combining (6.7),
(6.10), and Cauchy—Schwarz gives

2
/1 E|y, Py — 0y, EPS| dv; < Cjy

JB(Y; — B, w(do)

N
< C+ 5 0;(N %) = O;(NY) = ofsy). (6.12)
J
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Here and below j is fixed before N — oo.
Set
a;,n (v) = sy E(|Y; — E(Y))ol)

By (6.12), choose integers Jy < N increasing to infinity sufficiently slowly that

eN ‘= Z /CLijdW—>0.

J<IN

o"

With x5 = /ey + N1, define

J<JIN

QN = {'U : Z aj,N(v) < (SN} .

Markov’s inequality gives m(G%;) < en/dn — 0, and each fixed a; x tends to zero uniformly
on QN.

To obtain the identities, let D be a bounded continuous test of the first n x n overlap
block, n > 2. Integration by parts gives

E(Yj(a")D)o = tju;E <D (Z R{l - nR{,nJrl) > :
=1

o

The left side differs from E(Y;), E(D), by at most || D||snajn(v). Using the corresponding
one-replica integration-by-parts identity and Rj; = 1 therefore gives

. 1 . 1™ .
E(DR] n41)o = —E(D)E(R]z)o = — > E(DRy)o = of1),
=2

uniformly on Gy for each fixed j,n, D. Polynomial approximation on [—1, 1], followed by
determination of finite measures by continuous tests, gives the full identities in every array
limit. This proves the stated quantifier for arbitrary deterministic choices from the good
sets. ]

6.2 Restored gradient covariances

Proposition 6.2 (Deterministic covariance and cavity correction). Start with any deter-
ministic good parameter sequence, on any subsequence of dimensions. Pass to a further
subsequence on which the omitted overlap array converges and the full system’s joint sampled
arrays (Rym, By (2!, 2™), Cn(2!)) converge. Let p be the omitted limit’s two-replica overlap
law. The full limiting overlap array has the same law as the omitted one. There are deter-
ministic constants aq,c and a deterministic nondecreasing function a, defined on a u-full
ordered subset of [0, 1], such that almost surely

B = a(Ryy) (1 #m), By = ag, C)=c, 0<a<aq< aHf’Hgo. (6.13)

Moreover,
c+aq = /’I“CL(’F) w(dr). (6.14)

Proof. The required subsequences exist by boundedness and diagonal extraction. Lemma 6.1
and Theorem 4.2 show that the omitted limiting overlap array is nonnegative and ultrametric.
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Restoration preserves the overlap law. The two deleted rows are, conditionally
on the omitted system, independent fresh Gaussian fields b7, b5 with covariance R and
diagonal variance one. Restoring both rows means multiplying the omitted probability by
exp{f(b}) + f(b3)} and normalizing. This factor is bounded above and away from zero.
Lemma 4.7 thus evaluates every limiting full-system expectation of bounded continuous
tests of finitely many overlaps and these fresh field evaluations.

Apply finite ordered roundings to the limiting off-diagonal overlaps, leaving the diagonal
equal to one. Lemmas 4.4 and 4.3 represent each rounded calculation by a finite cascade
with the rounded two-replica law. Its fresh pattern field consists of the shared Gaussian tree
field and an independent final Gaussian residual on each replica visit, including repeated
visits to one leaf. Gaussian covariance continuity and the polynomial normalizer argument
of Lemma 4.7 show that the rounded calculations converge to the unrounded ones. The
two-row tilt preserves the cascade label shape law by Lemma 4.6. Therefore, letting the
rounding error vanish shows that the full limiting overlap array has exactly the omitted
array’s law.

First and second moments of the restored marks. For a fixed rounding, let d; be
the tilted conditional mean of f'(bi(z'))f’(b%(2?)) given that the two labels have common
level i. Let A; contain the mark path through that level and let M; be the conditional tilted
mean of the terminal observable f’. The two continuations below the common level are
conditionally independent, with separately sampled final residuals. Consequently

d; = EM?, 0<d; <diyr <da <|IflI2,

where dq is the single-visit tilted mean of f”2. The inequalities follow because (M;) is a
conditional-expectation martingale. The tilted kernels depend on the mark path and its
level, and not on the label names. Since the two restored mark components have independent
root variables and additive terminal log factors, Lemma 4.6 also makes their tilted path
kernels independent conditional on the sampled shape. Thus the corresponding product of
the two pair observables has conditional mean d?.

Likewise, after averaging the tilted mark path, including its common root with its original
law, the one-visit means of f”2 and of g(z) = f”(z) — 2f'(2) conditional on the sampled
shape are constants. Denote them by dgq and e, respectively. Independence of the two
restored components then gives product means dﬁ and e?. The conditioning here concerns
the transformed tree’s sampled shape, not the original numerical label ranks; the common
root receives no additional tilt.

View the values d; as a bounded nondecreasing function d,,(r) on the bins of the
mth rounding, extending it monotonically across empty bins. A subsequence of these
functions converges p-almost everywhere: bounded monotone selection gives convergence
at all continuity points of a monotone limit, and a further diagonal selection at the at
most countably many atoms of u handles atoms at its possible discontinuities. Extract
convergence also of dq ,, and e,,. Define

a(r) = alimdy(r), aq = alimdq n, c = alimey,.
m m m

These are deterministic quantities from the limiting averaged array law. Their stated order
and bounds follow from those of the finite rounded quantities. Dominated convergence
applies in every integral against u.

Identification of the empirical observables. The mark moments now identify the
full array, rather than only its conditional means. Set A, = f/(by(x!))f'(ba(x?)). Pattern
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exchangeability in the full system gives, for bounded continuous D,

E(D(Fi2) By (o,2%) = L E(D(Rio) Aury).

My(My —1 _
E(By(z',47)?) = N(NJQV)E<AMN—1AMN> +O(NTH).
The repeated-row contribution is O(N~!) because 4, is uniformly bounded. The restored-
mark calculations just proved therefore imply

E[D(R12)Bio] = [ D(ra(r) pdr), BB} = [ a(r)? u(dr).

Continuous tests determine the conditional mean, so E[Bjs | Ri2] = a(Rj2). Subtracting its
second moment from the displayed second moment gives E(Bis — a(R12))? = 0. Applying
the identical first- and second-moment calculation to f/(by(x!))? and g(b,(z')) proves that
Bi11 = aq and C7 = ¢ almost surely. Replica exchangeability and a countable intersection
give all assertions in (6.13) simultaneously. This argument requires no continuity of a at an
overlap atom.

Finally, for any pattern a, Gaussian integration by parts in its coordinates, with the
derivative of the normalized Gibbs density included, yields

E(ba(a') f'(ba("))) = E(f"(ba(z") + f'(ba(2!))* = Rizf'(ba(z") f'(ba(z?))).

The perturbation is independent of this row and has no derivative in this calculation.
Summing over a and dividing by N gives the exact finite-size identity

E<CN(Z‘1) + BN(xl,xl» = E<R123N(CE1,$2)>.

Boundedness permits passage to the joint array limit and proves (6.14). ]

7 Cavity increments and attainment of the entropy dual

Adding finitely many coordinates follows the cavity variational method of Aizenman, Sims,
and Starr [2]. For the perceptron, the new coordinates first produce the gradient covariance
identified in Section 6. The purpose of this section is to evaluate that increment and prove
that its field attains the Ising entropy dual.

Fix an integer L > 1. All limits and error terms in this section keep L fixed until the
final limit after telescoping. For every deterministic v € [1,2]" define the unnormalized
increment

AN,z (v) = Elog Z}, — Elog Z}, d=dng = Mnir — My. (7.1)

The same infinite parameter sequence is used in both dimensions. Notice that d is bounded
at fixed L and |d — aL| < 1.

7.1 A uniform finite-size cavity comparison

Write a spin in dimension N + L as (x, z) with prior vy ® v, and split each pattern vector
as (9% 9a). The blocks are independent standard Gaussians, with y, € R”. The larger
pattern argument is

Ya " = N

Awba(z) + 2%
wbo(@) + i
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where b, (x) = g% - /v N, also for the d new patterns.
First replace the larger system’s perturbation by exactly the bulk perturbation Hy;(z).
To justify this replacement, write

NR(z,2')+ 2z -2
N+L '

Then |[RT — R| < 2L/N. The series &% and their first derivatives are bounded uniformly on
[—1,1], and the omitted series tail is O(4~"). Consequently

R+((.7}, Z)a (37/7 Z/)) =

sup |5k 16 £ (RT) = sMER (R)|
< Cp (N4 N¥1N) = (1), (7.2)

Lemma 4.9, conditionally on all patterns, controls by this bound both the expected unnor-
malized log partition function and the disorder-averaged Gibbs expectation of any fixed
bounded finite-replica spin test independent of the perturbing fields.

Conditionally on the full size-N bulk data, introduce the vector Gaussian field

1

V(z) = — "(bg(z . 7.3

(#) = 75 2 S Gl (73)

Its L coordinates are conditionally independent centered Gaussian fields of covariance By,
independent also of the d new bulk pattern fields. Define

I My+d
W(z,z) = exp {z V(x) + §CN(x) + Z f(ba(m))} , (7.4)
a=Mpn—+1
R b *—L 7.5
Q9 = 537 3. ala) (-2 = 1) (7.5)

Here By, Cy are the full bulk observables in (6.4)—(6.5).

Lemma 7.1 (Cavity comparison for increments and replica laws). Let

be the size-N bulk Gibbs probability times the independent cavity-spin prior, before multipli-
cation by W. There is a deterministic kg, > 0 such that Go(W) > K, for every realization
and all sufficiently large N. Uniformly over all allowed v,

Apn,(v) = Elog Go(W) + o(1). (7.7)

The size-(N + L) Gibbs expectations of any fized bounded finite-replica spin test are likewise
approximated, after the above coupling, by the measure W dGo/Go(W), with disorder-
averaged error o(1) times the test’s bound. In particular this applies to bounded continuous
functions of R}y and their products with zi2%; inside such continuous tests one may also
replace Rfy by Ria. Finally, A 1(v) > —Cy, uniformly for large N.

Proof. Compact support makes all scale derivatives needed below bounded. Uniformly in
s € R, Taylor expansion in the scale parameter therefore gives

FOs) = F(5) — 5zs(5) + OL(N2),
fO0ws) = fD(s)+ 0L (N7, j=12
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For example, derivatives of f(As) with respect to X are s f(")(\s), uniformly bounded when
A stays near one. Next expand the translation by (y, - 2) /v N + L through second order,
and replace its denominators by v/N and N. Its third-order remainder is bounded by
CpN—3/ 2|y4|3, uniformly over x,z. The scale and denominator replacements add terms
bounded by Cp(N~2 + N=3/2|y,| + N2|y,|?). Summing over the My = O(N) old rows
thus gives an expected uniform error Op,(N~/2).

The deterministic part of the quadratic term is LY, f”(ba(x))/(2N); together with the
dilation term it is LCn(x)/2. The remaining quadratic term is precisely @, and the linear
term is z - Y(z). Each new row can be replaced by f(b,(x)): its expected uniform cost is at
most C(N~! 4+ N~/2E|y,|). Since there are only d = O (1) new rows, this is o(1) in total.
We have proved that, after the perturbation comparison, the energy equals

My
Z f(ba(z)) + HR () + log Wz, 2) + Q(z, 2) + rempy (z, 2), Esup |rempy(z, 2)| = o(1).
a=1

T,z
(7.8)
The elementary log-partition bound by the uniform energy difference removes this remainder.
Differentiating a normalized r-replica expectation along the energy segment bounds its
change by 2r||D|| sup | remy |, so the same removal applies to the asserted tests.
Put A(x) = LCn(x)/2 4+ Y 4snry f(ba()). Uniformly, |A(x)| < Cr. Since the cavity
prior is a product of symmetric signs,

L
Go(W) =Gy <eA(I) H cosh(%(x))) > e U = gy

i=1

This bound concerns the untilted probability (7.6); it will control all subsequent normaliza-
tions.

It remains to remove @), which need not be uniformly small over all spin states. For each
fixed x, z and fixed bulk data, the variables y, - z are independent N (0, L) random variables.
Thus

CrL

EyQ(.ﬁL‘, Z)Q < F: Eyet‘Q(I7Z)| < C(L,t (t > 0)7 (79)

uniformly for large N. To check the second assertion directly, put ¢, = f”(ba(x))/(2N). For
fixed ¢t and sufficiently large N,

log EyetC“((y“’z)Q_L) = —tLc, — 3log(1 — 2tLcy) = Op4(c?).

The linear terms cancel. Summing over a is Or, (N ~!); using !¢l < *@ + ¢*Q proves the
claim. Also
E,e*Y(® < Cp, (7.10)

because its conditional variance is LBy (z,z) < Cf.
Write Py = W dGo/Go(W) for the normalized approximation. The bounds just proved

imply
EPw (|Q|) + EPw(|e? —1]) < CLN~V2, (7.11)

Indeed Go(W) > kr and the non-linear-field part of W is bounded. For the second term,
use |e? — 1] < |Q|el?! and Cauchy-Schwarz to bound its fixed-state y expectation by

(]EyQ2)1/2 (Eyezz.y(x)+2\cg|)l/2 < CLN‘W.

A further Cauchy—Schwarz inequality controls the last exponential by (7.9) and (7.10). This
uses no independence between ) and ).
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Jensen’s inequality and logt <t — 1 now give
— Py (|Q]) < log Py (e?) < Py ([e? — 1),

so removing @ changes the expected log partition by o(1). For normalized tests, the following
elementary bound avoids any additional lower bound for Py (e?). For every probability P
and positive integrable Y, writing m = P(Y) > 0,

Y Y
P'—l' gP‘—Y‘+P|Y—1\:|1—m+P|Y—1]§2P|Y—1|. (7.12)
m m

Apply this with P = Py, Y = €9 and then use the product-measure bound for a fixed
number of replicas. Together with (7.2) and (7.8), this proves (7.7) and all the claimed
sample comparisons. Uniform continuity on [—1,1] handles the replacement of R by R.
The deterministic denominator lower bound proves the final uniform lower bound for the
increments. 0

7.2 Evaluation of an arbitrary good subsequence

Take an arbitrary deterministic good parameter sequence, possibly already along a sub-
sequence of dimensions. Extract further as in Proposition 6.2, and also so that dy,, is
constant, say equal to d. Let p be the nondecreasing quantile of y and put

h(u) = a(p(u)), 0<u<l. (7.13)

This is a bounded nonnegative nondecreasing path, and its values are measurable with
respect to the completed sigma-algebra generated by p. Values on null sets may be chosen
arbitrarily. The limiting conditional field covariances in W are a(Ry,,) off the diagonal and
aq on the diagonal for each linear-field component, and Ry, with diagonal one for each new
pattern. The remaining base observable Cy converges to the constant c.

The covariance and cavity-correction limits will give the increment L{¢(h) + % fol ph} +
dVy(p). The remaining issue is whether its field contribution attains Si(p), rather than merely
being bounded above by it. We first evaluate the increment by finite ordered approximations
of (p,h). Coordinate exchangeability will then show that the derivative paths of these finite
field recursions converge to p. This is the identity that turns the supporting inequality of
Theorem 3.5 into entropy attainment.

To justify passage through the overlap limit despite the unbounded linear field, let
[t|p = max(—D, min(¢, D)) and define

Wp(x, z) = exp{[z - Y(z)]p + A(x)}.

Symmetry under z — —z, and oddness of clipping, give Go(Wp) > k1 with the same
constant as before. For a centered Gaussian T of variance at most Cp,

sup E[6|T|1{|T|>D}] — 0.
Var(T)<Cr,

For example, on |T'| > D the integrand is at most e P2l whose expectation is uniformly
bounded. Hence
supEGo(|W — Wp|) — 0 (D — ). (7.14)
Ny

The denominator bounds control the expected log difference by

K 'EGo(|W — Wp).
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The L' distance between the normalized measures is at most ZRZIGO(]W — Wpl), and the
analogous bound with a factor r applies to r replicas. Thus bounded replica tests have the
same uniform truncation control.

For fixed D, the factor Wp itself is bounded above and away from zero and is continuous
in the finite field evaluations and in Cy. Lemma 4.7 applies: finite-dimensional Gaussian
covariance continuity, followed by polynomial approximation of reciprocal normalizers and
logarithms, expresses the limit through finitely many base replicas. This applies jointly to
all field components and the bounded continuous overlap tests under consideration. The
same truncation estimate holds for each limiting finite cascade because its true diagonal
field variance is still aq. Clipping is performed on the full field, including its residual, before
any tilt. We may therefore evaluate unclipped finite cascade expressions and then pass to
their limit, by first fixing D, taking the array and rounding limits, and finally sending D to
infinity.

To make the latter calculation precise, bin the ordered pair (r,a(r)) jointly on succes-
sively finer meshes of [0,1] x [0, aq]. Retain the bins of positive u-probability and choose
representatives ordered in both coordinates. The resulting step paths will be denoted
(Pm, ?Lm). They converge to (p,h) in L', and their values approximate both coordinates
on the sampled off-diagonal entries. Leave all diagonal variances equal to 1 and aq. This
construction is a finite nondecreasing function of r, so Lemmas 4.4 and 4.3 apply. It never
divides an interval on which p is constant. This last restriction is important for entropy
attainment: tests of the spin overlap identify only a conditional mean of the field derivative.
Keeping the derivative paths measurable as functions of p will let those tests identify the
entire limiting path.

Write Bm7t0p for the last step value of hp. In such a finite cascade, the linear-field
residual on each visit has coordinate variance aq — Bm,top. Averaging its exponential against

a spin z contributes the constant
L _

5 (ad - hm,top)

to the leaf log factor, since |z|?> = L. Averaging over the cavity spins then gives a sum of
L independent log cosh factors for the shared fields. The field recursion of Definition 2.1
subtracts Bm,top /2, so these shared factors contribute L(ﬁ(l_zm) + ?Lthop /2). Each of the
d independent pattern components contributes V¢ (py,), including its final coefficient-one
residual average. The deterministic bulk factor contributes Le¢/2. The additive-component
assertion of Lemma 4.6 therefore evaluates the expected log integral as

c+ aq

L <£(l€m) + > + AV (Pm).-

The continuity established in Section 3, together with (6.14), proves the following exact
subsequential limit:

1
lim A 1 (0(N)) = L <€(h) + % /0 p(w)h(u) du> + Vi (p). (7.15)

7.3 Coordinate exchangeability and the conjugate field

The identity established here is the perceptron analogue of the critical relation identifying
an overlap path with the derivative of the one-spin cascade transform. Such relations are
central to Chen and Mourrat [6, Propositions 7.2 and 7.3] and Chen, Issa, and Mourrat [7,
Theorem 6.1]. We do not apply their Gaussian spin-glass theorems to this nonlinear
Hamiltonian: the restored covariance and coordinate exchangeability supply the identity
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here. Once it is established, the centered-Ising concavity credited in Theorem 3.5 gives the
supporting inequality that proves attainment of the dual supremum.

Proposition 7.2 (The cavity field attains the entropy dual). For every subsequential pair
(p, h) just constructed,

1 1
Silp) = €h) + 5 /0 p(u)h(u) du. (7.16)
The right side uses the continuous extension of £ to bounded nondecreasing fields.

Proof. We identify the field-recursion derivative using one distinguished cavity coordinate.
For a fixed rounding (P, Am), let pr,~ be the bounded nondecreasing derivative path of
Section 3; on level i it equals E[U/ (ZZ)Wé] for the field recursion.

Under the cavity tilt, the conditional mean of z{2? given pair level i is precisely (Pp,, )i-
To verify this statement including the residual noise, fix the shared leaf field ¢ for coordinate

one. If n is the independent residual with variance aq — A top, then

E,e™ (t+n) — 71t g(ad—hm top)/2

The second factor is independent of 21, so after residual averaging the spin magnetization is
tanh . Two visits, even to the same leaf, use separate residuals and separate spin draws.
Below their shared level their mark paths are conditionally independent. Propagating the
leaf magnetization backwards along the tilted kernels therefore gives the conditional mean
U/ at level 4, by the spatial derivative martingale for the field recursion. The conditional
product mean is its averaged square. All other coordinates and all new pattern marks have
separate kernels by the additive-component property. The shape law itself is unchanged by
the tilt.

At finite size the disorder law of the original (/N + L)-spin model, including its perturbation
at fixed v, is invariant under all coordinate permutations. Thus for every bounded continuous
Dy : [—1, 1] — R,

E(Do(R{3)z127) n+r = E(Do(R{y) Riy) Nt L (7.17)

Indeed the left side is unchanged if the distinguished coordinate is replaced by any of the
N + L coordinates, and their average product is Rj;. This symmetry is used before the
cavity approximations. Lemma 7.1, the truncation passage above, and the finite cascade
calculation then imply

m—o0

tim [ Do(pn (), () du = [ Dolpla))pte)du (718)

For the right side, the unclipped cascade tilt preserves the rounded overlap law by Lemma, 4.6.
The truncation estimates above transfer this evaluation to the finite-size limit, whose overlap
law has quantile p.

The paths pj ~take values in [0,1] and are nondecreasing. Bounded monotone selection
and dominated convergence give a subsequence converging in L'(0,1) to a function p. Every
pj,,. 1s measurable with respect to the same completed sigma-algebra o(p): the bins were
formed from (p,a(p)) and hence are functions of p, with no splitting of its flat intervals.
The subspace of o(p)-measurable functions is closed in L'(0,1). Explicitly, conditional
expectation on the Lebesgue probability space (0,1) onto o(p) is an L' contraction, so

lo = Elp [ o@)lllr < 2[lp = pg,, L — 0.

Thus p itself is o(p)-measurable.
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Pass to this subsequence in (7.18). Uniform continuity of Dy and the L' convergence of
Dm justify replacing Do(prm,) by Do(p). We obtain

1
/ Dy (p(u))(p(u) — p(u)) du =0 for every continuous Dy.
0

Continuous tests determine finite signed measures on [0,1]. Therefore the conditional
expectation of p — p given p is zero. Since p — p is already o(p)-measurable, it follows that
p = p almost everywhere. In particular, along this subsequence,

pi —p in L'(0,1). (7.19)

Apply the supporting inequality (3.12) with base hy, and an arbitrary fixed nonnegative
nondecreasing field step b/, refining the partitions if necessary:

_ 1 /! _
(R) < ) = 5 | = By,

The fields h,, are uniformly bounded and converge to h in L'. Using (7.19) and continuity
of £, we may pass to the limit to get

1 g
o) + f/ Wp < 0(h) + f/ hp.
2 Jo 2 Jo

Taking the supremum over all allowed field steps gives the upper bound in (7.16). Conversely,
approximate the bounded nondecreasing h in L' by nonnegative nondecreasing step functions.
Continuity of £ and boundedness of p show that their dual values converge to the right side
of (7.16). The definition of St gives the reverse inequality. O

7.4 Uniform increments and telescoping

Proposition 7.3. For f € C*(R),
liminf Epy > inf{S1(q) + aV¢(q)}.
N—o0 q

Proof. Write P = inf,{S1(q) + aV¢(q)}, a finite number by the elementary bounds for the
variational functional. The limit (7.15) and Proposition 7.2 give, on every subsequence
constructed above,

lim An,(v(N)) = L{Si(p) + aVy(p)} + (d — aL)Vy(p) = LP — || f[|oo-

We used |V(p)| < || f|loc and |d — L| < 1. Crucially, the starting good parameter sequence
was arbitrary. Consequently

liminf inf Ay p(v) > LP — || f|c- (7.20)
N—oo veEGN
For otherwise a fixed positive violation could be selected at successive dimensions with
deterministic v(IN) € Gn; compactness would supply the array and constant-d subsequence
above, contradicting its evaluated limit.
The uniform all-parameter lower bound of Lemma 7.1 controls the complement of Gy .
Specifically, for every € > 0 and all large IV, the parameter integral is at least

m(GN)(LP = |[fllec — &) = CLm(G)-
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The use of the same product probability in both dimensions gives the exact identity
/ Az (v) 7(dv) = Fyip — Fy.
No good-parameter condition in dimension N + L is imposed or needed. We conclude that
limNinf(]:NJrL —Fn) = LP — ||fllco-

For fixed L and ¢ > 0, telescope the eventual bound on these increments separately in each
of the L residue classes modulo L. The finitely many initial terms in each class vanish upon
division by N, so
[ flloo +€

7 .

First let £ | 0 and then let L — oo. Finally (6.3) transfers the result to the unperturbed
pressure. Together with the upper bound this proves the variational formula for smooth
compactly supported f. O

f
>
lim Nmf N P —

8 General activations and random-sign patterns

The upper and lower bounds prove the Gaussian pressure formula for f € C°(R). We
now remove smoothness by estimates uniform in the dimension and in the overlap path.
For bounded activations, Gaussian patterns permit approximation in Gaussian L' alone;
the random-sign extension also uses Gaussian-almost-everywhere continuity to pass from
discrete fields to Gaussian fields. Let v denote standard Gaussian probability on R.

8.1 Bounded Borel activations

Lemma 8.1 (Uniform approximation of the pattern functional). If f,g are bounded Borel
functions with |f|,|g| < K, then

[Epn (f) — Epn(9)] < ae®X|If = gllLi), (8.1)
Sup Vi(q) = Va(@)| < X[ f = gllrigq)- (8.2)
q step

Consequently, for each bounded Borel f, the pattern functional Vy extends uniquely and
continuously in L' from step paths to Q, and the bound in (8.2) holds on all of Q.

Proof. Interpolate linearly between f and g. The derivative of the expected pressure is
a sum of Gibbs averages of (g — f)(bq(z)), divided by N. For each summand, remove
pattern a. Restoring it changes a nonnegative Gibbs average by a factor at most e2X,
because the removed log factor lies in [—K, K]. Conditional on every other pattern and on
a sampled spin z, the fresh field g% - 2/+/N has law . Hence the absolute derivative is at
most (My/N)e?5||g — fllz1(y)- Integration proves (8.1).

For a fixed step path, terminal interpolation in the recursion propagates g — f by its tilted
Gaussian kernels. This differentiation requires only bounded terminal functions: it follows
directly by differentiating the finite expectations. In the notation of the pattern recursion,
the density of the entire tilted path relative to its independent Gaussian increments has
logarithm

ZCz'(Uz'(Zz') —Ui1(Zi-1)) = fi(Zy) — sz i(Z) fi=(0—-t)f+tg. (8.3)
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All the functions on the right take values in [~ K, K], so the density is at most e2%. Without
the tilt, Zj, is standard normal, since the total variance is ¢ — ¢—1 = 1. This proves (8.2),
uniformly over partitions and path values.

Choose f; € C2°(R) with | f;| < K and |[f;j — f||£1(y) — 0. Such approximations follow by
spatial truncation, approximation on compact intervals, and mollification with a nonnegative
smooth kernel. Each V; is continuous in L' by Proposition 3.2. Estimate (8.2) makes them
uniformly Cauchy on the dense set of step paths and hence on Q. Their uniform limit is
continuous and agrees with the original finite recursion on every step path. Density also
proves uniqueness. The elementary bound |V¢| < || f||o persists. O

Proposition 8.2 (Completion of the bounded case). Theorem 2.3 holds for every bounded
Borel activation.

Proof. Use the approximants from Lemma 8.1. Since the entropy functional is the same for
every activation,

Pr(e) = Pr;(a)] < o sup V(@) = Vi (@) — 0.
q
Together with the uniform pressure estimate, the already proved smooth formula gives
convergence of Epy(f) to Ps(a).
Changing a single whole pattern vector changes log Zn(f) by at most 2| f||c. The
independent-input variance bound of Lemma 4.10 therefore gives

AMy| f13 _
Var(pn(f)) < ]\;2‘00 =O(N7Y). (8.4)
Chebyshev’s inequality proves convergence in probability. ]

8.2 An integrable unbounded class

The factor €2/ in the bounded approximation estimate is not useful when the clipping level
tends to infinity. Instead, we control the two tails separately: integrability of f controls the
lower tail, while integrability of e/ controls the upper tail after a fixed lower clip. This is
why the limits below are taken in the stated order.

Theorem 8.3 (Integrable activations). Suppose f : R — R is Borel and
E|f(GQ)| + Eef (@) < 0. (8.5)
For J,K >0, let fjx = min{K, max{—J, f}}. The uniform limit

=1l li :
V= R A Ve on Q 50
exists and is continuous in L'. With this definition, the variational formula (2.9) is finite
and holds in expectation and in probability.

Proof. We establish estimates uniform in both the dimension and the step path. Let P be
the base probability for one fresh pattern, and let ¢ be the value of f on its field. In the
spin model, P is the Gibbs measure with that whole pattern omitted, independent of the
fresh row. For a step path, let (v)) be the cascade weights and let (y)) be the Gaussian
field built from shared tree increments, independent of those weights and with variance q_1
at each leaf. Use the product probability and scalar function

P=> ud®y,  tAn)=f(m+VI—q-1n).
A

40



Thus the residual n is an integration coordinate of P, as in Lemma 4.8. For a bounded
Borel terminal function, integrating n gives the coefficient-one transform, and Lemma 4.6,
followed by the root Gaussian average, evaluates the expected log integral as its pattern
recursion. This identity uses measurability and boundedness, not the continuity needed for
an array limit. Zero residual variance and repeated covariance levels are allowed. In the spin
case, the fresh field at each fixed state is standard normal. In the cascade case the same
marginal results after both averaging y, and integrating 7. Independence of the weights
and the shared field, followed by Tonelli’s theorem, therefore gives, for every nonnegative
Borel F,

EP[F(t)] = EF(£(G)). (8.7)

Here the expectation includes the independent pattern and any base data. The log integral
log P(e') is finite almost surely and integrable: Jensen bounds it below by P(t), while its
positive part is bounded by P(e!). These are integrable by (8.5) and (8.7). Adding the rows
successively also proves integrability of the finite-volume pressure.

Put t; = max(¢, —J) and r = (—J — t)4. The nonnegative lower-clipping error satisfies

P(et7e™") < P(et7r)

0 < log P(e'7) —log P(e') = —log Py = Plen) < P(r). (8.8)

The bound by the tilted mean of r is Jensen’s inequality under the e’/ tilt. For the last
inequality, e™#*(t=7) is increasing in ¢, while (—J —t)4+ is decreasing. Their covariance under
P is nonpositive. This follows also by expanding the expectation of (a(t)—a(t’))(b(t)—b(t")) <
0 for two independent P samples.

After the lower clip, the upper-clipped exponential is at least e=/. The inequality
log(1+ z) < z gives
0 < log P(e!7) — log P(e™®(t:K)) < ¢/ pP[(et — e5) ). (8.9)

Define
eri =B(=J = f(@)4 + ’E(/D) — X)),

Replacing one pattern at a time in the finite spin system, allowing the other factors to be
arbitrary existing clipped or unclipped factors, yields

Elpn(f) = pn(frx)| < acyk. (8.10)

The omitted factor is independent of that base probability at each replacement, so (8.7)
continues to apply. The same argument for the single cascade log integral yields

sup [V5*(a) = Vi, (0)] < s (s8.11)
q step
where Vi%*(q) denotes its integrable expected log value.

At fixed J, the upper-clipping bound compares each bounded recursion uniformly on
step paths with the cascade value for max(f, —.J); its error tends to zero as K — oo. Hence
these bounded continuous functionals are uniformly Cauchy on the dense set of step paths
and therefore on Q. Their uniform limit is continuous. For J' > J, apply the lower-clipping
bound with f replaced by max(f, —J'). The difference between the corresponding limits is
at most E(—J — f(G))+, which tends to zero as J — oco. This proves the ordered uniform
limit (8.6). It agrees with V on step paths, and (8.11), with V; on the left, passes to all
paths by density.

Two applications of Jensen’s inequality to the same cascade integral give

Ef(G) < Vi(g) < logBe/(?).
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The bounds hold first for step paths and then for every ¢ € Q. At ¢ = 0 the upper bound is
an equality. Since St > 0 and Sy1(0) = 0, the variational value is finite, with

aEf(G) < Prla) < alog Eel (@),

Estimate (8.11) also bounds the difference between the clipped and unclipped variational
infima by ae k.

Apply Proposition 8.2 to fx and then (8.10). This proves convergence in expectation.
For convergence in probability, Markov’s inequality controls pn(f) — pn(fsx) uniformly
in N; convergence for the bounded model handles the middle term. Take N — oo, then
K — o at fixed J, and finally J — oo. No variance estimate for the unbounded model is
required. ]

Remark 8.4 (Why some activation restriction is needed). Wholly unrestricted real activations
need not have finite limiting pressure. For f(s) = s*, choose z; = sign(g}). The law of
large numbers gives by (z) = N™/23.|g}| ~ +/2/7V/N in probability. All other pattern
contributions are nonnegative, and the probability weight of this one state is 27%. Thus
pn(f) > bi(2)?/N —log2 — oo in probability.

8.3 Universality for random-sign patterns

Disorder universality has also been established for broad hard-constraint Ising perceptron
classes by Nakajima and Sun [19]. The following result concerns finite bounded log-potentials
and records the continuity assumption used in the sign-to-Gaussian passage.

Theorem 8.5 (Random-sign patterns). Replace the Gaussian pattern entries by independent
uniform signs in {—1,1}. If f is bounded Borel and its discontinuity set has Gaussian measure
zero, then its expected pressure and its pressure in probability converge to the same value
Ps(ar) as in Theorem 2.3. In particular, this holds for every bounded continuous activation.

Proof. First let f € C°(R). We use the coordinate-replacement form of the Lindeberg
principle; see Chatterjee [5, Theorem 1.1]. Regard normalized pressure as a function of a
single pattern entry. Three differentiations of the finite spin sum give a uniform bound
CyN —5/2 for its third derivative. Indeed, each derivative of the pattern argument supplies
x;/ VN, and the normalized log partition supplies the factor 1 /N; the remaining terms are
bounded Gibbs moments and cumulants of f’, f”, f”. Taylor expansion through degree
two and matching of the first two Gaussian and sign moments therefore bound each entry
replacement by C'yN —5/2 There are MyN = O(N?) entries, so replacing them one at a
time gives an expected-pressure error O (N -1/ 2,

For a general f as in the statement, take smooth approximants f; with |f;],|f| < K and
Ilfj = fllL1(y) — 0. The omitted-pattern argument from Lemma 8.1 still applies. Conditional
on any hypercube state, however, the fresh sign field now has the common law

N
Xn=N"1"3"¢, Plg=1)=P(=-1)=1/2.
i=1
Consequently,

[EDSE™(f) — EpSE™(£;)] < ae®8E|f(Xn) — f;(Xn)]- (8.12)

The same third-order replacement calculation on smooth compactly supported tests, together
with EX% = 1, proves Xy = G. The bounded function |f — f;| is continuous outside a
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Gaussian-null set. The usual bounded almost-everywhere-continuous test criterion for weak
convergence therefore gives

Elf(Xn) = f;(Xn)| — Elf(G) = f5(G)].

Take N — oo in (8.12) for fixed j, use the smooth replacement result and the Gaus-
sian formula, and then take j — oo. This proves expected-pressure convergence. The
bounded-pattern variance bound (8.4) holds for independent sign rows as well, which proves
convergence in probability. O

Remark 8.6 (The regularity condition in sign universality). One cannot replace the hypothesis
of Theorem 8.5 by arbitrary bounded Borel measurability. Take f = 1g. For Gaussian
patterns, every field at every state is irrational almost surely, since there are only finitely
many states and rows at each size; hence py = 0. For sign patterns and square N, every
field is rational, so py = My /N. For odd nonsquare N, the numerator of each field is a
nonzero odd integer while v/N is irrational, so px = 0. The two subsequences give distinct
limits. This function is discontinuous everywhere and is excluded by Theorem 8.5.

8.4 Normalization checks

For f = c constant, V; = ¢ and infy S1(¢q) = 0, so (2.9) gives ac, as the partition function
does directly. A second check exercises both the diagonal shift and the duality. For f(s) = ts,
condition (8.5) holds, and the finite Gaussian recursion gives

Vila) = t; (1 - /Och(U) dU> :

Set H = at?. The constant field h = H is an admissible trial, so every variational objective is
at least H/2 4 ¢(H). For the constant path ¢, = Etanh?(v/H G), the supporting inequality
(3.12) shows that the entropy supremum is attained at that constant field. Equality follows,
giving
Prs(e) = H/2 + ((H) = Elog cosh(VH G).

This is also the direct answer: the linear activation produces independent Gaussian coordinate
fields with variances t?My /N — H, and the Ising partition function factors into their cosh
terms.
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