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Abstract

We prove Hindman’s finite sums and products conjecture: for every finite coloring
of the positive integers and every positive integer k, there is a k-element set whose
nonempty subset sums and nonempty subset products all have the same color.
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1 Introduction

Write [n] = {1,...,n} for a positive integer n. For a finite set A C N={1,2,...}, write

FS(A):{ZCL:@;ABQA}, FP(A):{Ha:Q;«éBgA}.

a€B a€eB

Thus each element of A may occur at most once in an individual sum or product, and
singleton subsets are included. We prove the following.

Theorem 1.1. Let r,m > 1 be integers, and fix real numbers R > 2 and D > 1. For every
coloring x : N — [r], there are distinct positive integers a1 < --- < an, and a color ¢ € [r]
such that

X (Zaj) =x (H aj) =c for every @ # J C [m].
jeJ jeJ

Equivalently, FS(A) U FP(A) is monochromatic for a set A C N of cardinality m. The
elements can additionally be chosen to satisfy

D
a1 > R, ag > R (Z ag + Hak) (2§d§m) (1.1)

k<d k<d

Theorem 1.1 resolves Hindman’s finite sums and products conjecture positively. The
same assertion for colorings of Ny = {0,1,2,...} follows by restriction to N. The separation
in (1.1) also eliminates every collision between expressions except the shared singleton
values.



Corollary 1.2. For every finite coloring of N and every m > 1, there is an m-element set
A C N for which FS(A) UFP(A) is monochromatic and

|FS(A)| = |FP(A)| = 2™ —1, FS(A)NFP(A) = A.
In particular, the union has 2(2™ — 1) — m distinct elements.

The proof of the corollary is elementary and appears at the end of Section 2. Both
conclusions concern prescribed finite sets; the separation does not assert the existence of an
infinite simultaneous sequence.

1.1 History and significance

The separate additive and multiplicative problems have classical answers. Schur’s theorem
guarantees a monochromatic triple {x,y,z + y} in every finite coloring of N [31]. The finite
sums theorem of Folkman—Rado—Sanders extends this to the nonempty subset sums of
arbitrarily large finite sets; Sanders’s original argument appears in [30, Theorem 2 and
Corollary 1.1]. Hindman proved the infinite finite sums theorem [19]. Applying an additive
theorem to the coloring n — x(2™) gives its multiplicative counterpart. The simultaneous
question is different: Hindman constructed a finite coloring of N with no infinite set whose
terms, pairwise sums and pairwise products all have one color [21]. His finite conjecture
asks for arbitrarily large finite sets instead [20]; see also [23, Question 17.18].

For two variables, computer-assisted arguments of Graham and Hindman already es-
tablished the existence of a monochromatic quartet {x,y,x + y,xy} in every two-coloring
of N; see the historical account in [22, p. 82]. Bowen gave a proof in which z and y are
distinct and exceed any prescribed bound, and more generally controlled the individual
variables, their prefix products and their total sum [8, Theorem 1.1]. For arbitrary finite
colorings, Moreira proved the existence of monochromatic triples {z,x + y, xy} as part of a
wider theorem on prefix products and polynomial shifts [27, Theorem 1.4 and Corollary 1.5].
Alweiss gave a polynomial proof of the mixed triple and related polynomial-shift patterns
[2, Theorem 1.2]. More recently, Alweiss, Bowen and Sabok proved that every two-coloring
contains {z,y,xy,x + iy : 1 <i < k} in one color for every prescribed k [3, Theorem 1.2].

Results over fields developed in parallel. Green and Sanders proved the four-term result
in sufficiently large prime fields [11, Theorem 1.2], while Bergelson and Moreira developed
affine ergodic methods for mixed additive-multiplicative patterns [7, 6]. Bowen and Sabok
established {z,y,z + y, zy} over Q [9, Theorem 1.1], and Alweiss proved the full finite sums
and products theorem over Q [1, Theorem 1.3]. Richter obtained integer density theorems
for the mixed pair {z + Q(y),xy} using Fourier analysis, ergodic theory and logarithmic
averages over products of primes [29, Theorems 1.5 and 1.7].

The passage from rational to integer configurations requires more than clearing denom-
inators. A common dilation scales a sum by one power of the dilation and a product of
j entries by its jth power; an arbitrary coloring need not respect these different changes.
The ordered-block selection in our proof follows the Ramsey and finite-sums argument in
[1, Section 5]. Our Alignment argument also adapts the compensating scale updates in [1,
Section 4], which fix the current target product while retaining the requirements secured
at earlier targets. The additional task is to control the additive shifts arithmetically while
preserving all the required multiplicative colors.

1.2 Proof strategy

The finite combinatorial part of the argument uses ordered blocks of widely separated integer
variables. A Ramsey argument and the finite sums theorem select block products whose



nonempty products already have one color. The remaining task is to ensure that their
sums have that same color. We do this by constructing bounded predictions for the color
indicators and then arranging that those predictions remain positive at the required sums.

The proof separates these tasks into a Prediction Principle and an Alignment Principle.
Prediction replaces the color functions inside the relevant counts by piecewise nilsequences
(Lipschitz functions evaluated along nilpotent orbits, separately on intervals and residue
classes), while retaining the multiplicative color masks. It also ensures that a color occurring
at a center is unlikely to have a small predicted value there. Alignment selects from a fixed
finite list of rational scale vectors so that a positive prediction at every center remains
positive after all the required additive shifts. Its success probability is bounded below
independently of the complexity of the nilsequence models. This uniformity permits the
final choice of small calibration errors.

Three constructions provide the analytic and arithmetic inputs.

1. Weights for the distribution of a block product. Fach chosen element is a product of
several raw variables, so its distribution differs from that of a single variable at the same
largest scale. We encode divisibility by the earlier variables in nonnegative weights and
attach the same weight to every sum ending at that block. Prime substitutions and
weighted Cauchy—Schwarz remove the product-color conditions and reduce the counting
error to one-variable additive tests.

2. Predictions at two additive scales. The counting estimate tests short additive shifts,
whereas Alignment needs one model valid across a larger interval. We construct nilse-
quence models on nested intervals and use Ramsey selection to make their projections close.
This supplies a common model for both requirements, with nilpotence step depending
only on the requested configuration size.

3. Realizing shifts through nilsequence states. Adding an earlier block product may require
a noninteger change in the largest-scale variable of that block. We first make an integer
residue correction and then realize the remaining displacement as a transformation of the
nilsequence model. Two separate arguments justify this transformation: comparison of
averages on arithmetic progressions, and a lifting theorem that makes transformations for
different models act on one common state. These transformations generate a nilpotent
group whose step is independent of model complexity. Finite polynomial recurrence in
this group gives the required uniform alignment probability.

The rough-step comparison and the passage from marginal cube symmetries to joint
lifts are stated separately in Propositions 6.3 and 7.5. Their hypotheses make explicit
the joint polynomial dependence and the cube information needed to control otherwise
unavailable shifts. The proof uses the inverse theorem of Green, Tao and Ziegler [17, 18],
the concatenation theorem of Tao and Ziegler [34], quantitative polynomial equidistribution
[12, 13], and nilpotent polynomial recurrence [37]. We state the required forms when they
are used. The intervening transference, progression-comparison and lifting arguments are
proved below.

Section 2 gives the two principles and derives Theorem 1.1 from them, including integrality
and separation. Sections 3-5 develop Prediction; Sections 6—8 develop Alignment. The
missing-corner Lemma 7.2, proved independently in Section 7, is also used in Prediction.
All parameters are qualitative: their finiteness and order of choice are essential, but no
numerical bound for the smallest configuration is claimed.



aﬁzllti%\rjil:icvi;?liis Rough progressions and cube lifts
Section 3 & Sections 67
Weighted counts \ Finite polynomial recurrence
and bounded models I
il Alignment, Section 8
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Product-chain selection and a positive weighted count
Theorem 1.1 and Corollary 1.2

Figure 1: The main analytic routes meet in the combinatorial deduction. The diagonal
arrow records the shared missing-corner reconstruction from Lemma 7.2. Alignment fixes
a positive mass before Prediction fixes model complexity; this order permits the counting
error to be made small enough.

2 Two principles and the combinatorial deduction

We first state the two analytic principles in the precise forms used to prove Theorem 1.1.
This also fixes the order of all parameters. The proof of the Prediction Principle occupies
Sections 3-5, with the independent missing-corner Lemma 7.2 proved in Section 7. Sections 6
and 7 develop the nilsequence tools for the Alignment Principle, proved in Section 8.

2.1 Ordered blocks and admissible scales

For nonempty subsets A,B C [n], A < B means max A < min B; we write A < i for
A < {i}. For a list of multiplicative quantities u1,...,un, put ua = [;c4 u;. In particular
this convention applies to t4,ha,ba, and 4. Empty products, when they occur, equal one.
A block is a set B=T U {i} with @ # T <. We call i its pivot and T its tail. For such

a block let
Ep={PU{j}: 9#P<T<j<i}. (2.1)

These are the blocks whose values will be added at the anchor B. A chain of length m is a
list By = Ty3U {iq}, d € [m], satisfying

G#TN <Th < - <Tp <ip <+ <lipy. (2.2)

All blocks in a chain are disjoint. Moreover, if k < d, then By, € £g,. This last property is
why we use this particular ordering of tails and pivots.
All asymptotic parameters below are indexed by positive integers w — oo, and

W =Ww) =[] »

p<w

where the product is over primes. An integer is w-smooth if all its prime factors are at most
w. We say that a positive quantity A dominates powers of a quantity B > 2 if A/B¢ — oo
for every fixed C' > 0. Every finite index set, complexity bound and tolerance is held fixed
in this convention unless additional uniformity is stated. Sampling an interval always means
sampling its integer points.



Fix once and for all a nonprincipal ultrafilter ¢ on the positive integers w, and write
limy, for its limit. Every bounded real sequence has such a limit, and it agrees with the
ordinary limit when that exists. Every set belonging to U meets every sufficiently late range
of w. These are the limit and extraction properties used below.

Definition 2.1 (Admissible parameters). For a fixed n, an admissible family consists of pos-
itive integers M, hy, ..., hy, H1, ..., H,, positive powers of two X1, ..., X},, and independent
random variables t1,...,t,, all depending on w, with the following properties.

1. M and each h; are w-smooth multiples of W¥. For every block B, and also for every
singleton {i}, hg < M. For every A € Ep, the ratio ha/hp is an integer multiple of W*.

2. Each H; is a multiple of M and dominates powers of 2 + M + [[,.; X;. The quantity
log X; dominates powers of H;.

3. The law of ¢; is the harmonic W-unit probability measure

Lx,<y<x2lyw)=1
Z; ’

i(y) = Zi= Y. L (2.3)

Fixed positive rational factors have only finitely many denominator primes and fixed
denominator valuations. Consequently they can be absorbed by W™ for all sufficiently large
w. In particular, every color argument used below is eventually a positive integer. For a
chain and fixed positive rational ay, ..., ap, the ratios hp, ar/(hp,aq), k < d, are eventually
positive integers: the pair belongs to (2.1). These facts allow us to use rational scale lists
without ever evaluating the coloring on a noninteger.

2.2 Piecewise nilsequence models

A nilsequence of step at most s is a sequence
k — F(g*x), ke Z, (2.4)

where G is a connected simply connected nilpotent Lie group of step at most s, I' C G
is a lattice, x € G/I', g € G, and F' is a Lipschitz function on G/T". Throughout this
paper a family has bounded complexity if its nilmanifolds belong to a fixed finite list and
its observables have uniformly bounded supremum and Lipschitz norms for fixed smooth
metrics. No bound is imposed on the translating elements g or the points x. Constants are
included. Products and Lipschitz combinations of any fixed finite number of such families
remain bounded-complexity nilsequences of the same maximal step, by taking product
nilmanifolds.

Definition 2.2 (Piecewise models). Fix finite sets A C Qs¢ and [r], and an admissible
family. A system of step-at-most-s models consists of functions Sg 4 : Z — [0, 1], one for
each block B, a € A, and ¢ € [r]. If i = max B, then on each interval [kH;, (k + 1)H;) and
each residue class modulo M, the function is a nilsequence in the progression index. The
complexity is bounded uniformly over w, all pieces, and all model indices. The representing
observables may be, and are, chosen [0, 1]-valued on their entire nilmanifolds.

The sequence and its nilmanifold may change from piece to piece within the fixed finite
list. This freedom is necessary in the inverse-theorem argument. Real parts followed by
clipping to [0, 1] justify the final sentence of Definition 2.2 without increasing the nilpotence
step.



For a block B =T U {i} define its divisor weight on all of Z by

vB(Y) = Eo=t7.014)y. (2.5)

The expectation uses the raw laws of the tail variables only. For a fixed tail product o, we
have (o, W) = 1, so the conditional mass of ot; at y is

o1y Lyw)=1

7 on [0X;,0X?).

Thus vp averages the divisibility factor inserted by multiplication by the tail. Corollary 3.2
controls the change of endpoints back to [X;, X?) and shows that the sum of the absolute
differences between the masses of Law(tp) and vppu; tends to zero. Whenever several copies
of a weight are expanded, they receive independent divisor samples. In particular, two
occurrences of vp do not share a sample unless this is expressly stated.
2.3 Prediction and alignment
We use finite lists B C Q% and A C Q¢ satisfying

bp € A for all b € B and all blocks B. (2.6)
The coloring is a map x : N — [r].

Principle 2.3 (Prediction). For every m > 2 there is an integer s = s(m) with the following
property. Given n,r,x, finite lists satisfying (2.6), and tolerances 0 < 7 < 1/4, n > 0, there
are admissible parameters and step-at-most-s models such that the following conclusions
hold along the fixed ultrafilter U in w.

1. For each B,a,c,

libllrn}P’(X(hBatB) =c¢, Spac(tp) <27) <37 +1. (2.7)

2. Fiz a chain By,...,By, b € B and a color ¢ € [r]. Put

cq = hp,bp,, fa(y) = Lycay)=cs V4 = VB, Sd = SBybp,c-

Here f; is defined on positive integers and may be extended by zero elsewhere. For
& # J C [m] write d(J) = max J and

Ck
LJ(Z) = 2k (2.8)
5 e
U(Z) = H 1X(erJ cpzK)=C" (29)
&4 7C[m]

Then the nonnegative weighted count

e =E..@n . U@ [Tvatz) 11 (awyrao) La(2)) (2.10)
B d=1 JC[m]
1J]>2
satisfies, for z(t)q =tp,,
tn| T~ EU () ] San(La=()] <. (2.11)
JC[m
IJT[22}

7



The step bound depends only on the requested chain length m. The complexity bound
may depend on all the fixed data and tolerances. The extra weights on the sum forms
in (2.10) are deliberate: they put the function at each sum under the same majorant as
the function at its last summand. Positivity of this weighted count still gives an actual
monochromatic configuration.

Principle 2.4 (Alignment). For every n,r,s there are finite lists B, A satisfying (2.6) and
a constant 0 > 0, depending only on n,r, s, such that the following holds. For any admissible
family, any system of step-at-most-s models, and any fixred T > 0, define Ay, to be the event
that some b € B satisfies, simultaneously for every block B, color ¢ € [r], and subset D C Ep,

hab
SBopc(ts) >27 =  Spyselts+ Y —ta] > (2.12)
= hpbs
eD
Then
lim inf P(A,,) > 6. (2.13)

In particular, § is independent of T and of the model complexity bound.

There is no assertion of a convergence rate uniform over all complexities in (2.13). Its
positive lower bound is uniform. This distinction allows us to choose the small calibration
tolerance before constructing the models.

2.4 A finite combinatorial selection

We use the finite sums theorem in its following finite form: for every m,r there is F' = F(m, )
such that every coloring of [F] with r colors contains positive integers uq, ..., u, whose
nonempty subset sums all lie in [F] and have one color. This is the finite sums theorem of
Folkman-Rado—Sanders [30, Theorem 2 and Corollary 1.1]; it also follows from Hindman’s
finite sums theorem and compactness [19, 23]. Indeed, if the finite form failed, the finitely
branching tree of bad finite colorings, ordered by restriction, would have an infinite branch.
Its limiting coloring of N would contradict the finite sums theorem. We require no distinctness
of the auxiliary ug here.

The following selection uses the Ramsey-by-cardinality and finite-sums argument of [1,
Section 5, Steps IT-IV]; the ordered tails and pivots are chosen to match the additive shifts
in (2.1).

Lemma 2.5 (Selection of a product chain). For every m,r there is n = n(m,r) such that,
for every coloring x : N — [r] and every list x1,...,x, € N, a chain By,...,B,, has all
nonempty products of rp,,...,xn,, in a single color class.

Proof. Choose F' as above and put ng = 2F. Repeated finite Ramsey gives an n such that
every coloring of the nonempty index subsets of [n] has an ng-element subset on which the
color depends only on cardinality, when the number of colors is . More precisely, apply
the finite Ramsey theorem successively to the subset sizes 1,...,ng, choosing the successive
ambient bounds backward. Apply this to the coloring A — x(z4), and call the resulting
cardinality color k(q), 1 < g < ny.

Color a € [F] by k(2a). Choose uy, ..., Uy, by the finite sums theorem and put g4 = 2ug.
Then g4 > 2, Y ;94 < no, and all nonempty subset sums of the g4 have the same x-color. In
the homogeneous ordered index set, choose successive groups of ¢; — 1, ..., ¢, — 1 indices for
T, ..., T, followed by m indices for the pivots iy < --- < iy,. This uses ), qq indices and
satisfies (2.2). A product of the corresponding block products is T e, Ba whose index-set

size is ) 4c 7 qa- All these sizes have the chosen color. O



2.5 Deduction of the main theorem

Proof of Theorem 1.1, assuming the two principles. The case m = 1 follows by choosing
any integer a; > R. For m > 2, fix s = s(m) from Principle 2.3 and n = n(m,r) from
Lemma 2.5. Apply Principle 2.4 to fix B, A and 6 > 0. Let C be the number of triples
(B, a,c) indexing calibration events, and let K be the number of triples consisting of a scale
vector, a chain of length m, and a color. These are fixed finite numbers depending on data
already chosen.

Choose 0 < 7 < 1/4 and then 1 > 0 so that

27’7l
3CT < %, Cn < é, Kn < o (2.14)

4 4
Now apply Principle 2.3. Define G,, to be the event that none of its calibration failures
occurs. The union bound and (2.7) give

L B(G,) < C(37 +1) < 2.

Since an ordinary lower limit bounds every ultrafilter limit, (2.13) yields

g. (2.15)

lim P(Ay, N Gy) >

On this intersection choose a witnessing b € B and apply Lemma 2.5 to z; = h;b;t;,
which are positive integers for all sufficiently large w. It supplies a chain and a color ¢ for
which U(z(t)) = 1. In particular, the singleton product masks say x(hp,bp,tn,) = c for
every d. Because G, holds, all centers Sy(tp,) exceed 27.

For a nonsingleton J C [m], let d = max J. Each By, k € J \ {d}, belongs to £g,. The
corresponding instance of (2.12) therefore gives

Sa(Ly(z(t))) > .

There are ¢ = 2™ — m — 1 such factors. Thus at least one of the K nonnegative model
integrands in (2.11) is greater than 77 > 72" on A, N G,,. Summing expectations and using
(2.15) shows that their sum has ultrafilter limit at least 672" /2. It follows from (2.11) and
(2.14) that
er{n b,cZ,BIb’C’B > 0. (2.16)
In particular, the finite sum is bounded below by a positive number on a set belonging to U.
We did not need a fixed choice of witnessing chain across different samples or values of w.
For some sufficiently large w, one weighted count is positive. Since it is a finite nonnegative
average, there is an actual tuple z in its support for which every factor is positive. Put
aq = cqzq. The product mask gives every nonempty product of the ag in color ¢, including
their singleton values. For every nonsingleton J, positivity of its color factor gives

X (Cd(J)LJ(Z)) =X (Z ak) =c.
kes

The extra divisor factors cannot create a false positive; they only restrict which tuples can
contribute to the count.

It remains to obtain the prescribed separation. The finite rational scale lists give a
constant Cjy such that ¢g < CyM for all these counts, and ¢y > 1 once it is a positive integer.
If d < e, then

ag < CoM X}, ae > Xi,.



For e > 2, put Ve =2+ M +[[;; Xj. There is a constant C1, depending only on the fixed
finite data, such that every support tuple satisfies

> aq+ [] aqa < C1VE™

d<e d<e

Indeed each preceding a4 is at most CoV?, and there are at most m — 1 such terms.
Admissibility makes X;_ dominate every fixed power of V.. Therefore, for the prescribed
R, D, all support tuples at sufficiently large w satisfy (1.1); the first element exceeds R since
a1 > X;, — oo. The positive-count set in (2.16) belongs to the nonprincipal ultrafilter and
hence meets every sufficiently late range of w. Choose w in that intersection. This proves
both monochromaticity and separation, and completes Theorem 1.1. O

Proof of Corollary 1.2. Apply Theorem 1.1 with R =2 and D = 1. Every a; exceeds the
sum and the product of all its predecessors, and every element is at least two. If two subset
sums were equal, cancel their common terms. The greatest remaining index on either side
would exceed the sum on the other side, a contradiction. For products, cancel common
factors and compare the greatest remaining factor with the product of all preceding factors.
An empty side after cancellation equals one, which is also smaller than every remaining
factor. Thus both subset maps are injective.

To compare a subset sum with a subset product, first compare their greatest indices. If
these differ, the expression with the larger index exceeds the other expression. If both have
greatest index j, the sum lies in [aj,2a;), whereas a nonsingleton product is at least 2a;. A
singleton product equals a;, which equals a sum with greatest index j only for the singleton
sum. Hence the intersection is exactly A, giving the stated cardinalities. O

Corollary 2.6 (Finite interval form with prescribed divisibility). Fiz integers r,m,q > 1
and real numbers R > 2, D > 1. There exists N such that every r-coloring of [N] admits
A={a1 < <ap} CqN with FS(A) UFP(A) C [N] monochromatic and

D

a1 > R, ag > R Zak—i—Hak (2<d<m).
k<d k<d

The subset sums and products have the distinctness properties of Corollary 1.2.

Proof. First color all of N, refining the given color by the residue modulo g. Apply Theo-
rem 1.1 to this finite coloring with max(m,2) elements. Their common residue v also equals
the residue of the sum of the first two elements, so v = 2v modulo ¢ and v = 0. Retain the
first m elements. The separation and monochromaticity persist, and the preceding proof
gives the distinctness assertions.

If no N worked, the finite colorings avoiding such a configuration would form a finitely
branching tree, closed under restriction and with a node at every depth. An infinite branch
would color N without the configuration just proved to exist. Indeed each finite configuration
and all its sums and products lie in some initial interval. This contradiction proves the finite
interval assertion. O

This compactness argument gives a finite bound, but the proof does not supply a
numerical estimate for N.

10



3 Arithmetic scales and divisor weights

Prediction compares a count sampled at the pivots with a count sampled at the block
products. For a block B =T U {i}, conditioning on ¢ = t7 changes the harmonic density of
ti to 01,,/(Ziy) on [0X;,0X?), with the same W-unit restriction. Averaging the divisibility
factor gives vp. We first show that returning the endpoints to [X;, X?) has negligible total
mass.

We then construct scales and prime parameters for the correlation argument. The prime
laws have enough harmonic mass to permit prime insertion, and their residue uniformity
makes products of divisor weights have mean one on the required linear systems. A separate
coprimality estimate for independent polynomial values will allow Section 5 to combine cube
tests with different prime-dependent step sizes.

We use rough to mean coprime to W =[],<,, p, and put

jalsw = T 27@  (aeZ\{0}).
p>w
All finite templates in this Section are fixed before the limit w — co. A template specifies
numbers of variables and rows, block sizes, and integer polynomials, but no color functions.

3.1 Harmonic sampling identities

We give explicit total-mass bounds to distinguish multiplication of an argument from
conditioning on divisibility. For a signed measure on Z, write [|£|l1 = >°,¢z |£(n)|. Thus
probability total variation is one half of this norm.

Lemma 3.1 (Sampling and changes of variables). Let X > 2 be an integer, set

p(W) 1 Lix,x2) (7)1 w)=1
) Iy=lgX, Zx= Y - bt ’
Jw o Lx=logX,  Zx o px(n) nZx ,
X<n<X
(n,W)=1

and suppose Lx > W/X. LetY have law pux.
1. For (k,W) =1, every residue a (mod k), and 0 < A < B,

1 dw. Bl _ ¢(W)
Yo - ——Flog—| <~ (3.1)
Admip ™ k A A
(n,W)=1
n=a (k)
In particular |Zx —dwLx| < ¢(W)/X, and
Wi(k+1)
= -1 < = . .
[kP(Y =a (mod k)) — 1| < Ex(k) X(Lx —W/X) (3.2)

The total-mass distance of the residue law from uniform measure is also at most Ex (k).

2. If he WZ, then

| Law(Y + h) — px |1 < min (2, X(Lxm—h‘W/X)) . (3.3)
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8. If1 <k <X and (k,W) =1, let ni(n) = k1,pux(n), an unnormalized positive measure.

Then
2logk + (Wk/X)(1+1/X)

Lx —W/X ’

| Law(kY) — m[[1 < (3.4)

and |ng(Z) — 1| < Ex (k).

For the asymptotic conclusions, let K, H,V > 1 be auxiliary quantities depending on w.
Each residue and translation error is o(V=C), for every fized C, uniformly for k < K and
|h| < H, if X dominates every fized power of 2+ W + K + H + V. The dilation error
has the same conclusion if log X dominates every fized power of 24+ W + K + V. These
conclusions still hold in expectations of functions bounded by any fized power of V.

Proof. The indicator in (3.1) is periodic modulo Wk and occupies exactly ¢(WW) residue
classes. On any interval, its counting function differs from ¥y /k times length by at most
¢(W): apply the discrepancy bound of one to each occupied class. Partial summation
against 1/t gives (3.1). Apply it with £ = 1 to obtain the bound on Zx. For a general
class the error in its unnormalized mass is at most ¢(WW)/X; subtracting Zx /k and using
Zx > Vw(Lx —W/X) proves (3.2). Sum the absolute class errors to obtain the total-mass
assertion.

For translation put H = |h|. Translation invariance of the norm reduces to h = H >
0. On the overlap of the supports, 1/(n — H) > 1/n, and W | H preserves the unit
condition. The negative part of Law(Y + H) — px is therefore precisely the original mass
on [X, min(X + H, X?)). Both measures have mass one, so the norm is twice that mass. If
H < X? — X, the interval [X, X + H) has exactly 9y H units modulo W, since its integer
length is a multiple of W; its harmonic mass is at most dy H/X. If H > X? — X, the
norm is at most two, and the second bound in (3.3) is already at least two. This proves the
translation estimate.

For dilation, at a multiple n of k the pushed-forward mass is k/(nZx), supported on
[kX,kX?) and on (n,W) = 1. Thus it agrees exactly with 1, on the overlap. Changing
variables n = ku in the two boundary pieces, and using k < X, gives the exact formula

Iawby) =~ ¥ 1+ ¥ 3).

U
X/k<u<X X2 /k<u<X?
(u,W)=1 (u,W)=1

Each main term in (3.1) is Yy log k, and the two errors are at most ¢(W)k/X and ¢(W)k/X?,
respectively. Dividing by the lower bound for Zx proves (3.4). Its mass assertion follows
from (3.2) with a = 0. Finally, integration against a function of supremum norm B costs at

most B times the total-mass error. The stated growth conditions absorb every fixed choice
of B=VOW. O

For later use, uniform sampling on an integer interval of length 7" has residue law modulo
k at total-mass distance at most 2k/T from uniform measure. Each residue occurs either
|T'/k] or [T/k] times, up to the harmless endpoint convention. The same bound is uniform
in the interval’s location. Translating the interval by an integer u changes its probability law
in total-mass norm by at most 2 min(1, |u|/7"). Product laws incur the sum of the coordinate
errors, by telescoping their tensor products. These facts and Lemma 3.1 apply conditionally
when the interval endpoints, dilations, or translations have been fixed by outside variables
and the displayed bounds hold uniformly in those variables.
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3.2 Recovering the product sampling law

The next Corollary identifies the center weights in (2.10) with the actual block-product
sampling. Once the shifted factors have bounded models, this identity will remove the
remaining weights from the count.

Corollary 3.2 (Product law). Let B =T U {i} be a block, and let t; be the independent
harmonic samples at its raw cutoffs. Let V. = V(w) > 1 be an auziliary scale, and put
K =1ljer XJZ. If log X; dominates every fized power of 2+ W + Kr 4+ V', then

|Law(tg) — vpuil, = o(V~°) for every fized C > 0. (3.5)

For any fixed family of disjoint blocks the corresponding joint law differs in the same sense
from the product of their weighted pivot measures, when these hypotheses hold at each pivot.

Proof. Condition on ¢ = tp. It is coprime to W, independent of ¢;, and bounded by K.
Apply (3.4) with k = o, uniformly in this range, and average. The comparison measure is
exactly
1i(Y)Esolg, = pi(y)ve(y),

proving (3.5). In particular its mass is 1+ o(V~%). Disjoint blocks use disjoint raw variables,
so their original laws are independent. Telescoping a fixed tensor product bounds its total-
mass error by the sum of the individual errors times the masses of the other factors, all of
which are 1 + o(1). This proves the joint assertion. O

3.3 A sequential construction of the master scales

We now work on a master index set [IV]. Here R; are auxiliary gap lengths and X; are
cutoffs for the raw variables. Section 5 will select the final n indices and choose each H; from
these gap lengths. The smooth factors h; make all required shifts integral. The prime pools
supply the harmonic mass and residue uniformity described above; the gap lengths absorb
the finitely many polynomial divisibilities needed by the subsequent changes of variables.
The raw cutoffs are chosen last in each gap so that the preceding sampling estimates apply.

Lemma 3.3 (Master scales). Fiz N, a bound on block sizes, a finite set A C Qg, and a
finite list D of nonzero integer polynomials in finitely many prime-parameter slots. There
are choices of hj, M, X;, Ry, P, Pl+, for 1 < 4,1 < N, with the following properties.

1. hj = W“’2N_], and M is a power of W, divisible by W*, with h; < M for every index
and hg < M for every block under consideration. Every permitted adding pair satisfies
ha/hp € W*N. For a master chain and cq = hp,aq, aq € A, all cq are integers and
cu/cq € WN when u < d, for sufficiently large w.

2. There is an integer eg = eg(w) such that, for independent uniform units in the slots
modulo W€,
P(p® | D(u) for some p <w, D € D) = o(1). (3.6)
Moreover WeTley | M for every possible cg.
3. Writing
Vi=24+M+][X;, Q=w> ][ »
J<l w<p<V,

the pool P; consists of all primes in a finite union of consecutive complete dyadic intervals
[P, P%). Its law and harmonic mass are

H ="

PEP

1

Ai(p) = Y7k (3.7)

1
pa
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Both P~ and Hlpr dominate every fized power of V;. The residue law of a sample modulo
Q differs from uniform measure on (Z/QiZ)* by o(Vl_C) in total variation, for every
fized C. All slots are sampled independently, including slots in different gaps.

4. Ry dominates every fixed power of Pl+ + Vi. It is divisible by M, by every earlier R;,
and by M|D(p)| for all the nonzero values required for divisibility in gap 1, with these
polynomial slots drawn from that gap’s pool. The integer X; is a power of two, and log X;
dominates every fized power of R;.

One can include any prescribed finite family of polynomial nonvanishing conditions in D.
Repeated entries and zero values then have probability O(VZ_C) for every fixed C', whereas
the small-prime exceptions in (3.6) have probability o(1).

Proof. Set ej = 2N=3_ The strict inequality €j > > j~; ek shows that the sign of > ;-4 €5 —
> jep €j, for distinct subsets, is determined by the smallest index in their symmetric
difference. For an adding pair that index belongs to A; for two chained blocks it belongs
to the earlier block. The positive difference is an integer, so the corresponding ratio of
h-products is divisible by W". Fixed rational multipliers have bounded valuations and only
finitely many denominator primes. Consequently they are absorbed by these powers for all
sufficiently large w, leaving at least one factor of every prime dividing W in each required
ratio of the ¢4’s.

For completeness, a nonzero polynomial over @, has a null zero set in a product of
p-adic unit groups. In one variable it has only finitely many roots. In several variables,
expand in a variable on which it depends and choose a nonzero coefficient polynomial. By
induction, the set on which that coefficient vanishes has measure zero; off that set, each
fiber has finitely many roots. Fubini’s Theorem proves the assertion. The decreasing events
p¢ | D therefore have probabilities tending to zero as e — co. At any fixed w, the list of
polynomials and primes is finite. Choose a common eg making their union probability at
most 1/w. Reduction of uniform units modulo W has exactly the required distribution
modulo p®. We can now choose the power M large enough for all the finitely many stated
smooth divisibilities and bounds.

Proceed in increasing order of [. At this stage @); is a fixed integer. The prime number
theorem in each reduced arithmetic progression modulo Q; [32, Equation (1.1)], followed by
partial summation, says that the harmonic prime law on [Y,2Y) tends to the uniform law
on its unit classes as Y — co. Since there are finitely many classes, choose a dyadic lower
endpoint so large that the total variation error is at most V,™" on every subsequent dyadic
interval, and also P,~ > wV}". Increasing the upper endpoint gives H, lp ' > wV¥, since the
harmonic prime series diverges. A mixture of measures having the same error bound has
that error bound. Thus this finite pool has the asserted residue distribution, however long
the union of intervals is.

Only finitely many polynomial values occur in a finite pool. Take their nonzero absolute
values, the earlier gap lengths, and M, form the required least common multiple, and choose
a multiple R; at least w(PlJr + V))". Finally choose a power of two X; with log X; > wR}".
There is no upper bound in any of these choices, and no later requirement changes an earlier
choice.

Here is the elementary zero-value estimate used for the final assertion. If independent
variables each have maximum atom at most a, a nonzero polynomial of total degree d
vanishes with probability at most da. Expand in its last relevant variable: outside the zero
set of its leading coeflicient there are at most as many roots as its degree in that variable,
and induction bounds the leading-coefficient exception by its degree times a. For our pool,
a <1/(P7H); the same estimate for z; — z; handles repeats. These bounds are smaller
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than every fixed inverse power of V;. Finally, the residue-law approximation modulo @),
together with the Chinese remainder theorem (CRT), transfers (3.6) to the actual prime
slots. =

For a block B = T'U{i} at these scales, its tail bound K7 and W are at most V;. Since
log X; dominates every fixed power of V;, Corollary 3.2 applies with V = V;. In particular,
the joint law comparison holds for every chain and hence for bounded expectations of all its
block variables.

Remark 3.4 (Countably many fixed tests). Later, a fixed test may be raised to any fixed
moment or combined with any fixed number of other tests. This does not require a moment
order growing inside an estimate. Enumerate the resulting integer-polynomial templates
and positive integer auxiliary parameters. At stage j impose the requirements for the first j
templates. Each stage has finitely many requirements, so the preceding proof applies. Choose
increasing thresholds w; so that the finitely many error bounds at that stage, including
constants in the estimates below, are at most 1/j once w > w;. At a given w use stage
max{j : w; < w}, with the growth exponents also tending to infinity. Every fixed finite test
family then satisfies all the conclusions eventually. This diagonal choice can be made before
the functions to be tested are chosen, because its templates depend only on their algebraic
forms. All moment limits below mean first w — oo at a fixed moment order.

3.4 Coprimality beyond the CRT cutoff

The next estimate treats prime factors larger than V;, as well as those controlled by the
residue distribution of a pool. The linear-forms estimate below uses residue uniformity
separately. Coprimality has a different purpose: in a cyclic group, the subgroups of multiples
of two coprime integers together generate the whole group. Section 5 applies this fact to
combine cube tests with different step sizes.

Lemma 3.5 (Rough coprimality). Let F' and G be fixed nonzero integer polynomials in
disjoint tuples of independent prime variables. Fach variable is sampled with probability
proportional to 1/p in a dyadic interval [Y,2Y). Let L be the smallest of these lower
endpoints. For all sufficiently large w, L,

log L
P(FG =0) <rg Oi : (3.8)
P(FG 0, ged(|Flow,|Glow) > 1) <rg ~ + 281 (3.9)
, 8C >ws >w F.G w \/E . .

The constants are independent of the ratios between the dyadic endpoints. Consequently
two independent tuples from any of the constructed pools have coprime rough polynomial
values with probability 1 — o(1). The same assertion holds after restricting each tuple to a
prime-only event of probability 1 — o(1).

Proof. The prime number theorem gives a maximum atom O(logY/Y") in the harmonic
prime law on [Y,2Y). The polynomial zero estimate in the proof of Lemma 3.3 proves (3.8),
uniformly in the endpoints.

We shall also use the following consequence of the interval Brun—Titchmarsh inequality.
If p < VY is prime, a harmonically sampled prime in [Y,2Y") belongs to any prescribed
nonzero class modulo p with probability O(1/p). Indeed Theorem 2 of [36], together with
log(Y/p) > %log Y, bounds the number of primes in a reduced class in that interval by
O(Y/(plogY')). Divide by the prime count > Y/logY. Harmonic and uniform sampling
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on that interval have densities within a factor of two. The zero class contains no prime in
[Y,2Y) when p < VY.

Remove variables on which the polynomials do not depend, and argue by induction on
the total number of remaining variables. A fixed nonzero constant has no prime factors larger
than w once w is large, so it gives the base case. In each nonconstant polynomial choose
as its main variable one whose interval has largest lower endpoint in that tuple. Denote
those endpoints by Yz, Yz, and the corresponding nonzero leading-coefficient polynomials
by A, B. The events A =0 or B =0 cost O (log L/L). If a common prime divisor of F, G
also divides A, apply the induction hypothesis to A, G; if it divides B, apply it to F, B. The
two tuples in each application remain disjoint, and their total number of variables strictly
decreases. It remains to consider common primes dividing neither leading coefficient.

Put Yy = min(Yr, Yg). For w < p < /Yy, condition on all variables except the two main
variables. When the respective leading coefficient is nonzero modulo p, each polynomial has
at most its fixed degree many roots modulo p. The preceding Brun—Titchmarsh consequence
bounds the two independent tests by Op(p~2). Their sum is Opc(1/w).

For the remaining primes, expose the entire tuple whose main endpoint is Yy, say the
F-tuple. Every variable in that tuple is at most 2Yp, so, when F' # 0, 1 < |F| < C’FYOdegF.
It follows that F' has only Op(1) distinct prime divisors exceeding 1/Yy. Test each such
prime p against the independent G-tuple, whose main endpoint Y = Y satisfies Y > Yp. If
p <Y, the cost is Og(1/p) = Og(Yd_l/ 2), again excluding the already treated event p | B.
If p > VY, each of the boundedly many root classes contains at most Y/p + 1 integers of
the interval. Dividing by > Y/logY gives

0 <logY> 0 (logY0>
G = Ug .
VY VYo
The last inequality holds for all sufficiently large Y, since log Y/V/Y is then decreasing.
Summing over the bounded number of large prime factors proves the induction and (3.9).
Conditioning pool samples on their individual dyadic intervals leaves independent har-
monic prime laws. The established bounds are uniform over these choices, so averaging proves

the pool assertion. Restricting to events of probabilities 1 — o(1) changes any probability by
o(1). O

The prime pools now have both residue uniformity and rough coprimality. We turn to
the mean-one estimate that permits repeated Cauchy—Schwarz with divisor weights.

3.5 The weighted linear-forms estimate

Recall that for a block B =T U {i} and independent tail product o = t7, the divisor weight
is

vp(y) = Esol (3.10)

oly:
In expanding a product of weights, every occurrence of a weight receives a fresh independent
draw, even when its block label repeats. The next Proposition records precisely the row
hypotheses needed below. In particular, restrictions on prime parameters are permitted.

The mean-one linear-forms estimate below plays the role of the pseudorandomness
conditions in Green and Tao’s transference method [15, Definition 3.1 and Section 5]. We
prove the estimate for the present divisor weights and prime-dependent forms.

Proposition 3.6 (Weighted linear forms). Fiz the number q of rows, the number d of base
variables, and a bound b on the number of raw factors in each divisor. For each u € [q|, let
oy be a product of at most b independent harmonic W -unit variables at the master cutoffs
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of Lemma 3.3, and write v,(y) = Eoyls,)y. All these raw draws are independent across
occurrences. Suppose o, <V surely, where V> M — oo. Let p consist of independent
prime slots from finitely many gaps, each having V; > V. These slots are independent of all
divisor draws.

Let G be a domain depending only on p, and let £, (x;p) be homogeneous linear rows.
On G their arguments are integers on the base sampling support. Assume the following
conditions.

1. Given p and any possible divisor draws, the joint residue law of * modulo K =T[!_, o,
differs in total variation by at most eyase from the uniform law on (Z/KZ)%. The bound
is uniform on G.

2. For every w < p <V, each row is nonzero modulo p on G. There is a fized finite list of
nonzero integer polynomials in the prime slots such that, if all their values are nonzero
modulo p, every pair of rows is linearly independent over IF,,.

The CRT law of all prime slots at the primes w < p <V is within total variation ecrr of
independent uniform units, with independence also across these primes. Then, uniformly in
every further prime-only event £ C G,

Ep+1s(p) H vy (by (x5 p)) =P(E) + O (i} + V9 (epase + GCRT)> . (3.11)
u=1

The error is absolute, so the statement also applies when P(E) tends to zero. The implied
constant depends only on the fired row and divisor templates and polynomial tests. In
particular the error is o(1) with the scales of Lemma 3.3 and base residue errors smaller
than every fized inverse power of V.

Rows may have rational coefficients if their denominators are units modulo every possible
divisor: interpret their residues by inverting those denominators. The integer-value and row
hypotheses must still hold. Clearing such denominators leaves the congruence calculation
unchanged. In particular this permits smooth denominators and prime pool denominators
larger than V.

Proof. We first express the normalized divisibility count as a product of local kernel counts.
Their excess over one is nonnegative; this lets us bound it without retaining the prime-only
event. We then dominate the divisor draws by laws with independent prime valuations and
sum the local excesses.

Local kernel counts. Expand each weight with its independent divisor draw. Replacing
the base residue law by exact uniform measure modulo K costs at most 2epase [[,, ou <
2V 9€pase- The CRT theorem now factors the normalized divisibility count as

H Qp, Qp = pzu aqu mod p4 (pau ‘ gu(w) for every U),
w<plV

where a, = vp(0,) and A = max,, a,. Primes with all a,, = 0 contribute one. Homogeneity
makes the divisibility conditions the kernel of a homomorphism into [[, Z/p®Z. Its image
has size at most pz % so o > 1. With a single positive valuation, the corresponding
primitive row is surjective modulo every power of p, giving o, = 1. In general one primitive
row with valuation A bounds the kernel probability by p~4. If the two rows having the
largest valuations A > B > 0 are independent modulo p, one of their two-column minors is a
unit. Fixing the other coordinates, the two selected coordinates are uniformly and bijectively
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mapped to the pair of row values modulo p#. Their required divisibilities consequently have
probability p~4~5. Additional rows can only reduce the probability.

We bound the nonnegative excess uniformly, so that an arbitrary prime-only domain can
subsequently be retained. Let 7, be the test that at least one of the prescribed polynomial
values vanishes modulo p. Set 8, = 0 when fewer than two valuations are positive; otherwise
set

5 pza“’A’B -1, 7, fails,
P pz®A -1, T, holds.

On G, the preceding kernel bounds give 0 < o, — 1 < 3,,. For every choice of the parameters
and the true, bounded divisor draws,

0<1g (Hap—1>§ II a+8)-1<]Jou<Ve (3.12)
p w<p<V U

In particular, we can first replace the prime residues by independent CRT-uniform units at

cost at most 2V9%cgrr. This replacement is made while all divisor draws are still bounded.

Independent comparison laws. We next compare those draws with laws whose prime

valuations are independent. For a raw factor at cutoff X, put ¢; = 1/log X; and define

L w)ymin 179

L+ €) [pcw (I —p7179)

Its denominator is (1 + o(1))Yw log X;. Indeed e((1 +¢€) — 1, and

fij(n) = a0 (n>1).

1—pi-e logp

pSw p<w

Lemma 3.1 gives the same asymptotic normalization for the original harmonic law on
(X, XJZ), and n% < e? on that interval. Hence uj(n) < Cofij(n) pointwise, with an absolute
constant Cj for sufficiently large w. For at most bq independent raw draws this incurs one
overall constant C’gq, rather than a separate constant for each prime.

The Euler product defining zi; shows that its valuations at different primes are indepen-
dent, with
P(vp(n) = a) = (1 —p~'79)pel+a) < pme.
Thus a product of at most b raw factors has valuation mass at a at most (a + 1)’p~®. This
bound is uniform in the individual cutoffs. Divisors remain independent of each other and
of all prime parameters.

Summing the local excesses. For sufficiently large w, none of the fixed nonzero test
polynomials is identically zero modulo any prime p > w. The elementary polynomial root
bound on the product grid (]F;)k gives P(7,) = O(1/p). Under the CRT-uniform law
the tests at different primes are independent. Combining the valuation bounds with the
definition of 3,, the contribution when 7, fails is at most a constant times

Yo A+ D)AB+)Dp P < p
A>B>1

To see this sum explicitly, choose the rows with the two largest valuations; all other valuations
lie between zero and B, and summing their polynomial factors is bounded by a fixed power
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of B + 1. The factors p_za“ cancel the normalizing power in /3, leaving p~4=B. On Tp
the same argument, with all lesser valuations bounded by A, gives

Y (A+1)Ppt<p .
A>1

Its additional O(1/p) test probability again gives Ef, < p~2. The two displayed series
bounds follow by factoring out respectively p~2 and p~! and bounding the remaining
geometrically convergent series using p > 2.

We have now obtained independence across primes for every quantity in the nonnegative
right side of (3.12). Consequently its expectation, after the single global divisor-domination
constant, is at most

1
o't Tl a+cp -1, <Y p?< =

w<p<lV p>w

The original local product has lower bound one on £. Integrating that lower bound and
the estimated excess, and restoring the two residue-approximation errors, proves (3.11).
Rational denominators which are units modulo the divisors induce the same homomorphisms
after inversion, so the proof covers the stated rational-row extension. ]

Several consequences of Proposition 3.6 will be used without altering its hypotheses. A
fixed product of factors 1 + 1, has main term 29P(€), by expansion over subsets of rows. If
at least one factor is v, — 1, and the remaining factors are each v,, 1 + v,, or v, — 1, its
average is o(1), provided every subsystem in that expansion meets the same row conditions.
This is cancellation of the constant main terms. In particular a prime-only exceptional event
of probability o(1), contained in a domain of primitive rows, has weighted mass o(1). One
may also condition on a prime-only event whose probability is bounded below, dividing
(3.11) by that probability.

These statements include systems assembled from different gaps. Use the common
divisor bound V; every relevant pool has V; > V| so projecting its CRT law supplies the
required accuracy. Independent replicas give independent slots. For coefficients involving
M(p) = M|D(p)|sw, a prime w < p < V dividing such a coefficient must divide D(p), so
the indicated polynomial tests cover this possible loss of a minor. Fixed integer contents are
w-smooth eventually. Primitivity and separation of each actual row system still have to be
checked; those checks are given in Sections 4 and 5.

To verify the base-law hypothesis in those applications, every divisor product K is at
most V4. Uniform auxiliary intervals of lengths dominating all powers of V| and harmonic
pivot variables whose cutoffs dominate all powers of W 4 V| are therefore jointly uniform
modulo K, with error smaller than every fixed inverse power of V. Their conditional
interval locations do not matter. A short translation changes such a box by the sum of the
displacement-to-side-length ratios; the translation and dilation bounds above cover harmonic
variables. For example, R;/(JoM (p)) dominates all powers of the common tail bound for
each fixed Jy, since M(p) has a fixed-power bound in PlJr + V;. Taking square roots of
these lengths preserves that domination and gives negligible relative translations. These
observations supply uniform bounds for the shifted boxes used later, as well as for unshifted
boxes.
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4 Removing multiplicative masks and detecting a shifted
error

The purpose of this Section is to turn a correlation containing arbitrary multiplicative masks
into a test of one function on an additive cube. The number of Cauchy—Schwarz steps will
depend only on the number of blocks in the chain. This independence from the master index
count is needed when the analytic tolerances are chosen before the Ramsey bound.

Fix a master chain

BkZTkU{ik}, i< - <Tpy <l<ip < <ip,

where each tail is nonempty, and fix positive scales ¢, = hp, aj from the finite list allowed
in Section 3. Write V =V}, R = R;, and let P; be the prime pool in this gap, with law

1 1
)\(p)ziv Sl: Z -
pSI v P
In this Section z; has law p;,, independently for different k. We abbreviate v, = vp, , so
that 0 < v, <V on all integers. For ) # J C [m] put
a(J) = max J, Lj(z) = Z O 2k
keJ CalJ)

For sufficiently large w, all the displayed coeflicients are integers, and every coefficient other
than the anchor coefficient is divisible by W. The scales ¢, are positive integers with no
prime factor greater than w. We consider

C = Ez H bU(ZU) H gJ(LJ(Z)) s U — H 2k (4.1)

0£UC[m] 0£JC[m)] keU

where the functions are real, [by| < 1, and [gs(y)| < 1+ vg(p(y) for every integer y. Fix J.
with |J.| > 2, and write g. = ¢, and a. = a(J,). Bounded extensions outside the positive
integers are permitted whenever needed.

We will keep one copy of g, throughout: first remove the product masks, then eliminate
the other linear factors, and finally identify the sampling law of the surviving cube root.

All estimates below are uniform over these functions. An o(1) may depend on the fixed
master data and on a fixed positive integer Jy, but not on the functions. Uniformity also
holds over any fixed finite set of Jy’s. In particular, it does not assert a convergence rate
uniform in a growing master index count.

4.1 Prime insertion and weighted mask removal

Lemma 4.1 (Prime insertion). Let i > [ and let Y have law p;. For every fized A > 0,
uniformly over functions F with |F| < V4,

EyF(Y) =E,y F(pY) + o(1). (4.2)

For a fixed positive integer k, coprime to W and bounded by a fized power of Pl+ +V, one
also has

Ey F(kY) = Eyklyy F(Y) + o(1), (4.3)

uniformly in k. The total-mass error before multiplication by F is smaller than every fixed
negative power of Pﬁ + V. These assertions remain valid with other independent variables
as parameters.
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Proof. The dilation assertion is Lemma 3.1, applied at a cutoff whose logarithm dominates

all fixed powers of PZJr + V. The weighted law on the right has the same harmonic density

as the law on the left; only the endpoints [X;, X?) and [kX;, kX?) differ. The logarithmic

boundary mass is O(log k/log X;), with the residue counting error from that Lemma. The

scale separation makes their sum smaller than any prescribed negative power of PfL + V.
Averaging the multiplier in (4.3) gives

1
AY) = Epply)y = S > 1y
! PEP

Periodic counting for the moduli p and pq, including the W-unit restriction, gives their
reciprocal probabilities with uniformly negligible relative errors. Therefore

EA; =1+0(V™9),

1 1 1
a7~ L <z+z) o)
S p P oz P4

1 1 1
R e
+Sz Slzzp:p2+0( )

for every fixed C. Thus [[A; — 1{[12(,,) < S;1/2 + o(V~=Y). Cauchy-Schwarz bounds the

error in replacing A4; by 1 by VA(SZ_I/2 +0(V=Y)) = 0(1), since S; dominates every fixed

power of V. The estimates are uniform in the parameters of F', so one may integrate over
those parameters afterwards. O

A row template will mean a vector Agr = (Ag1,...,ARrm) whose nonzero entries are
monomials in finitely many formal prime variables. No prime variable occurs in two different
columns of a single row. For a(R) = max{k : Arj # 0}, its associated linear form and

weight are
Ck
lr(2) =
2

Arrzk,  Wr(Y) =1+ vym(y). (4.4)

Parallelity of templates always means parallelity over the rational function field in the
formal prime variables. This qualification is essential: accidental equalities after numerical
substitution are exceptional events, not identities of templates.

Reciprocal dilations preserving a product, followed by Cauchy—Schwarz to remove its
bounded factor, also occur in the proof of [11, Proposition 2.4] over finite fields. Here the
divisibility weights allow the corresponding substitutions on integer variables, and we carry
out the elimination for the full family of product masks.

Lemma 4.2 (Weighted removal of multiplicative masks). Put guask = 2" — 1 and K,,, =
(mask2%m2sk . Starting from (4.1), one obtains a family R of at most K,, pairwise nonparallel
row templates, with one distinguished row *, and functions fr that may depend on the
introduced primes, such that

CI*"™™* < C [Epe [ Fr(Cr(2))]| + o(1). (4.5)
ReR

Here |fr| < W, the distinguished function is exactly f« = g«, its support is Ji, and every
prime parameter has the law A, independently before deletion of exceptional tuples. The row
templates, the number of parameters, and C,, depend only on m and the choice of J.. They
are independent of the scales and functions.
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Proof. Initially the rows are the indicator vectors of the nonempty subsets J of [m]. They
are pairwise nonparallel. We remove the masks in a fixed order, maintaining (4.4), the
weight bounds, and a distinguished copy of g..

A substitution fixing the mask. Consider the mask with support U. If the distinguished
support has an index u ¢ U, use the change D(p)z given by z, + pz,. Otherwise choose
distinct u, v in the distinguished support, necessarily both in U, and use

Zy Zu/pa Zy b PRy, np(z) = p1p|zu- (46)

The first case has 1, = 1. Lemma 4.1 justifies the first case directly. For the second, first
insert p in coordinate v and then use (4.3) in coordinate u with the function read at z,/p.
Thus division by p is used only on the support of the displayed indicator, and its multiplier
is retained. At this stage all unweighted functions and all products of row weights are
bounded by a fixed power of V; even the intermediate fixed-prime multipliers are absorbed
by the stronger endpoint error in (4.3). Both substitutions therefore have o(1) error. In
either case zy is unchanged.

Call a row invariant at this step when the coefficient vector of ¢r(D(p)z) is a scalar
multiple of that of £g(z). The scalar is 1,p, or p~!. All divisors in Vq(r) are smaller than
the pool primes, so multiplication or admissible division by p preserves their divisibility
conditions. Consequently

Wr(lr(D(p)z)) = Wr(lr(z))

on the support in use. Put Q(z) = [ invariant Wr(¢r(2)). Divide each invariant function
inside the fresh prime average by its corresponding weight, and call the remaining integrand
H,. Let r denote all prime slots introduced at earlier steps. The current mask and row
functions may depend on 7. All these previous slots are integrated together with z in the
outer expectation. Thus the substituted correlation is

I =E, by(r;zu)Qr, 2)Epny(2) Hp(T, 2).

Here the new slot p is independent of (7, z). Weighted Cauchy—Schwarz on the joint outer
probability space gives

11 < (Er 27, 2))Ep 2 p U1, 2)0p(2)0g(2) Hp (7, 2) Hy (7, 2). (4.7)

The old tuple r is shared by the two branches, while p and ¢ are fresh independent slots.
This inequality applies to the full prime average.

If there are sj,y, invariant rows, the first factor equals 2%»v 4+ 0(1), and hence is bounded
in terms of the number of rows alone. Indeed, expand 2 as a sum of products of v’s and
apply Proposition 3.6 with r among its prime parameters. Every anchor coefficient is a
monomial of pool primes, hence a unit at every prime w < 7w < V. A nonzero minor of two
templates is multiplied in the actual rows by smooth row and column factors, also units at
such 7, so its possible vanishing is covered by a fixed polynomial test. This bound uses the
average over 7.

The two prime branches. In the one-coordinate case the two branches have multipliers
p and g on u. In the two-coordinate case, first discard p = ¢. Since all remaining factors are
bounded by VO its contribution is at most

Om(1)
Vo) S AR | 2) < (1+0o(L)VOr D S prp)?> = ¥ g +olh) = o(l).
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For p # ¢, the multiplier is pql,,.,. Absorb it by (4.3), replacing 2z, by pgz,. The two

branch multipliers on (u,v) are then

(¢,p) and (p,q). (4.8)

Every surviving multiplicative mask is a bounded function of a scalar multiple of its original
monomial; its two copies can be combined into one mask on that same support.

For an invariant row the two scalar-changed arguments are a,lg(2) and aglr(2), after
absorption if necessary. Its new function is

fr(apt) fr(aqt)
Wr(t)

on the arguments actually used, and it is bounded by Wg(t). This formula records why
only one weight survives. It is extended elsewhere with the same bound. In particular,
in the two-coordinate case an invariant singleton on u acquires arguments gt and pt; the
weight originally evaluated at pqt equals Wr(t). Every noninvariant row instead gives two
functions, each with its original weight bound, on the two substituted rows.

t—

Preserving the row structure. The new templates are pairwise nonparallel. For
descendants of different old rows, a purported symbolic parallelity specializes at p = ¢ =1
to parallelity of the old rows, a contradiction. For the two descendants of one row, use the
exponent description of the substitution: a column is multiplied by p®, with e; € {0,1} or
{=1,0,1}. The p and g branches are parallel precisely when all e; on the row support are
equal. That is exactly the definition of an invariant row. The common column multiplication
by pgq in (4.8) is invertible over the rational function field and does not affect this argument.
The distinguished row is noninvariant: it contains both an affected and a differently affected
coordinate. Track a fixed one of its two copies. Its function is still g, and its support is
unchanged.

The new slots occur in at most one column per row, as is explicit in (4.8). Thus the
template invariant persists. Repeated prime entries and exact polynomial coincidences have
probability smaller than every fixed negative power of V. After absorption the integrands
are bounded by Vo) so these events can be deleted or reinstated at o(1) cost. The
reinstated substitution-form terms on p = ¢ have this same harmless bound; the larger,
pre-absorption diagonal was estimated separately above. Consequently fresh slots can always
be sampled independently. At the next step the entire existing tuple, including this step’s
p and ¢, is the shared outer tuple r. The deletion and reinstatement argument restores
its independent product law before that next step. Any temporarily retained prime-only
domain is covered by the restricted form of Proposition 3.6; the base variables and the
independently expanded divisor draws retain their original laws.

Each step removes one mask, uses one square, and at most doubles the number of rows.
There are gmasx masks and initially gmasi rows, giving at most K, rows. Iterating (4.7),
with its bounded prefactors and uniform errors, proves (4.5). Fixing the order of masks,
the choices of coordinates, and the tracked branch makes every template depend only on
m and J,. The original and intermediate correlations are bounded by constants, by the
same linear-forms estimates, so raising the inequalities to these fixed powers preserves o(1)
erTors. O

4.2 Directions with one vanishing row response

The product masks have been removed. To eliminate a nontarget row by Cauchy—Schwarz,
we need a translation that fixes that row and moves every other row, including the target.
We choose these translations so that all target responses are equal.
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Let R now denote the output family of Lemma 4.2, and let d = |R| — 1. For a nonzero
integer n, write |n|s, and |n|<,, for its rough and smooth parts, including multiplicity.

Lemma 4.3 (Polynomial directions and integer translations). For each R # * there is an
integer polynomial vector wgr such that

Arpwpr =0, Ajwg #0 (I # R).

There is also an integer polynomial vector wy with Aswg = 0 and Ajwy # 0 for I # . These
choices can be made from a finite list determined solely by the row templates. Set

dr = A,wg, D =[] dx. M(p) = M|D(D)|>w- (4.9)
R#x%

On the good prime tuples planned in Lemma 3.3, the vectors

Cq, ’LURJC Ca,
- voi = M—wy (4.10)
Ck

vgkr = M(p) o dn

belong to WZ™ and have sizes bounded by a fized power of Pl+ + V. Their responses satisfy
E*(UR) = M(p), ER(’UR) = 0, E*('U()) = 0. (4.11)

Every other response is nonzero. At primes w < w <V it is a unit unless a member of a
fized list of nonzero integer polynomials in the prime slots vanishes modulo .

Proof. Here is an explicit finite choice of a kernel vector. For a row Ag, choose a column j
with Ag ; # 0. The polynomial vectors

b = Arjer, — Arke; (k #7)

span its kernel over the rational function field. Enumerate them as by, ..., b,_2 and set
wr(t) = ZZZOQ t'by,. For I # R, the polynomial Ajwg(t) is not identically zero: otherwise
Aj would vanish on the kernel of Ar and hence be parallel to it. The product of these
polynomials has degree at most (|R|—1)(m—2) in t. At least one of the first (|R|—1)(m—2)+1
positive integers is therefore not a root over this field. Use the first such integer. This is a
deterministic choice, gives integer polynomial coordinates, and has every asserted nonzero
response. Applying the same construction to A, gives wy.

Include D, all nonzero response polynomials, and the required row minors in the finite
polynomial list used to choose M and the gap scales. There is no dependence on the
functions in this list. Delete tuples with a zero polynomial value or a repeated prime entry,
and tuples for which 7€ | D for some 7 < w. The deleted probability is o(1); the first two
parts even have superpolynomially small probability in V. Deletion at this point remains
legitimate for weighted expectations: for any product of distinct row weights its integral
over a prime-only domain F equals 2'P(E) + o(1), where ¢ is the number of weights, by
expansion and the restricted-domain assertion of Proposition 3.6. A domain of probability
o(1) therefore has o(1) weighted mass. We henceforth normalize the prime law on the
remaining good tuples, whose probability tends to one.

For integrality, write D = €SQ, where € € {—1,1}, S = |D|<y, and Q = |D|sy. On
the good tuples S | We =1, Since M/cy, is an integer divisible by We*1 the expression in
(4.10) can be written

M/cy, D
VREk = € Ca, WR k-
R, S ax WR dR
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All its factors are integers, and (M/cy)/S is divisible by W. The assertion for vy follows
directly from its formula. The degree and coefficient bounds for the polynomial vectors give
lwrk| + [vox] < (P + V)95 all the scales ¢ are at most M < V.

Direct substitution proves (4.11). More generally,

Ca, ATWR Ca.

lr(vr) = M(p) Ajwg.

, lr(vg) =M
Ca(r) AR 1(v0) Ca(I)

Outside primes dividing D(Ajwg), respectively Ajwy, the first, respectively second, expres-
sion is a unit at w < w < V. The smooth factors are units there. This proves both the
response claim and the finite-polynomial nature of all exceptional tests. ]

4.3 Additive elimination and removal of the remaining weights

Lemma 4.4 (Weighted additive elimination). With the rows, good-tuple law, and modulus
of Lemma 4.3, fix Jy € N and put

L(p) = Lfol\];(mJ : (4.12)

Independently conditional on the primes, let every u%, uk be uniform on [0, L(p)) NZ, for
R # x. Then
2d

Ep. [] f1lt1(2))

IeR

< Cp +o(1). (4.13)

Epew I[ 90 (MZ) +M(p) ) ui‘é’?‘)

we{0,1}4 R#x

The constants are independent of Jo; the error is for fixed Jy.

Proof. Weighted Cauchy—Schwarz will leave a cube of g, multiplied by retained row weights.
We first form that cube, then use the direction vy to remove the retained weights in a
weighted second moment.

Every interval in (4.12) has length dominating all fixed powers of V', uniformly over the
prime tuples. Indeed M (p) is bounded by a fixed power of Pl+ + V', whereas R dominates
all such powers. Insert independent uniform ugr on these intervals and translate

2 2+ Z VRUR.
R#x%

The translations are in WZ™. Their sizes are at most R(P;" + V)9n(1) and hence are
negligible at every pivot cutoff, even after multiplying the total-variation errors by VOm(1),
Lemma 3.1 therefore changes the average by o(1).

Eliminate the nondistinguished rows in a fixed order. At the step assigned to row R, all
its current copies are independent of ug, because ¢r(vr) = 0. Let Hyyy be their product,
and let Qr be the product of their bounds Wg. All other factors, including weights retained
at earlier steps, belong to Hiy,. With all variables other than up outside, the exact inequality
is

‘]EoutI{outEuRI_Iin‘2

S (EothR)E }%QRHIH(U%)HIH(U}%) (414)

out,u%,u

It follows by applying Cauchy—Schwarz with density Qg and using |Hout| < Qg. In particular,
the assigned functions disappear and their weights occur once, while every factor inside the
average is duplicated. All prime parameters remain outside throughout this procedure.
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We verify every use of Proposition 3.6 in (4.14). A current copy of a base row I has the
form

er(z) + Y li(vg)uly,
Q

where 7g is one of the already duplicated choices or the single current variable. Distinct
base rows are distinguished by their z-coefficient vectors. For two copies of the same row,
some duplicated coordinate () # I has different choices, and its response £;(vg) is nonzero.
Their difference therefore has a nonzero coefficient on an independent variable u% or uéz
Taking a minor with an anchor z-column proves pairwise independence at every relevant
prime outside the response-polynomial tests of Lemma 4.3. A row’s anchor coefficient is still
a monomial of pool primes, so each row is primitive at all w < 7 < V. Finally, conditional
on the primes the base variables are independent harmonic variables or independent interval
variables whose lengths dominate powers of V. Their joint residues modulo the product
of any fixed number of sampled divisors are uniform with error smaller than every fixed
negative power of V. These facts check primitivity, pair independence with polynomial
exceptions, and the sampling hypotheses. Expanding the weights now shows that every
prefactor in (4.14) is bounded by a constant depending only on the number of row copies.

After all d steps, the nondistinguished functions have disappeared. The remaining target
factor is

czu)= I[ o (axz) + M(p) Zu‘;f) .
wef{0,1}4 R

For each eliminated row I, there is one retained weight for each choice of the duplicated

variables in the directions R # I. Thus the retained product is

U(z,u) = H H Wi (51(2) + Z f[(vR)u%R) , (4.15)

I#x ne{0,1} AN\ {1} R#I

after identifying the nondistinguished rows with [d]. There are t = d2?~! weight factors.
Iteration has proved the left side of (4.13) is bounded by a constant times |[EGVU| + o(1).
It remains to justify replacing ¥ by 2! in this correlation; its mean alone would not
justify that replacement. Translate z once more by voug, with ug uniform on [0, R) NZ. The
sampling error is again o(1), and the target G is unchanged because ¢, (vg) = 0. Put

B(z,u) = H (1 + v, (f*(z) + M(p) Zu‘ff)) , H(z,u) = Eu,V(z + voug, u).
R

we{0,1}4

Then |G| < B. The same row check gives
EB =224+ 0(1), EBH =2""""4o(1), EBH?=2*%24(1). (4.16)

For completeness, in the last expression duplicate ug independently as u8, u(l). Copies from
distinct base rows are distinguished on z; copies from one base row and different old shift
choices are distinguished on an old uWR; copies with identical old choices but different wug
branches are distinguished by the nonzero response ¢7(vg). Target rows have distinct cube
shift choices and no ug response. All forms in every expanded moment are thus distinct and
satisfy exactly the primitivity and polynomial-minor conditions checked above. Expanding
each 1 + v and replacing every product of v’s by its main term 1 gives all three powers of 2
in (4.16).
Consequently
EB(H — 2% = o(1).
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Cauchy—Schwarz with density B now yields
IEG(H — 2Y)| < (EB)Y2(EB(H — 24)2)"/? = o(1).

This is the required weighted replacement. Combining it with the d inequalities (4.14) proves
(4.13). 0

4.4 A one-variable cube estimate

Proposition 4.5 (Uniform correlation test). For every m > 2 and every nonsingleton
target support Ji, the construction above determines a finite family of integer polynomial
templates D, with good prime-tuple laws, such that the following holds for every fixed master
chain and valid gap 1. There are an integer 1 < d < K, — 1, a constant Cy,, and 8 > 0, all
bounded in terms of m alone, for which

0

IC < o(1) + Cn (4.17)

Epyu [] 9+ (y +M(p) > (up — U%)>

wC[d] Rew

Here y has law p;,, , independently of the primes and shifts; the primes have the normalized
good-tuple law of Lemma 4.3; M (p) is given by (4.9); and the shifts have the conditional
laws in (4.12). One may take § = 2~ (@masktd) - The gap length Ry is divisible by every M (p)
that occurs.

The estimate is uniform over all the masks and functions in (4.1), including g., and
over each fized finite set of positive integers Jy. Neither d, Cy,, nor 6~' depends on N, on
the scales, or on the functions. The polynomial templates and direction choices are fixed
before M and the prime pools are chosen. In particular, the same tests can be used both for
a bounded error and for an error bounded by 1+ v,, .

Proof. Only the pushforward of the cube root remains after Lemmas 4.2 and 4.4. For fixed
primes and shifts, write

Y, =0(2) + M(p)> ul =kza, +h,  k=A.q,. (4.18)
R

The target support remains J,, so it contains some j < a,. The coefficient b = (¢j/cqa, ) Axj
is coprime to k: the prime slots in different columns are disjoint, their numerical entries
are distinct on the good tuples, and all scale ratios are w-smooth whereas all pool primes
exceed V > w. Also k is coprime to W and W | h.

Condition first on every z-variable except z,,. Put X = X;, and éw = ¢(W)/W.
Uniformly in the variables being conditioned on, one may take

0<h<H:=M®PH" Y X2 +dR/Jy

j<a*

for a fixed B,,. The logarithm of X dominates every fixed power of H + k + W, and in
particular H < X/2 eventually. The dilation and translation calculation of Lemma 3.1 gives

Lkza, + 1) = klyzp,  (mod k)ie, (AY) + Eny N EllTv = o(V™C) (4.19)

for every fixed C. More explicitly, the total-mass error is at most

O(log(zk) H Wk? )

—_— 4.20
log X X  IdwXlogX ( )
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To see this directly, let Z; be the normalizing constant of u;, so Z; < dy log X. The
exact image density is k/(Z;(y — h)) on [kX + h,kX? + h) in the class h (mod k), with
(y,W) = 1. The comparison density is k/(Z;y) on [X, X?) in the same class. The W-unit
restriction agrees because W | h and (k, W) = 1. On the intersection of the intervals the
relative discrepancy is at most H/X. Harmonic progression counting on the two remaining
boundary intervals gives a logarithmic main term O(8y log(2k)) and error O(Wk? /X ) before
normalization. This proves (4.20). All three terms are smaller than every fixed negative
power of V' by scale separation; the crude bound (51}/1 < W already suffices here.

Now condition on all remaining variables except z;. Since i; > [, Lemma 3.1 makes z;
uniform modulo k; its relative error is at most

Wk? c
0 ((5le] 10g Xl'j) N O(V )

for every fixed C'. The same holds for h = bz; + hg modulo k, because (b, k) = 1. Averaging
the density in (4.19) therefore gives

E.kly=h (mod k) = 1+ 0(V™C)

uniformly in y and in the conditioned primes and shifts. Thus the conditional law of Y,

after integrating all 2’s, differs from p;,, by o(V~=Y) in total mass, uniformly in the primes

and shifts. This argument also covers k = 1, when there is no residue condition to average.
Every remaining cube argument can be expressed using this root as

Yo+ M(p) 3 (uh - ).
Rew

There is no other z-dependent factor left. The product of target bounds is at most (1+ V)zd,
so the total-mass error just proved is still o(1) in the cube expectation. Substitution in
(4.13) and then (4.5) gives (4.17) with the stated exponent. All constants arise from fixed
counts of row weights and squares, hence depend only on m. At least one other row exists,
sod>1.

Finally, M (p) divides M|D(p)|, whose divisibility into R; was arranged in Lemma 3.3.
The finite template assertion follows from the deterministic mask and kernel-vector choices.
Every sampling estimate and every restricted linear-forms estimate used above was uniform
over the functions; taking the maximum of the errors over finitely many Jy’s proves the last
uniformity assertion. O

Remark 4.6 (Tests used in the next section). The base vertex in (4.17) is g« (y). All its other
vertices may therefore be regarded as inputs in a dual test

D(y) = Ep,ue(p) H he,p <y + M (p) Z(U}% - u%)) ;o el <1, ‘hw,p‘ <1l+v,,.
0#wC[d] Rew

In particular, choosing every hy,p = g« and e = 1 recovers its cube expectation as E,, g.D.
The enlarged test class, including independently chosen inputs and bounded prime-dependent
signs, is fixed without reference to a dense model. Proposition 4.5 itself asserts the inequality
for the repeated target function; the pseudorandomness of the enlarged test class is proved
in Section 5.
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5 Dense models and prediction

We prove Principle 2.3. The correlation estimate of Section 4 first allows the unbounded color
weights to be replaced by bounded functions. We then choose nilsequence approximations
at coarse scales. A Ramsey argument compares their projection energies with those at the
finer scales required by the correlation estimate. All analytic moduli in this last comparison
will be independent of the number of master indices.

Fix m. Choose an integer s > 3 such that

s+1>202%) -1 (5.1)

for every cube order d occurring in Proposition 4.5. The order bound in that Proposition
makes this a choice depending only on m. The later Cauchy—Schwarz argument will bound
a d-cube test by a subgroup norm of order k = 2%; concatenation then uses order 2k — 1,
whose inverse theorem gives nilsequences of step 2k — 2. Fix also the data n,r, x, B, A in
Principle 2.3. For the moment fix a master index count N and the parameters of Lemma 3.3;
only blocks with at most n members are used. For B =T U {i}, a € A, and ¢ € [r], write

v=vg, ) =Lopay=e:  PY) =vy)fy)

Here f is zero on nonpositive integers. All sufficiently large w make its positive color
arguments integral. We make two replacements, p — F — S. The bounded function F'
must approximate p against the cube tests from Section 4; the piecewise nilsequence .S must
additionally admit alignment at the coarse scale. The gap-energy comparison will make
these two demands compatible.

5.1 An algebra of dual tests

A cube type at B means one of the types supplied by Proposition 4.5, at a gap valid for
its chain. We also include, at every gap maxT < [ < i, the type of dimension s 4+ 1 with
modulus M and no prime variables. Fix an integer Jy > 1. For any one of these types put
M, = M (p) and

Lp = [Ri/(JoMp)].

9, u! are independent and

Primes have the good-tuple law of Proposition 4.5; the variables u j

uniform in [0, L,) N Z. Its dual tests are the real functions

D(y) = Ep,ue(p) H Jup |y + Mp Z(ujl - U?) ) le] <1, |gw,p| <l+4wv. (52)
FF#wC[d] JEw

The functions, as well as the bounded prime factor, may vary arbitrarily with w. The finitely
many cube templates and any fixed finite set of Jy values are included in each uniform
assertion below.

To construct F, we need more than a mean-one estimate for v. The next Lemma shows
that v — 1 is asymptotically orthogonal to the algebra generated by the dual tests, and
controls the tests sufficiently to replace them by bounded ones.

Lemma 5.1 (Dual-test pseudorandomness). For every fired b > 0 and dual tests Dy, ..., Dy
at the same block,

b
E,, (v — 1) [[ Dy = o(1) (5.3)
q=1
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uniformly over their inputs. The tests may use different permissible gaps and different cube
types. If d, bounds the dimensions of these types and A, = 22d*_1, then for every fixed
positive integer b,

E,(1+v)|DP <24° 4 o(1). (5.4)

For any fized K > Ay, replacing every test by its clipping to |[—K, K| changes it by o(1) in
every fized LP((1 + v)u;) norm, and (5.3) remains true for the clipped tests.

Proof. Expand the product using independent prime and shift replicas. In replica ¢, of
dimension d4; and modulus M, the nonroot rows are

Yow=y+ M, Z(U;j - Ug,j)7 T # w C ldg].

JEW
The root row is y. For a fixed nonempty w, choose integers ag, a1, . .., aq, such that
ap # 0, ao—i—Zaj:O, ao—l—Zaj;éO (W' # w).
JEW JEW!

Indeed, the hyperplane defined by the equality is not contained in any of the finitely
many hyperplanes excluded by the inequalities: their normal vectors (1,1,/) are pairwise
nonparallel. A rational point avoiding their intersections exists, and clearing denominators
gives the indicated integers. Insert a translation parameter for this row, acting by

1 1 ,
Yy — y +agMyv, Ug j > Ug j + aj0,

and leaving all other shift variables unchanged. It fixes the chosen row. Every other row in
its replica has a nonzero response, the root has response agM,, and a row in another replica
has the same nonzero response agM,.

These directions are compatible even when the gaps differ. Put Vg = 2 + M + [[per X, 5.
The shortest shift interval in each replica dominates every fixed power of V. The translation
parameters for replica ¢ may, for example, have lengths comparable to the square root of
its shortest shift length. Their lengths still dominate powers of Vp, whereas the resulting
displacements of its shifts are negligible relative to their intervals, even after multiplication
by any fixed power of Vp. The sum of the root displacements is likewise negligible at X;.
The parameters depend on the primes only through the lengths, which is permitted by
the uniform box version of Proposition 3.6. Thus inserting all these averaged translations
changes the original expression by o(1): use the crude bound 1 + v < 1+ [[,er X7 and
the translation estimates of Lemma 3.1. Fixed direction constants do not affect these
separations.

Eliminate the nonroot rows one at a time by the weighted Cauchy—Schwarz procedure of
Lemma 4.4. At the step assigned to a row, all its current copies are independent of that
row’s translation parameter. Bound those copies by their 1+ v weights and use their product
as the outside density. Squaring duplicates that row’s assigned translation parameter; all
other variables remain in the outside expectation, as in that procedure. Prime-only bounded
factors can be discarded outside the inner average. Every prefactor is bounded, and one
weight for each eliminated copy is retained in the final expression. The root, which is never
eliminated, contributes copies of (v — 1) indexed by all choices of the duplicated translation
parameters.

We verify the linear-forms hypotheses at every such application. Every form has coefficient
1 at y. Different base rows have distinct coeflicients on the original shifts. Copies of one base
row are distinguished by a duplicated direction with nonzero response; for an eliminated
row these are precisely directions other than its own. Root copies are distinguished because
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every inserted direction has nonzero root response. A distinguishing minor is a fixed nonzero
integer times a single replica modulus Mj; no difference of two moduli is required. At a rough
prime, its possible vanishing is therefore included among the polynomial exceptional tests
defining that modulus. Small-prime factors and fixed nonzero integer factors are covered
by the smooth modulus and, eventually, by W. All replicas use gaps after the common
tail T', so the multi-gap form of Proposition 3.6 applies with Vz. The arbitrary prime-only
restrictions in that Proposition include the separate good-tuple restrictions in each replica.

Expand the retained 1 + v weights and every root difference. Each resulting product
has the main term obtained by replacing each v by 1, with a uniform o(1) error. In that
substitution at least one root difference becomes zero. Thus the final Cauchy—Schwarz
expression is o(1), proving (5.3). When b = 0 this is simply Ev =1 4 o(1).

For the moment bound, Jensen’s inequality and independent replicas give

\”<]EH IT ¢ )

q=1 g#wC]| }

Include the root weight 1+ v(y) and expand. These rows are already distinct without the

additional translations. Proposition 3.6 gives 21+b(2'-1) 4 o(1), proving (5.4).
Let DIl = max(— K, min(K, D)). For integers b > p,

limsup E(1 + v)|D — DIEIP < 2P~ AL,
w—00
This estimate holds for every fixed b; sending b to infinity after the limit proves that the left
side is zero. Telescoping a fixed product and applying Hoélder’s inequality with respect to
(1 + v)p; now transfers (5.3) to clipped tests, since |[v — 1| < 14 v and all required fixed
moments are bounded. No moment order growing with w has been used. ]

We use the separation and polynomial-approximation proof of the dense model theorem
developed independently by Gowers [10, Section 4] and Reingold, Trevisan, Tulsiani and
Vadhan [28, Section 2]. The preceding Lemma supplies the pseudorandomness needed for
our particular weighted test class.

Proposition 5.2 (Bounded dense models). There are functions Fgq. : Z — [0,1] such
that, for every fized Jy and every dual test at B,

By (p = FB,a,e)D = o(1) (5.5)
uniformly over its inputs and over the finitely many master blocks, scale labels, and colors.

Proof. First fix a finite collection of Jy values, a positive desired error, and a common
clipping bound K from Lemma 5.1. The support of u; is finite. Let C be the closed
convex hull of the signed clipped tests, viewed as vectors on that support. It is compact
and lies in [—K, K] coordinatewise. The candidate models form the compact convex cube
F = [0, 1]3"PPHi_ Finite-dimensional minimax for the bilinear pairing gives

inf sup<p F, G> = Sup(<p, G> - <1a G+>)7 Gy = ma‘X(Ga 0)7
FeF gec Gec
because suppc (F, G) = (1,G4). Since 0 < p < v, the right-hand side is at most supg (v —
1,G4).
To bound it uniformly, approximate ¢ — max(t,0) on [— K, K] within § by a polynomial
P(t). Every fixed power of a convex combination of signed tests is a convex combination
of their signed products. Lemma 5.1, followed by continuity for the closed convex hull,
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therefore gives (v — 1, P(G)) = o(1) uniformly in G € C. The polynomial approximation
costs at most JE(1 + v) = 2§ + o(1). First take w — oo and then 6 — 0. Minimax produces
models with the desired error against the clipped tests; the clipping estimate gives the same
conclusion for the original tests, since |[p — F| < 1+ v.

Apply this argument successively to errors 1/q and Jy < ¢. For each fixed ¢ it works for
all sufficiently large w, uniformly over the finite master data. Choosing the stage ¢ = g(w)
to increase sufficiently slowly gives (5.5) for every fixed Jy. This diagonal choice is made
together with the fixed-template diagonal in Lemma 3.3; it asserts no estimate for an
arbitrary growing moment order. Extend the models outside the support of u; with values
in [0,1]. O

Here is the first consequence for a chain with a valid gap. In its weighted count, replace
one factor pp,a,.c(Ly), |J| > 2, by FB,a,c(Ly). The difference has target h = p — F, with
|h| < 14 vp; all other linear factors still satisfy the bounds required by Proposition 4.5. The
product masks and the center weights are retained. In the resulting cube, its nonroot copies
of h are admissible inputs in (5.2); its root pairing is therefore o(1) by (5.5). Equation 4.17
and a finite telescoping sum show that all nonsingleton color weights can be replaced by
their bounded models with total error o(1).

5.2 Nilsequence tests and nested projections

The bounded functions F' now replace the weighted color factors in the counts. Calibration
requires another comparison: p and F' must agree against bounded Lipschitz functions of the
eventual prediction S, so that small prediction values cannot carry much actual color mass.
We first establish this nilsequence testing property, using missing-corner reconstruction to
express the tests through the dual tests already controlled. We then choose coarse models
whose differences from F' have small projections at the finer chain scales. The next subsection
turns those projection bounds into counting estimates.

Lemma 5.3 (Testing piecewise nilsequences). Fiz B =T U {i} and a gap maxT < < i.
Let 8" be any family of bounded real piecewise nilsequences on intervals of length R; and
residues modulo M, of step at most s and bounded complexity in the sense of Definition 2.2.
Then

Ep(p — Frac)S' = o1). (5.6)
The assertion is uniform for each fized finite list of nilmanifolds and fized observable bounds.

Proof. Lemma 7.2, proved independently in Section 7, supplies a compact set of nilmanifold
cubes containing every linear orbit cube

k . .
(xw)wC[SJrl] = <9 +Z]€“’ v]l") ) k,vi,...,vs41 € Z.
wC[s+1]

On this set the nonroot vertices determine xy continuously. Its Stone—Weierstrass conse-
quence gives the following concrete input. For any accuracy 0 > 0, the observable at the
root is uniformly approximated by a finite sum

q
Z At H th,w (ﬁw)
t=1 DHAwC[s+1]

with |¢¢ | < 1. The same Lemma gives finitely many such recipes, with fixed total coefficient
bounds, for our finite nilmanifold list and uniformly bounded Lipschitz observables. The
recipes are valid for every g and z, so they can be used on all pieces even though the
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translating elements and base points are unrestricted. It remains to realize these recipes as
our dual tests and control the cubes that cross piece boundaries.

Use the extra dual test of dimension s 4+ 1, modulus M, and a fixed large Jy. If y is
farther than (s + 1)R;/Jp from the endpoints of its R; interval, all its cube vertices lie
in that interval and have the same residue modulo M. The recipe for that piece then
reconstructs S’(y). Recipes can be selected through the input functions of the dual test:
for a term belonging to recipe r, put in every nonroot input the indicator that its piece
selected r, multiplied by its single-vertex factor evaluated on that piece’s orbit. Sum over
the finite recipes and terms. On cubes staying in one piece this selects exactly its recipe.
Each resulting input is bounded by 1, and hence is allowed in (5.2).

We record the weighted boundary estimate needed for the discarded roots. If Ej is the
union of these boundary strips, then

By, (14 v5)1E, < Ou(Jg ) + o(1). (5.7)

For a fixed divisor draw ¢ = tp, divisibility by ¢ and coprimality to W are periodic
with period oW. This period is negligible compared with R;, uniformly in o < [[,cr sz.
Counting in each full R; interval shows that a union of end strips of relative length O4(.J 1)
has that proportion of its weighted mass, with relative error O(cW/R;). The harmonic
factor varies by o(1) within a cell, since R;/X; = o(1); the two partial cutoff cells have o(1)
mass by the same counting estimate. This proves the assertion for o1, u;, uniformly in o.
Average over o and also take o = 1 to obtain (5.7).

The recipe approximation costs O(9) against |p — F|u; < (1 + vp)p;. For fixed recipes
and Jy, Proposition 5.2 makes every dual pairing o(1). The terms outside the good roots are
bounded by a fixed constant (depending on the recipes) times the quantity in (5.7). First
fix sufficiently accurate recipes, then take Jy sufficiently large for those recipes, and finally
take w — oo. Since 0 was arbitrary, this proves (5.6). O

Use the fixed nonprincipal ultrafilter ¢ on the positive integers w. For each pivot i, form
the real Hilbert space of families of vectors in L?(y;) with uniformly bounded norms, with
pairing limy,(-, -), after quotienting out zero-norm families and completing. For I < 4, let N
be the closed span in this space of bounded-complexity piecewise step-at-most-s nilsequence
families on the R; intervals and residues modulo M. Complexity is allowed to vary from one
family to another but is bounded within a family. Denote the orthogonal projection by P; ;.

When [ < I’ < i, the divisibility R; | Ry aligns the smaller intervals with the larger ones.
Restricting an orbit to a smaller interval only changes its base point. Consequently

Ny € Nig, 1250 = Pipoll3 = |1 Prll3 — [ Piroll3. (5.8)

Products and Lipschitz real combinations of finitely many representing families remain
representing families, using product nilmanifolds. This includes clipping to [0, 1].

Lemma 5.4 (Ramsey selection of gap energies). For every € > 0, a master count N
depending only on n,r,|A|,e can be chosen so that there are indices

k1 <j1<ko<jo<---<ky<jn

and [0, 1]-valued piecewise models Sp o at pivot i = j, on intervals of length Ry, such that

19B,a.c = Pjuku FBacll2 < €. (5.9)
For a chain on the principal indices j1,. .., jn, let | be the padding index immediately before
its first pivot. At every block B =T U {j,} of the chain,

1P 1(FB.ae = SBac)ll2 < 2. (5.10)

The families S have bounded complexity after N and € are fixed.
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Proof. The energies HPi,lFTU{i},a,cH% lie in [0,1]. Color each ordered tuple consisting of
the increasing members of T, followed by [ and 4, by their bins of width £2, jointly for all
a, c. There are finitely many colors, with a bound independent of N. Apply finite Ramsey
successively for all tuple lengths 3,...,n + 1 to obtain a homogeneous set of size 2n. Label
it alternately by padding and principal indices as displayed.

At each selected block approximate its coarse projection by a finite linear combination
T" of representing families, to accuracy e. Its clipping S to [0, 1] is still a representing family.
Pointwise clipping decreases the distance to F € [0, 1]. Since both 77 and S lie in the coarse
subspace, orthogonality gives

|F = S|I3 = | F — PFI[3 + | PF - 5|3,

and the analogous identity for 7. Thus clipping also decreases the distance to PF, proving
(5.9). There are only finitely many selected blocks and labels, so their representing families
share a finite nilmanifold list and uniform observable bounds.

All tails of the chain precede its first pivot and hence precede [; also | < k, < j,. If
l < ky, the tuples (T,1,7,) and (T, ky, j,,) lie in the homogeneous set and have the same
color. Their energies differ by at most £2. Equation (5.8) bounds the distance between the
two projections by €. As S belongs to the coarse and hence the fine space, (5.10) follows by
the triangle inequality. The case [ = k,, follows directly from (5.9). O

5.3 Subgroup cubes and the inverse theorem

The energy selection makes F' — S have small projection onto the fine nilsequence space.
We must turn that conclusion into a small cube test in Proposition 4.5, with a threshold
independent of the master count N. Finite subgroup norms supply this link.

For a finite subgroup @ acting by measure-preserving transformations 7% on a probability
space X, and a real bounded function h, use the convention

t ‘ .
1912 ) = EocxBu,..oc0 HH h (TZM x) .
wCl|t

This is the usual subgroup Gowers seminorm; for complex functions the usual alternating
conjugations are inserted.

We use exactly two external inverse statements. First, the subgroup case of the finitary
qualitative Bessel inequality [34, Theorem 1.23] says that for each k there is a function
bi(d) — 0 as 0 | 0 such that

Ea,a’HhHUék—JrlQ (X) <d = EaHhHUC’ga(;\f) < bi(9), |h| < 1. (5.11)

« /

@

The bound is independent of the finite family, the group, and the probability system.
Finite subgroups are rank-zero coset progressions in that Theorem. Its dilations leave
them unchanged, and its multiset sum of two subgroups induces uniform measure on their
subgroup sum. The statement consequently has exactly the form (5.11). Rational probability
weights on indices are implemented by repetition of indices; arbitrary finite weights follow
by approximation. We choose b nondecreasing and enlarge its argument by a factor of two
to absorb the approximation slack; the resulting modulus, still denoted b, tends to zero.
Second, the Green—Tao—Ziegler inverse theorem, in its finite-list linear-nilsequence
formulation [17, Conjecture 1.2 and Theorem 1.3]|, with the correction [18], gives the
following statement. For each integer t > 2 and § > 0, a 1-bounded function on an integer
interval with U? norm at least § correlates by at least ¢;(6) > 0 with a sequence ®(g*x)

34



on a nilmanifold of step at most ¢ — 1. There is a finite list of such nilmanifolds, with
connected simply connected groups, from which the manifold is chosen; ||®||o < 1 and its
Lipschitz bound depend only on t,§. The cases t = 2,3 are the established lower-order
cases recalled in the Introduction of [17]; Theorem 1.3 supplies the higher orders. No bound
on g is asserted or needed. We use only this inverse conclusion, not the original auxiliary
Proposition 8.3 addressed by the erratum. The interval norm here is the normalized cube
mean with all vertices in the interval, equivalently the zero-extension norm divided by the
norm of the interval indicator in a sufficiently large auxiliary cyclic group.

Lemma 5.5 (From subgroup cubes to a fine nilsequence projection). Fix a cube type of
dimension d, a gap | < i, and Jy > 1. Assume 2(2¢) — 2 < 5. For every v > 0 there is
k = k(d, Jo,7) > 0, independent of the master count, the gap, the cutoffs, and the cell
probabilities, with the following property. If h : Z — [—1,1] is a family with | P; k|2 < &,
then

i | Bp o [T Byt Mp D (uj—uj) || <5+ Oaly ). (5.12)
wC[d] JEW
Here y ~ p;, and primes and shifts have the laws in (5.2). The constant in the last term
depends only on d.

Proof. We pass from the short increments to subgroup norms, combine the subgroups using
rough coprimality, and apply the inverse theorem in each cyclic cell. We keep the cell
probabilities throughout, so every threshold is independent of the number of cells and the
master count.

From short increments to subgroup norms. Discard the two partial R; intervals
at the ends of [X;, X?); their y; mass is o(1). Within every remaining interval and every
residue modulo M, harmonic measure differs from conditional uniform measure by relative
o(1), uniformly in the cell, because R;/X; = o(1). Only residues coprime to W occur, and
translation by M preserves them.

Write ¢ = R;/M. Each cell has exactly ¢; points. Give it its original probability,
normalized after discarding the partial cells, and identify its progression indices with
G; = 7Z/qZ. Their disjoint union, with these probabilities and conditional Haar measure in
each cell, is a finite probability system X;. Translation by 1 € G; means translation by M
with wrapping inside that cell. Replacing the original cube by this periodized cube costs
Oa(Jyh) + o(1): every vertex moves by at most dR;/Jy from its root, so only roots within
that distance of an interval endpoint can wrap. All functions in this argument are bounded
by 1.

For a prime tuple put

ap = Mp/M, @p = @G-
The divisibility provisions in Lemma 3.3 give ¢p | ¢;. Its subgroup has order ¢;/gp, while
Ly = |q1/(Jogp)| tends to infinity uniformly over the pool. The pushforward of a uniform
u € [0, Lp) to gpu € Qp has density at most 2.Jy relative to subgroup Haar measure. The
difference of two independent such variables has no larger density. Thus the d independent
increments of the periodized cube have joint density at most (2.Jo)¢ on Qg.

For completeness, this density can be removed with a bounded number of Cauchy—Schwarz
steps. Regard it as one factor, independent of the root, on Haar variables (z,v1,...,vq),
where € &} and v; € Qp. Insert one uniform subgroup direction translating the root alone;
the density is invariant in that direction. For each nonempty w C [d], choose j € w and
insert a direction

x— T%, vj —> v — a, a € Qp,
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which leaves that vertex fixed. These invariant changes of Haar variables commute. Successive
Cauchy—Schwarz inequalities outside the assigned direction discard first the density and
then each nonroot vertex function, including its copies from earlier steps. The root has
response a in every direction. After k = 1+ (2d -1) = 2d steps its retained copies are a
Haar subgroup k-cube. Taking the 2F-th root proves

|periodized cube at p| < CvaOHhHUSP(Xz)' (5.13)

The argument acts inside each cell and integrates its probability throughout; its constant is
independent of the number of cells.

Combining the subgroups. For independent tuples, Lemma 3.5, also after the good-
tuple restrictions, gives gcd(gp, ¢p) = 1 with probability 1 — o(1). On this event Bézout’s
identity implies Qp + @, = G;. Consequently

Ep,p’”hHUé’;;lQp/ (X)) < HhHUé’jfl(Xl) +o(1).

Together with (5.11) and (5.13), this says: for every v > 0 a bound on the global U? norm,
t = 2k — 1, sufficiently small in terms of d, Jy, v makes the periodized cube mean at most ~.
This assertion is uniform in all finite system data.

From the global norm to a nilsequence projection. We next show that a fixed
positive global norm forces a fixed positive fine projection. We first justify use of the interval
inverse theorem on one cyclic cell, without requiring the resulting nilsequence to be periodic.
Let v be 1-bounded on Z/qZ and extend it periodically to [0, K¢). For L = Kq define the
integer cube domain

Ap={(z,a1,...,a)) €Z 0 <z + > jewaj < L for every w C [t]}.

The 2¢-th power of the interval norm is the mean of the periodic cube product over Aj.
Averaging a parameter translate r € {0,...,q — 1}*! gives exactly the cyclic cube mean at
every parameter point. The discrepancy is therefore bounded by E,|(Ar +7) A Ar|/|AL.
For a vertex w, its displacement is 7o+ ¢, 7j < (t+1)(¢—1). The boundary discrepancy at
that vertex has size at most this quantity times 2L%: once that vertex and its ¢ neighboring
vertices are specified the integer cube is determined, and each neighbor has at most L
choices on the relevant side of the symmetric difference. Summing over vertices bounds the
numerator by O;(qL!). Nonnegative increments and root with total less than L already give
|AL| > (f:f) > L1 /(t +1)!. Thus, uniformly in ¢, K, v,

1P | Begicq) = I01Feqzsqz) + OUE™), (5.14)

This is an estimate for the powers of the norms.

If the cyclic norm is at least 0, choose a sufficiently large fixed K = K (t, ) in (5.14). The
interval norm is then at least 6/2. The inverse theorem gives a uniformly bounded complexity
correlator on those K periods. Splitting the correlation into its K period averages shows
that one period has correlation of at least the same modulus. Translating that period back
to [0, ¢) only replaces the nilsequence base point by a translate g/9z. It leaves its manifold,
step and observable bounds unchanged. We have proved a cyclic-to-interval correlation
statement on fixed representatives of Z/qZ; the correlator itself need not have period gq.

Now write the cell weights of A} as a¢. The exact identity

”hH%]él ) = 2 aclheltia)
c
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shows that, if the left-hand norm is at least d, cells with [|hc|yt(q,) > /2 have total

probability at least 42 /2. On each such cell choose its inverse-theorem correlator, rotate
its complex phase and take the real part so that its pairing with the real function h¢ is
positive. Put zero on the remaining cells. Every chosen sequence comes from the same finite
nilmanifold list and has the same uniform observable bounds. They form one permitted
real piecewise nilsequence family V' at gap [, with |V| < 1. Translating from conditional
uniform measure back to p; costs o(1). Thus along any set of w on which the global norm is
at least d,
(h, V) > 36% c1(8/4) + o(1).

The harmless smaller inverse threshold allows slack in all these inequalities. The step is at
most ¢ — 1 = 2(29) — 2 < s, so V represents an element of N;,. If the stated norm bound
holds on a set belonging to U, select the correlators there and set the family to zero on its
complement. Orthogonality and ||V||2 < 1 give the positive lower bound

|Piihllo > $6% ci(5/4).

Choose ¢ small enough that Bessel and (5.13) give the prescribed v, and choose x smaller
than the displayed positive projection bound. If the projection is less than k, the global norm
cannot exceed that threshold along Y. Restoring the periodization error proves (5.12). [

5.4 Completion of the Prediction Principle

Proof of Principle 2.3. Fix the data n,r, x, B, A, 7,1 of the Principle, with s = s(m) as in
(5.1). There are ¢, = 2™ —m — 1 nonsingleton factors in each count. We spell out the order
of choices before selecting master indices.

Choose a positive target cube error ¢ so small that

Cm(QC)Q <n/(2qm)

for every exponent and constant in Proposition 4.5. There are only finitely many orders and
exponent choices, all controlled by m; increasing the uniform constant if necessary makes
this one finite set of requirements. Choose a fixed Jy so large that every periodization term
Oa(Jy 1) in Lemma 5.5 is smaller than (. For the finitely many correlation-test types, apply
that Lemma with v = {, and choose

0<e<n, 2€<mdinm(d,Jg,C).

These choices depend on the requested tolerances and on m, and are independent of N.
Now choose N by Lemma 5.4, construct its arithmetic scales and dense models, and carry
out that Lemma. Restrict h;, X;,t; to the principal indices ji, ..., jn, relabel them by [n],
and set 0, = Ry,. The intervening padding gaps and Lemma 3.3 give all conditions in
Definition 2.1; the models S have exactly the pieces required by Definition 2.2.

For calibration at a selected block choose a Lipschitz function ¢ : [0, 1] — [0, 1] equal to
1 on [0,27] and to 0 on [37,1]. The bounded distribution replacement in Corollary 3.2 gives

Pr(X(hBatB) =, SB,a,c(tB) < 27') < Euipw(sB,a,c) + 0(1)'

The function v(.S) is a bounded-complexity coarse piecewise nilsequence. Lemma 5.3 replaces
p by F. In the Hilbert limit it also lies in the coarse subspace, so, writing P = P; ;, and
using (5.9),

(F,4(8)) = (PF,4(5)) < (S,9(5)) +& <37 +e.
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This is the first assertion of the Principle, since € < 7.

For the count comparison, fix a chain on the principal indices, b € B, and a color. Its
block scale bp, belongs to A, so all its models have already been constructed. As shown
after Proposition 5.2, telescope the nonsingleton color weights py(Ls) to Fy(Ly) at error
o(1), retaining the center weights v4(z4) and every product mask, including the singleton
masks.

Next telescope Fy(Ly) to Sy(Lys). Choose as fine gap the padding index immediately
before the chain’s first pivot. It is valid for every block of the chain. Each individual difference
has bounded target h = F,; — S4 € [—1,1], and (5.10) gives || P, ;h||2 < 2¢. All other factors,
including the unbounded center weights, still satisfy the bounds of Proposition 4.5. The
parameter choices and Lemma 5.5 bound its target cube mean by 2¢ in the ultrafilter limit.
Equation 4.17 therefore bounds each telescoping error by less than 7/(2¢y,). Summing the
finitely many differences gives a limit error at most 7/2 between the original count and

EzN®d MdU(z) H va(zq) H San(Ly(2)).
d

|J]>2

All factors except the center weights are now bounded by 1. The blocks of the chain are
disjoint. Corollary 3.2 thus replaces this last expectation, with error o(1), by

EU(2(t) [ Sawn(Ls(z®1),  2(t)a =tz
|J[>2

This proves the required count comparison with the stated tolerance 7. Every limit in this
construction may be taken along the same fixed ultrafilter I/, as allowed in Principle 2.3.
In particular the auxiliary € was chosen before the master Ramsey count N, whereas the
resulting model complexity was allowed to depend on all those fixed choices. The proof of
the Principle is complete. O

6 Removing rough progression steps

At an alignment pivot ¢, the input of a model has the form trt;, where the earlier variables
in t7 are temporarily fixed. Consequently, averaging ¢; samples only one progression of
step tr in the model input. We will need to remove the factors of this step while retaining
polynomial dependence on the factor being removed. The comparison proved here permits
the sampling box, residue and observable to depend arbitrarily on that factor. This last
uniformity is necessary because the actual pivot cell is determined only after sampling.

All nilmanifolds in this Section are quotients G /T, with G connected, simply connected
and nilpotent and I' a lattice. We fix rational coordinates on g = log G and a smooth
metric on the compact quotient. “Polynomial in logarithmic coordinates” means that the
coordinates of log P are ordinary real polynomials. Their degrees, but not their coefficients,
will be bounded. For a scalar a, write ||al/g/z = infrez|a — K|.

The orbit theory underlying this comparison begins with Leibman’s qualitative equidistri-
bution theorem [26]. We use the quantitative form of Green and Tao, with its multiparameter
correction, in the precise version stated next.

6.1 The corrected quantitative equidistribution input

A rational filtration is a finite decreasing sequence of connected rational subgroups G, =
(Gj)j>0 with Go = G1 = G and [G;,G;] € Gitj. A map on 74 is polynomial for this
filtration if every k-fold group difference takes values in Gi. Fix a rational Mal’cev basis
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adapted to the filtration. A horizontal character is a continuous homomorphism ¢ : G — R
such that {(I") C Z; its size is the norm of its integer coefficient vector on the horizontal
torus. In particular, characters of bounded size form a finite set.

Theorem 6.1 (Quantitative Leibman theorem, corrected box form). Fiz a rational filtered
nilmanifold as above, a number d of variables, and 0 < § < 1. There is a constant A,
depending only on these data, with the following property. If P : Z% — G is polynomial
for this filtration and (P(v)T')yeqo,.. . n—1}¢ is not -equidistributed, then there is a nonzero
horizontal character £ of size at most A such that, on writing

=gl ()-i3)

NMagllgz <A (1] > 0). (6.1)

one has

Here §-equidistribution means comparison with Haar probability to error at most § against
every observable of Lipschitz norm at most one. The constant A is independent of the
coefficients of P and of N.

The following consequence will be used. Fix also ¢,C,B,n > 0. Let Q C [-CZ, CZ]d be
an azis-parallel box with each side at least cZ, sampled at its integer points. If

EocoraeF(P@T) = [ Flzn  [Flup < B (62)

then, for sufficiently large Z, there is a nonzero horizontal character in a fixed finite list
such that, writing £(P(z)) = 32, 072" in ordinary monomials,

101llgjz < A2~ (|1] > 0). (6.3)

The list and A" depend only on the fized filtered nilmanifold, d, c,C, B,n. The same assertions
hold with the nilmanifold and its filtration chosen from a fized finite list.

The equal-side statement is the corrected version of [12, Theorem 8.6]; see the expanded
erratum [13, p. 3 and Section 3, arXiv:1311.6170v3]. The one-variable case is [12, The-
orem 2.9], which is unaffected by the correction. The published quantitative statement
bounds the rationality of the adapted basis by the reciprocal accuracy. Here the basis is
fixed; decreasing the accuracy below the reciprocal of its fixed rationality bound absorbs
that hypothesis into A. We use the equal-side case of Theorem 6.1 and now verify the stated
box consequence; no assertion about unrestricted unequal side lengths is needed.

Derivation of the box consequence. Normalize the observable by its Lipschitz bound. Choose
a small positive A\, depending only on d, ¢, C, B,n, and tile the integer box by cubes of
side [A\Z], leaving strips along its boundary. The strips contain at most an Og.(A + Z71)
fraction of its integer points. Choose A so that their contribution to (6.2) is less than 7/4.
Expressing the remaining average as a convex combination shows that one cube has Haar
discrepancy at least /2. Apply the equal-side case of Theorem 6.1 to P(a + v) on this
cube. Integer translations preserve filtered polynomiality because a group difference of a
translated map is the corresponding translate of its group difference.

There is a fixed bound Dg on the scalar degree. Multiply the resulting character by
(Dg!)¢. Indeed, on expanding the products (1), this multiplication clears every denominator,
so each ordinary monomial coefficient is an integer plus an error O(Z -l |): a coeflicient
of degree I receives contributions only from binomial degrees J > I, and Z~ 1/ < z-I11.
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Finally expand (z — a)”/. The translation has integer entries and |a| = O¢ 4(Z); hence its
integer coefficient contributions stay integral, while its errors at degree I are bounded by

Z ozV=hoz=Vh = o(z=1).

J>1
This proves (6.3). The bounded multiplication of the character still leaves a finite list. The
bound on the location of Q is used precisely in this last translation estimate. O

We explain why Theorem 6.1 applies to the logarithmic polynomials used below. Let
GU) be the lower central series, with G(!) = G, and suppose G has step at most s. For an
ordinary degree bound D > 1, put

Go=G, Gi=G0/PD (;>1). (6.4)

These are connected rational subgroups, the filtration ends after sD, and [i/D] + [j/D] >
[(i +7)/D] gives the bracket condition; the condition with ¢ = 0 follows because the lower
central subgroups are normal. If log P has ordinary total degree at most D, its coefficient
at a monomial of degree j belongs to g;, since g; = g for j < D.

Here is a direct verification of polynomiality, including the effect of noncommutativity.
Suppose the coefficient at degree j in A(x) = log Q(x) lies in g;45. An ordinary difference
A(x + h) — A(z) has its degree-j coefficient in gj; 441, because it arises from degrees at least
j + 1. Using the Baker-Campbell-Hausdorff (BCH) formula, expand

log(Q(x + h)Q(z)™') = BCH(A(z) + [A(z + h) — A(2)], —A(x)).

The terms containing no occurrence of A(x + h) — A(z) cancel, since BCH(A,—A) = 0.
Every remaining bracket contains at least one difference. Filtration indices add in brackets,
so its coefficient at degree j belongs to gj;x4+1. The BCH series is finite. Induction starting
at k = 0 proves that the k-fold group difference takes values in Gi. Its degree is bounded
in terms of s, D throughout. Thus arbitrary coefficients in a bounded-degree logarithmic
polynomial are allowed in Theorem 6.1, using the fixed filtration (6.4). The same argument
works with any fixed number of ordinary variables.

6.2 An interpolation fact with smooth denominators

The arithmetic reason that a rough step can be removed is the following fact. Its analytic
constants do not depend on the length of the progression. Rational denominators may
depend on that length, which is always fixed before taking the asymptotic limit.

Lemma 6.2 (Exact division after interpolation). Fiz e > 1, ¢ > e, and A > 0. For a fized
integer H > 2q + 2, let

t, =to+mz € [S,2S5), 0<z<H,

where m is a positive integer with all prime factors at most w, and ged(t,, W) =1 for every
z, with W =1[,<,, p. Suppose w,S — oo and Z/S* — oo for every fized a > 0. Let 6(z) be
a real polynomial such that deg(t50(z)) < q and

[£20(2)[r/z < A(S/2)° (0 <z <H). (6.5)

For all sufficiently large w there is a rational polynomial M(z), of degree at most q — e,
integral at every index 0 < z < H, such that

0(z) — M(z)| < C,AZ™° (0<z< H). (6.6)
Its coefficient denominators have only prime factors at most w. The constant in (6.6) is

independent of H. The threshold for w is permitted to depend on H.
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Proof. Write T'(z) = (to +mz)¢0(z) and € = A(S/Z)¢. Choose ¢+ 1 integer nodes 2o, . .., 24
in [0, H — 1] with pairwise successive gaps at least (H — 1)/(2q), for example the nearest
integers to j(H — 1)/q. Let n; be a nearest integer to 7'(z;), and let R be their degree-at-
most-¢ Lagrange interpolant. On rescaling the index interval to [0, 1], the interpolation
nodes remain separated by 1/(2¢). The Lagrange basis polynomials and all their coefficients
in the rescaled variable are therefore bounded in terms of ¢ alone. Since T already has
degree at most ¢, interpolation of the errors gives

sup |R(z) —T(z)| < Cge. (6.7)
0<z<H-1
There is a positive integer Dy, depending only on the chosen nodes, such that Dy R € Z[z].
One may take the product of the nonzero node differences occurring in the Lagrange
denominators. In particular, Dy is independent of w, tg, m and the polynomial coefficients.
Let a = —ty/m. The polynomial T" has a zero of multiplicity at least e at a. The
coeflicient bounds in the rescaled Lagrange formula give, for 0 < j <'e,
. . , q
IRY)(a)| = |(R - T)V(a)| < Cye(H — 1)~ (1 + H|“_1> < Cye(1+285)7.
On the other hand RY)(a) is rational with denominator dividing Dym9. We have m < S
because the progression lies in [S,25) and has at least two terms. Consequently a nonzero
such rational has absolute value at least D;IlS ~4. For fixed H, the displayed upper bound
is smaller than this number for large w, by the assumed domination of every power of S by
Z. Thus RY)(a) = 0 for all j < e, exactly. Polynomial division now gives

R(z) = (to + mz)°M(z), M € Q[z], deg M < q—e. (6.8)

In division by (t9 + mz)€, the only denominators introduced, besides those already dividing
Dy, come from its leading coefficient m®. All their prime factors are therefore at most w
once w exceeds the prime factors of the fixed integer Dyy.

For every integer z € [0,H — 1], (6.5) and (6.7) place R(z) within (Cy; + 1)e of an
integer. Since R(2) € Dj'Z, it is itself an integer for large w. Write M (z) = a. /b, in lowest
terms. Every prime factor of b, is at most w, whereas ged(t,, W) = 1. The integrality
of tM(z) = R(z) then forces b, = 1. Finally divide (6.7) by tS > S€¢. This yields (6.6)
with a constant depending on ¢ alone. Only the rational exactness steps, not this constant,
required a threshold depending on H. O

6.3 Uniform progression comparison

Call an integer w-smooth if all its prime factors are at most w. For a nonempty finite set A
we use [E 4 for normalized counting. The next Proposition compares two sampling laws for
the same polynomial family. Its joint polynomial dependence on ¢ and x is essential; the
box, residue class, and observable may be chosen separately for each t.

Proposition 6.3 (Removal of a rough step). Fiz G/T', a number d > 1 of spatial variables,
a degree bound D, and constants ¢,C, B > 0. Along an arbitrary sequence w — oo, let
L, S, Z satisfy

W | L, L isw-smoothy, S — oo, S/L—o0, Z/S*— oo for every fixreda > 0.
(6.9)
Fiz a residue v modulo L with ged(r,W) =1, and put T = [S,25) N (r + LZ). Let P,(x) be
G-valued, with logarithmic coordinates polynomial jointly in (t,x) € R x R? of total degree
at most D. These polynomials and their coefficients may change with w.
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For every n > 0, the proportion of t € T for which there exist a box Q C [-CZ,CZ]?
with all sides at least cZ, a vector b € Z2, and an observable F : G /T — C with | F||Lip < B,
such that

EpeonzeF(B(2)T) = Eyeonqyizs F(P(z)T)] = 1 (6.10)

tends to zero.

This conclusion holds for every sequence of the allowed data. In particular the exceptional
proportion is uniform over the polynomial coefficients, the residue r, and all the boxes, residue
vectors and observables in (6.10). The latter three may be chosen separately for every t
without any polynomial dependence. The same conclusion holds for a fized finite list of
nilmanifolds and fixed complexity bounds.

Proof. The induction will turn a discrepancy on G/I" into one on the kernel of a horizontal
character. To preserve polynomial dependence during this reduction, we work on long
progressions of exceptional values of ¢ with smooth difference. Interpolation on such a
progression will split the horizontal polynomial into an integer part and a slowly varying
error. We first specify the stronger progression assertion to which this dimension induction
applies.

A bad progression family consists of fixed bounds d, D, c,C, B,n > 0 and a fixed nilman-
ifold such that, for every prescribed integer H, there are sequences with w,S — oo and
Z/S* — oo for every fixed a, and progressions

t,=to+mz€[5,29), 0<z<H, misw-smooth, gecd(t,,W)=1, (6.11)

on which every index has a discrepancy at least 1 as in (6.10). Here the logarithms of P,(z)
need only be jointly polynomial in (z,z) with the fixed degree bound; the boxes, classes
and tests may vary with z. The sequences may depend on H. It is equivalent to ask for
arbitrarily large prescribed lengths: a longer progression can be restricted. We will prove
that no such family exists, by induction on dim G.

First, failure of the Proposition would produce such a family. Indeed, suppose the
proportion of bad values is at least @ > 0 along a subsequence. In the index coordinate
t = r + Lu, the set T is an integer interval of length tending to infinity. For prescribed
H, finite Szemerédi’s Theorem [33] supplies a fixed integer K = K(H, «) such that every
subset of [K]| of density at least /2 contains an H-term progression. Partition the index
interval into blocks of length K and discard its final incomplete block. Some full block has
bad density at least /2 for large w. Its bad progression has step jL with 1 < j < K. This
step is w-smooth once w > K. Joint polynomiality is preserved by the affine substitution
for t. Thus (6.11) holds for each fixed H.

We shall repeatedly thin a bad progression to one color in a finite coloring. Finite van
der Waerden’s Theorem [35] makes this legitimate: to obtain a length H of one color, start
with the fixed length prescribed by that Theorem for H and the number of colors. Under
z = a+ bu, the new step is bm; b is bounded in terms of the initial fixed length, so it remains
w-smooth for large w. The new step is still at most .S, and all scale and degree hypotheses
remain valid. A finite choice of group data can also be fixed: first pass to a subsequence
for each length, then choose one of the finitely many possibilities occurring for unbounded
lengths. Bounds in all these colorings will be independent of H.

For dimension zero the quotient is a point and every discrepancy is zero. Assume the
assertion has been proved in smaller dimension, and suppose that a bad progression family
on G/I" exists. For each z, at least one of its two samples has Haar discrepancy at least
n/2. Write its step as p, € {1,t,} and its residue representative as b, € {0,...,p, — 1}%.
Substitute 2 = p,v + b,. The resulting box lies in a fixed multiple of [—~Z/p., Z/p.]¢ and has

42



comparable sides. Its common scale tends to infinity. Theorem 6.1, with the fixed stretched
filtration (6.4), therefore gives a character from a fixed finite list. Thin to a common nonzero
character £, including the fixed denominator multiplication in that choice. Write

E(P:(x) = 0r(2)a’. (6.12)
I

The coefficients 07 are polynomials of bounded degree in z. The coefficient obstruction in
the v variables is

p!/ <J> bI0(2) < Aope/2)M (1] > 0), (6.13)
J>T1 1
> R/Z

where Ag is independent of H, z and of every polynomial coefficient.
We claim, descending through the positive spatial degrees, that there are rational
polynomials my(z) of bounded degree such that

mi(z) € Z, 07(z) —m(2)| < A1z (0<z<H, |I| >0), (6.14)

with smooth coefficient denominators and a constant Ay independent of H. Take H larger
than the finitely many degree requirements of Lemma 6.2; this does not restrict the arbitrarily
long progression assertion. Suppose higher degrees have already been treated and put e = ||.
Their integral parts in (6.13) contribute integers. Their error contribution has size at most

> pepllez V< C'(p. ) 2),
J>I

since p, < 28 = o(Z); here J > I means J > I and J # I. It follows that ||p50;(z)|lr/z <
C'(p,/Z)¢. If p, = t, this is already the needed bound. If p, = 1, multiplication by the
integer t¢ gives the same conclusion:

1£201(2)llr/z < C"(S/2)".

Lemma 6.2 gives m; and the claimed bound. There are only boundedly many spatial degrees
and coefficients, so the descending induction terminates with A; depending only on the fixed
data. The length-dependent thresholds for rational exactness can be met simultaneously.

The positive-degree coeflicients now have the required integer parts and small errors.
To obtain a bounded horizontal error on the whole box, we must also split the spatially
constant coeflicient. This requires a finite coloring argument. Let gg bound deg8y. Color
z by the interval containing {f(z)} in a partition of [0,1) into intervals of length less
than 27972, Thin to a long monochromatic progression and reparametrize it. On each
consecutive (go + 2)-term segment of the new progression,

A G (2)] = —A"TH{Bo(2)}

is an integer of absolute value less than one: the constant part of the common fractional-part

interval cancels, and the sum of the absolute difference coefficients is 290+, It is therefore

zero. Newton interpolation, or induction using this difference identity, shows that a rational

polynomial mg(z) of degree at most gy agrees with |6y(z)] on the whole new progression. Its

Newton coefficients are integer differences; hence its ordinary coefficient denominators divide

qo!. All previously constructed m; retain (6.14) after the same affine reparametrization.
Set

m,(z) = Zml(z)xl, ay(x) = &(P.(z)) — my(z). (6.15)
I
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For integer z in the progression, m, has integer coefficients as a polynomial in z. By (6.14),
its error satisfies, throughout [-CZ, CZ]%,

jaz(2)] < C1,|0z;a:(2)| < C1/Z (1 <] <d), (6.16)

where C is independent of H. To see this explicitly, the constant term lies in [0, 1), and
an error coefficient at degree e contributes at most A1 Z¢(CZ)¢ to the first bound and at
most eA1 Z~¢(CZ)*"! to a derivative. Only boundedly many monomials occur.

Choose a rational vector V € g with {(expV) = 1. Such a vector exists because a
nonzero horizontal character has nonzero rational differential. There is a fixed positive
integer K with exp(KV) € I'. For completeness, the Mal’cev coordinates of exp(tV') are
rational polynomials in ¢ with zero constant term, by the finite BCH formula. Taking K
divisible by their finitely many denominators makes these coordinates integral, which places
exp(KV) in the lattice. All choices depend only on the fixed character and rational group
data.

Put H¢ = ker § and

Q. (z) = exp(—a;(z)V)P,(z) exp(—m,(z)V). (6.17)
Then £(Q.(x)) = 0 identically, for real (z,z), and
P,(z) = exp(a,(2)V)Q:(x) exp(m,(x)V). (6.18)

The group H¢ is connected and simply connected: the exponential map identifies it with the
kernel of the linear differential of {. That kernel is rational, so H is a rational subgroup
of dimension dim G — 1. Formula (6.17) and the finite BCH formula show that log Q. (x)
is jointly polynomial in (z,z) with a degree bound depending only on the old degree and
nilpotence step. No bound on its coefficients is needed.

The polynomial now takes values in a smaller group. To apply the induction hypothesis,
we must also express both sampling laws and their test functions on a fixed compact
quotient of H. Partition each test box into a bounded number of rectangular subboxes,
each of side between A\cZ/2 and 2ACZ, where the sufficiently small constant A > 0 is
chosen below. For example divide each side into the same sufficiently large fixed number of
intervals. On a subbox choose a point z, and replace the left factor exp(a.(z)V') in (6.18)
by £, . = exp(a.(x.)V). The error in the test is at most CyA: the derivative estimate (6.16)
bounds the change in a,, and the action map on the product of a fixed compact subset of G
and G/T" has bounded derivative. The constant C5 depends on the original Lipschitz bound,
but not on H, z or the choice of subbox. Choose A so that twice this error is less than 7/8.

Split each subbox further according to x mod K. At a fixed z and residue vector u, the
integer polynomial m,(z) has a fixed value j mod K, and hence

exp(m(x)V)I' = o;T, oj =exp(jV), 0<j<K.
The resulting test on the smaller group is
h(He N UjFJ{l) — F, (L, +ho;T). (6.19)

The intersection is a lattice in H¢: conjugation by rational o; preserves the rational structure,
and a connected rational subgroup meets a rational lattice in a lattice. This can also be
seen by taking a rational Mal’cev basis of the subgroup and clearing the finite coordinate
denominators. The displayed map from its compact quotient to G/T" is smooth. Since there
are only finitely many j and ¢, , lies in a fixed compact set, all the tests (6.19) have one
uniform Lipschitz bound.
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We justify the sampling weights in this splitting. For an interval of length comparable
to Z and any residue modulo g, its count is its length divided by ¢, with error at most two.
Multiplying this formula over the fixed number of coordinates shows that the normalized
weights of the boundedly many subboxes under the unrestricted and step-t, samples differ
in total by O(t,/Z). For w > K, ged(t,, K) = 1. Thus both samples assign weight
K=+ O(K%,/Z) to each K-residue vector inside a subbox: in the step-t, coordinate,
reduction modulo K is a bijection. The total difference of the weights of all the pieces is
consequently o(1), uniformly in z and in the box endpoints.

After freezing, the original discrepancy is still at least 7r/8. Write the two averages as
convex combinations over these pieces and replace one set of combination weights by the
other. The error is o(1) times the uniform supremum bound on the tests. It follows from
the triangle inequality that at least one piece has a conditional discrepancy at least n/2,
for large w. This lower bound does not depend on the number of pieces: it follows from a
convex combination, not from an unnormalized sum.

For each z choose such a piece. Its subbox and frozen observable may vary arbitrarily
with z, as allowed in the induction assertion. Thin once more to make its residue vector
u mod K and its coset index j common. In this subbox substitute x = v + Ky, taking
u € {0,...,K —1}%. The unrestricted sample becomes all integer y in a box of side
comparable to Z/K, within a fixed multiple of that scale. The step-t, sample becomes one
residue vector modulo t,, because K is invertible modulo ¢,. The new map Q. (u + Kvy) is
still jointly logarithmically polynomial, and Z/K still dominates every fixed power of S. We
have therefore obtained a bad progression family on

Hg/(Hf N UjPO'j_l)

of strictly smaller dimension.

All the new degree, box, observable and discrepancy bounds are independent of the
progression length. Characters, rational directions, residue vectors and cosets range over fixed
finite lists; as explained at the start, one such quotient works for unbounded lengths. The
sole length-dependent quantities were interpolation denominators and asymptotic thresholds.
Those denominators enter only the unrestricted coefficients of the kernel polynomial. At
every retained integer index its spatial integer part has integer coefficients, so the fixed
residue splitting and the finite list of quotient lattices are unchanged. This contradicts the
induction hypothesis and proves that bad progression families do not exist. Failure of the
Proposition produced precisely such a family, so the Proposition follows, with the uniformity
asserted in its statement. O

6.4 Residual steps and conditional sampling

We record explicitly the form needed when the step being removed is one factor of a larger
product. This separates the polynomial requirement from the arbitrary choice of actual
sampling box.

Corollary 6.4 (Removing one factor while retaining the others). In Proposition 6.3, let
q be another positive integer, fixed while t varies but permitted to change with w. Let
a€{0,...,q— 1}d also be independent of t. Suppose the spatial boxes have common scale
Zy, with Zy/q dominating every fixed power of S. Suppose log Pi(a + qy) is polynomial
jointly in (t,y) with fized degree bound, and the normalized bozes lie in fixred multiples of
[—Z0/q, Zo/q)* with comparable sides. Then, outside an exceptional proportion tending to
zero, averaging Py over the class a + qZ% agrees to any prescribed accuracy with averaging
over any compatible class modulo qt, with the same uniformities in boxes and tests. No
coprimality between q and t is assumed.
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Proof. Write the finer class as b+ qtZ? with b= a (mod q). Under x = a + qy, its condition
is exactly

y=(b—a)/q (modt).

This identity does not use invertibility of either factor. Apply Proposition 6.3 to the
normalized polynomial and the scale Zy/q. Its uniformity permits arbitrary compatible b
and arbitrary endpoints of the normalized boxes. O

In applying Corollary 6.4, the retained residue class must be chosen independently of the
factor being removed. Section 8 verifies this condition for each factor of the tail product.

Finally, uniformity over additional conditioned parameters has a precise probabilistic
consequence. Suppose k factors range in fixed dyadic intervals and smooth residue classes,
and let v be the product of their normalized uniform laws. Suppose a conditional law u
satisfies u < Cyv, with fixed Cy. If, for every choice of the other k—1 factors, the exceptional
proportion for removing the remaining factor is at most €, — 0, then Fubini’s Theorem
gives v(Ey) < ¢, and hence

k
12 (U Eg) < Cgkﬁw = 0(1).

/=1

The uniform bound €, follows from Proposition 6.3: otherwise choices of the additional
parameters with exceptional proportion bounded below would themselves form a violating
sequence of permitted data. This gives the conditional form of the progression comparison
used in Section 8.

7 Local cube laws and lifts of face symmetries

The comparison from Section 6 will give symmetries of individual marginals of a joint
nilmanifold-valued state. We need to act on the joint state even when those symmetries do
not preserve its other marginals. The purpose of this Section is to construct such actions on
a universal cover. Their nilpotence class, rather than the dimension of the cover, is what
will control the finite recurrence argument. For the cube formalism in higher-order ergodic
theory, see [24]. We prove the algebraic and lifting statements in the precise forms used
here.

Throughout this Section, a rational subgroup of a connected simply connected nilpotent
Lie group means a connected subgroup whose Lie algebra is rational for the rational structure
determined by the specified lattice. We use the basic rational Lie theory of nilmanifolds: such
a subgroup is closed, its lattice intersection is cocompact, and its orbit in the nilmanifold is
an embedded compact homogeneous space. A rational element is an element with rational
logarithm in this structure. Conjugation by a rational element preserves the rational
structure. For these rational-coordinate facts and the periodicity of rational polynomial
sequences, see [12, Section 2 and Appendix A]. All filtrations below have connected rational
terms and satisfy

Hy=Hy =HD>HyD---2H; 2 Hygp = {1}, [H;, Hj] € Hyyj. (7.1)

Terms beyond s are trivial. We write h; = log H;. In particular H has nilpotence class at
most s.
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7.1 Upper-face groups and the missing corner

For g > 0, identify the vertices of a g-cube with subsets of [¢]. For D C [q], let gp be the
group-valued array equal to g at vertices containing D, and equal to the identity elsewhere.
The case D = @ is the constant array. Define

C%(H,) = HK%(H,) = <gD : DClgl, g€ H|D|> C o1}
For ¢ = 0 this is H.

Lemma 7.1 (Upper-face coordinates). The group C%4(H,) is connected, simply connected,
and rational. Order the subsets of [q] by increasing cardinality, breaking ties in any fized
way. FEvery element of C1(H,s) has a unique expression

H (gD)D7 gp € H\D|7 (72)
DClq]

in this order; the map from the face coefficients to the array is a diffeomorphism. An array
in this group which is the identity except possibly at the all-ones vertex has its remaining
entry in Hy. The group is invariant under permutations and reflections of cube coordinates.
IfT is a lattice in H, its image in (H/T)%1 is compact.

Proof. For X € bhp| write Xp for the corresponding face array. The Boolean monomials
[I;ep €j are linearly independent, so

/= P bip [] &
DC|q]

Jj€D

is a direct sum of vector spaces. The entrywise Lie bracket satisfies [Xp, Yg] = [X,Y]puE.
The filtration places this bracket in the summand indexed by D U E. This remains true
when a set is empty, because Hy = H; and the filtration is decreasing. Thus ¢? is a rational
Lie subalgebra.

Every suffix in the chosen order of summands is an ideal: a bracket with a summand
indexed by FE stays at F or moves to a strictly larger set. Successively passing to the
quotients by these suffix ideals gives (7.2). Equivalently, the coefficient at E is recovered
from the entry at vertex E after the coefficients at proper subsets of E have been removed.
This also proves uniqueness and smoothness of the inverse. The connected subgroup with Lie
algebra ¢? is closed and simply connected, as follows from the exponential diffeomorphism
for a simply connected nilpotent group. It is exactly the group generated by the faces.

The same recovery at successive vertices proves the assertion about an array supported at
the top vertex. Reflecting a coordinate replaces e; by 1 —e;. The resulting face indicator is a
linear combination of upper-face indicators of no greater cardinality; the decreasing filtration
therefore preserves ¢4, and hence its exponential group. Permutations are immediate. Finally
rationality gives a cocompact lattice C4(H,) NI{%1} 5o the indicated image is compact. [

We will also use the following explicit rational filtration on the cube group:

= D buaxiopy |1 € i>0. (7.3)
DClq]

JjeD

It has C{ = C] = C(H,) and degree at most s. Indeed the bracket of its D and E
summands lies at filtration level at least both ¢+ j and |[D U E|. Thus it satisfies the required
bracket inclusions.
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The following missing-corner constraint and its coordinate-product consequence appear
in [14, Proposition 11.5, proof of Proposition 11.2, and Appendix E]. We give the face-
coordinate proof, including the uniform approximation over bounded observable families
needed in Section 5.

Lemma 7.2 (Continuous missing-corner reconstruction). Let G be a connected simply
connected nilpotent Lie group of step at most s, and let I' be a lattice in G. Equip G with
its lower central filtration, with Go = G1 = G. In dimension s + 1, any 2571 — 1 vertices of
a cube in the image of C*T1(G,) determine the last vertex uniquely and continuously on the
set of admissible partial cubes. Linear orbit cubes

(gbo+Zj§ ejbj$)e
belong to this compact cube set.

Consequently, for every e > 0 and every bounded Lipschitz observable F on G /T, its
value at the missing vertex is uniformly within € of a finite sum of products of bounded
continuous functions of the other individual vertices. Those individual functions may be
taken Lipschitz and bounded by one, with scalar coefficients outside the products. For a
fized finite list of nilmanifolds and fixed bounds on ||F ||~ and Lip(F), finitely many such
approzimation recipes suffice at each accuracy.

Proof. Reflect the missing vertex to the all-ones vertex. If two group cubes a,b € C**1(G,)
agree modulo I' at all other vertices, then z = a~'b is a group cube whose entries at all
proper subsets of [s + 1] belong to I'. Recover its face coefficients by (7.2). Inductively the
coefficient at a proper subset F lies in I', because its value is the entry at £ multiplied by
inverses of previously recovered lattice elements. The top coefficient belongs to Gs+1 = {1}.
The top entry of z is therefore also a product of lattice elements. The original two top
vertices agree modulo T'.

The deletion map from the compact cube set to the space of partial cubes is now a
continuous injection into a Hausdorff space. It is a homeomorphism onto its image, proving
continuity of reconstruction. For a representative o € G of x, the displayed linear cube
is represented by the product of the constant arrays ¢% and x(, with the codimension-one
arrays g% between them. It therefore lies in the cube group.

On the compact image of the deletion map, products of continuous functions of individual
coordinates form an algebra containing constants and separating points. Stone—Weierstrass
approximates the reconstructed observable by finite sums from this algebra. Lipschitz
functions are dense in the continuous functions on each compact nilmanifold, so the factors
can be made Lipschitz and then normalized to have sup norm at most one. Finally the family
of observables with the prescribed sup and Lipschitz bounds is compact in the uniform norm.
A finite uniform net, followed by the construction for each member of that net, proves the
last assertion. O

7.2 Adapted factorization on a sequence of scales

The lifting argument will use face information in every dimension through s+ 1. We therefore
need one rational filtration whose cube groups describe all these local laws, together with
the point law. To obtain it, we first factor the orbit. The left factor will vary on the
scale of the full interval, the right factor will be periodic modulo the lattice, and the
remaining factor will lie in a fixed rational subgroup. Its Taylor coeflicients will satisfy the
irrationality conditions that give equidistribution in all the associated cube groups. The
smooth—equidistributed—periodic decomposition of Green and Tao [12, Theorem 1.19] was
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refined using Taylor-coefficient irrationality and filtration descent in [16, Definitions A.5-A.6
and Lemma 2.9]. We prove the sequential limiting form needed for the joint cube laws.
A polynomial P : R — H is adapted to H, if

log P(b) = > b Uj, Uj €b;.
j=0

This definition is unchanged on passing from monomials to binomial polynomials. Products
and inverses of adapted polynomials are adapted: in the finite Baker—Campbell-Hausdorff
expansion, a term of polynomial degree j belongs to h;. Terms of degree above s vanish.
Constant factors cause no difficulty, since Hy normalizes every level. This definition implies
polynomiality by group differences, as required in Theorem 6.1. More explicitly, suppose
the coefficient of degree j in log R(b) lies in h;1,. Give a formal shift ¢ degree one as well.
BCH shows that every coefficient of total degree j + k in log(R(b+ t)R(b) ™) lies in b4 jt0;
brackets of two terms can only increase this filtration index. The expression is zero at ¢t = 0,
so every surviving monomial uses at least one power of t. For each fixed t, its degree-j
coefficient in b therefore belongs to h;1,41. Iterating from v = 0 puts every k-fold difference
in Hy. The same argument works with total degree in several variables.

Lemma 7.3 (Taylor coordinates and finite descent). Fiz a connected simply connected
nilpotent group K, a lattice A, and a rational filtration K, satisfying (7.1). Let L — oo along
any sequence, and let Pr be arbitrary adapted polynomials. After passing to a subsequence
there exist a fized rational filtration He with H; C K;, a positive integer dy, rational elements
00y ---,0d,—1 of K, and factorizations

PLOA = QLB Qud) = [[aV), ajr e 1, (7.4)

such that the following hold.

1. The maps B — hr(LB) converge locally uniformly on R to a smooth map h : R — K.
They and their first derivatives are bounded on every fized compact interval, uniformly in

L.
2. For integer b, vr,(b)A = 0b mod dy -

3. If1<j<sand&:Hj— R isanonzero rational homomorphism annihilating H;y1 and
every [Hi, Hj_;], 1 < i < j, then

LI)\€(aj1) rjz — oo (7.5)

Here rational homomorphisms include all nonzero rational multiples of one another. No
boundedness of the Taylor coefficients a; 1, is asserted or required.

Proof. We first justify Taylor coordinates. For any adapted R write ag = R(0) and remove
this constant on the left. Suppose that, after removing the factors of orders below j, the
remaining adapted polynomial R; is the identity at 0,...,j — 1. The jth forward difference
of log R; at zero equals log R;(j): all its other evaluated terms vanish. Terms of degree
less than j in the logarithm make no contribution, and all terms of degree at least j have

b
coefficients in bh;. Thus a; = R;(j) € H;. Multiplication on the left by aj_(j) leaves an
adapted polynomial vanishing at the first j + 1 integers. After order s, its logarithm has
degree at most s and s + 1 zeros, so it is identically zero. This proves the ordered Taylor
representation.
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Choose Ap, € A so that ¢, = Pr(0)\ lies in a fixed compact set of representatives.
Normalize by Rp(b) = ¢;'Pr(b)Ar. Tt is adapted, has constant term the identity, and
Pr(b)A = cL R, (b)A. Adaptation is preserved here either by the preceding BCH observation,
or by noting that conjugation by A preserves all terms of K,.

We describe one descent step for a fixed current rational filtration He and a normalized
adapted polynomial with Taylor coefficients a; . If (7.5) fails, fix one of its characters £
and pass to a subsequence on which

Elajr) =mp+ X,  myp€Z, I\ < CL.
Choose a fixed rational V' € b; with {(exp V') = 1. Replace the polynomial Ry, by

R(b) = exp(=AL (V) Re(b) exp(—mz () V). (7.6)

It remains adapted to the old filtration. Its Taylor coefficients of orders less than j are
unchanged, since both multipliers are the identity at 0,...,7 —1. Modulo Hj, the order-j
coefficient is the old coefficient with the two displayed corrections. To verify this even in the
presence of lower Taylor factors, commute those factors past the left correction at b = j; the
commutators lie in [H, H;] C Hj;1. Its &-value is consequently —\; + &(aj) —mp = 0.

Replace H; by H; Nker§ and leave all other positive levels unchanged. When j =1
replace Hy by the same kernel. The kernel is a connected rational subgroup, since in
exponential coordinates it is the kernel of a rational linear form. Nesting is preserved
because ¢ kills H;,1. A bracket inclusion whose target is the changed level is preserved
because ¢ kills each [H;, Hj—;]. Inclusions whose target has larger index already land in
Hj 1, and the other inclusions are unchanged or have a smaller source. Thus this is again
a filtration. The Taylor calculation shows that R} is adapted to it. In the case j =1, all
higher coefficients already belong to Hs, so its entire image lies in the new H.

The removed factors give

Ry (b) = exp(A, () V) R (b) exp(my () V).

The left factor is bounded and has derivative O(L™!) on every interval |b| < AL, with
constants allowed to depend on A,C,V. The right factor is an integer power of the
fixed rational element exp V' at integer inputs. Repeating the procedure strictly reduces

;_,dim H; at every step. It therefore terminates after finitely many steps. If any fixed
rational level character still failed (7.5) on the final subsequence, the same operation would
give another strict reduction. Hence all the asserted character limits hold.

There is no conjugation of accumulated smooth factors by rational factors in this
procedure: from P = €1 Ry, and Ry = e2Ra7yo one gets P = (e1€2) Ra(v2y1). Thus Ay is the
product of ¢z, and finitely many of the bounded smooth factors just described. Pass to a
subsequence on which ¢y, converges and every bounded scalar L’ A} converges. Since L= (Lf )

converges with all derivatives on compact sets to 37 /4!, this gives the first conclusion.

For completeness, the right factors have a common bounded period modulo A, even
though the integers m need not be bounded. Finitely many fixed rational elements, together
with a finite generating set of A, generate a discrete group A’ containing A. Here is the
denominator argument. Collect a word into integer powers of the finitely many generator
and iterated-commutator types of length at most the nilpotence class. Collection terminates
because a commutation error has strictly greater commutator length. The logarithms of
these finitely many types have rational coordinates. Applying the finite BCH formula to
their ordered powers bounds every coordinate denominator by one fixed integer, independent
of the word and its integer exponents. This proves discreteness. A compact fundamental set
for A then shows that [A’: A] < occ.

50



The normal core A” = (e gAg™" has finite index in A’, so A’/A” is a finite group. Let
a be a common multiple of its element orders. Each (?) modulo a has a fixed period, for

example as! for 0 < j < s: Vandermonde’s identity shows that (bJrjaS!) — (;’) is divisible by
a. Consequently every accumulated right factor is periodic in this finite quotient with one
common period dy. There are only finitely many possible maps from its residue classes to
A’ /A". Pass to a subsequence on which this map is fixed and choose rational representatives
o,. This gives the second conclusion and completes the proof. O

7.3 The joint local point and cube laws

The factorization has fixed a subgroup, a filtration, and a finite period. We now identify the
distribution of the remaining factor and its cubes. The key step is to detect any horizontal
obstruction in a cube group in one of the Taylor coefficients controlled above.

For a rational element o € K, put

I, =HnNoAo !, T4 = C1(H,) N (Ao )01,

These are lattices in their respective groups. By Haar measure on hHoA/A we mean the
image of invariant probability on H/T', under y — hyoA. Use the analogous convention for
cube cosets.

Proposition 7.4 (Simultaneous local cube law). Under the hypotheses of Lemma 7.3, retain
the subsequence and its data. Define probability measures

m[ﬁq}r = Haar image on h(B)38C9(H,)od2s A10L /A0, (7.7)
The empirical point laws satisfy

1 1 %l [0]
m Z 5PL(b)A :% 7;)/0 mﬁvrd,B. (78)

0<b<|L]

For every fized cube dimension q, every 5 € (0, 1), every residue r mod dy, and every bounded
Lipschitz test F on (K/A){017

q
limlimsup [E ) 1¢(8.5+0), bo=r (o) F((Prlbo+ D ejbj)A)e) — / de[ﬁq}r =0. (7.9)
A0 Looo | 4, /Le(0,a), b;=0 (do), 1<j<q =

The inputs in this average are independent and uniform on the specified integer progressions.
The same assertion holds for boxes with side lengths between cal and CalL, whose base
coordinates are within CalL of BL and whose increments have absolute value at most Call,
where ¢, C' > 0 are fized before either limit. For fized bounds the assertions are uniform over
the tests and these boxes. In particular, arbitrary fized-modulus progression restrictions are
permitted if the base has residue r and all increments have residue zero modulo dy. Every
progression modulus is fixed before the length limit, which always precedes the locality limit.
The same factorization supplies these conclusions for every fized q.

Proof. We first prove equidistribution before inserting the smooth factor. Fix ¢, and
abbreviate C' = CY(H,). The cube polynomial

Qr(b) = (Qr(bo + X7 ejb))),
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takes values in C. To see this and record the needed coefficient information, expand

(bo + 221 €jbj> S (H ej)F&D(b). (7.10)

DClq] jeD

Each Fy p has degree at most £, and every one of its monomials uses exactly the increment
variables indexed by D, each with positive exponent. In particular it vanishes for |D| > £.
Thus the ¢th Taylor factor on the cube is the product of the face arrays (ag’L)g’D(b) with
|D| < £. These are in C, because Hy C H|p|. This expansion also shows adaptation to (7.3):
a coefficient of total polynomial degree k in a factor of order £ > k lies in by C byax(x,|D))-
BCH preserves this assertion on multiplying the Taylor factors.

We claim that Qp is equidistributed on C/ngj on every box whose sides are fixed
positive fractions of L, whose origin is O(L), and with any fixed progression restrictions.
The error tends to zero uniformly for fixed bounds on these data and on the Lipschitz tests.
Otherwise Theorem 6.1, applied to the fixed rational nilmanifold and the filtration (7.3),
supplies along a subsequence a nonzero horizontal character from a fixed finite list. Pass to
a further subsequence on which this character, denoted x : C — R, is fixed. It annihilates
commutators and takes integer values on I‘t[,qr].

For a face D, write xp(y) = x(yp) wherever this is defined. Choose the largest j > 1
such that for some |D| < j the restriction £ = xp|py; is nonzero. Such a pair exists because
the face subgroups generate C, including the empty face and Hy = H;. The restriction is a
rational homomorphism: it is integer-valued on the lattice H; N o, Ao, 1 and conjugation
by o, preserves rationality. Maximality makes it vanish on H;;. For 1 <1 < j, choose
A,B C D with AUB = D, |A| <i, and |B| < j — i; one or both sets may be empty. If
u € H; and v € H;_;, their face arrays on A, B lie in C and [ua,vp] = [u,v]p. Since x kills
this commutator, § kills [H;, H;_;]. Thus £ is exactly a character covered by (7.5).

Applying x to (7.10) gives the scalar polynomial

x(Qr(b)) = xplagL)Fu,p(b).

¢,D

All terms with £ > j vanish by maximality. In its degree-j part, the coefficient of

G0 TT b g5 _S(%L) 711
N (T

Indeed the top part of the binomial polynomial is the jth power divided by j!. No other face
can contribute to this monomial: its increment support must be exactly D. No lower Taylor
order has degree j. This proves both the value and the absence of cancellation in (7.11).

On a fixed residue progression, substitute b, = r, + dt, with fixed d. Its top-degree
coefficient is multiplied by d’; translations of the box origin do not alter it. The bounded
scalar coefficient obstruction in Theorem 6.1, clearing the fixed binomial-to-monomial
denominators if necessary, would therefore give

L|la&(ajr)llr/z = O(1)

for a fixed nonzero rational number a. This contradicts (7.5) for the rational character a&.
The claim follows. The argument also covers ¢ = 0, when only the empty face occurs. If C
is trivial, the claim is immediate.

In the averages in (7.9), all vertex inputs have the same residue r mod dy. Consequently
their right factors can be replaced exactly by o,A. For fixed «, the preceding claim gives the
Haar law for the @, cube. At every vertex, b/L = 3+ O4(«); Lemma 7.3 therefore gives

h(b) = h(B) + O(a) + 01 00(1)
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in any fixed local metric, uniformly on the sampled box. Multiplication by these bounded
elements and passage to the compact nilmanifold changes a bounded Lipschitz test by
Or(a) + o(1), uniformly over the remaining entries. The latter uniformity follows from
smoothness of the action on the compact nilmanifold. First letting L — oo and then « J 0
proves (7.9), including its stated uniform versions.

Finally partition [0, 1] into finitely many intervals of length at most a. On each interval
and each residue class, apply the same argument with ¢ = 0 and freeze h at an endpoint.
The proportions of the residue classes tend to 1/dp, and the interval proportions tend to
their lengths. Letting « | 0 gives the Riemann integral in (7.8). This integral is well defined
because the Haar images depend continuously on 3. No further subsequence depending on
q was used: (7.5) proves the equidistribution assertion for each fixed dimension. O

7.4 Lifting a symmetry of one marginal

The local cube law describes the joint state as a mixture of Haar measures on compact
orbits, with one filtration describing the cubes on each orbit. In Section 8, the progression
comparison will show that an automorphism of one component preserves the projections
of these cube cosets when applied on a face. The next proposition converts precisely that
information into a transformation of the joint cover. We will then show that any family of
these lifts generates a group of nilpotence class at most s, as required for recurrence.

Choose linear coordinates on h by choosing, for every j, a complement of h; 1 in b;.
Assign weight j to coordinates on that complement. The weighted degree of a monomial is
the sum of its variable weights, with multiplicity; constants have weight zero. A polynomial
shear will mean a map

T(u)jr = ujk +pik(u),  degypjr <Jj. (7.12)
In particular the displacement at weight j uses only coordinates of smaller weight.

Proposition 7.5 (A marginal face symmetry has a joint lift). Let K = K’ x K" be a
connected simply connected nilpotent Lie group with lattice A = A’ x A", and let ™ denote
the first group projection and its induced map of nilmanifolds. Let H C K be a connected
rational subgroup with a connected rational filtration He satisfying (7.1). Let h € K, and let
o € K be rational. Let S be a fized automorphism of K' preserving A’'. Suppose that, for
every 1 < q < s+ 1, applying S to the entries on any upper codimension-one face preserves
setwise the projected cube coset

m (REC(H,)otrE AL /A0 (7.13)
Then there is a polynomial shear T : b — b such that, for every u € b,
m(hexp(Tu)oA) = S(m(hexp(u)oh)). (7.14)

The lift is a bijection of the cover. Its action on the other component is unrestricted. This
conclusion applies separately to every point coset from Proposition 7.4; no measurable choice
of lifts as a function of B,r is required.

Proof. Put J; = w(H;) and J = J;. These are connected rational groups; their Lie algebras
are rational images of those of H;. Their filtration satisfies (7.1), and projection of the
face generators shows 7(C9(H,)) = C9(J,). In the remainder of the proof use h,o, A for
the projected elements and lattice. The projected point coset hJoA/A is preserved by S:
each of its points can occur at a vertex on the specified face of a constant cube, and face
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preservation, also for the inverse map, gives equality of the point sets. Choose ¢ € J such
that
S(ho)A = heoA. (7.15)

The ambient automorphism
Y(y) = h™'S(h)S(y)S(h) " h

satisfies S(hyo)A = h¥U(y)coA for y € J. We next verify on the group cover that ¥(J) = J.

The map y + yoA on J has stabilizer I'; = J N oAc~!. Rationality makes J/T; a
compact embedded orbit. Given a path y(t) in J from the identity to y, the path ¥(y(t))coA
stays in this orbit. Lift it there starting at ¢ € J. It is also a lift under the ambient covering
K’ — K'/A after multiplying on the right by . Uniqueness of lifts under this covering
forces the ambient lift ¥(y(¢))c to lie in J. Thus ¥(J) C J; equality follows because its

differential is injective and both connected groups have the same dimension. Consequently

O(y) =c ' ¥(y)c

is an automorphism of J, and the action on the point coset is represented by the affine map
y = cP(y).
We claim that its linear part is the identity on each associated graded space:

Fix U € j; and work in dimension ¢ + 1. Put exp(tU) on the face with its first ¢ coordinates
equal to one, and the identity elsewhere. This is a path z(t) in C**1(.J,). Apply the affine
map ¢® on the upper face of the last coordinate. The resulting array z’(¢) has its image in
the same cube coset by hypothesis. At ¢t = 0 it is the constant-c upper-face array, which
itself belongs to C**1(J,).

This quotient assertion lifts to 2/(t) € C**1(.J,) for every t. Indeed this cube group is

rational with lattice C*t1(J,) N I‘:{]O’I}ZH, so its quotient is an embedded compact subspace
of the product point orbit. Lift the path through that quotient beginning at 2’(0) and use
uniqueness in the ambient product covering, exactly as in the preceding paragraph.
Multiply 2'(¢) on the left by the inverse constant-c last-face array, and then on the left
by z(t)~!. The resulting group cube is the identity except at the top vertex, whose value is

exp(—tU)®(exp(tU)).

Lemma 7.1 puts this element in J;;1. Differentiating at ¢t = 0 proves (7.16). In particular ®
preserves every filtration level.
Choose filtration-adapted coordinates on j. The polynomial

D(Y) =log(c®(expY)) =Y (7.17)

has weighted degree strictly less than the output weight in each coordinate. For its linear
part this follows directly from (7.16): an input from level i moves only to levels greater
than ¢. For the remaining terms use BCH with logc and ®,Y. Every nonconstant bracket
correction contains at least one copy of the fixed vector log ¢, which spends at least one unit
of filtration weight but contributes no polynomial degree in Y. A bracket contributing to
output weight j therefore has input weighted degree at most j7 — 1. The constant term also
has the required degree.
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The linear projection p = 7, : h — j has a filtration-preserving linear right inverse R. To
construct one, choose an adapted basis downstairs and lift each basis vector of weight i to
h;, which is possible because p(h;) = j;. Set

T(u) = u+ RD(pu). (7.18)

This is a shear of the form (7.12). Explicitly, a filtration-preserving linear map can send an
input coordinate of weight ¢ only to an output of weight at least ¢. Substitution in D and
then application of R thus preserve the strict inequality between input degree and output
weight. Moreover p(T'u) = pu + D(pu) = log(c®(exp(pu))), proving (7.14). Finally a map
of (7.12) is inverted successively in increasing weight, so it is a polynomial bijection of the
cover. O

Remark 7.6. Invariance of the point marginal alone would not suffice. On R2/Z2, the
automorphism S(z,y) = (z + y,y) preserves Haar measure but is not a translation. For
a = (0,1/3), applying S to the upper second face of the additive square (0,a,0,a) gives
(0,a,0,Sa), whose alternating corner sum is Sa —a = (1/3,0) # 0 in the torus. It therefore
fails the two-dimensional face condition. The analogous test in dimension ¢ + 1 forces the
graded identity (7.16) in the proof above.

7.5 Bounded-step shears and Haar approximation

The lifts of different marginal symmetries may move the same coordinates. The next Lemma
controls the group they generate and gives every fixed word in these lifts the same limiting
distribution on the joint orbit.

Lemma 7.7 (Nilpotence and expanding weighted boxes). On any finite-dimensional real
vector space with coordinate weights in {1,...,s}, all the shears (7.12) form a group of
nilpotence class at most s. This bound does not depend on the dimension or the coefficients
of the shears. A direct product with any group of ordinary translations has the same bound.

Let b carry the adapted coordinates above, and let Ag be normalized Lebesgue measure on

Bp = {u: |ujx| < E’ forall j,k}, E — 0. (7.19)
For every fized finite set T of shears,

T g — A — 0. 7.20
g}gﬁ” E — MgtV (7.20)

For every fized h € K and rational o € K, the images of Ag under u — hexp(u)oA converge
weakly to the Haar image on hHoA/A. The same limit holds after any fized shear, and
hence after each word in any fixed finite list of words in the lifts from Proposition 7.5.

Proof. Composition preserves (7.12), and inversion does so by solving one weight at a time.
Let V; be the space of polynomials of weighted degree at most d, including the constants,
and put V_; = 0. Substitution by a shear preserves V;, and substitution minus the identity
maps Vy into V;_1. Indeed every term in the difference of a substituted monomial uses at
least one strict lower-degree displacement in place of its coordinate. Use inverse substitution
if necessary to obtain a group representation rather than an opposite representation. It is
faithful because all coordinate functions belong to V.

Let Z denote the algebra of linear operators on V; which send each V; into V;_;. Then
Z°t! = 0, and the representation lies in 1 4+ Z. The elementary identities for inverses in a
nilpotent algebra give [1+Z%,1+ 7% C 14 Z%*. Thus every (s + 1)-fold group commutator
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is the identity. Extra translation coordinates can all be given weight one, which proves the
direct-product assertion as well.

For a fixed shear T, its displacement in a weight-j coordinate is Or(E’~!) on Bg.
Its derivative matrix is block triangular by weight with identity diagonal, so its Jacobian
determinant is one. The image T'(Bg) is contained in the box with side bounds EJ +CpE/~1,
The latter box exceeds B in relative volume Or(E~1). Since T preserves Lebesgue measure,
the symmetric difference of T'(Bg) and B has the same bound. This proves (7.20), uniformly
over a fixed finite list by taking the largest of its constants. The assertion is deliberately for
fixed shears; no uniform coefficient bound over all shears is needed.

For a € H fixed, left multiplication in logarithmic coordinates is

u +— log(aexpu).

BCH makes this another shear: every displacement bracket uses the fixed vector loga and
hence has input weighted degree strictly below its output weight. Equation (7.20) therefore
implies that every weak subsequential limit of the projected boxes on H/(H NoAc~1) is
invariant under all left translations by H. This compact homogeneous space has a unique
such probability measure, its Haar probability. Compactness supplies subsequential limits,
and uniqueness shows that the entire sequence converges. Translating on the left by h and
on the right by oA gives the stated point-coset Haar law. Applying (7.20) once more proves
the identical limit after each fixed shear or word. O

The locality and finiteness qualifications in this Section are useful in Section 8. There
the marginal face symmetries will be proved for every fixed residue modulus before dj is
selected. The finite recurrence argument will then use only finitely many fixed words on
each limiting coset. Lemma 7.7 supplies their common Haar limit without imposing either
a dimension bound on those covers or measurable dependence of the lifts on the limiting
coset.

8 Finite alignment of the models

We prove Principle 2.4. The argument separates a finite coloring construction from its
realization by integer variables. The finite construction fixes all its choices before the
threshold and the model complexity are known. The integer realization uses the marginal
cube symmetries from the preceding two Sections; its passage from existence to positive
probability loses only the number of those finite choices.

Throughout this Section, a target is a block B = T'U{i} with g # @. A pair at pivot 4
means e = (B, A), where

B =T uU/{i}, A=PuU{j}, @#P<T<{j}<{i}.

All lists below are finite. Their sizes may depend on n,r,s, but never on w, 7, or the
complexity of the models.

The integer meaning of one transformation is elementary. At a center ¢p, where ¢ is a
tail product and p is the pivot variable, an integer displacement g need not be divisible by ¢.
Since (t, M) = 1, choose an integer p with tp = ¢ (mod M) and put A = (¢ —tp)/M. Then

t(p + mp) + mMA = tp + mq (me7Z).

The change p — p + mp supplies the correct residue modulo M; the remaining change mA
is in the progression index of the model on that residue class. We will realize these two
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changes by a transformation of the model state. A transformation chosen for one target can
move the states for other targets as well. This is why the finite construction uses words
in possibly noncommuting transformations and protects the comparisons already obtained
for earlier targets. A general word need not translate the integer variable p. The precise
residue choices and the states on which these transformations act are constructed after the
finite plan.

8.1 A finite plan for words and rational scales

Put py = 2" and p; = 3 c; pe- At an update targeting By = TpU{i}, define the multiplier
tuple x; 1, (k), for k € N, by

kPe, <1,
ke(k) =< kP, (=1, b = br(k). (8.1)
1, >

Here multiplication of tuples is coordinatewise. Thus bz = bp,. For every pair e = (U, A)
at this pivot, with U = C U {i},

/

ZTA = ZiAk}\ev Ae =pa —pc +pr, > 0. (8.2)

U U
Indeed, if a = min P, then p, > > ,-,p¢ > pc, so already pp > pc. This proves positivity
for every pair at the pivot, including those with C' # Ty. These compensating rescalings
follow the mechanism in [1, proof of Proposition 4.1]. Here the transformations for different
targets may not commute, so the comparisons that must survive an update will be indexed
by words.

For each pivot i, let a group G; of nilpotence class at most s act on a set X;. Associate
to every pair e = (B, A) at that pivot an element L. € G;. For every target B at that pivot
and every positive rational a, let Cp 4 : X; — {0,1}" be an arbitrary map, called its palette.
The finite choices below must work for every such collection of actions and maps.

A word template is a word in letters (e,~y) and their inverses, where v € Q. At scale b it
is interpreted as a group word by

(e,7)[b] = Lioba/bu, e=(UA). (8.3)

The integer qq is chosen after the finite plan; all exponents actually used will then be integers.
Words act on the left, so wJx means first apply J, then w. The empty word is allowed. At
a center x € X;, a requirement for a block B, leading-multiplier list £, and word list W is

CB.abg () = Cpapy (wblz) (a € L, weW). (8.4)

Nilpotent polynomial recurrence was developed by Leibman [25] and by Bergelson and
Leibman through polynomial Hales-Jewett theorems [4, 5]. We use the finite-coloring
consequence of nilpotent polynomial recurrence in [37, Corollary 3.7]. In the form needed
here, for finitely many ordered words

Pk Pju; (k)
wi(k) = ag7"Y a7 P € ZIEL, Pu(0) =0,
in a nilpotent group of bounded step, every finite coloring admits k& > 0 and J for which

J,w(k)J, ..., wy(k)J have the same color. Only the subgroup generated by the finitely
many letters is involved; it is countable, as required by that Corollary. The recurrence
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statement permits these noncommuting ordered products. For the handedness, apply its
left-translate formulation to the inverse words and to the coloring g ++ C(g~!), and then
invert the resulting pattern. To check the polynomial hypothesis of that specialization,
let D > 1 bound the degrees of the exponents and stretch the lower central series to the
filtration Ho = G, Hj = 7(j/p1(G) for j > 1. The map o aPleD) is an IP polynomial
for this filtration, since repeated derivatives are ordinary finite differences of its exponent.
Product and inverse closure, as in [37, Theorem 2.5], includes the required ordered words.
Include the identity word in the recurrence family. Here k = |a| for a nonempty finite
index set «, so the parameter is positive. Stretching the filtration verifies the recurrence
hypothesis; the acting group still has nilpotence class at most s.

There is a useful uniform finite version of this statement. Give every letter type its own
generator in the free nilpotent group of step s on these finitely many generators. On the
compact space of its colorings with a fixed finite palette, each successful pair (k,.J) defines
an open cylinder set. The preceding recurrence statement shows that these cylinders cover
the space. A finite subcover gives finitely many pairs (k, J). Pulling a coloring back by the
homomorphism that interprets the generators proves the same assertion in every nilpotent
group of step at most s. The finite alternatives depend on the word templates, polynomial
exponents, palette size, and s, and on no numerical values assigned to the generators.

Lemma 8.1 (Finite word plan). For given n,r,s, there are a positive integer qo and finite
lists of scale updates and word jumps with the following property, uniformly over the actions
and palette maps just specified and the initial centers at all pivots. Start the scale tuple at
(1,...,1), process the pivots increasingly, and fix an order of their targets. At each pivot
one can choose updates (8.1) and jumps from these lists so that, at the resulting scale b
and center, the terminal palette comparisons hold simultaneously for all its targets. These
comparisons are (8.4) with leading multiplier dg and word

H ((BvA)vdA/dB)[b]a (8'5)

AeD

in a fized order, for every target B, every D C Ep, and every multiplier tuple d obtainable
from later prescribed updates. When later pivots are processed, the center at this pivot is left
fized: these terminal requirements already include all the later scale changes.

All these lists depend only on n,r,s. There are finite lists B C Q%y and A C Qg
containing, respectively, the final scale tuples and every palette index consulted during the
construction. All intermediate scales belong to finite lists as well. The list A also contains
every required product of entries of a tuple in B. All powers used in (8.3) are integral. If
each L. also translates an auxiliary integer coordinate ve by 1, all auxiliary indices visited
from v =0 lie in a prescribed finite slot list.

Proof. We give the backward recursion, including the requirements protecting an earlier
target. At a fixed pivot let its ordered targets be Bi,..., B;. Suppose the required lists
after update j have already been specified for By,..., Bj;; denote them by £; p and W; p.
At j = q these are the terminal lists in the statement. Taking a full product of the leading
and word lists only strengthens the requirements.

Target B; at update j. Its leading product does not change. For a word w, let
It (w) denote the old-scale template obtained by replacing each letter (e,7) by (e, vk*e).
Equation (8.2) gives the exact identity

wbr(k)] = I (w)[b. (8.6)

For B; and a fixed current center z, color the acting group by g — (CBjﬂbB]_ (gm))aeﬁj,}g].-

Tts size is at most 275325, Regard each rational old-scale letter needed in W; p, as a
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separate abstract generator. The words I (w) are ordered products of these generators to
powers +k*e, with all exponents vanishing at zero. The finite version of recurrence therefore
supplies a finite set §); of alternatives (k, J) satisfying the required equalities for B; at J[b]x
and scale bk (k). This set is independent of the incoming numerical scale.

For each previously processed B = By, | < j, define predecessor lists by including, for
every (k,J) € Q,

[’j—17B D) {anB(k) a e Ej,B}a
Wj_17B D) {J} U {Ik(w)J LW e Wj7B}.

The unions over all alternatives are finite. If these predecessor requirements hold at (z,b),
then for each new leading index abprp(k) they compare the same old center z both with
J[b]z and with Iy (w)[b]J[b]z. Equality through the old center and (8.6) give

Oy, (Jl) = Cip i, (wlb) T B2,

These are exactly the requirements after the update. Thus (8.7)—(8.8) prove preservation,
with no assumption that the jump fixes earlier targets. At j = 1 there is no earlier target to
protect. Backward induction defines the whole plan, and forward induction executes it.

Next plan the pivots in decreasing order. Once the plans at pivots larger than ¢ are fixed,
take all coordinatewise products of their possible multiplier tuples; call this finite list D;.
Use D; as the list of d’s in the terminal requirements at pivot . The preceding construction
returns multiplier options depending only on that list and the fixed data, so there is no
dependence on an unknown incoming scale. The last pivot starts with the singleton future
list {(1,...,1)}.

Starting all scales at 1, enumerate all intermediate and terminal paths through these
finite alternatives. This gives finite scale lists and finitely many rational palette indices abp
at every checkpoint. Define B to contain the final scales and A to contain all these indices
and all needed subset products of final scales. Now choose ¢y divisible by the denominators
of every rational number vb4/by used in any evaluated word on any enumerated path.
This does not affect the abstract recurrence choices: g merely changes the homomorphism
interpreting each old-scale generator.

Finally enumerate all prefixes of all words, their cumulative jumps, and the terminal
tests, with the now integral exponents. Their sums in the auxiliary translation coordinates
give a finite slot list, which we enlarge to contain 0. Intermediate word evaluations use only
this list. One may assign arbitrary palettes at other slots when defining the coloring on the
whole acting group. Every step of the construction used only n, 7, s. O

8.2 Integer residue shifts and polynomial arrays

Fix a pivot ¢ having targets, and condition initially on the earlier raw variables. Write p = ¢;,
set L = MW", and, for every pair e = (U, A) at this pivot, write U = C U {i} and define

qohu

e — tore

ta, tcre =g (mod L), 0<r. <L, A, = i

Ge (8.9)

These are integers for all sufficiently large w. In fact ha/hy is a multiple of W™, which is
eventually divisible by ¢oW, and t¢ is a unit modulo the smooth modulus L. Consequently

Wilge,  Wlre,  WY[A. (8.10)
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The last assertion follows from the full modulus M W™ in the congruence. In particular every
fixed positive integer eventually divides A.. For an integer slot vector v put s(v) =Y, veTe.
The identity realizing one own-target letter is

to(p+mre) + mMA. = tep + mge (m € Z). (8.11)

It uses no divisibility of ¢, by t¢.
Let D; = [];-; X7 and use microcells in the pivot variable of length

R=M|H/M|,  Nec=R/M, (8.12)

Admissibility implies that R dominates every fixed power of M + D, , that D; R/H; — 0,
and that R/X; — 0. Since W™ < M, all slot shifts and all bounded array evaluations below
have size at most a fixed power of M + D; and are o(R) in the pivot variable.

After discarding partial endpoint cells, condition on a microcell and on ry = p mod M.
Its first point of that residue is p,, and

p = p« + MU, 0 </l < Nige-

Because rg is a W-unit, every point of this progression is a W-unit. Its harmonic weights
have ratio 1 + O(R/X;), so the conditional law of ¢ differs in total variation by o(1) from
the uniform law, uniformly in the earlier variables.

For B =T U{i}, put t = tp. For every prescribed slot and every prescribed bounded
integer array index u = (ue).—(p,4), the numerical arguments we will use are

t(p+s)+M Z . (8.13)
e=(B,A)

Except on a set of conditionings of probability o(1), all these arguments, for the whole
microcell, lie in one H;-interval for each B. Here and below the constants may depend on
the fixed finite word lists. To verify the boundary assertion uniformly, in a dyadic pivot
range [Y,2Y) the preimages of H; boundaries have O(Y't/H; + 1) neighborhoods of length
O(R). An interval of length a has ap(W)/W + O(¢p(W)) W-units. Relative to the W-units
in [Y,2Y), these neighborhoods therefore cost

o (WLEW)  FEWY _

Harmonic weights change this bound by at most a constant on each dyadic range. Averaging
the ranges and using ¢ < D, proves the assertion. Endpoint cells have still smaller cost.

On a good conditioning choose the nilsequence formula for Sg , . at the common interval
and the residue 7, = t(p + s(v)) mod M. For each v, a, ¢, write that formula as F(gFzT'),
using a group representative x and absorbing the fixed origin of k into x. Retain the entire
group-valued polynomial array

wis g PTIODTIME Y e (8.14)
Only finitely many evaluations must agree with the model; the array itself is defined for
every u.

We record why these arrays lie in fixed compact nilmanifolds. If G has lower central
Lie algebra series g;, let a,(G) consist of polynomials in ¢ real variables whose constant
coefficient is in g and whose coefficient of total degree j > 0 is in g;. Pointwise brackets
preserve this space: a bracket of degrees j, k lies in gj4 when both are positive, and a
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bracket with a constant coefficient lies in a still deeper allowed level. It is a finite-dimensional
rational nilpotent Lie algebra of step at most s. Its simply connected group P,(G) consists
of the corresponding arrays, with pointwise multiplication.

Py(I') = {a € Py(G) : a(z) €T for every z € Z7}

is a lattice. For discreteness, sufficiently many integer evaluations determine every coefficient
of the logarithm; a convergent sequence of lattice-valued arrays is eventually constant at
those evaluations and hence constant. For cocompactness, choose a rational basis respecting
the lower central series. The change between logarithmic coordinates and ordered Mal’cev
coordinates is a rational polynomial with zero constant term. Clearing its finitely many
denominators shows that the exponential of a sufficiently divisible integral coefficient vector
is lattice-valued at every integer input. In a rational Mal’cev basis for a,(G), fixed integer
multiples of the basis vectors therefore exponentiate into P,(I"). Successively reducing the
ordered coordinates modulo these elements, starting with the quotient by the next ideal in
the Mal’cev flag, places every coset in a bounded coordinate box. This proves cocompactness.

Integer input shifts u — u + e preserve the Lie algebra and this lattice, and evaluation
at a fixed integer input induces a smooth map of the quotients. Formula (8.14) belongs to
this group: in its BCH logarithm a term of degree j in w contains at least j occurrences of
log g, and hence lies in g;.

For each target take the product over all v, a, ¢ of these array quotients, denoting it by
Kp/Apg, and put

K/A=]]Ks/As.
B

The choices range over a fixed finite list because the original model complexity is bounded.
Increasing ¢ by 1 multiplies each array on the left by the constant array g*. Thus the joint
state is a linear orbit on K /A, adapted to its lower central filtration and of step at most s.
Denote its state at £ by Y (¢). For an own pair e = (B, A) write S, for the lattice-preserving
automorphism of the whole component Kp shifting the corresponding input coordinate by 1.

8.3 Typical marginal cube invariance

The state Y (¢) now stores every model reading needed at this pivot. We must show that,
for typical conditionings, its marginal cube laws permit the array shifts S.. Removing the
rough tail factors from their sampling steps will supply these symmetries.

Lemma 8.2 (Conditional face invariance). Fiz the bounded-complexity model family and
the finite lists above. For a good conditioning on the earlier variables, the pivot microcell,
and its residue, form the joint orbit Y (£) just constructed. Fix a cube dimension a < s+ 1,
a positive integer d, constants 0 < ¢ < C, and a bound for the supremum and Lipschitz
norms of tests. Uniformly over boxes for ({o,...,4y) in [—CNige, CNioe]*Tt with sides at
least cNioc, all fized residue vectors modulo d, all such tests of one marginal cube, and every
own-pair automorphism, the difference between the marginal cube average and its image
under that automorphism on an upper codimension-one face tends to zero in probability over
the conditioning.

Consequently, from any sets of conditionings of probability bounded away from zero one
can select a sequence on which, simultaneously for all these fized data, the marginal face
invariances hold. On a further subsequence to which Proposition 7.4 applies, every projected
local cube coset has the corresponding face symmetry in dimensions through s + 1. The
modulus in this last assertion may be the period selected by that Proposition.
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Proof. Fix a target B =T U {i} and write ¢t = ¢t7. Formulae outside the conditioned cell
mean the extensions of the already selected nilsequence formulae, so all bounded-multiple
boxes in the statement are defined. We will compare them with averages whose step has no
factor t.

An exposure retaining polynomial dependence. We prove the assertion in probability
by changing the order of exposure. We must freeze the target’s model formula while leaving
its tail variables available for progression comparison. A fixed pivot microcell alone does
not do this as the tail varies. Instead we condition on a short bin for tp; the eventual
microcell origin will enter the base coordinate g, not a coefficient of the polynomial family.
Expose the earlier variables outside T', the residues modulo L = MW" of those inside
T, dyadic bins [Sy,2Sy) for £ € T, the pivot residue 9 mod M, and a bin for ¢p of width
ticR, where t1, = [[se7 S¢. Do not expose the exact pivot microcell at this stage. Then
to <t < 2|T|t10. Every r. is fixed: earlier residues determine g. mod L and tc mod L. For
own pairs e = (B, A) the full integer ¢, is fixed, because ANT = @. Hence all slot shifts
s(v) are fixed. So are

Ty = tro mod M, Ty = t(ro + s(v)) mod M.

We may discard exposed bins whose entire preimage in p, for every ¢ in the indicated
product of dyadics, is not inside [X; + 2R, Xiz — 2R)]. Such a discard forces the actual p into
a fixed multiplicative neighborhood of a cutoff endpoint, up to an O(R) enlargement. Its
harmonic probability is O, (1/log X;) + o(1). Also discard ¢p bins within a sufficiently large
fixed multiple of t;,R of an H; boundary. The boundary count preceding the Lemma gives
probability o(1) for this discard. The constant is chosen to cover the given bounded-multiple
boxes, all slots, and all required bounded array indices. On the remaining bins the interval
and residue selecting every formula for this target are fixed throughout the exposure. Thus
all its parameters F g, are fixed as the variables in T vary.

For later use, the conditional law of those variables is dominated by a constant, depending
only on n, times the product of uniform laws on their dyadic bins and prescribed L residues.
Before conditioning on the tp bin, their harmonic densities in each dyadic differ from uniform
by at most a factor 2 per variable. If the exposed bin is [Q, Q + t1,R), its preimage at a
given t has length t),R/t, between 2-ITIR and R. Tt lies fully inside the pivot cutoff. On
the residue r9 mod M the unnormalized pivot mass there is

1 [ Q+teR)/t gy

(1+0(1)57 » - = (l—i—o(l))%log <1+ tlzf),

uniformly in ¢. The discretization error is relatively O(M/R), and the common normalization
cancels. In particular conditioning on this bin changes the preceding product comparison
by a bounded factor. This is the required domination; no exact microcell has been fixed in
deriving it.

Putting the tail product in the sampling step. Let p. be the first point of rp mod M
in the actual microcell eventually selected. Put Y, = |Q/M | and change the base and
increment coordinates by

t(ps + M) — 1y
g =
M
The unknown cell origin has entered x( rather than a polynomial coefficient. Since p, is
within R of the actual pivot, these coordinates lie in boxes in a fixed multiple of
tioR
M )

- Y:k, wj = tEj (1 S j S a). (8.15)

7 =
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with all sides comparable to Z. The original residue restrictions on /, ..., ¢, become one
residue vector modulo dt in . Changing an endpoint by less than dt has vanishing relative
counting cost, so these are precisely the permitted normalized box averages.

At vertex w € {0,1}%, set X = xo + 3 j_; wjz;. Its array exponent is

« Tt - —t
Xy, B0 T e e e (.16)
M M
e=(B,A)

Every parameter here except X and ¢ was fixed by the exposure. The displayed exponent
is a polynomial of degree at most two, with its only possible quadratic terms of the form
tue. BCH then shows that the logarithms of the arrays, viewed in the fixed array group,
are ordinary polynomials jointly in & and the variables t;, £ € T, of bounded degree. There
is no bound required on their coefficients. This joint polynomiality is the hypothesis that
permits Proposition 6.3.

Removing each factor of the step. We compare the sampling in a class modulo dt with
the sampling in the same class modulo d, removing the factors of ¢ in a fixed order. Consider
removal of t,, and condition on all other factor values. Let w’ be the product of the factors
still in the step after this removal. The current step is dw't;. There is a representative ag
for its base coordinate modulo dw’ which can be chosen independently of t,, after allowing
all the finitely many residues modulo d. Indeed the base congruence modulo w’ is

M(zo+Y:)+7r.=0 (mod w'), (8.17)

and the increment congruences are x; = 0 (mod w’). Since w’ is a product of W-units,
(M,w") =1, and also (d,w") = 1 for large w. The Chinese remainder theorem therefore gives
representatives a; € [0,dw’) determined by these congruences and the chosen d residues,
independently of t,.

Substitute z; = aj +dw’y;. The current restriction becomes a single class vector modulo
ty in y, while removing it gives unrestricted integer y. No coprimality of w’ and ¢, is used:
both original classes are nested congruences, and division of z; — a; by the integer dw’
is exact. The new common box scale is Z/(dw’). It dominates every fixed power of Sy,
uniformly over the other factor values, by the choice of R. The substitution has coefficients
independent of t;, so joint log-polynomiality in (y,?¢) is retained. The variable ¢, lies in a
fixed residue modulo L = MW™ in [Sy, 25), with

Sg/L—)oo.

All hypotheses of Proposition 6.3 hold.

That Proposition bounds the exceptional proportion uniformly in the polynomial coeffi-
cients, all permitted boxes, class vectors, and tests. Its uniformity in endpoints is essential:
the exact microcell and hence the endpoints may depend on the pivot sampled after the
exposure. For each choice of other factors the exceptional proportion in t; is o(1) with a
uniform bound. Integrate first against the independent uniform dyadic/residue laws and
then use the conditional domination already proved. Each removal therefore fails with
probability o(1). A union bound over the finitely many factors and the triangle inequality
give agreement, to error tending to zero in probability, between the original marginal cube
law and the law with only its d-residue restrictions. The same reasoning applies to a test
composed with the fixed face automorphism; its Lipschitz bound is still fixed.

In this latter law, applying Se on the upper face w; = 1 replaces x; by z; + A. in (8.16),
at all slots and for all observables of this component simultaneously. By (8.10), d | A,
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eventually. Moreover |A.|/Z — 0 uniformly, since its size is bounded by a fixed power
of M + D; whereas R dominates all those powers. Translation of the corresponding box
changes normalized counting averages by O(|A.|/Z + d/Z) = o(1). Comparing on both
sides establishes the asserted face invariance. Taking the finite union over targets and own
pairs is harmless. This argument proves marginal invariance; it makes no assertion about
the other components.

The countable diagonal and the period. Enumerate the conditions consisting of
a positive integer modulus, a cube dimension at most s + 1, bounds C € N, lower side
bounds ¢ = 1/, Lipschitz bounds in N, and tolerances 1/j. The assertion just proved holds
uniformly over the uncountably many endpoints and tests within each such condition. Each
of the first finitely many conditions fails with probability tending to zero. Given events
of probability at least € > 0 along a subsequence, choose an increasing number of initial
conditions whose union of failures has probability less than €/2, and select one conditioning
from the event outside that union. By making the initial list and the accuracy increase
successively, we obtain a sequence satisfying every fixed condition with error tending to zero.

Now fix the finite choices of ambient groups along a subsequence and apply Proposition 7.4.
Its rational filtration, period dy, and rational representatives may depend on this sequence.
The face invariances have already been secured for every fixed positive integer modulus, so
they hold for dy. For any fixed small relative box size o > 0, they hold for base boxes near
a given macroscopic point 8 and increment boxes near zero, with the residue restrictions
specified in that Proposition. First take the sequence limit and then let « | 0. The projected
local cube Haar measure is therefore invariant under the face automorphism. Since it has
full support on its compact cube coset and the automorphism is a homeomorphism, that
coset is preserved. This proves the last assertion with the required order of limits. ]

8.4 From the word plan to positive conditional mass

Fix one of the finitely many incoming scale tuples at pivot ¢. Lemma 8.1 gives finitely many
complete options, each recording a cumulative jump word, a resulting scale tuple, and its
slot. Enlarge their number to one common bound @); > 1, and let V; > 1 bound the number
of possible slots, uniformly over incoming scales. These constants depend only on n,r, s.

For given earlier variables and an integer pivot value x € N, let P;(b; ) be the following
event: some allowed outcome b’ from the incoming scale b satisfies, for every target B =
T Ui}, every d € D;, color ¢, and D C &g,

habyda
SB,bdeB,c(th) > 2T = SBJ"BdB,C (th + Ig) mtA >T. (8.18)

For the large w under consideration, every displayed offset is an integer. This follows either
from admissibility and the finite rational lists, or directly from the integer powers and (8.9).

Lemma 8.3 (Conditional alignment mass). For every fized 7 > 0 and every permitted
bounded-complezity family of models, outside a set of earlier-variable/microcell/residue
conditionings of probability tending to zero, the conditional uniform pivot probability that

Pi(b;p+ s(v)) holds for some prescribed slot v

is at least 1/(2Q;). The same statement holds for the conditional harmonic probability,
after replacing the constant by 1/(3Q;) if necessary. The constants are independent of the
threshold and model complexity.
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Proof. Suppose the uniform assertion fails on sets of conditionings of probability bounded
below along a subsequence. By Lemma 8.2, choose a sequence in those sets with all its
empirical face invariances. Pass to a subsequence fixing the ambient array nilmanifolds and
using Proposition 7.4. There are only finitely many observable formulae in a conditioning.
Their common supremum and Lipschitz bounds give, by compactness, a further subsequence
on which all of them converge uniformly. Denote the limiting observables by Fi 4. v-

For each stored factor and integer input u, define the reading of a joint state y € K/A by

RB,(I,C;'IJ,U (y) = FBya"Cﬂv (evu TrB,(l,C”L)y) ‘ (8 19)

Here 7p 4.0 selects the indicated array factor and ev,, evaluates it at the integer input u.
The coordinates of u are indexed by the own pairs (B, A); when adding u to a slot vector,
insert zeros at all other pairs. These readings are continuous functions of y and are defined
before choosing any lifts on a point-law coset.

Consider a point-law coset of that Proposition,

h(B)HorA/A,

with its Haar image measure jg,. The preceding Lemma and Proposition 7.5 lift each
own-pair array shift to a polynomial shear of the joint cover coordinates z € . Such a lift
may move other target components. Adjoin its translation v — v + e, and call the result
L.. Lemma 7.7 puts these transformations in a nilpotent group of step at most s, including
the ordinary slot translations. Write O(z) = h(3) exp(z)o,A. At slot v, color a state by the
palette

CB.a(2,0) = (LR 4.000.0(0())>37/2}) e (8.20)

These palettes have at most 2" values, as required by the finite plan.

Apply that plan pointwise starting at any (z,0). It returns one of the Q; options, a
jumped center, and terminal palette equalities there. Only own letters occur in a terminal
word for B. Write m = (m.). for their integer powers. Their projection on this entire
component is exactly the commuting array shift u — u + (me)e, while their slot effect is
v — v + m, with the zero extension just specified. Consequently at a center state y and
slot v the two readings are Rp q.¢:0,0(y) and Rp g c.o4m,m(y). This statement holds even if
earlier jumps involved letters belonging to other targets.

To check the numerical meaning, use the corresponding prelimit observables and evaluate
the same readings on an actual array state Y (¢), with p = p, + M{. The center value is the
model at t(p + s(v)). The translated value is the model at

t<p+s +Zmer6>+MZm6A =t(p+s(v —I—Z:meq6 (8.21)

Each occurrence uses the correct residue-specific observable at its new slot. For the terminal
word at outcome b’ and future multiplier d, the powers are

b da
qobfd— (e=(B,A), Ae D), me=0 (A¢D).
They are integers by the plan, and meqe = (hab/yda/(hpbzdp))ta. The leading index is
bizdp. Therefore (8.21) gives exactly (8.18) with = p+ s(v). This numerical interpretation
is used for terminal own-letter words. An arbitrary cumulative jump need not be a translation
of the actual pivot orbit.
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For an option o with scale outcome o' and slot v, let F,, C K/A consist of the states y
satisfying every required comparison. Explicitly, for each B, d, ¢, D, put a = blzdp and take
m as above, and impose

RBacv0) <37/2 or Rpacuvtmm(y) > 37/2. (8.22)

These finitely many conditions are closed by continuity of the readings. They depend only
on the state, the option’s finite data, and the limiting formulae. In particular they do not
depend on the choice of lifts. For every starting cover coordinate, the pointwise palette
construction puts the K/A-valued coordinate of the jumped state into F, for at least one
option o. Equality of palettes implies (8.22), including at equality with the threshold.

Sample z from the expanding weighted boxes of Lemma 7.7. For each fixed option o,
let Y, be the K/A-valued coordinate of the state after its cumulative jump. The jump acts
on the cover coordinate z by a fixed shear, so the law of Y, converges to ug,. Pointwise
coverage gives

1< Pr{Y, € F,}.
o

Using the closed-set direction of Portmanteau separately for the finitely many summands
yields

1<y ppr(Fo),  ppr <U Fo) > 51 (8.23)

The last implication also follows by summing the indicator inequality >, 15, < Q;1y,F,.
This is the only quantitative loss in passing from pointwise recurrence to the point-law
measure. Although the shears may depend on the coset, the sets F;, do not. Therefore (8.23)
integrates over the macroscopic-position/residue mixture without a measurable choice of
lifts.

Replace each comparison (8.22) by the open comparison

center < 77/4 or translated value > 57/4, (8.24)

and take the same finite intersections and union. This defines an open set containing (J, Fp,
so it has mixture measure at least 1/Q;. Proposition 7.4 gives weak convergence of the
actual uniform conditional state laws to that mixture. Open-set Portmanteau therefore gives
lower limit at least 1/@Q); for this open event. For sufficiently late terms, uniform convergence
of all observables has error less than 7/4. If the actual center is greater than 27, its limiting
reading is greater than 77/4, forcing the second alternative in (8.24); the actual translated
reading is then greater than 7. The good boundary condition ensures that these actual
readings use exactly the selected model formulae. By (8.21) the open event implies success
at some p + s(v).

This contradicts the selected conditional probabilities being less than 1/(2Q);). Hence the
exceptional sets have probability tending to zero. The uniform-to-harmonic total variation
estimate following (8.12) proves the last statement. The compactness subsequence and how
late the estimates hold may depend on 7 and the fixed model complexity. The constants Q;
and the displayed lower bounds do not. O

8.5 Returning to the raw variables and successive pivots

The conditional conclusion permits a bounded list of shifts of the pivot. We now remove
those shifts before proceeding to the next pivot. This step conditions only on earlier raw
variables; translation invariance is not claimed inside a fixed microcell.
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Let T, denote translation by a. For the raw pivot law p;, put X = X;. Lemma 3.1(2)
gives, for a € WZ with |a| = o(X),

|al
Xlog X'

|a]

log X — W/X) (8:25)

Topi — i < <(1 1
Tt =l < < (1 +o(1)

Here probability total variation is one half of the total-mass norm used in Lemma 3.1.
In our application each prescribed slot satisfies

W s(v), Is(v)| < CMWY < CM? = o(X;),

uniformly in all earlier raw variables. Thus (8.25) gives o(1) uniformly for every such slot.
In particular it remains valid after integrating against an arbitrary event depending on
earlier variables.

Proof of Principle 2.4. For the given n,r, s take the lists and all budgets from Lemma 8.1.
Let I be the set of pivots having targets and define

=11

il

1
0 8.26
Qv (8:20)

with the empty product equal to 1. This definition precedes the choice of admissible
parameters, models, and 7. Now fix any such parameters, any family of models of step at
most s and bounded complexity in the sense of Definition 2.2, and any fixed 7 > 0.

Suppose F is an event of the earlier raw variables on a given finite path, with incoming
scale b and all the earlier pivot requirements secured. Lemma 8.3, integrated over the pivot
microcell and residue, implies

1
3Q;

P(E) - o(1) < 3" B(E, P,(bip + s(v)). (8.27)

The exceptional set of conditionings has probability o(1) unconditionally, so its intersection
with E also costs o(1). Conditional on the earlier variables each s(v) is fixed. Equation (8.25)
therefore changes each summand by o(1) when p + s(v) is replaced by p. There are at most
V; slots, and consequently

P(E, P;i(b;p)) > !

> 5537 PE) — o(D) (8.28)

This estimate is uniform over the finite incoming-scale list and the finite path events. No
conditional density assumption on E has been used.

On the successful extension choose the first successful scale outcome in a fixed enumera-
tion. This is a measurable choice from a finite list and partitions that event into finitely
many new path events. They depend only on raw variables through the current pivot. Apply
(8.28) to each path at the next pivot. Pivots without targets impose no condition and can
be skipped. Summing the finitely many path estimates and iterating yields total success
probability at least 6 — o(1).

For completeness, consider explicitly a requirement secured at pivot ¢ when its resulting
scale was b("). Every later update multiplies the scale by one of the finite tuples used to
construct D;. On any ensuing path, their complete product is some d € D;. Requirement
(8.18) at pivot i was required for this very d, at the original earlier raw variables and
the original raw pivot. Later steps change none of those raw variables. Therefore at the
final scale b = b(){ its leading index is exactly b2, and every offset ratio is exactly
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habfP /(hpbfi). This verifies preservation between pivots in addition to the within-pivot
preservation proved in (8.7)—(8.8).

Every successful final path thus gives b € B such that, simultaneously for every block
B, color ¢, and D C &g,

h bR
SB,b%“,c(tB) >21 = SB,bﬁBnﬁ (tB + z : thﬁn ta] >
AeD B

For blocks with no adding pairs the sole comparison is the identity, which holds automatically.
Taking the ordinary lower limit as w — oo gives probability at least 6. The lists and ¢
depend only on n,r, s, whereas the rate of convergence may depend on the fixed threshold
and model family. These are exactly the quantifiers of Principle 2.4. O
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