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Abstract

We prove Ostmann’s inverse Goldbach conjecture: no set differing from the primes by finitely
many elements can be written as A + B, where A and B are sets of nonnegative integers with
at least two elements each.

Contents
1 Introduction 1

2 Finite summands and residue supports 3

3 Quadratic characters with arbitrary translating centres 7

4 Translated characters of higher order 21

5 A supply of nonsparse additive transforms 35

6 A finite-field tree comparison 45

7 A positive statistic and its binary-tree transfers 54

8 Arithmetic comparison of the histories 64

9 Completion of the proof 74

References 79

1 Introduction
Let P denote the set of positive primes, and put N0 = {0, 1, 2, . . .}. For A,B ⊆ N0, write A+B =
{a+ b : a ∈ A, b ∈ B}. Two subsets of N0 are asymptotically equal if their symmetric difference is
finite. Ostmann’s conjecture asserts that P is asymptotically additively indecomposable: it is not
asymptotically equal to A+B when both summands contain at least two elements. The conjecture
goes back to his 1956 treatise [30, p. 13]; the eventual-equality formulation and its terminology
are recorded explicitly in [11, Definition 1.1 and Conjecture 1.2]. It is also known as the inverse
Goldbach problem.

Theorem 1.1 (Ostmann’s conjecture). If A,B ⊆ N0 satisfy |A|, |B| ≥ 2, then (A + B) △ P is
infinite. Equivalently, every finite modification of P is additively indecomposable into two sets with
at least two elements each.
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Laffer and Mann showed that a hypothetical decomposition must have two infinite sum-
mands [25, Theorem 12]. We first give a short sieve proof of this reduction in Lemma 2.2, then
state the two-infinite-set contradiction as Theorem 2.3. The rest of the paper proves that theorem.

The conclusion concerns both eventual coverage of the primes and eventual exclusion of compos-
ite sums. Neither requirement is replaced by a density condition. In particular, if |A|, |B| ≥ 2 and
A+B contains every sufficiently large prime, then it contains infinitely many composite numbers.

Earlier work established increasingly strong restrictions on a hypothetical decomposition. Horn-
feck’s work [21, 22] was followed by sieve arguments of Pomerance, Sárközy and Stewart [31], Hof-
mann and Wolke [20], and Elsholtz [9]. Write A(x) = |A ∩ [0, x]| and similarly for B. Bounds
such as A(x)B(x) ≪ x are compatible with the coverage lower bound A(x)B(x) ≫ x/ log x and
therefore do not by themselves exclude a decomposition. Elsholtz combined the large and larger
sieves to put both counting functions at the square-root scale, up to powers of log x, and ruled out a
decomposition into three nontrivial summands [8]. His later refinement [10, Theorem 1.9] gives the
bounds reproduced in Lemma 2.4. Croot and Elsholtz also studied thin ternary sumsets contained
in the primes, obtaining restrictions under a regularity hypothesis on representation multiplicities
[3, Theorem 1]. Shao later proved a finite ternary obstruction: for some absolute c > 0, three
subsets of [1, N ], each of size at least N1/3−c, have a composite number in their sumset once N
is sufficiently large [34, Theorem 1.3 of the preprint version]. In their positive-integer formulation,
Elsholtz and Harper sharpened the binary counting bounds to

√
x

log x log log x ≪ A(x), B(x) ≪
√
x log log x

under a hypothetical eventual decomposition [11, Theorem 2.6].
Green and Harper developed inverse questions for the large sieve and proved that a suitable

inverse-sieve conjecture would imply Ostmann’s conjecture [16, Conjecture 1.5 and Theorem 1.8].
Their conjecture proposes a quadratic description of sets near the square-root sieve bound. Under
half-residue restrictions |C mod p| ≤ p/2 + O(1) at every prime and |C| ≫

√
N for C ⊆ [1, N ],

Hanson proved additive correlation with the squares and a logarithmic-size intersection with a
quadratic image [17, Theorem 1.2 and Corollary 1.3]. Croot, Mao and Yip subsequently proved
inverse theorems for local restrictions to short arithmetic progressions, with extensions to unions
of progressions and other additive structures [5]. More recently, Croot, Mao, Pohoata and Yip
used a weighted entropy argument to derive a further necessary condition for a hypothetical decom-
position of the primes into two sets of positive integers, each containing at least two elements [4,
Theorem 1.10 and Corollary 1.11]. For some c > 0 and every sufficiently large N , each summand
then has at least exp(c

√
logN/(log logN)3/2) elements in [1, N ] lying in an integral quadratic im-

age m ± Z2; the product of the two intersection sizes is at least exp(c
√

logN/ log logN). These
quadratics may depend on N .

These large intersections with quadratic images fall short of the near-containment required by
Green and Harper’s conditional route. Our proof uses the simultaneous residue restrictions and
coverage of every sufficiently large prime to reach a contradiction without such a classification.

Under a hypothetical decomposition, put D = −B. For each prime p, deleting finite initial
segments from A and B leaves disjoint images of A and D in Fp. Completing these subsets to a
partition gives a residue set Sp and its complement. The collision estimate in Section 2 shows, on
suitable prime averages, that the two parts have approximately equal size and that the summands
are approximately uniform on their respective parts.

The next stage rules out persistent correlations with translated multiplicative characters. Sec-
tion 3 treats quadratic characters with independently chosen translating centers at every prime. A
moment argument and Poisson summation force a common rational center. The quadratic large
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sieve then confines positive fractions of long tails of the summands to a small family of quadratic
kernels, leading to a collision contradiction. Section 4 treats all higher character orders by repeated
Cauchy–Schwarz transfers. Its anchor variables distinguish the copied terms and supply the charac-
ter cancellation needed to control the diagonals. Together these arguments give the mixed-character
decorrelation in Corollary 4.2.

Prime coverage enters separately in Section 5. A tensor estimate shows that the normalized
additive transforms of the residue indicators cannot have small L1 norm on too much harmonic
prime mass. The proof compares a nonnegative sumset statistic with its average over the primes.
This comparison retains the coverage information beyond the preliminary lower bounds for the
summands.

The remaining residue indicators need not have a prescribed algebraic form. Section 6 proves
a finite-field comparison for the binary trees produced by the transfers, using the mixed-character
decorrelation. Its hypotheses involve only a probability L2 bound and mixed-character correlations;
they permit highly nonuniform pointwise values. This feature is needed for the exact Fourier trans-
forms of the residue indicators. Sections 7 and 8 construct a positive statistic and establish its
comparison estimates. The arithmetic separation includes repeated internal prime labels, coprimal-
ity conditions, and the possible exceptional real character in prime progression estimates. Finally,
Section 9 averages over permutations of the bulk variables. Most pairs of arrangements have few
overlap components and hence small correlation. Their total contribution and the remaining diag-
onal terms contradict the lower bound inherited from the positive statistic. The transfer depth is
chosen sufficiently large and fixed before the large scale tends to infinity.

This proves asymptotic indecomposability directly from the simultaneous residue restrictions
and prime coverage. The argument does not require the general inverse-sieve conjecture of [16],
and no such general classification theorem is asserted here.

2 Finite summands and residue supports
For C ⊆ N0, put C(Y ) = |C ∩ [0, Y ]|. All logarithms are natural.

We use e(x) = exp(2πix) and em(x) = e(x/m). An expectation over a finite set means its
uniform probability average unless another probability law is specified. Multiplicative characters,
including the principal character, are extended by zero at zero. For functions on Fp our Fourier
convention is

f̂(a) = 1
p

∑
x∈Fp

f(x)ep(−ax), f(x) =
∑
a∈Fp

f̂(a)ep(ax).

Norms of functions on a finite field use probability measure. A mass function µ of a probability
measure instead uses the counting norm ∥µ∥2

2 =
∑
x |µ(x)|2 when explicitly so stated below. This

distinction is useful in the collision estimate.

2.1 A sieve for finitely many shifts

We use the classical additive large sieve in the following form. If complex coefficients cn are
supported on an interval of M consecutive integers and Q ≥ 1, then

∑
q≤Q

∑
h mod q
(h,q)=1

|||||∑
n

cneq(hn)
|||||
2

≪ (M +Q2)
∑
n

|cn|2. (2.1)
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Indeed, the reduced fractions with denominators at most Q are Q−2-separated modulo one, so
this is the separated-frequency inequality of Montgomery and Vaughan [27, Theorem 1]; see also
Green and Harper [16, Proposition 3.1]. The estimate applies to arbitrary complex coefficients.
Restricting its outer sum to prime or squarefree moduli is permitted by nonnegativity.
Lemma 2.1 (Fixed shifts). Let b1, . . . , bj be distinct nonnegative integers, where j ≥ 1 is fixed. If
C ⊂ N0 and each c+ bi is prime for all sufficiently large c ∈ C, then

C(Y ) ≪b1,...,bj

Y

(log Y )j .

The implicit constant depends only on the shifts; the threshold for Y may also depend on the finite
exceptional range.
Proof. Take Q =

√
Y and remove from C ∩ [0, Y ] all c ≤ Q + C0, where C0 is a fixed constant

covering the exceptional range. The remaining set U avoids j distinct classes modulo every prime
p0 < p ≤ Q, for a fixed sufficiently large p0 depending on the shifts. We may assume U ̸= ∅ and
p0 > j.

At such a prime define a mean-zero function equal to 1 on the p − j allowed classes and to
−(p − j)/j on the forbidden classes. Its probability squared norm is (p − j)/j. For squarefree
u with prime factors in this range, the tensor product of these functions has mean 1 under the
projection of the uniform measure on U . Its additive Fourier expansion contains only primitive
modes, since every local factor has mean zero. Parseval and Cauchy–Schwarz therefore give∑

h mod u
(h,u)=1

|En∈Ueu(hn)|2 ≥
∏
p|u

j

p− j
. (2.2)

The empty product at u = 1 is included. Applying (2.1) with cn = 1U (n)/|U | bounds the sum of
the left side over u ≤ Q by O(Y/|U |).

To bound the sum of the right side below, first allow every squarefree product of primes p0 <
p ≤ Q1/(10j). Its total weight is ∏

p0<p≤Q1/(10j)

(
1 + j

p− j

)
≫b1,...,bj

(logQ)j

by Mertens’ estimates. Under the probability law obtained by normalizing these weights, a prime
is included with probability j/p, so

E log u = j
∑

p0<p≤Q1/(10j)

log p
p

=
( 1

10 + o(1)
)

logQ.

Markov’s inequality retains a fixed positive proportion of the weight when u ≤ Q. Thus |U | ≪b1,...,bj

Y/(log Y )j . Restoring O(
√
Y ) removed points proves the claim.

Lemma 2.2 (Finite summands). If A,B ⊂ N0 have at least two elements each and A+ B agrees
with P outside a finite set, then both A and B are infinite.
Proof. Suppose A is finite. Two distinct elements of A give two shifts of B to which Lemma 2.1
applies. Hence B(Y ) ≪ Y/(log Y )2. On the other hand, every sufficiently large prime at most Y is
represented using elements of A ∩ [0, Y ] and B ∩ [0, Y ], so

Y

log Y ≪ A(Y )B(Y ) ≤ |A|B(Y ) ≪ Y

(log Y )2 ,

a contradiction. The other case is symmetric.
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2.2 The two-infinite-set theorem

It remains to prove the following technical theorem.

Theorem 2.3 (Two infinite summands). There do not exist two infinite sets A,B ⊆ N0 such that
(A+B) △ P is finite.

Together with Lemma 2.2, this proves Theorem 1.1: a counterexample to the latter would have
both summands infinite and would therefore contradict Theorem 2.3.

For the remainder of the proof, suppose to the contrary that infinite sets A,B ⊆ N0 satisfy this
eventual equality. Fix a threshold N so that both of the following statements hold:

P ∩ (N,∞) ⊆ A+B, (A+B) ∩ (N,∞) ⊆ P. (2.3)

The first is prime coverage; the second excludes composite sums. Choose an integer N∗ > |N | +
10 and put D = −B. Constants in O(·) and ≪ may depend on these fixed data; additional
dependencies will be indicated where the order of parameters matters.

2.3 Complementary residue supports

For every prime p, the residue sets

{a mod p : a ∈ A, a > p+N∗}, {d mod p : d ∈ D, −d > p+N∗}

are disjoint. Indeed, a common residue would make a − d a positive multiple of p larger than p
and N , although a − d ∈ A + B must be prime. Both sets are nonempty by infinitude. Choose
a partition Sp, S

c
p of Fp containing the respective sets, and write σp = |Sp|/p. Thus 0 < σp < 1.

Residues in neither tail support may be assigned to either part.

2.4 Sizes of the summands

The following bounds are due to Elsholtz [10, Theorem 1.9]. We include the large-sieve and collision
argument in the present nonnegative-integer convention.

Lemma 2.4 (Square-root bounds). Under the assumed decomposition with both summands infinite,
√
Y

(log Y )3 ≪ A(Y ), B(Y ) ≪
√
Y (log Y )2. (2.4)

Proof. Coverage and the prime number theorem give A(Y )B(Y ) ≫ Y/ log Y . Infinitude and
Lemma 2.1 give, for every fixed positive integer j,

A(Y ), B(Y ) ≪j
Y

(log Y )j , A(Y ), B(Y ) ≫j (log Y )j−1.

The second assertion follows from the first and the product lower bound.
Suppose now that m = A(x) ≥ 3

√
x, with x sufficiently large. The set U = A∩ (

√
x+N∗, x] has

size comparable to m. For
√
x/2 < p ≤

√
x it avoids all the νp = |B mod p| classes in −B mod p.

Here all elements of B are allowed: if p | a+ b, then a+ b > p,N , contrary to primality. Parseval
and Cauchy–Schwarz on the allowed classes give the nonzero-frequency energy lower bound∑

h∈F×
p

|Ea∈Uep(ha)|2 ≥ νp
p− νp

≥ νp
p
.
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The large sieve then implies
∑√

x/2<p≤
√
x νp/p ≪ x/m. Consequently Cauchy–Schwarz, followed

by the prime number theorem, gives

H :=
∑

√
x/2<p≤

√
x

log p
νp

≫ m√
x log x. (2.5)

For any Y ≥ 2 with B(Y ) > 0, consider two independent uniform elements of B ∩ [0, Y ]. Their
collision probability modulo p is at least 1/νp. Each unequal pair contributes at most log Y to the
sum of log p over its prime divisors; equal pairs have probability 1/B(Y ) and cost O(

√
x). Hence

H ≤ log Y +O

( √
x

B(Y )

)
. (2.6)

If m > x1/2+ϵ on an unbounded sequence, for a fixed ϵ > 0, choose log Y = xϵ/2 in (2.6). Equa-
tion (2.5) forces B(Y ) ≪

√
x, whereas the preceding polylogarithmic lower bound contradicts

this for sufficiently large fixed j. Applying the same argument to B, and using coverage, proves
A(x), B(x) = x1/2+o(1).

We can now take Y = x2 in (2.6), since B(x2) = x1+o(1). Thus H ≪ log x, and (2.5) yields
m ≪

√
x(log x)2. If m < 3

√
x the same bound is immediate. The bound for B is symmetric.

Coverage once again gives both lower bounds in (2.4).

2.5 Collision stability

The congruent-pair count underlying Gallagher’s larger sieve [13] also measures how close a sum-
mand is to uniform on its residue support. This quantitative use of the larger sieve is central to
Green and Harper’s inverse-sieve arguments [16, Equation (2.1) and Lemma 2.4]. We need the
following weighted form for the two complementary supports.

Write UE for uniform probability on a finite nonempty set E. If µ is a probability measure on
integers, write µp for its projection modulo p. The norms in the next statement are counting norms
of probability mass functions.

Lemma 2.5 (Collision stability). Let b ≥ 1 be fixed. Suppose µ, ν are probability measures on

A ∩ (
√
X +N∗, X], D ∩ [−X,−

√
X −N∗),

respectively, and that every point mass is at most (logX)b/
√
X. Put Q =

√
X/(logX)b+1. Then∑

p≤Q
log p

(
∥µp − USp∥2

2 + ∥νp − USc
p
∥2

2

+
σ−1
p + (1 − σp)−1 − 4

p

)
≪b log logX.

(2.7)

All terms on the left are nonnegative.

Proof. The same unequal-pair count used above gives∑
p≤Q

(log p)∥µp∥2
2 ≤ logX +O

(
Qmax

n
µ(n)

)
= logX +O(1),

and the corresponding bound holds for ν. The projected supports lie in Sp, S
c
p. Therefore

∥µp − USp∥2
2 = ∥µp∥2

2 − 1
|Sp|

, ∥νp − USc
p
∥2

2 = ∥νp∥2
2 − 1

|Scp|
.
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The left side of (2.7) is consequently the sum of the two collision energies minus 4
∑
p≤Q log p/p.

Mertens’ estimate gives

4
∑
p≤Q

log p
p

= 2 logX − 4(b+ 1) log logX +O(1),

which proves the assertion. Nonnegativity follows also from σ−1 + (1 −σ)−1 ≥ 4 for 0 < σ < 1.

One useful form of the lemma does not require pointwise bounded test functions. If fp : Fp → C
has probability squared norm at most one, then||Eµfp − ESpfp

||2 ≤ p∥µp − USp∥2
2, (2.8)

by Cauchy–Schwarz. Thus these squared errors have total log p/p-weighted sum Ob(log logX); the
same holds on the other side. In particular this applies to tests bounded by one. By Lemma 2.4,
uniform measures on

A ∩ [X9/10, X], D ∩ [−X,−X9/10]

meet the hypotheses for a fixed b: their sizes are ≫
√
X/(logX)3, while the discarded initial pieces

have size o(
√
X/(logX)3).

3 Quadratic characters with arbitrary translating centres
We retain the sets A,D = −B, the partitions Sp, Scp, and the densities σp = |Sp|/p from Section 2.
For an odd prime p, let χp be the quadratic character of Fp, extended by zero at zero. The
translating residues in the following proposition need not arise from a common integer or rational
number.

Proposition 3.1. Under the assumed eventual decomposition of the primes,

∑
T≤log p≤2T

log p
p

max
t∈Fp

||Ex∈Spχp(x− t)
|| = o(T ) (T −→ ∞). (3.1)

The main difficulty is that the translating residues are initially unrelated. An amplified moment
and Poisson summation, with estimates uniform over a polynomial-sized family of coefficient arrays,
first produce a common rational centre for many primes. The quadratic large sieve then confines
positive fractions of the two endpoint tails to a few quadratic kernels, whose populations contradict
the collision estimate.

Proof. A biased prime block and the choice of scales. Suppose that (3.1) fails. Mertens’
estimate gives ∑

T≤log p≤2T

log p
p

= T +O(1).

Since each bias is at most one, there are a constant δ > 0 and an unbounded sequence of T for
which the primes with maximal bias at least δ have log p/p-weight at least cδT . Throughout this
proof all limiting assertions refer to this sequence, and all constants may depend on this fixed bias.
Set

ρ = 3
5 , µ0 = 10−6, γ = 10−7, X = exp(T 1+ρ),
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and define
AX = A ∩ [X9/10, X], DX = D ∩ [−X,−X9/10].

By Lemma 2.4, both tails have size ≫
√
X/(logX)3. Their uniform measures satisfy Lemma 2.5,

for example with its fixed exponent b = 4. The prime bands used below lie below the corresponding
cutoff

√
X/(logX)5.

The nonnegative density term in (2.7) shows that primes with σp /∈ [1/3, 2/3] have total log p/p-
weight O(log logX) = O(log T ) in either of the bands considered here. For any functions ϕp : Fp →
C with |ϕp| ≤ 1, the same equation and Cauchy–Schwarz give

∑
p≤

√
X/(logX)5

log p
p

||Ex∈AX
ϕp(x) − Ex∈Spϕp(x)

||2 ≪ log logX,

and the analogous assertion for DX and Scp. This estimate allows the test function to be chosen
separately at every prime. For each biased prime choose a maximizing translate and an orienta-
tion ϵp ∈ {1,−1}. After deleting weight Oδ(log T ), both empirical means are within δ/8 of the
corresponding uniform means, and 1/3 ≤ σp ≤ 2/3. The two uniform means are related by

ESc
p
χp(x− t) = − σp

1 − σp
ESpχp(x− t),

because the complete character sum is zero. Subdivision into intervals [Z, 2Z] therefore yields a set
P ⊂ [Z, 2Z] of primes, with logZ ≍ T and J = |P| ≫δ Z/ logZ, such that

Ex∈AX
ϵpχp(x− tp) ≥ cδ, Ex∈DX

ϵpχp(x− tp) ≤ −cδ (p ∈ P), (3.2)

where cδ > 0 is fixed. Indeed, the original band contains O(T ) such intervals, and one retains a
positive constant of weighted mass in at least one interval; on it each prime has weight O(logZ/Z).

Apply the density part of (2.7) also to T γ ≤ log p ≤ 2T γ . Its full weight is T γ + O(1), while
the exceptional weight is O(log T ). Consequently some block [z, 2z], with log z ≍ T γ , contains
≫ z/ log z primes for which 1/3 ≤ σp ≤ 2/3. Put

K =
⌊
.02 logZ

log(2z)

⌋
,

and let L be a product of K distinct such primes. There are enough primes to do this, since z/ log z
exceeds every fixed power of T . Let k be the smallest even integer at least logX/ logZ + 10. Thus

K ≍ T 1−γ , L ≤ Z .02, k ≍ T ρ, K = o(logZ), K

k
≫ T 1−γ−ρ. (3.3)

In particular all factors of L are distinct from the primes in P.

An amplified moment and removal of repeated primes. For ℓ | L prime write fℓ = 1Sℓ
−σℓ,

periodically on Z, and set

λ = 1
16 , W (n) =

∏
ℓ|L

(1 + λfℓ(n)), H(n) = 1
J

∑
p∈P

ϵpχp(n− tp).

Fix an even nonnegative Schwartz function ψ that is bounded below by a positive constant on [0, 1]
and has smooth compactly supported Fourier transform, with convention ψ̂(y) =

∫
R ψ(x)e(−xy) dx.

Such a function is obtained by squaring the inverse Fourier transform of a sufficiently narrow
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real even smooth bump. The weight W is positive, has period L and mean one, and satisfies
W (n) ≥ (1 + λ/3)K on AX . Since k is even, Jensen’s inequality and (3.2) give

I :=
∑
n∈Z

ψ(n/X)W (n)H(n)k ≫
√
X

(logX)3 (1 + λ/3)Kckδ ≥
√
X exp(.016K) (3.4)

for sufficiently large T . Here log(1 + λ/3) > .0206, and k + log logX = o(K). Poisson summation,
in its periodized form [28, Appendix D.2], gives for the L-periodic function W

I0 :=
∑
n

ψ(n/X)W (n) = Xψ̂(0) ≪ X : (3.5)

all nonzero frequencies vanish once X/L exceeds the fixed support radius of ψ̂.
We shall use the following elementary bound. If H = J−1∑J

i=1 yi with yi ∈ {0, 1,−1} and k is
even, then, for an absolute constant C,||||||||H

k − 1
Jk

∑
i1,...,ik∈[J ]

distinct

yi1 · · · yik

|||||||| ≤
∑

1≤j≤k/2

(
kC

J

)j
|H|k−2j . (3.6)

To prove it, express the distinct-index sum by Möbius inversion on set partitions; see [32, Section 7,
Example 1]. Equivalently, sum over permutations of [k], with a cycle of length m contributing

∑
i y
m
i

and with the usual permutation sign. A partition block of size m has coefficient (−1)m−1(m− 1)!,
since precisely (m − 1)! cycles have that support. If a permutation has k − 2j odd cycles, those
cycles contribute (JH)k−2j , whereas every even cycle contributes at most J in absolute value. The
total number of cycles is at most k − j. Moreover, at most 3j positions belong to cycles of length
greater than one: an odd cycle of length m ≥ 3 uses m positions while contributing m − 1 to 2j,
and an even cycle contributes all its positions to 2j. There are at most kO(j) permutations with this
many moved positions. The identity permutation is the term Hk; all the other terms give (3.6).

Apply (3.6) pointwise and then use Hölder with respect to the positive measure ψ(n/X)W (n).
The relative error in I is at most

k/2∑
j=1

(
kC

J

(
I0
I

)2/k
)j

= o(1).

Indeed, the ratio is at most a constant times kC logZ exp(−.032K/k), because X1/k ≤ Z; (3.3)
makes this tend to zero.

Poisson summation with arbitrary translations. Henceforth choose an ordered tuple of k
distinct primes of P uniformly at random. Its product is denoted by M . Expectation with respect
to these tuples will also be written EM , since the functions in use depend only on their product.
Let

χM =
∏
p|M

χp, 0 ≤ tM < M, tM ≡ tp (mod p) (p | M),

and set
R = M/X, θ = tM/M, h0 ≡ −tMM (mod L), 0 ≤ h0 < L.

The bars here and below indicate inverses modulo the modulus in the expression. The choice of k
gives, uniformly in the tuple,

Z10 ≤ R ≤ Z12+o(1). (3.7)
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For d | L put

fd(x) =
∏
ℓ|d
fℓ(x), f1 = 1, gd(b) =

√
dEx mod dfd(x)ed(−bx).

The product is interpreted by the Chinese remainder theorem. Fourier orthogonality and the same
theorem imply

Eb mod d|gd(b)|2 ≤ 1, |gd(b)| ≤
√
d, gd(b) =

∏
ℓ|d
gℓ
(
bd/ℓ

)
. (3.8)

In particular gd vanishes on nonunits when d > 1, since each fℓ has mean zero. We use g1 = 1.
Expand W =

∑
d|L λ

ω(d)fd. For a fixed d, Poisson summation modulo Md gives the complete
transform of fd(n)χM (n− tM ). Its factor modulo d is

√
d gd(−uM), and its factor modulo M is

τ(χM )χM (u)χM (d)eM (tMud),

where |τ(χM )| =
√
M by the primitive quadratic Gauss-sum identity [28, Theorems 9.6–9.7]. Since

tM +Mh0 is divisible by every d | L,

eM (tMud) = e
(
(θ + h0)u/d

)
.

It follows that the transform of the distinct-prime contribution, after division by
√
X and multipli-

cation by a unit complex number depending only on the tuple, is

∑
d|L

λω(d)χM (d)√
Rd

∑
u∈Z

χM (u)gd(−uM)e
(
(h0 + θ)u/d

)
ψ̂
(
u/(Rd)

)
. (3.9)

The orientations
∏
p|M ϵp are included in that unit. The term u = 0 vanishes. Since fd and ψ

are real, the negative-frequency part is χM (−1) times the conjugate of the positive-frequency part.
Write the latter as FM . The normalization from sampling distinct tuples is (J)k/Jk = 1 + o(1),
where (a)r = a(a− 1) · · · (a− r + 1). The moment bound and the repeat estimate therefore imply

EM |FM | ≥ exp(.015K). (3.10)

For example, the absolute value of (3.9) is at most 2|FM |, while the averaged original distinct
contribution is (1 − o(1))I/

√
X.

Write uniquely u = svw2 > 0, where s is squarefree and coprime to L, v | L, and w ≥ 1. For a
positive integer P define

Ndsv =
√
Rd/(sv),

G
(P )
d (s, v) = 1

Ndsv

∑
w≥1
P |w

gd(−svw2M)e
(
(h0 + θ)svw2/d

)
ψ̂
(
svw2/(Rd)

)
,

C(P )
s =

∑
v|L

χM (v)√
v

∑
d|L

λω(d)χM (d)G(P )
d (s, v).

(3.11)

Since χM (w2) = 1(w,M)=1, inclusion-exclusion gives

FM =
∑
P |M

(−1)ω(P ) ∑
s≤Z14

s squarefree
(s,L)=1

χM (s)√
s

C(P )
s . (3.12)

10



The fixed support of ψ̂ and (3.7) ensure u ≪ RL < Z14 and w < Z7. Consequently only P ≤ Z7

occur in this expression. A divisor of M this small contains at most seven prime factors, so the
number of outer terms is O(k7).

To relate the translating residues, we shall force a large value of G(1)
d (s, v) with s < L4 for

sufficiently many prime tuples. On a progression w = x + dj, its remaining quadratic phase has
coefficient svdθ, so a large value will give a small-denominator approximation to θ = tM/M . Since
the arrays C(P )

s depend on the sampled tuple M , the intervening moment estimate must be uniform
over a fixed family containing their discretizations.

A moment estimate for a polynomial-sized family of arrays. Put l = ⌊Tµ0⌋ and u0 = 2l.
Let B be any fixed family of complex arrays b = (bs), indexed by the squarefrees s ≤ Z14 coprime
to L. Suppose that, for a fixed constant c, |B| ≤ Zc and

∑
s |bs| ≤ Zc for every b ∈ B. We claim⎛⎝EM max

b∈B

|||||∑
s

χM (s)bs

|||||
2l
⎞⎠1/(2l)

≤ exp(o(K)) max
b∈B

(∑
s

u
ω(s)
0 |bs|2

)1/2

+O(Z−10).

(3.13)

The o(K) is uniform for families with this fixed c.
To prove the claim, first replace the maximum of the moments by their sum. Each product

M has probability k!/(J)k ≤ 2k!/Jk, so positivity permits domination by the sum over all odd
m ≤ (2Z)k with χM (s) replaced by (s/m). Expand one 2l-th moment. If the product n of its
2l indices is nonsquare, m |→ (n/m) on odd m, extended by zero on even m, is a nonprincipal
quadratic Dirichlet character with possible additional zero factors. It has a period at most 8n and
mean zero over a period. One can see this by using the nontrivial squarefree kernel of n and then
imposing coprimality to its square part; the induced character remains nonprincipal on the units
of a modulus dividing 8 rad(n). As n ≤ Z28l, its sum over any initial interval is O(Z28l). The total
absolute nonsquare error for an array is therefore at most Z28l(

∑
s |bs|)2l = ZOc(l).

When the product of the indices is square, its Jacobi symbol is either zero or one. Its contribu-
tion in absolute value is bounded by (2Z)k times the 2l-th moment of

F (ε) =
∑
s

|bs|
∏
p|s
εp,

where the εp are independent uniform signs. Indeed, the expectation of a product of these monomi-
als is one exactly when the product of the corresponding squarefree indices is a square, and is zero
otherwise. We use the even-moment form of Bonami’s hypercontractive inequality [2, Chapter III,
Theorems 2–3] and include its elementary proof here. For real x, y the binomial theorem gives(

Eε=±1|x+ εy|2l
)1/l

≤ x2 + (2l − 1)y2,

because
(2l

2i
)

≤
(l
i

)
(2l − 1)i. Apply this one sign at a time. Minkowski’s inequality, applied to the

square functions of the remaining signs, shows inductively that

∥F∥2
2l ≤

∑
s

(2l − 1)ω(s)|bs|2 ≤
∑
s

u
ω(s)
0 |bs|2.

This is the tensorized sign-moment form of Bonami hypercontractivity; see [2, Chapter III, Theo-
rem 3, p. 376]. The preceding argument proves the needed form directly; the arithmetic moment
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transfer around it is the adaptation used here. Squarefreeness ensures that each sign occurs with
degree at most one in every monomial.

The 2l-th root of the square-product transfer factor is at most(
Zc

2k!
Jk

(2Z)k
)1/(2l)

≤ exp
(
Oc

(
T + k log T

l

))
= exp(o(K)).

The last assertion uses µ0 > γ and ρ < 1. The nonsquare error, after the same probability factor
and taking a 2l-th root, is at most

exp
(

−k logZ
2l +Oc(logZ) +O

(
k log T
l

))
,

which is O(Z−10) since l = o(k). This proves (3.13).

Discretizing the coefficients and removing P ̸= 1. The coefficients in (3.11), except for their
dependence on θ,R, P , are determined by M mod 4L and h0 mod L. For the quadratic symbols
of divisors of L, this follows from quadratic reciprocity; the inverse of M modulo every d | L is
already determined modulo L. We allow every unit residue M mod 4L, every h0 mod L, every
integer 1 ≤ P ≤ Z7, and grids of mesh at most Z−100 for

0 ≤ θ ≤ 1, Z10 ≤ R ≤ 2Z13.

This is a family of ZO(1) parameter choices, with an absolute constant exponent. The larger range
for R also accommodates nearest grid points.

These grids approximate the coefficients uniformly. On the support of a summand in G(P )
d one

has w ≪ Ndsv and svw2/d ≪ R. The number of positive multiples of P in this range is O(Ndsv/P ),
with no extra term required; if the range contains any multiple at all, then Ndsv/P is bounded
below. Differentiating the formula, and using the smooth compact support, gives uniformly

|∂θG
(P )
d | ≪ R

√
L/P, |∂RG(P )

d | ≪
√
L/(RP ).

The derivative with respect to R includes the factor N−1
dsv and the argument of ψ̂; both have the

indicated bound. Thus nearest grid replacement changes each G
(P )
d (s, v) by O(Z−80). The same

estimates hold on the entire enlarged grid range, where the support still has s < Z14 and w < Z7.
Even after summing the coefficient errors absolutely in (3.12), their contribution is o(1): there are
at most Z14 indices, divisor sums cost exp(O(K)) = Zo(1), and there are O(k7) outer terms. The
crude bound |G(P )

d | ≪
√
L/P also shows that every array bs = s−1/2C

(P )
s has polynomial ℓ1 norm.

We shall repeatedly use ∑
v|L

v−1/2 = 1 + o(1),

∑
s≤Z14

s squarefree

u
ω(s)
0
s

≤
∏

p≤Z14

(1 + u0/p)

≤ exp

⎛⎝u0
∑
p≤Z14

1
p

⎞⎠ = exp(o(K)).

(3.14)
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For the first assertion, the logarithm of the divisor product is O(K/
√
z) = o(1). For the last one

it is O(Tµ0 log T ) = o(K). If P | M and P ̸= 1, then P ≥ Z. For all arrays with this restriction,
their weighted square norm in (3.13) is at most

Z−1√
L (1 + λ)K exp(o(K)) = Z−1+.01+o(1).

The maximum over all integer P in the grid family bounds the adaptive choice of the actual
divisors. Equation (3.13) and the O(k7) count show that all P ̸= 1 terms in (3.12) have total
expected absolute value o(1). We now set P = 1 and suppress its superscript.

A small-kernel quadratic sum must be large. We shall prove that with probability at least
exp(−O(K)) there exist a squarefree s < L4 coprime to L and divisors v, d | L such that

|Gd(s, v)| ≥ 2ω(d)/2e−K . (3.15)

For s < L4, on the entire grid range,

Ndsv

d
=

√
R

svd
≥ Z4.9

for sufficiently large T . If sv is nonunit modulo d, the function gd(−svw2M) is identically zero.
Otherwise, because gd vanishes at nonunits, the squaring map has fibers of size at most 2ω(d) on
every relevant residue. Therefore

Ew mod d|gd(−svw2M)|2 ≤ 2ω(d), Ew mod d|gd(−svw2M)| ≤ 2ω(d)/2.

The same assertions hold for d = 1 by convention. In an interval of length O(Ndsv), each residue
occurs O(Ndsv/d) times. Consequently

|Gd(s, v)| ≪ 2ω(d)/2 (s < L4). (3.16)

By Minkowski and (3.14), the corresponding small-s arrays satisfy⎛⎝∑
s<L4

u
ω(s)
0
s

|Cs|2
⎞⎠1/2

≤ exp(o(K))(1 +
√

2λ)K = exp(O(K)).

If (3.15) fails for an actual tuple, its nearest grid point belongs, for sufficiently large T , to the fixed
subfamily on which every small-s value is bounded by 2ω(d)/2 exp(−.9K). This follows since the
mesh error O(Z−80) is negligible compared with e−K . The weighted square norm of each small-s
array in that subfamily is at most

exp
(
(−.9 + log(1 +

√
2λ) + o(1))K

)
, (3.17)

which is exponentially small.
It remains to bound all large-s arrays, uniformly in their parameters, by exp((.006 + o(1))K)

in the weighted square norm. Fix v | L and a segment S ≤ s < 2S, where L4 ≤ S ≤ Z14, and put
τ = .005. There are O(logZ) segments; their total cost in Minkowski’s inequality is exp(o(K)), as
is the sum over v with the weights v−1/2 in (3.14).

For the low-weight indices uω(s)
0 ≤ eτK , bound the squared norm by eτK times the unweighted

one. By positivity this unweighted sum of squared moduli can be extended to all integers in [S, 2S)
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before expanding its d, d′ cross terms; the defining formula for Gd(s, v) makes sense for these integers
as well. We claim the correlation estimate||||||

∑
S≤s<2S

Gd(s, v)Gd′(s, v)
s

|||||| ≪
(

dd′

(d, d′)2

)−1/2
. (3.18)

To verify it, expand the two sums over w,w′. A nonzero summand has

w ≪
√
Rd/(Sv), w′ ≪

√
Rd′/(Sv).

Its periodic factor is F (s) = gd(cs)gd′(c′s), where c = −vw2M (mod d) and c′ = −v(w′)2M
(mod d′). If either scalar is a nonunit, the summand is identically zero. Otherwise, on the period
q = [d, d′], every normalized additive Fourier coefficient of F is bounded in modulus by

Ad,d′ =
(

dd′

(d, d′)2

)−1/2
.

Indeed, at a prime in exactly one divisor, Fourier inversion of gℓ gives an upper bound 1/
√
ℓ since

|fℓ| ≤ 1. At a common prime Cauchy–Schwarz and (3.8) give an upper bound one. Chinese
remaindering multiplies these local bounds.

The remaining phase is e(αs) for an arbitrary real number α, and the two transform factors
form a smooth weight with uniformly bounded supremum and total variation on [S, 2S]. For a
q-periodic function whose Fourier coefficients are at most Ad,d′ , finite Fourier expansion and the
geometric-sum bound give |||||∑

s∈I
F (s)e(αs)

||||| ≪ Ad,d′
(
|I| + q log(2q)

)
for an interval I of length at most S. To see the uniformity in α, sum min(S, ∥α + h/q∥−1) over
h mod q: a closest frequency costs at most S, and the others cost O(q

∑
j≤q 1/j). Partial summation

inserts the smooth weight without changing this estimate. Here q | L and S ≥ L4, so the bound
is O(Ad,d′S). Finally, the factors N−1

dsvN
−1
d′sv/s equal v/(R

√
dd′), independently of s, and there are

at most O(R
√
dd′/(Sv)) pairs w,w′. This proves (3.18). After the divisor sum, the low-weight

squared norm is therefore
≪ eτK

∏
ℓ|L

(1 + λ2 + 2λ/
√
ℓ). (3.19)

For completeness we give a residue-uniform estimate for the high-weight indices. For each
residue class a mod L, ∑

S≤s<2S,s≡a (L)
s squarefree,(s,L)=1

u
ω(s)
0 >eτK

u
ω(s)
0 ≤ S

L
e−10K (3.20)

for sufficiently large T . Given such an s, take r to be the product of its smallest ⌊ω(s)/2⌋ prime
factors. Then

r ≤
√

2S, (r, L) = 1, ω(r) ≥ τK

2 log u0
− 1, u

ω(s)
0 ≤ u0(u2

0)ω(r).
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There are at most O(S/(Lr)) multiples of r in the specified class and interval. The usual additive
constant in this count is absorbed because S/(Lr) ≥

√
S/(

√
2L) ≫ 1. Allowing all possible

squarefree r, the desired sum is at most O(S/L) times

u0
∑

r≤
√

2S, r squarefree
ω(r)≥τK/(2 log u0)−1

(u2
0)ω(r)

r
≤ u0T

1/4−τK/(8 log u0) ∏
p≤

√
2S

(1 + u2
0T

1/4/p)

≤ u0T
1/4−τK/(8 log u0) exp

(
O(u2

0T
1/4 log T )

)
≤ e−20K .

The last inequality follows since the negative main exponent is −(τ/(8µ0) + o(1))K = −(625 +
o(1))K, whereas the positive exponent is O(T 1/4+2µ0 log T ) = o(K). This proves (3.20).

In the expansion used for (3.18), sum the high-weight part absolutely. Its periodic factor satisfies
Es mod L|F (s)| ≤ 1, by Cauchy–Schwarz and (3.8). Thus (3.20), followed by the same normalization
and pair count, bounds its contribution by O(e−10K) for each pair of divisors. The divisor weights
sum to (1 + λ)2K , which leaves an exponentially negligible bound. In (3.19) the logarithm of the
product is K log(1+λ2)+o(K), because every ℓ ≥ z. Combining the two parts, and then summing
the segments and v, gives⎛⎜⎜⎜⎜⎜⎜⎝

∑
s≥L4

s squarefree
(s,L)=1

u
ω(s)
0
s

|Cs|2

⎞⎟⎟⎟⎟⎟⎟⎠

1/2

≤ exp((.006 + o(1))K), (3.21)

since (τ + log(1 + λ2))/2 < .006.
Let E be the event in (3.15), and split the P = 1 inner expression in (3.12) into small and large

s. Apply (3.13) to the grid families for the large part and to the fixed subfamily in (3.17). Grid
replacement costs o(1) in each application. It follows that the large part has expected absolute
value at most exp((.006 + o(1))K), and the small part on Ec has exponentially small expectation.
In the latter assertion it is important that the maximum over the whole fixed subfamily bounds
every tuple in Ec; no conditional character estimate is being asserted. The whole small part has
L2l probability norm exp(O(K)) by (3.16) and (3.13). In view of (3.10) and the negligible P ̸= 1
terms, its expected absolute value on E is at least 1

2 exp(.015K) for large T . Hölder’s inequality
now implies

P(E) ≥ exp(−O(K)), (3.22)
as claimed.

Recovering a rational approximation from the witness. Fix an actual tuple in E and a
witness s, v, d. Split the w-sum in (3.11) into progressions modulo d. The gd factor and the h0
phase are constant on each progression, and the sum of their absolute amplitudes over the classes
is at most d 2ω(d)/2. Put Y0 = Ndsv/d. Equation (3.15) shows that on some progression w = x+ dj
the remaining smooth quadratic sum has modulus at least Y0e

−K . Its quadratic coefficient in j
is α = svdθ. The weight ψ̂(((j + x/d)/Y0)2) is supported on an interval of length O(Y0) and has
bounded supremum and total variation, uniformly in the progression. Partial summation therefore
gives an unweighted interval sum||||||

∑
j∈I

e(αj2 + βj)

|||||| ≫ Y0e
−K , |I| ≪ Y0,
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with an arbitrary real linear coefficient β. We have Y0 ≫ Z4, log Y0 ≍ T , and log T = o(K) = o(T ).
We record the inverse conclusion, including its dependence on the length:

1 ≤ q ≤ exp(O(K)), ∥qα∥R/Z ≤ exp(O(K))Y −2
0 (3.23)

for some integer q. For a proof, let Q1 = ⌊Y 2
0 e

−8K⌋ and apply Dirichlet approximation to 2α. After
reducing the resulting fraction, we have coprime integers b, r, with 1 ≤ r ≤ Q1 and |2rα−b| ≤ 1/Q1.
In particular |2α−b/r| ≤ 1/r2. One differencing step, in which the linear coefficient and the interval
location do not affect the absolute bound, gives||||||

∑
j∈I

e(αj2 + βj)

||||||
2

≪ Y0 +
∑

1≤h≪Y0

min(Y0, ∥2hα∥−1) ≪ (Y0/r + 1)(Y0 + r log(2r)).

For the second bound split the shifts into blocks of length at most r/2. Within such a block two
values of 2hα are separated modulo one by at least 1/(2r), because the reduced rational values are
separated by 1/r and the approximation error between them is at most 1/(2r). The sum of the
displayed minima in one block is O(Y0 + r log(2r)). Bounded r is covered by the same estimate. If
e8K < r ≤ Q1, the last bound is at most

O
(
Y 2

0 e
−8K log(2Y0) + Y0 log(2Y0)

)
= o(Y 2

0 e
−2K),

contrary to the lower bound for the sum. Thus r ≤ e8K , and q = 2r proves (3.23), since 1/Q1 ≪
e8KY −2

0 .
Let a = qsvd. Then

1 ≤ a ≤ L6eO(K) ≤ Z .12+o(1).

Choose an integer b′ nearest to aθ and put n = atM −b′M . As Y −2
0 = svd/R, Equation (3.23) gives

|n| ≤ aXeO(K) ≤ XZ .12+o(1), n ≡ atp (mod p) (p | M). (3.24)

There are at most Z .12+o(1) choices of a. Using (3.22), (J)k = (1 − o(1))Jk, and eO(K) = Zo(1),
pigeonholing gives a fixed positive integer a ≤ Z .12+o(1) for which at least JkZ−.13 ordered distinct
tuples have a lift satisfying (3.24).

One common centre for many primes. Put H0 = XZ .15, so that H0 ≤ Zk−10+.15, and for
every integer |n| ≤ H0 let

r(n) = |{p ∈ P : n ≡ atp (mod p)}|.

Counting ordered tuples and then counting lifts modulo products of k − 10 distinct primes gives∑
|n|≤H0

(r(n))k ≥ JkZ−.13,
∑

|n|≤H0

(r(n))k−10 ≪ Z .15Jk−10. (3.25)

For the second estimate each product is at least Zk−10, so the number of its lifts in the interval
is O(Z .15). The first estimate counts at least one lift for every tuple already obtained. The terms
with r(n) < Z .6 contribute at most

Z6∑
n

(r(n))k−10 ≪ Z6.15Jk−10 = o(JkZ−.13)

to the first sum in (3.25).
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For each remaining integer take its set of matching primes. Two different integers have at most
k common matching primes: a product of k + 1 such primes would divide their nonzero difference,
whose absolute value is at most 2H0 < Zk+1. Let there be b high sets, of total cardinality R0. If a
prime occurs in dp of them, Cauchy–Schwarz and the intersection bound give

R2
0
J

≤
∑
p

d2
p ≤ R0 + kb2.

Since b ≤ R0/Z
.6 and kJ/Z1.2 = o(1), this implies R0 ≤ 2J for sufficiently large T . If J0 is the

maximum size of a high set, then

1
2J

kZ−.13 ≤
∑

n: r(n)≥Z.6

(r(n))k ≤ Jk−1
0 R0 ≤ 2JJk−1

0 .

Thus one integer n has a matching set P0 satisfying

J0 := |P0| ≥ JZ−O(1/k). (3.26)

Reduce n/a = h/m to lowest terms, with m > 0. Since a < Z .13 < p for p ∈ P0, reduction of this
identity modulo p is valid and yields

tp ≡ h/m (mod p) (p ∈ P0), m ≤ Z .13 = Xo(1), |h| ≤ XZ .15. (3.27)

This is the first point at which the initially arbitrary centres have been related to one another.

The quadratic large sieve and the number of kernels. Prime-product character tests for
squarefree kernels also appear in Green and Harper [16, Lemmas 6.1–6.2]. Here the preceding
argument has first related the independently chosen translating centers. We use Heath-Brown’s
quadratic large sieve [18, Theorem 1]: for arbitrary complex coefficients on odd positive squarefree
s ≤ S,

∗∑
u≤U

|||||∑
s

bs(s/u)
|||||
2

≪ε (US)ε(U + S)
∑
s

|bs|2, (3.28)

where the starred sum is over odd positive squarefree u. The same bound, up to an absolute
factor, holds for (u/s) with nonzero signed squarefree u satisfying |u| ≤ U . To check this extension
explicitly, write u = ±2ev, with e ∈ {0, 1} and v positive odd squarefree, and separate v mod 4.
Quadratic reciprocity turns (v/s) into (s/v) times a sign depending only on s and the fixed class
of v. The additional factors (±2e/s) can also be absorbed into bs. The coefficient square norm is
unchanged. Dropping the restriction on v mod 4 by positivity and applying (3.28) in each of these
eight cases proves the extension, including u = ±1.

Put ϵ′p = ϵpχp(m) for p ∈ P0. Equations (3.2) and (3.27) show that

F (x) = 1
J0

∑
p∈P0

ϵ′pχp(mx− h)

has mean at least cδ on AX and at most −cδ on DX . Since |F | ≤ 1, on a fixed positive fraction of
each tail we have |F (x)| ≥ cδ/2. On these subsets mx− h ̸= 0, and write uniquely

mx− h = uxt
2
x, ux signed squarefree, tx ≥ 1.
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Uniformly |ux|t2x ≤ mX + |h| = X1+o(1). At most O(k) primes of P0 can divide tx, by taking
logarithms of their product. Replacing χp(mx−h) by χp(ux) changes the average by O(k/J0) = o(1).
Thus the average with ux remains bounded away from zero.

Raise that average to the even power k and apply (3.6), now with J0 in place of J . Its relative
error is o(1), since the mean has modulus at least a fixed positive constant and kC/J0 = o(1). We
obtain a single coefficient array, the same for every such kernel, with|||||∑

s

bs(ux/s)
||||| ≥ ck,

∑
s

|bs|2 ≤ k!
Jk0
,

where c > 0 is fixed and the support consists of products of k distinct primes of P0. Indeed each
such product has coefficient k!J−k

0
∏
p|s ϵ

′
p, and there are

(J0
k

)
of them. With S = (2Z)k, we have

S = X1+o(1) and S > mX + |h| for large T , while

S
k!
Jk0

≤ exp
(
Oδ(logZ + k log T )

)
= Xo(1). (3.29)

Apply the signed version of (3.28), with U = mX + |h|. Since c−2k = Xo(1), the number of distinct
kernels on these subsets is at most

X3ε+o(1) (3.30)

for every fixed ε > 0; the estimate with exponent 2ε+ o(1) would also suffice.

Populations in a kernel and disjoint prime supports. For a fixed kernel u, the equality
ut2x = mx − h and (h,m) = 1 give (utx,m) = 1. The unit congruence ut2 ≡ −h (mod m) has at
most O(2ω(m)) roots: there are at most two at an odd prime power, at most four at a power of
two, and the Chinese remainder theorem applies. On either of our endpoint intervals the range
of tx has diameter at most

√
mX/|u|, because the range of t2x has length at most mX/|u| and

|
√
a−

√
b| ≤

√
|a− b| for a, b ≥ 0. Counting the possible roots in their residue classes gives

|{x on a fixed side : ux = u}| ≪ 2ω(m)
(√

mX/|u|
m

+ 1
)

≪
√
X/|u| +Xo(1).

(3.31)

Here 2ω(m) ≪
√
m uniformly: in the product

∏
p|m 2/√p, only the factors at 2 and 3 exceed one.

Also m = Xo(1).
Let 0 < c1 ≤ 1/4 be an absolute constant for the combined zero-free region and Landau–Page

statement recalled below, and put Cz = 1 + c−1
1 ≥ 5. Fix, in this order,

0 < η ≤ min{1/1000, 1/(200Cz)}, 0 < ε < η/100

in (3.30). The kernels with |u| > Xη contribute at most X3ε+o(1)(X1/2−η/2 +Xo(1)) points on either
side. This is negligible compared with

√
X/(logX)3. We retain sets U ⊂ AX and V ⊂ DX , each of

size ≫δ

√
X/(logX)3, on which all kernels are nonzero and have absolute value at most Xη.

No prime divides a kernel on both sides. In fact, if a prime divides v = ux and w = uy for x ∈ U ,
y ∈ V, then it divides m(x− y) and is coprime to m, hence divides x− y. But x− y ∈ A+B is an
eventual prime exceeding X9/10, whereas that divisor is at most Xη. Taking η < 9/10 makes this
impossible. Thus every such product vw is signed squarefree. Moreover its prime factors determine
|v| and |w|: the prime supports of all kernels on the first side and all kernels on the second side are
disjoint. Only the bounded choice of signs remains.
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Exceptional characters and split primes. We recall the precise unconditional input about
Dirichlet L-functions that is needed here. For the absolute constant c1 fixed above, among primitive
nonprincipal characters of conductor at most Q, all zeros with imaginary part of modulus at most
one satisfy ℜρ ≤ 1 − c1/ logQ, apart from at most one real simple zero of a real character. This is
the classical zero-free region together with the Landau–Page theorem. For every fixed ε1 > 0, such
a real zero satisfies 1 −β ≫ε1 q

−ε1 , by Siegel’s theorem, where q is its conductor. These statements
are used only for existence and asymptotics; no effective constant from Siegel’s theorem is required.
We use the zero-free region and Page theorem in [28, Theorem 11.3 and Corollary 11.10], and the
real-zero bound in [28, Corollary 11.15].

Apply them with Q0 = 4X2η. The primitive quadratic character corresponding to a signed
squarefree integer vw ̸= 1 has conductor at most 4|vw| ≤ Q0. If the exceptional character has
conductor q > (logX)100, discard the pairs (x, y) that produce it. The character determines vw
and hence the two kernel magnitudes by the preceding disjointness. Equation (3.31) bounds the
number of discarded pairs by

O

(
X√
|vw|

+X1/2+o(1)
)

≪ X

(logX)50 +X1/2+o(1).

This is negligible compared with |U||V| ≫δ X/(logX)6. There are O(X2η) possible ordered pairs
of signed kernels. Among the remaining pairs we can therefore fix kernels v, w whose population
product is ≫δ X

1−2η/(logX)6. Each population is at most O(
√
X) by (3.31); consequently each

is at least X1/2−3η for sufficiently large T . Let R1,R2 be the resulting sets of positive roots tx, ty.
The root maps are injective, their respective sizes are these populations, and their diameters are at
most X1/2+o(1).

Set Q2 = X1/2−5η. We claim that our choice of η gives

∑
p≤Q2
p∤2mvw

(vw/p)=1

log p
p

≥ .03 logX. (3.32)

If vw = 1, this follows directly from Mertens’ estimate after removing the prime divisors of 2m.
Otherwise let χ be the primitive quadratic character attached to vw, of conductor q ≤ Q0, and put

s = 1 + 10
logX , s0 = 1 + 1

logQ0
.

For our fixed η and sufficiently large X, 1 < s ≤ s0 ≤ 2. The completed-function Hadamard
formula gives, for real 1 < u ≤ 2,

∑
ρ

ℜ 1
u− ρ

= L′

L
(u, χ) + 1

2 log q +O(1), (3.33)

where the zeros are the nontrivial zeros, counted with multiplicity. For clarity, the completed
logarithmic derivative is L′/L(u, χ) + 1

2 log(q/π) + 1
2Γ′/Γ((u + κ)/2), with κ ∈ {0, 1}; the real

part of its Hadamard constant cancels the sum of ℜ(1/ρ). The gamma term is bounded on this
interval. This proves precisely (3.33), with a uniform O(1); see also [19, Section 3.7.4, Equations
(3.97)–(3.102)].

The zero sum is positive. At s0 it is at most 2 logQ0 for sufficiently large X, because the Euler
series bounds |L′/L(s0, χ)| by −ζ ′/ζ(s0) = logQ0 + O(1) and q ≤ Q0. For a nonexceptional zero
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ρ = β + iγ′ with |γ′| ≤ 1, set a = s − β and b = s0 − β. The zero-free region gives a ≥ c1/ logQ0,
while 0 ≤ b− a ≤ 1/ logQ0. Hence

a/(a2 + (γ′)2)
b/(b2 + (γ′)2) ≤ b

a
≤ 1 + c−1

1 .

If |γ′| > 1, the same ratio is at most five, since 0 < a ≤ b ≤ 2. Thus the sum of all nonexceptional
terms at s is at most 2Cz logQ0, with a constant independent of η. If the exceptional zero is a zero
of the retained character, its conductor is at most (logX)100. Siegel’s estimate with ε1 = 1/200
then gives

(s− β)−1 ≤ (1 − β)−1 ≪ q1/200 ≤ (logX)1/2 = o(logX).
Using (3.33) and removing the absolutely convergent prime-power terms yields∑

p

χ(p) log p
ps

= −L′

L
(s, χ) +O(1) ≥ −2Cz logQ0 − o(logX) (3.34)

with the fixed absolute constant Cz.
On the other hand,∑

p

log p
ps

= 1
10 logX +O(1),

∑
p>Q2

log p
ps

= 1
10e

−5+50η logX +O(1).

The second equality follows by partial summation from
∑
p≤y log p/p = log y + O(1). The primes

dividing 2mvw have total log p/p-weight O(log logX): primes up to logX satisfy this by Mertens,
and those above it contribute at most log |2mvw|/ logX = O(1). For other primes, 1χ(p)=1 =
(1 + χ(p))/2. Combining these facts with (3.34), the split-prime mass with denominator ps is at
least (

.05 − 2Czη − .1e−5+50η − o(1)
)

logX.
Our preceding choice gives 2Czη ≤ .01 and .1e−5+50η < .001, so this coefficient exceeds .03 for
sufficiently large X. Replacing ps by p only increases the split-prime sum and proves (3.32).

The final collision contradiction. For i = 1, 2 let βi(p) be the probability that two independent
uniform elements of Ri are congruent modulo p. For unequal roots, the sum of log p over prime
divisors of their difference is at most the logarithm of the diameter. The equal-root contribution is
O(Q2/|Ri|) = O(X−2η). Consequently∑

p≤Q2

log p
(
β1(p) + β2(p)

)
≤ (1 + o(1)) logX. (3.35)

Always βi(p) ≥ 1/p. For a prime counted in (3.32), choose a square root cp of w/v modulo p.
The occupied residue sets of R1 and cpR2 are disjoint. Indeed, equality of residues would give
vt2x ≡ wt2y (mod p), hence p | m(x − y). Since p ∤ m and x − y is a prime exceeding X9/10 > Q2,
this is impossible. If the two occupied sets have cardinalities ap, bp, their collision probabilities are
at least 1/ap, 1/bp, and ap + bp ≤ p. Multiplication by cp preserves the second collision probability,
so β1(p) + β2(p) ≥ 4/p at every split prime under consideration. Thus the left side of (3.35) is at
least

2
∑
p≤Q2

log p
p

+ 2
∑
p≤Q2
p∤2mvw

(vw/p)=1

log p
p

≥ (1 − 10η + .06 + o(1)) logX.

Our choice of η contradicts (3.35). This proves the proposition.
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Corollary 3.2. For fixed 0 < α < β, as L∗ −→ ∞,
∑

αL∗≤log log p≤βL∗

1
p

max
t∈Fp

||Ex∈Spχp(x− t)
|| = o(L∗).

Proof. Partition the range of log p into dyadic intervals [T, 2T ]. Equation (3.1), divided by T ,
bounds the contribution of each interval with weight 1/p by a quantity tending to zero uniformly
for T ≥ 1

2e
αL∗ . There are O(L∗) intervals, including at most two truncated ones; positivity permits

enlarging the latter to full intervals. Their sum is therefore o(L∗).

4 Translated characters of higher order
In this section the harmonic mass of a set of primes P is

∑
p∈P p

−1. All multiplicative characters
are extended by zero at zero. The parameters introduced in this section are local to its proof.

We now prove translated decorrelation for every character of order greater than two. Repeated
Cauchy–Schwarz steps create copies of the prime variables, and pairs of smaller and larger anchor
primes distinguish their positions. Changing a position then exposes a one-sided interaction in-
volving the square of a selected character. That square is nonprincipal because the character has
order greater than two. The final corollary combines this argument with the quadratic conclusion
of Section 3.

Proposition 4.1. For every fixed 0 < α < β, one has
∑

αL≤log log p≤βL

1
p

max
t∈Fp, λ multiplicative

ord(λ)>2

||Ex∈Spλ(x− t)
|| = o(L) (L −→ ∞). (4.1)

Proof. Suppose otherwise. After passing to a sequence L → ∞, there are constants c, δ > 0, sets E
of primes in the indicated band with harmonic mass at least cL, and choices

fp(x) = zpχ
(p)(x− tp), |zp| = 1, ord(χ(p)) > 2, ℜEx∈Spfp(x) ≥ δ.

All constants below may depend on α, β, c, δ. Whenever labels are sampled from a specified prime
set, their prior is the harmonic measure on that set, normalized to a probability. Restrictions on a
tuple, such as distinctness or a product bin, will be imposed by indicators, without renormalizing
its prior.

Selection of scales and positive statistics

Set ϵ = 10−4. We shall choose a sufficiently large constant BD, followed by a sufficiently large lower
bound K0 on an integer depth k. Leading constants multiplying m in the estimates below, except
for the explicitly displayed log z terms, will be independent of BD, k. Symbols such as Ok(1) and
ok(m) allow dependence on these fixed choices; their limiting variable is L.

Use the coordinate u = log log p. Mertens’ estimate, uniformly on the intervals in question,
gives harmonic mass at most the interval length plus o(1). We can therefore find three subintervals
in increasing order, each containing ≫ L mass of E , separated from each other by gaps ≫ L.
Indeed, partition the original band into q equal intervals, where q is a sufficiently large fixed
integer. Intervals of mass less than cL/(2q) carry together less than cL/2. Since each other interval
has mass at most (β − α)L/q + o(1), there are at least cq/(3(β − α)) other intervals for large L.
Take q large enough that this number exceeds 12, and select three of these intervals with at least
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one whole partition interval between successive choices. Their lengths and gaps are fixed positive
multiples of L. We use all the E-primes in the middle interval as bulk labels. In the lower interval, a
unit-length shell has E-mass bounded below by a positive constant; fix one such shell for the small
anchors.

We require more structure in the upper interval. There is a fixed c1 > 0 and a block [U,U + 5k],
with k ≥ K0 bounded above independently of L, such that every subinterval of length ϵk in the
block has E-mass at least c1ϵk. Here is the density-increment argument, including the dependence
of the constants. Choose an integer M > 100/ϵ. A block of fixed length 5K0M

h inherits some
fixed positive density d from the upper interval, by averaging over a partition into such blocks. If a
current block of length 5k has density at least d but contains a failing interval of length ϵk, the child
blocks of length 5k/M wholly contained in that interval have total length at least ϵk/2. Choose
c1 < d/4. These children have average density at most 2c1 < d/2, so one of the other children has
density larger than the current density by a fixed positive amount depending only on d, ϵ. This
increase cannot occur more than h times, for sufficiently large fixed h, because all densities are
at most 1 + o(1). Neither h nor c1 depends on K0. Thus the terminal k belongs to the finite set
{K0,K0M, . . . ,K0M

h}. Pass to an unbounded subsequence on which k is fixed.
Increase K0 so that discarding at most two boundary unit shells from an interval of length

ϵk costs less than half its guaranteed mass. Every such interval then contains a whole shell from
the grid U + Z with E-mass at least a fixed c0 > 0. Call these shells rich. Fix one rich shell in
[U,U + 2ϵk]; it supplies a top label and the big anchors. Let τ be the exponential of its lower
endpoint in the u-coordinate, and set

logX = 103 4kτ, z = exp(3ϵk), m = ⌊zL⌋.

We next obtain good endpoints simultaneously for every shell that may be needed. The sets to
be tested are the bulk interval, the small-anchor shell, the top shell, and all rich grid shells in the
late block lying wholly below log p = (logX)/4. Their number is bounded for fixed k, and each has
harmonic mass bounded below by a positive constant. Let AX = A ∩ [X9/10, X]. For any subset
A′ ⊂ AX with

|A′| ≥
√
X

(logX)10 ,

apply Lemma 2.5 to its uniform measure and the uniform measure on the full D-tail. Every tested
prime is below the cutoff in that lemma. Cauchy–Schwarz on the residue classes, followed by
log p ≥ eαL, gives ∑

tested p

1
p

||Ea∈A′fp(a) − Ex∈Spfp(x)
||2 ≪ (log logX)e−αL = o(1).

If at least
√
X/(logX)10 endpoints failed ℜEpfp(a) ≥ δ/2 for one of the tested prime sets, their

uniform measure would contradict this estimate and Cauchy–Schwarz over that set of primes.
Lemma 2.4 shows that |AX | ≫

√
X/(logX)3. Consequently, outside a negligible fraction of AX ,

all these tests hold simultaneously. Call these endpoints typical.
For a rich unit shell with lower exponential scale b, partition its primes into the cells

Eh = {p ∈ E : h ≤ log p < h+ 1}, h ∈ Z ∩ [b, eb].

Boundary cells have negligible mass, and the prime-counting upper bound gives mass O(1/b) for
every cell. At a typical endpoint, the shell average has real part at least δ/2. Since |fp| ≤ 1, a
fixed positive amount of shell mass lies in cells whose average has real part at least δ/4. Discarding
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cells with mass smaller than a sufficiently small constant times 1/b loses less than half this amount.
Thus there are ≫ b good cells satisfying

∑
p∈Eh

1
p

≫ 1
b
, ℜEp∈Eh

fp(a) ≥ δ/4.

The constants are uniform over every tested shell.
A word consists of m independent bulk labels and one independent top label. Define

GJ(n) = Eword1{⌊
∑

log p⌋=J}
∏

fp(n).

There are at most exp(CL) possible bins. The gap between the bulk and top scales implies

(1 − o(1))τ ≤ J ≤ 4τ

whenever the bin is nonempty. At a typical endpoint, independence gives
||∑

J GJ(a)
|| ≥ (δ/2)m+1.

Pigeonholing first a bin for each endpoint and then the endpoints among bins yields one fixed J
such that

|GJ(a)| ≥ e−Cm

at at least
√
Xe−Cm typical endpoints. The constants here are independent of large fixed k: the

bin count and the tail-size logarithmic loss have logarithms O(L) +Ok(1).
Introduce the gaps and frequency bounds

∆0 = (BD + 20 log z)m, ∆j = 2j−1∆0 + 4j
√
m (1 ≤ j ≤ k),

Ej = 2j∆0 + 2 · 4j
√
m, Vj = eEj (0 ≤ j ≤ k). (4.2)

For each retained endpoint choose a good small-anchor cell and a good big-anchor cell for every
j, and let aj be the sum of their two indices. We shall choose a prime group Kj of logarithmic
target Tj to be removed at step j, and a filler group of target TF . At step j, the part to be copied
will consist of 2j−1 copies of the selected word, one group of each future pivot type, and the two
fresh anchors. We require its logarithmic size to exceed Tj by ∆j . The filler then makes the full
product in the initial squared expression have logarithmic size logX + ∆0, as needed for Poisson
summation. These requirements give the backwards definitions

Tj = 2j−1J +
∑
ℓ>j

Tℓ + aj − ∆j , TF = logX + ∆0
2 − J −

k∑
j=1

(Tj + aj).

They are positive and, for all sufficiently large L,

c∗ 2kτ ≤ Tj , TF ≤ 600 4kτ

with an absolute c∗ > 0. To check this, put cj = 2j−1J + aj − ∆j . The backwards recurrence gives∑
j

Tj =
∑
j

2j−1cj .

Here aj ≤ 4τ eventually and ∆j = ok(τ); the contribution of J is (4k − 1)J/3, while the anchor
contribution is O(2kτ). These estimates prove the bounds on the Tj , and the large coefficient 103

proves the bounds on TF .
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For any such target T , the interval

[log T − 2ϵk, log T − ϵk]

lies inside the late block when K0 is large. It contains a rich unit shell. The primes of that shell obey
log p ≤ Te−ϵk < (logX)/4, again by increasing K0; hence this shell was among the simultaneous
endpoint tests above.

We record why the good cells in that shell can realize the target to bounded accuracy. Let their
index set be I ⊂ [b, eb], with |I| ≥ c′b, and write

h− = min I, h+ = max I, s = h+ − h−, g = gcd(I − h−).

Then s ≫ b and g ≪ 1. Let U be the set (I − h−)/g, reduced modulo s/g. It contains zero,
generates the group, and has density bounded below. A bounded number r0 of its sums covers that
group. For completeness, Kneser’s sumset theorem [24], in the form of [7, Theorem 1], gives, for
the stabilizer H of an r0-fold sumset,

|r0U| ≥ r0|U +H| − (r0 − 1)|H|.

If H is proper, the generating set U meets at least two H-cosets, so the right side is at least r0|U|/2.
For sufficiently large fixed r0 this is impossible in the ambient group. Thus the sumset is the whole
group. Appending zero and endpoint summands now shows that n sums of I − h− cover every
multiple of g in [r0s, (n − r0)s]. Choose n to be the integer nearest T/((h− + h+)/2). Since the
shell lies in the preceding target interval,

c′′eϵk ≤ n ≤ Ce2ϵk.

For large K0, the target lies in the interior interval just described. Rounding to the appropriate
residue class modulo g therefore gives an ordered list of n good cell indices with sum T +O(1).

Use such lists for every pivot target Tj and the filler target TF . The total number nc of cell
labels, including the anchors, satisfies

nc ≤ nmax ≪ ke2ϵk.

Every index has at most exp(CL) possibilities. Fixing all lengths, ordered lists, and anchor choices
by pigeonhole costs at most

exp(CnmaxL+Ok(1)).
Since nmax/z ≪ ke−ϵk → 0, this is absorbed by exp(Cm), with a leading constant independent
of k,BD. The endpoint dependence of the targets causes no loss beyond this pigeonhole: every
eligible rich shell had already been tested at every typical endpoint.

Fix a real nonnegative Schwartz function ψ, bounded below by a positive constant on [0, 1], with
smooth compactly supported Fourier transform. Such a function is obtained by squaring the real
inverse Fourier transform of a smooth even nonnegative bump sufficiently concentrated near zero.
For a selected cell write Rh(n) = Ep∈Eh

fp(n). The selected endpoints give the positive statistic

I∗ =
∑
n∈Z

ψ(n/X)|GJ(n)|2
∏
h

|Rh(n)|2 ≥
√
X e−Cm, (4.3)

where cell labels occur with their selected multiplicities. Its expansion uses an independent positive
and conjugate copy of every role. For the formal product M of all prime labels, with multiplicity,
the bins and target relations give

logM = logX + ∆0 +Ok(1).
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We may discard tuples with repeated primes. A repeated tuple has actual period at most
M/pmin, and pmin ≥ exp(eαL). Thus its period is much less than X; bandlimited Poisson leaves
only its complete residue mean. That mean vanishes if a prime occurs just once, because its
character is nonprincipal. For an all-multiple tuple, the absolute contribution before its prior is
O(X). Its point weight is at most

M−1L−2m exp(Cm+Ok(1)).

Here the bulk priors supply L−2m; the cell normalizations cost at most exp(CncL), and the top
normalizations cost a bounded factor per top label. Extract

M−1/2 ≤ X−1/2e−∆0/2+Ok(1).

There are b∗ = 2m+Ok(1) positions. If there are d ≤ b∗/2 distinct primes, summing the remaining
M−1/2 costs at most ∑

d≤b∗/2

db∗(CL)d

d! ≤ bb∗
∗ e

CL;

each distinct prime contributes at least a factor 1/p. The total repeated-prime error is therefore at
most √

X exp
(

−∆0
2 + (C + 2 log z)m+ ok(m)

)
.

Choose BD sufficiently large. After Poisson summation on the distinct contribution and division
by

√
X, we obtain an amplitude η0 with

|η0| ≥ e−B0m, (4.4)

where B0 is bounded independently of BD, k.

Templates and the transfer identity

The level-zero list consists of both copies of all selected roles. Mark the positive word and each
positive pivot group Kj active. Reserve the two positive anchors for each step j. Negative copies
and unused roles, including the filler, stay outside. Initially regard a pivot group as one atom
whose constituents are its ordered prime slots. Retain its internal distinctness indicator in its tuple
prior, without normalization. All other atoms are single prime slots. Pairwise coprimality of atoms
imposes the remaining distinctness conditions. Every copied atom receives new independent priors
with the same internal restrictions; all priors are probability or subprobability measures.

At step j, partition the current list Ij−1 into P ⊔ H ⊔ Y . Here P is the unique active atom
of type Kj ; H consists of all active words, the unique active atom of each future type Kℓ, ℓ > j,
and the two fresh anchors for step j; Y is the remainder. The letters P,H, Y also denote the
corresponding integer products. Replace this list by

Ij = H+ ⊔H− ⊔ Y.

Both copies of every active word remain active. For each future pivot retain only its positive copy
as active; its other copy becomes outside. Both copies of the fresh anchors become outside. Thus
immediately before step j there are r = 2j−1 active words, and on their bin supports

logP = Tj +Ok(1), logH = Tj + ∆j +Ok(1). (4.5)
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For a prime slot i, let pi be its assigned prime and let λi be χ(pi) or its inverse according to
the original positive or conjugate role. This choice is copied unchanged, including into a negative
transfer copy. For a pairwise distinct list I, with prime product MI , define

AI(v) =
∏
i∈I

epi

(
tpivMI/pi

)
.

The bar denotes inversion in Fpi . Every term will have phase of the form

Θ = AI(v)
∏
i

νi
∏
i

∏
h̸=i

λi(ph)bih . (4.6)

When all frequency parameters are fixed, νi is a bounded unary function of the prime in its role; the
exponents bih are determined by the template. This expression is used only on coprime support.

At level zero all bih = 1, and νi = κiλi(v)−1, where |κi| = 1. Indeed, the local positive Gauss
transform at vMI/pi contributes its normalized Gauss sum and role multiplier, the translation
factor above, and λi(v)−1λi(MI/pi). This is exactly the claimed graph phase. The zero frequency
vanishes. The remaining weight W0 is the product of the word bin indicators and

(X/M)1/2ψ̂(vX/M), 0 < |v| ≤ V0,

together with indicators of pairwise coprime atoms, (v,M) = 1, and a fixed covering interval for
logM = logX + ∆0 + Ok(1). The compact Fourier support fits inside V0 for large L. Thus
η0 = EI0

∑
vW0Θ0. The nonphase weight sees each active pivot only through its total product. Its

internal tuple prior remains outside that weight.
At level l, the amplitude is an expectation over Il and a sum of terms WlΘl over binary

frequency histories, with root 0 < |v| ≤ Vl. The erased pivot at every internal node is specified by
the substitution below. The following properties are maintained:

(i) The weight and its support depend on current active pivots only through their totals; all active
word bins hold. Current atoms are pairwise coprime and are units modulo the absolute root
frequency.

(ii) For a slot in an active word or active pivot, called regular,

bih = εi (h ̸= i), νi = κiλi(v)−εi ,

where εi ∈ {1,−1} is the product of its transfer copy signs. The multiplier κi depends only
on the role, path, and its prime, not on any frequency.

(iii) Each incoming row is constant on the constituent targets of any active pivot atom.
Consider step j = l+ 1. Insert into Wl the range indicators (4.5) with fixed covering constants,

and require that the pivot be a unit modulo every frequency in its history. These do not change the
actual expectation: all such frequencies are smaller than the smallest actual prime. Group terms
by u = v/H (mod P ). For a pivot constituent pi, its outgoing row and unary give

κiλi((P/pi)Y H/v)εi .

Together with its additive factor this depends only on u, Y , and the pivot tuple. It is bounded by
1 in modulus. Remove all these pivot factors, and call the remaining sum and average Bu(P, Y ).
The common-column property and the weight property show that Bu depends on the pivot tuple
only through its total P . Cauchy–Schwarz first on the outer priors and then on the residues gives

|ηl|2 ≤ EY,KjP
∑

u mod P
|Bu(P, Y )|2 ≤ edjEY

∑
P

∑
u mod P

|Bu(P, Y )|2. (4.7)
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The final sum is over all positive integers in the first range of (4.5). If nj is the number of
constituents of Kj , its total has point mass at most edj/P , where

dj = CnjL+Ok(1).

This follows from the cell mass bounds, with the bounded-for-k ordering multiplicity supplied by
unique factorization. On extending P , retain its total-product coprimality and weight conditions
but no internal tuple-prior condition. No character on the extended integer P is needed: its outgoing
character rows have already been removed.

Expand the square with two copies HL, HR of H, and previous root frequencies v, w. Set aside
the diagonal vHR = wHL. On the complement the common-residue condition is equivalent to

P = vHR − wHL

s
, 0 < |s| ≤ Vj , (4.8)

with the indicator that P is a positive integer in range. The bound on s follows from Ej−1 +
∆j + Ok(1) < Ej . A prime common to HL, HR would divide s, since it is coprime to P , which is
impossible by the frequency bound. The inherited supports separate either branch from Y . All
output primes exceed Vj , so they are units modulo the nonzero s. Hence the new output atoms are
pairwise coprime and units modulo s. Let Wj be the product of the left weight and the conjugate
right weight, with these and all inherited indicators and with the substitution (4.8).

The additive phases become AIj (s). At a left-slot prime use v/P = s/HR, at a right-slot prime
use −w/P = s/HL, and at a shared outside prime use

v

PHL
− w

PHR
= s

HLHR
.

These identities are taken modulo the relevant actual prime, where all denominators are units.
Write biP for the common incoming exponent into the pivot. For t, u′ ∈ {+1,−1}, the new graph
is

bnew
ithu′ =

{
tbih, t = u′, i ̸= h,

tbiP , t ̸= u′,

bnew
ity = tbiy, bnew

yit = tbyi, bnew
yy′ = 0 (y ̸= y′), (4.9)

where i, h ∈ H and y, y′ ∈ Y . Indeed P = vHR/s at a left prime and P = −wHL/s at a right
prime. Substituting these into the incoming pivot factor gives the cross-copy rows above. The left
unary acquires λi(v/s)biP , and the right unary acquires λi(−w/s)−biP after conjugation. Shared
outside rows cancel on other shared outside slots; their unary factors combine. For a regular slot
biP = εi, so the old frequency power cancels and leaves λi(s)−tεi , with any sign multiplier absorbed
in κi. All three invariants follow. Future active atoms are copied together, so they retain common
incoming columns and total-product dependence. Thus the off-diagonal part of the extended sum
in (4.7), before its factor edj , is precisely the next amplitude ηj .

Frequency histories and their square weights

Unroll a level-l term from its root. At a node of step j, the output slots are Y,HL, HR. Each child
keeps Y and one copy of H, and inserts the pivot integer (4.8). Inserted ancestor pivots may occur
in later substitutions. Every newly inserted pivot is required to be coprime to every frequency
below that node. All inherited supports and ranges are evaluated recursively. We also use the same
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histories with one current active pivot replaced by a fixed external integer, after its outgoing phase
has been removed as in (4.7).

For a fixed top list assignment, including this external version, a given root frequency has at
most one valid history. At the top node compare two possibilities (v, w, P ) and (v′, w′, P ′). The
unit conditions on the output products give s | vw′ − v′w, while

HR(vw′ − v′w) = s(Pw′ − P ′w).

Consequently,

|vw′ − v′w| ≤ |s|P |w′| + P ′|w|
HR

< |s|,

because ∆j − Ej−1 ≫
√
m. The determinant vanishes. The pairs and positive pivots are propor-

tional. In lowest terms the proportionality numerator and denominator divide the corresponding
frequency and pivot simultaneously, so the required coprimalities force their ratio to be 1. This
fixes the child frequencies and child lists; recursion proves uniqueness.

We claim, with r = 2l, that

E
∑

histories
|Wl|2 ≤ exp(Crm+ ok(m)). (4.10)

This includes the fixed-external version, averaged over its other actual priors. Each history has r
bottom weights, and the explicit level-zero product range gives

|Wl|2 ≤ exp(−r∆0 +Ok(1)).

After using this pointwise bound, we may discard the word-bin, archimedean range, and internal
distinctness indicators when bounding the remaining nonnegative support probability. We retain
the integrality and frequency-unit conditions used below. There is one independent active word at
every bottom leaf. Fix all frequencies and all actual labels except one chosen bulk prime in each
such word. Let R be the product of the absolute node and leaf frequencies, and put Q = Rk+2.
Thus Q = exp(Ok(m)). The joint residues of the chosen primes modulo Q are dominated, for upper
bounds by residue conditions, by independent uniform units at a cost exp(CrL). To see this for
one prime, its prior has point weight O(1/p). In a unit residue class modulo Q, the sum of 1/n
over each dyadic interval in its range is O(1/Q), since all these integers are much larger than Q.
There are at most exp(CL) such intervals. The resulting upper bound exp(CL)/Q is no larger than
exp(CL) times the uniform unit mass 1/φ(Q). Independence proves the joint assertion.

Under these uniform unit priors, expose first the product of all chosen variables, then the left-
child product at each split, proceeding downwards. Given the parent product, the left product
is uniform on the unit group and determines the right product; this is the elementary counting
property of independent uniform group variables. At a node write

HL = CLXL, HR = CRXR,

where XL, XR are the products of the chosen variables in the two child subtrees. The constants
can include inserted ancestor pivots, but their needed residues are known from previously exposed
splits. Every chosen word remains in an H-branch through the forward transfers, so a later split
refines an aggregate product already exposed at each ancestor. The recurrence (4.8) therefore uses
the two current child totals and previously known integers. After h reconstructed divisions, those
integers remain known modulo Rk+2−h. Indeed, if s | R, a numerator known modulo Ra determines
its integral quotient by s modulo Ra−1. Products of known residues lose no further precision. There
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are at most k divisions on a branch, leaving enough precision for every frequency divisibility and
unit condition. A fixed external pivot is known from the outset and consumes no precision.

On valid support CL, CR are units modulo |s|. Given their residues and XLXR, integrality
requires

vCRXR ≡ wCLXL (mod |s|).

It is impossible unless v, w have the same gcd with s. In the soluble case let g = (v, w, s). Dividing
by g reduces the congruence to a unit square-root equation for XL modulo |s|/g. The number of
unit roots is at most 2ω(|s|/g)+1; the elementary divisor and totient bounds for integers at most
exp(Ok(m)) consequently give conditional probability at most

exp(ok(m)) g
|s|
.

The sequential exposure gives the product of these bounds over the nodes. For fixed child frequen-
cies, ∑

0<|s|≤Vj

(v, w, s)
|s|

≤ 2
∑

d|(v,w)

∑
h≤Vj/d

1
h

= exp(ok(m)).

Sum the internal frequencies from the root down, always using this bound with their child values
fixed. The remaining leaf choices number at most (2V0)r = exp(r∆0 + ok(m)). They cancel the
preceding square-weight factor. The remaining cost exp(CrL+ ok(m)) is at most the right side of
(4.10). In particular the leading constant C can be independent of k.

Cancellation for a one-sided character interaction

We need a uniform comparison estimate in two settings:
(a) two final-list terms related by permutations of bulk slots, with the same root frequency;

(b) two terms on the diagonal of the square in (4.7), with a fixed external P , common root v = w,
and a fixed matching identifying the constituent prime assignments of HL, HR, while Y is
shared.

Fix every frequency in both histories and all the matching or permutation data. In case (b), sample
actual variables only on HL, Y ; the point weight for the matched counterpart will be factored out
below. The phases at actual primes have the same translating centers, independently of their slots.
Their additive factors therefore cancel in the quotient: the total prime product and root frequency
are unchanged. On the diagonal the omitted pivot factors are omitted on both sides, with the same
fixed total P .

Suppose the quotient graph has, between a shorter prime q and a longer prime p, a factor ξq(p),
where ξq is a nonprincipal character modulo q, and has no reverse character factor between this pair.
Suppose also that their u = log log ranges have gap ≫ L. We claim that its weighted expectation
is

O
(
exp(−c2e

αL)
)

(4.11)

for some c2 > 0, uniformly in the fixed data. Bounded unary restrictions from counterpart priors
are permitted, as is the factor eTj+∆j/HL on the range (4.5). We prove the assertion with the
support conditions included.

First consider large coprimalities inside the histories. At the top, the actual atoms must be
pairwise coprime, internally distinct where required, and coprime to the external integer when one
is present. At a lower node, pairwise coprime output atoms and (4.8) make the inserted pivot
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automatically coprime to each atom in HL, HR. Indeed, a common divisor with one side would
divide its opposite product times v or w; the opposite coprimality and frequency-unit conditions
exclude this. For actual primes the latter conditions follow from their sizes, and for previously
inserted pivots they are retained frequency support conditions.

An inserted ancestor pivot always occupies an active pivot position. In the earlier forward
transfer its designated active clone was in H, so reversing that transfer places it in one of HL, HR,
never in Y . This remains true at every earlier step and also for a fixed external pivot. Thus the slots
in Y at any node are actual prime slots. Apart from the top conditions, the only large coprimalities
not already automatic are between a newly reconstructed pivot and actual primes in its Y .

These remaining checks can be removed at a cost (4.11), or the valid support is empty. To prove
this, express every reconstructed integer by repeated substitution of (4.8). Its numerator, after clear-
ing denominators, is a polynomial in the independent actual prime variables; every denominator is
a product of small frequencies. In the matched setting, an identified prime is represented by one
variable, not by independent variables for its two occurrences. The independent sampling variables
are precisely those of HL, Y , with their original priors. For fixed k, the degrees are bounded by a
polynomial in m, and the logarithms of the absolute numerator values throughout the ranges are
at most exp(Ok(L)). The same bound holds after setting a variable to zero. These facts follow
by induction through the fixed-depth additions and products. A fixed external integer satisfies
logP ≤ exp(Ok(L)), so it respects the same bounds.

For a required coprimality to a prime variable x, set x = 0 in the numerator polynomial. If the
resulting polynomial is identically zero, the numerator is divisible by x for every assignment. Its
denominator is a unit modulo x, so the required coprimality fails identically; this history pair can
be discarded. Otherwise, under independent sampling of the other actual primes, the probability
that the resulting nonzero polynomial evaluates to zero is at most its degree times the largest point
mass of any variable. This elementary bound follows inductively by viewing a nonzero polynomial
as a univariate polynomial, excluding zeros of its leading coefficient, and using its degree bound
on roots. The original independent priors dominate those with any internal tuple restrictions, and
every actual-prime point mass is at most

exp(−ceαL).

On a nonzero evaluation, there are at most exp(Ok(L)) possible prime divisors x. Multiplying their
number by the point-mass bound proves that this coprimality fails with negligible probability. The
same point-mass and divisor argument handles actual collisions at the top and coprimality to the
fixed external integer. A union bound covers the finitely many checks in both histories. The factors
exp(polyk(m)) that can multiply these errors remain negligible compared with exp(ceαL).

This removal is performed after the additive phases have canceled and the graph quotient has
been written down. On the enlarged domain its multiplicative factors may use zero, or any bounded
convention, at nonunits; the difference is supported on the exceptional assignments just bounded.
There is therefore no need to extend an additive inverse through a failed coprimality.

The remaining integrality and small-frequency gcd conditions are residue conditions modulo an
integer

Q∗ = exp(Ok(m))

whose prime factors divide the frequencies. One can take a sufficiently high fixed-for-k power of
their product: clearing the frequency denominators then determines all divisibilities and gcds from
residues modulo Q∗. Every actual prime is coprime to Q∗. The other supports are polynomial
inequalities after the same substitutions: product ranges, pivot ranges, positivity, and word bins.
Fix all other variables and the short prime. On a dyadic interval for the long variable, split at
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the boundaries of these inequalities and at the critical points of the polynomial arguments of the
smooth factors. Their degrees and their number are bounded by a polynomial in m for fixed k;
identically constant polynomials require no split. On each resulting interval the smooth arguments
are monotone. The level-zero weights (X/M)1/2ψ̂(vX/M), restricted to their stated M -ranges,
have supremum and variation at most exp(polyk(m)), by smooth compact support of ψ̂. Products
of these weights, and the optional ratio eTj+∆j/HL on (4.5), have the same kind of bound. Thus,
in every allowed residue class, the full remaining archimedean weight has supremum and total
variation at most exp(polyk(m)). Individual prime-set membership, cell restrictions, and all other
irregular unary factors can stay in bounded unary functions.

After fixing the other variables the average consequently has the form

EpEqU(p)V (q)ξq(p)W (p, q), |U |, |V | ≤ 1,

with the residue restrictions included in W . Cauchy–Schwarz removes U(p). Its resulting nonneg-
ative square average can be extended from the long-prime prior to integers using its point bound
eCL/p. Expand the square in q, q′. The terms q = q′ cost at most the largest short-prime point
mass times exp(polyk(m)). For q ̸= q′, the function ξq(n)ξq′(n) has mean zero modulo qq′, since
both constituent characters are nonprincipal. It also has mean zero along a progression of step
Q∗, because Q∗ is coprime to qq′. On a dyadic interval around b, complete-period cancellation and
partial summation therefore bound the sum, including all residue classes, by

exp(polyk(m))Q∗qq
′

b
.

For example, in one residue class the incomplete character sum has absolute value at most qq′;
multiplying by the variation of W (n, q)W (n, q′)/n gives the bound without Q∗, and summing the
classes gives the displayed expression. The gap in u-ranges means that the smallest long log b
exceeds the largest short log q, log q′ by a factor exp(Ω(L)). Hence this bound is exponentially
smaller than exp(−ceαL). There are only exp(O(L)) dyadic intervals. Taking the square root and
absorbing the preceding coprimality errors proves (4.11). Its strength also permits summing over
all fixed-depth frequency histories and matchings, whose number is at most exp(polyk(m)).

Anchor codes and the diagonal bound

An active bulk slot at level l has a path t = (t1, . . . , tl) ∈ {+1,−1}l. Write e0 = 1, ej =
∏
h≤j th,

and ε(t) = el. For an anchor clone y created by one of the first l steps, define its code coordinate
at the slot by

cy(t) = byi/ε(t).

These coordinates depend on the path, not on the bulk position within a word. Before step j, a
fresh anchor a has

bai = ej−1, baP = αj ,

where αj is the common parity of the active pivot. Both coefficients initially equal 1, and until its
reserved step the anchor stays outside; the update (4.9) multiplies an incoming coefficient by the
copy sign of its target. At its step, the ordered pair from the positive and negative anchor clones
is therefore (

ca+(t), ca−(t)
)

=
{

(1,−αj/ej−1), tj = +1,
(−αj/ej−1, 1), tj = −1.

(4.12)
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The formula is identical for the small and big anchors. After their creation the anchors stay outside.
Later bulk copying multiplies both byi and εi by the same sign, so each coordinate is thereafter
fixed.

The pair in (4.12) is (1, 1) exactly when ej−1 = −αj ; either mixed pair corresponds to ej−1 = αj .
It therefore determines the incoming parity. All anchor pairs together determine e0, . . . , el−1, hence
t1, . . . , tl−1. At most the last sign remains undetermined. Thus any code occurs on at most two
paths, and code together with final parity determines the entire path.

Consider the diagonal at step j, put l = j − 1, and write r = 2l. Since every prime factor of
HL, HR exceeds the frequency bounds, the equation vHR = wHL forces

HL = HR, v = w.

The products are squarefree on each branch, so equality gives a unique matching of their constituent
slots. Sum by these matchings. Bulk slots can match only bulk slots because their size region is
separated from every other role in H. Their original orientations and character rules coincide.

Suppose a matching changes a bulk code. Choose an earlier anchor coordinate at which the
old and new codes differ. This anchor is in the shared list Y . Write the parities as ε, ε′ and the
two coordinates as c, c′. They are signs, so c′ = −c. The net exponents in the phase quotient from
anchor to bulk and from bulk to anchor are respectively

εc− ε′c′, ε− ε′.

If the parities agree, these are (±2, 0); use the corresponding small anchor. If the parities differ,
they are (0,±2); use the corresponding big anchor. The small and big anchors have identical
code patterns, so both choices retain the required differing coordinate. In the first case the short
modulus is the small-anchor prime, and in the second it is the bulk prime. In either case the
surviving interaction is a one-sided square of a chosen character. It is nonprincipal because that
character has order greater than 2. All other phase factors are unary once the other variables and
histories are fixed, so (4.11) applies.

The normalization preceding this application is important. For a fixed assignment on HL, the
point weight of the matched ordered counterpart is

CH
HL

times its role and distinctness indicators, where

CH ≤ L−rm exp(Crm+Ok(1)).

There are rm bulk priors, r top priors, and only O(nc) cell priors in H; the last contribute at
most exp(CncL), which is absorbed uniformly by the displayed bound. Before summing over the
external integer P , extract

CHe
−Tj−∆j .

The remaining ratio eTj+∆j/HL is bounded on (4.5) and was included in the variation estimate.
There are at most exp(Tj + Ok(1)) possible P ’s, canceling the large factor e−Tj . Counterpart
role membership is a bounded unary restriction after the matching; its internal coprimalities are
handled by the cleanup already proved. Thus all code-changing matchings, all their histories, and
the extended sum over P have total negligible contribution. This order of normalization avoids
multiplying a small uniform error by an unbalanced doubly exponential count of P ’s.
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For code-preserving matchings there are at most 2m counterparts for each bulk slot: at most
two paths share its code and each contains m bulk positions. There are only boundedly many other
slots for fixed k. Consequently their number is at most

(2m)rm exp(Ok(1)).

Fix P and one such matching. For each common root frequency v, history uniqueness permits at
most one valid history in either branch. Bound the phases absolutely and use

2|WlW
′
l | ≤ |Wl|2 + |W ′

l |2

on simultaneous support. In each term separately, bound the point weight of the other branch by

CH exp(−Tj − ∆j +Ok(1)),

and retain the square branch’s own priors. Equation (4.10), including its fixed-external version,
then bounds its frequency sum by exp(Crm + ok(m)). Summing over P and the matchings, and
using m/L = z+ o(1), bounds this part of the diagonal in the extended sum, before multiplication
by edj , by

exp(−∆j + rm(log z + C) + ok(m)) . (4.13)

We now specify the order of the constant choices and the amplitude induction. The construction
of (4.3) fixed B0 independently of BD, k. Choose B1 > B0 + 2. Choose BD large enough for the
repeat bound and for (4.13) to be at most 1

2e
−dje−2B1rm, after allowing the negligible code-changing

error. This is possible uniformly in k: the main negative term in (4.13) is −rm(BD + 20 log z), and
its positive term is only rm(log z + C). Increase K0 so that

k∑
j=1

dj ≤ CncL+Ok(1) < m

for large L; this follows from nc/z ≪ ke−ϵk. Whenever |ηj−1| ≥ e−B1rm, the diagonal bound and
(4.7) give

|ηj | ≥ 1
2e

−dj |ηj−1|2.

To see that the budget is preserved despite the additional factors, set aj = −2−jm−1 log |ηj |. The
recurrence gives

aj ≤ B0 +
j∑

h=1

dh + log 2
2hm ≤ B0 + 1 + ok(1) < B1.

Starting from (4.4), induction therefore proves

|ηl| ≥ exp(−B1 2lm) (0 ≤ l ≤ k). (4.14)

All vanishing errors here are taken only after BD, k are fixed.

Final permutation comparison

At level k, put r = 2k. For each of the m bulk positions, independently permute its r variables
among paths of the same final parity. There are r/2 paths of each parity, hence

J∗ =
[
(r/2)!2

]m
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such reassignments. All bulk priors are identical and independent, so these permutations preserve
the underlying measure. The word bins and other supports are part of the reassigned integrand;
they have never conditioned the priors.

Let µ be the product of the actual priors and counting measure on 0 < |s| ≤ Vk, of total mass
at most 2Vk. For a reassignment π, let Φπ be the corresponding sum over internal histories at this
top assignment and root frequency. Prior invariance gives∫

Φπ dµ = ηk.

History uniqueness and (4.10) give

∥Φπ∥2
L2(µ) ≤ exp(Crm+ ok(m)).

For distinct π, ρ, some actual bulk variable occupies different paths of the same final parity. Such
paths have different anchor codes. A small anchor consequently gives a one-sided nonprincipal
square-character interaction in their phase quotient. The additive phases cancel, since the same
prime product, root frequency, and prime-dependent centers are used in both assignments. Equa-
tion (4.11), summed over the fixed-depth frequency data, yields

|⟨Φπ,Φρ⟩| ≪ exp(−c2e
αL),

after decreasing c2 > 0 if necessary. Average the functions Φπ and apply Cauchy–Schwarz against
the constant function 1. This gives

|ηk|2 ≤ 2Vk
(exp(Crm+ ok(m))

J∗
+O

(
exp(−c2e

αL)
))

. (4.15)

The factorial estimate and (4.2) imply

log J∗ ≥ rm(k log 2 − C), log Vk = rm(BD + 20 log z) + ok(m), 20 log z = 60ϵk.

Because log 2 − 60ϵ > 0, a sufficiently large K0, chosen after BD, B1, makes the first term on the
right of (4.15) smaller than exp(−2B1rm), with a fixed exponential margin. The second term,
including its factor Vk, is smaller than exp(−Crm) for every fixed C as L → ∞ at this fixed k.
This contradicts (4.14), and proves Proposition 4.1.

Corollary 4.2. Define

Fp(x) =
1Sp(x) − σp√
σp(1 − σp)

, gp(v) = √
pEx∈FpFp(x)ep(−vx).

For every fixed 0 < α < β, outside a set of primes of harmonic mass o(L) in αL ≤ log log p ≤ βL,
one has uniformly

σp = 1
2 + o(1), max

a∈Fp

λ multiplicative

||Ev∈Fpgp(v)λ(v)ep(av)
|| = o(1). (4.16)

Proof. Apply Lemma 2.5 at, for example, logX = exp((β + 1)L). Its prime cutoff contains the
whole band. The nonnegative imbalance term in (2.7), together with log p ≥ eαL, gives

∑
αL≤log log p≤βL

1
p

(
1
σp

+ 1
1 − σp

− 4
)

≪ Le−αL.
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Since the summand in parentheses controls (σp − 1
2)2, this proves balance in harmonic probability.

If λ is nonprincipal, the Gauss formula gives

Evgp(v)λ(v)ep(av) = τ(λ)
p3/2

∑
x

Fp(x)λ(a− x)

= τ(λ)
√
p
λ(−1) σp√

σp(1 − σp)
Ex∈Spλ(x− a).

The first two factors on the last line have modulus 1. The constant part of Fp has vanished because
the character is nonprincipal. For quadratic λ, Proposition 3.1 and its harmonic-band consequence
give a maximal translated bias tending to zero in harmonic probability. For order greater than 2,
Proposition 4.1 gives the same conclusion, already with a maximum over the character. On the
balanced primes the displayed scale factor is bounded.

For the principal character, gp(0) = 0, and additive inversion gives exactly

Evgp(v)λ(v)ep(av) = p−1/2Fp(a).

This tends uniformly to zero on the balanced primes. Finally choose a positive threshold tending
to zero sufficiently slowly in the balance and maximal-bias estimates. Markov’s inequality makes
their combined exceptional harmonic mass o(L), proving the asserted uniform formulation.

5 A supply of nonsparse additive transforms
We retain the sets Sp, their densities σp, and the normalized functions Fp, gp defined in Corollary 4.2.
The normalizations give

∑
x∈Fp

|Fp(x)|2 = p,
1
p

∑
v∈Fp

|gp(v)|2 = 1, gp(0) = 0, gp(−v) = gp(v).

The conclusion below is a separate consequence of the sieve estimates and prime coverage. It does
not require the decorrelation assertion in (4.16). Write

γp = 1
p

∑
v∈Fp

|gp(v)|

for the probability L1 norm of the normalized additive transform.

Proposition 5.1. There is an absolute constant δ0 > 0 such that, for all sufficiently large L,
∑

.05L≤log log p≤.9L
1/3≤σp≤2/3

γp≥δ0

1
p

≥ .15L. (5.1)

Suppose, to the contrary, that primes with small γp have large harmonic mass. We shall
construct a nonnegative weight from their sparse Fourier spectra. A tensor estimate bounds its
sum over pairs of summand elements, while a prime-distribution estimate evaluates its sum over
large primes. Prime coverage forces a lower bound for the former sum, and the contraction furnished
by the sparse spectra will make the bounds incompatible.
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5.1 A budget for centered tensor coordinates

Throughout this section we reset the large parameters by

logX = expL, R =
√
X.

Set

A0 = A ∩ (R+N∗, X], D0 = D ∩ [−X,−R−N∗), mA = |A0|, mD = |D0|.

Both sets are nonempty for large L, by (2.4). For every prime p ≤ R, their reductions are supported
on Sp and Tp := Scp, respectively. Write κp = |Tp|/|Sp| = (1 − σp)/σp.

Apply Lemma 2.5 at Y = X(logX)40, using the uniform measures on its two full tails. By
(2.4), their largest point masses are at most (log Y )4/

√
Y for large Y . The associated prime cutoff

is
√
Y /(log Y )5 > R. Since σ−1

p + (1 − σp)−1 − 4 = κp + κ−1
p − 2, it follows that

∑
p≤R

(κp + κ−1
p − 2) log p

p
≪ L,

∑
p≤R

| log κp|
p

≪
√
L. (5.2)

For the second assertion, use (log t)2 ≤ t+ t−1 − 2 for t > 0 and Cauchy–Schwarz:

∑
p≤R

| log κp|
p

≤

⎛⎝∑
p≤R

(log κp)2 log p
p

⎞⎠1/2(∑
p

1
p log p

)1/2

.

The last prime sum converges.
Let ex be the standard point vector in CFp . Let QSp be the orthogonal projection onto

HSp =
{
f ∈ CFp : supp f ⊆ Sp,

∑
x

f(x) = 0
}
,

and define QTp and HTp similarly. All these inner products use counting measure. For squarefree t
whose prime factors are at most R, put

BA(t) =

∥∥∥∥∥∥ 1
mA

∑
a∈A0

⨂
p|t
QSpea mod p

∥∥∥∥∥∥
2

, BA(1) = 1,

and define BD(t) with D0, Tp.
The precise energy identity we need is

∑
h mod q
(h,q)=1

|||||| 1
mA

∑
a∈A0

eq(ha)

||||||
2

=
∑
t|q
tBA(t)

∏
p|q/t

κp (q ≤ R, q squarefree). (5.3)

Indeed, the Ramanujan kernel factors over the primes of q. For x, y ∈ Sp,∑
h∈F∗

p

ep(h(x− y)) = p1x=y − 1 = κp + p⟨QSpex, QSpey⟩.

Expand the product of these identities and average over two independent uniform elements of A0.
The term with centered factors at precisely the primes of t is the corresponding term on the right

36



of (5.3). For D0, the same identity holds with κ−1
p . In particular all terms in both expansions are

nonnegative.
Write

BL = {p : .05L ≤ log log p ≤ .9L}.

For each fixed C∗ > 0, let TC∗ be the set of products of at most C∗L distinct primes from BL,
including 1. We claim that

∑
t∈TC∗

BA(t) ≤ exp(o(L)) R
mA

,
∑
t∈TC∗

BD(t) ≤ exp(o(L)) R

mD
. (5.4)

The error terms are uniform over t for each fixed C∗. To prove this, note first that

log t ≤ C∗L exp(.9L) = o(logX).

Consequently t < R, and U = R/t = X1/2−o(1), uniformly. Among the positive integers u ≤ U , the
proportion failing to be squarefree is at most

∑
p p

−2 < 1. The proportion not coprime to t is at
most ∑

p|t

1
p

≤ C∗L exp
(
− exp(.05L)

)
= o(1).

Also, by (5.2),
1

⌊U⌋
∑
u≤U

∑
p|u

| log κp| ≪
∑
p≤U

| log κp|
p

≪
√
L.

Markov’s inequality shows that only O(L−1/4) of these integers have the inner sum exceeding L3/4.
Thus at least cU integers, for an absolute c > 0 and all sufficiently large L, are squarefree, coprime
to t, and satisfy ∏

p|u
κp ≥ e−L3/4

,
∏
p|u
κ−1
p ≥ e−L3/4

.

The additive large sieve, applied to the probability measure on A0, bounds the sum of the left side
of (5.3) over squarefree q ≤ R by CR2/mA. Interchanging the nonnegative terms on the right, and
retaining only t ∈ TC∗ , gives

CR2

mA
≥

∑
t∈TC∗

tBA(t)
∑
u≤R/t

u squarefree
(u,t)=1

∏
p|u
κp ≥ cRe−L3/4 ∑

t∈TC∗

BA(t).

This proves the first assertion, and the reciprocal argument proves the second. Notice in particular
the consequence of the t = 1 terms:

mA,mD ≤ R exp(o(L)). (5.5)

5.2 A contracting local kernel from a sparse transform

Fix a sufficiently small absolute ε0 > 0; all conditions on its size below are absolute. Choose
0 < δ0 ≤ ε2

0. Suppose, for a sequence of arbitrarily large L, that (5.1) fails. Let

S = {p ∈ BL : 1/3 ≤ σp ≤ 2/3, γp < δ0}, H =
∑
p∈S

1
p
.
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Mertens’ theorem gives
∑
p∈BL

1/p = .85L+ o(1). Outside the balanced range, κp + κ−1
p − 2 ≥ 1/2,

so (5.2) gives ∑
p∈BL

σp /∈[1/3,2/3]

1
p

≪ L exp(−.05L) = o(1).

It follows that H ≥ .70L− o(L). We shall use the weaker bound

H ≥ .68L, (5.6)

which remains valid after deleting any one prime of S.
For p ∈ S define

Ep = {v ∈ Fp : |gp(v)| > 1}.

This set is symmetric, avoids zero, and satisfies

|Ep| ≤ ε0p,
∑
v∈Ep

|gp(v)|2 ≥ (1 − ε2
0)p. (5.7)

Indeed, |Ep| ≤
∑
v |gp(v)| < δ0p; on its complement, |gp(v)|2 ≤ |gp(v)|. Put t0 = .85 and

bp(x) = t0
p

∑
h∈Ep

ep(hx).

These functions are real. Let Πp be the orthogonal projection in CFp onto the additive Fourier
modes in Ep. The raw matrix with entries bp(x− y) is t0Πp. Furthermore,

Πp1 = 0, ∥ΠpFp − Fp∥ ≤ ε0
√
p, ∥ΠpFp∥2 ≥ (1 − ε2

0)p.

The latter assertions follow by Parseval from (5.7).
Let B(2)

p denote the raw matrix with entries bp(x− y)2. Its additive Fourier eigenvalue at s is

t20
p

#{(h, h′) ∈ E2
p : h+ h′ = s}.

Consequently
∥B(2)

p ∥ ≤ t20ε0, |bp(x)| ≤ t0ε0. (5.8)

For later use, if e∗
p = |Ep|/p, direct orthogonality gives

1
p− 1

∑
x̸=0

bp(x) = −
t0e

∗
p

p− 1 ,

1
p− 1

∑
x̸=0

bp(x)2 =
t20(e∗

p − (e∗
p)2)

p− 1 . (5.9)

In particular both unit means are O(ε0/p).
For a kernel h(x− y), let h also denote its raw matrix, and set

uS = |Sp|−11Sp , uT = |Tp|−11Tp .

The map from C ⊕ HTp to C ⊕ HSp defined by

Lp[h] =
(
u∗
ShuT u∗

ShQTp

QSphuT QSphQTp

)
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represents the kernel on the coordinates (1, QSpex), (1, QTpey). Indeed uS +QSpex = ex for x ∈ Sp,
and likewise on Tp. Define

Lp(u, v) = Lp[(1 + ubp)(1 + vbp)], Up(u, v) = 1
p− 1

∑
x̸=0

(1 + ubp(x))(1 + vbp(x)).

Lemma 5.2. For sufficiently small ε0, uniformly for p ∈ S and complex u, v with |u|, |v| ≤ 1.03,

∥Lp(u, v)∥ ≤ 1 + C/p, |Up(u, v)| ≤ 1 + C/p.

For all sufficiently large such primes,

∥Lp(1, 1)∥ ≤ Up(1, 1)(1 − 1.6/p), Up(1, 1) = 1 +O(ε0/p). (5.10)

All constants are absolute.

Proof. The constant kernel 1 has coordinate matrix ( 1 0
0 0 ). In the full field,

uS = p−1(1 + √
κpFp), uT = p−1(1 − Fp/

√
κp).

Since Πp is self-adjoint and kills constants,

u∗
SΠpuT = −p−2∥ΠpFp∥2.

Also QSpFp = QTpFp = 0. Hence the two side blocks arising from Πp have norms O(ε0/
√
p); here

and below balance bounds κ±1/2
p absolutely. Disjoint supports give QSpQTp = 0, and therefore

∥QSpΠpQTp∥ = ∥QSp(Πp − 1
2I)QTp∥ ≤ 1

2 .

Using (5.8) and ∥uS∥, ∥uT ∥ = O(p−1/2), the square kernel contributes O(ε0/p) to the scalar block,
O(ε0/

√
p) to the side blocks, and O(ε0) to the lower-right block.

Thus, if sp(u, v) denotes the scalar block, then

sp(u, v) = 1 +O(1/p), ∥lower-right block∥ ≤ 1.03t0 +O(ε0) < .95,

uniformly on the stated polydisc, and both side blocks are O(ε0/
√
p). At u = v = 1 the scalar

block is real and

sp(1, 1) = 1 − 2t0
p2 ∥ΠpFp∥2 +O(ε0/p) ≤ 1 − 1.7 −O(ε0)

p
.

It is positive for large p.
For completeness, bound the norm of a block matrix by the norm of the 2-by-2 matrix of its

block norms. In the present situation this is in turn bounded by the largest eigenvalue of(
|sp(u, v)| Cε0/

√
p

Cε0/
√
p .95

)
.

Because |sp(u, v)| = 1 + O(1/p), its gap from .95 is bounded below for large p. The eigenvalue
formula consequently gives the upper bound

|sp(u, v)| +O(ε2
0/p).

This proves the asserted uniform norm estimate and the sharper bound 1− (1.7−O(ε0))/p at (1, 1).
Equation (5.9) gives the estimates for Up. After decreasing the fixed ε0, the last sharper bound is
at most Up(1, 1)(1 − 1.6/p). In particular Up(1, 1) > 0.
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5.3 Tensoring and truncating the kernel

Choose a sufficiently large fixed CK > 0, as specified below, and put K = ⌈CKL⌉. Define the
nonnegative function

W (n) =

⎛⎜⎜⎜⎝ ∑
I⊆S

|I|≤K

∏
p∈I

bp(n)

⎞⎟⎟⎟⎠
2

. (5.11)

For a polynomial P (u, v), scalar- or operator-valued, let RKP be the sum of its Taylor coefficients
with degree at most K in each variable, evaluated at (1, 1). Set

L(u, v) =
⨂
p∈S

Lp(u, v), U(u, v) =
∏
p∈S

Up(u, v), U = U(1, 1).

The matrix RKL represents W (a − d) between the full tensor coordinates. Similarly, RKU is the
mean of W on independent uniform unit residues.

Let r0 = 1.03. Lemma 5.2 and H ≤ .85L + o(L) bound the norms of both polynomials on
|u|, |v| ≤ r0 by exp(C0L) with an absolute C0. Cauchy’s coefficient formula applies to the finite-
dimensional operator spaces as well as to scalars: if Pij is the coefficient of uivj , then ∥Pij∥ ≤
exp(C0L)r−i−j

0 . Summing the geometric series over i > K or j > K, we obtain

∥RKL − L(1, 1)∥ + |RKU − U | ≪ exp(C0L)r−K
0 . (5.12)

We also have U = exp(O(ε0L)) > 0, and

∥L(1, 1)∥ ≤ U
∏
p∈S

(1 − 1.6/p) ≤ Ue−1.6H .

Choose the fixed CK so large that the right side of (5.12) is o(Ue−1.6H). For example, after bounding
all the displayed absolute constants, one can ensure an error at most e−5L.

There is no loss from the dimension of these tensor spaces. To see explicitly which coordinates
are used, write

VA = 1
mA

∑
a∈A0

⨂
p∈S

(1, QSpea mod p), VD = 1
mD

∑
d∈D0

⨂
p∈S

(1, QTped mod p).

The tensor space is the orthogonal direct sum of its centered subset modes. The squared norm
of the mode indexed by the primes of t is BA(t), respectively BD(t). Each monomial retained in
RKL involves at most 2K primes. At every other prime the local constant kernel has only a scalar
block. Consequently RKL = PA(RKL)PD, where PA, PD retain only subset modes with at most
2K centered factors. Equation (5.4), with any fixed C∗ > 2CK , gives

∥PAVA∥2 ≤ eo(L)R/mA, ∥PDVD∥2 ≤ eo(L)R/mD.

The kernel identity, the operator norm bound, and Cauchy–Schwarz now give

1
mAmD

∑
a∈A0

∑
d∈D0

W (a− d) ≤ U exp(−1.6H + o(L))
(

R2

mAmD

)1/2

. (5.13)

Every assertion of this subsection is uniform under the deletion of one prime from S. We may
therefore make such a deletion, and redefine the polynomials and W accordingly, when addressing
an exceptional character below.
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5.4 The prime mean of the weight

Set
logQb = 2K exp(.9L). (5.14)

Products of at most 2K primes from S are at most Qb. We first record explicitly the analytic
estimate used to average our weight.

Lemma 5.3. Fix CK > 0, and let ϕ be a fixed smooth function compactly supported in (1/2, 1).
Among primitive characters of conductor at most Qb, omit the possible exceptional character in the
Landau–Page theorem. Include the conductor-1 principal character. For every fixed D1 > 0,

nonexc∑
χ

||||||
∑
n≥1

Λ(n)χ(n)ϕ(n/X) − 1χ=1X

∫ ∞

0
ϕ(t) dt

|||||| ≪D1,ϕ,CK
Xe−D1L. (5.15)

Proof. We give the uniform details because the sum in (5.15) is unweighted over the primitive
characters. Put Q = Qb, T = Q5, and M = logX = eL. The zero-density theorem of Montgomery
[26, Theorem 1], in the precise form recorded in [23, Lemma 1], states that

∗∑
q≤Q

χ mod q

N(σ, T, χ) ≪ (Q2T )3(1−σ)/(2−σ)(log(QT )
)13 (

Q ≥ 1, T ≥ 2, 1
2 ≤ σ ≤ 1

)
. (5.16)

Here the star restricts to primitive characters, and N counts nontrivial zeros, with multiplicity,
having real part at least σ and ordinate of absolute value at most T . There is no additional
restriction relating Q and T .

The standard zero-free region and Landau–Page theorem, in the form [12, Lemma 7.1], give an
absolute c > 0 such that, after omitting at most one primitive real character of conductor at most
Q, every zero in this family with |ℑρ| ≤ T satisfies

1 − ℜρ ≥ u0 := c

log(QT ) .

One may choose the omitted character by the Landau–Page theorem at height zero with parameter
Q; decreasing the absolute c makes the displayed common strip valid up to height T . The omitted
object is the entire character, not just one zero.

Let F be the retained primitive nonprincipal characters. For u0 ≤ y ≤ 1/2, (5.16) implies

F (y) :=
∑
χ∈F

N(1 − y, T, χ) ≪ BeAy, B = (log(QT ))13, A = 3 log(Q2T ).

There are no zeros counted for y < u0. Since logQ = 2Ke.9L = o(M), eventually M ≥ 2A.
Integration by parts for this counting function yields

∑
χ∈F

∑
|ℑρ|≤T
ℜρ≥1/2

Xℜρ−1 ≤ e−M/2F (1/2) +M

∫ 1/2

u0
e−MyF (y) dy

≪ B exp(−Mu0/2).

Now logB = O(L), whereas

Mu0 ≫ e.1L

K
.
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It follows that this last bound is smaller than e−DL for every fixed D > 0, for sufficiently large L.
To connect zeros with the required smooth sums, write

Φ(s) =
∫ ∞

0
ϕ(t)ts−1 dt.

It is entire and, uniformly for −1/2 ≤ ℜs ≤ 2, Φ(s) ≪ϕ,j (1+ |ℑs|)−j for every integer j ≥ 0. Mellin
inversion, followed by shifting the integral of −L′/L(s, χ)XsΦ(s) from ℜs = 2 to ℜs = −1/2, gives
for primitive nonprincipal χ mod q∑

n

Λ(n)χ(n)ϕ(n/X) = −
∑
ρ

XρΦ(ρ) − 1χ(−1)=1Φ(0) +Oϕ(X−1/2 log(2q)). (5.17)

The zero sum is over nontrivial zeros with multiplicity and converges absolutely. For clarity, the
residue at zero is the simple trivial zero of an even nonprincipal character. On ℜs = −1/2, the
functional equation expresses the logarithmic derivative through its absolutely convergent counter-
part on ℜs = 3/2, together with gamma factors. It gives the uniform bound O(log(q(2 + |ℑs|))) on
this line. The decay of Φ proves the displayed remainder. Shifting first at suitable finite heights
and then passing to the limit justifies the contour operation using the ordinary zero-count bound
N(0, t, χ) ≪ (t+ 1) log(q(t+ 2)); these standard functional-equation and explicit-formula facts are
given in [28, Chapter 10]; see also [19, Sections 3.7.1 and 3.7.3]. In particular the error contains no
constant depending on the distance of a possible exceptional zero from 1.

We sum absolute values in (5.17). The contribution from zeros with ℜρ ≥ 1/2 and |ℑρ| ≤ T is

Oϕ(XBe−Mu0/2).

There are O(Q2T log(QT )) zeros in the retained family at these heights, so those with real part
below 1/2 contribute at most Oϕ(X1/2Q2T log(QT )). Using |Φ(β+iγ)| ≪ϕ (1+|γ|)−3 and summing
the zero-count bound in dyadic height intervals, the zeros above T contribute Oϕ(XQ2T−2 log(QT )).
Finally the remainders in (5.17) sum to

Oϕ
(
Q2(1 +X−1/2 log(2Q))

)
.

Each of these terms is OD1,ϕ,CK
(Xe−D1L). For the first, use the already proved estimate on

Mu0. For the second and fourth, use Q7 = Xo(1). For the third, Q2T−2 = Q−8, whose logarithm
is a negative quantity of order Ke.9L. The conductor-1 character is added by the classical prime
number theorem with its zero-free-region error, followed by smooth partial summation; its error is
Oϕ(Xe−c

√
logX), which is also sufficient. This proves (5.15).

We now perform the possible deletion promised after (5.13), using the one-prime removal of
an exceptional conductor as in [12, Section 7, following Lemma 7.1]. If the exceptional primitive
character of conductor at most Qb has conductor equal to a product of primes in S, delete one of
those primes from S. Otherwise make no deletion. Keep K,Qb fixed and redefine W,L,U , U,H
using the resulting set. Equations (5.6) and (5.13) continue to hold. Every primitive character
induced by a monomial of W has squarefree conductor formed from primes of S; hence none of
those induced characters is the exceptional one.

Fix from now on a nonzero nonnegative smooth ϕ compactly supported in (1/2, 1). For j = 1, 2
and a multiplicative character λ mod p, write

cp,j(λ) = 1
p− 1

∑
x̸=0

bp(x)jλ(x).
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Multiplicative Fourier inversion expresses bp(x)j as
∑
λ cp,j(λ)λ(x) on F∗

p. Equations (5.8) and (5.9),
followed by Cauchy–Schwarz, give

|cp,j(λ)| ≪ p−1/2 (λ ̸= 1, j = 1, 2), |cp,j(1)| ≪ p−1 (j = 1, 2). (5.18)

For example the mean of b2
p on units is O(1/p), and the mean of b4

p is at most ∥bp∥2
∞ times that

mean, also O(1/p). All constants here are absolute.
Expand (5.11) by its two subsets I, J , and expand each participating local factor multiplicatively.

For an integer coprime to every prime of S, group the resulting terms by the primitive character
they induce. This gives

W (n) =
∑

χ primitive
cond(χ)≤Qb

C(χ)χ(n)

⎛⎝(n,
∏
p∈S

p) = 1

⎞⎠ . (5.19)

Only squarefree conductors supported on S occur. The conductor bound follows because |I ∪ J | ≤
2K.

For a fixed primitive character χ of conductor d, its local nonprincipal character is prescribed
at every p | d. There are three possible statuses for such a prime: membership in I alone, in J
alone, or in both. The sum of the absolute coefficient costs at that prime is at most C/√p by (5.18).
For p ∤ d, the absent status contributes 1 and the other three statuses use principal coefficients,
with total cost at most 1 + C/p. Discarding the degree restrictions only enlarges this nonnegative
majorant. Therefore even the sum of the absolute values of all terms grouped into C(χ) is bounded
by ∏

p|d

C
√
p

∏
p∈S
p∤d

(1 + C/p) ≤ eC
′L. (5.20)

In the last inequality all conductor-prime factors are at most 1 for sufficiently large L, and∑
p∈S 1/p = O(L). This is a uniform bound for each grouped coefficient; we will multiply it

by the total error in (5.15). The principal coefficient retains its signs and satisfies exactly

C(1) = RKU = U + o(Ue−1.6H) = (1 + o(1))U.

Every prime in the support of ϕ(p/X) is larger than every prime in S, because exp(exp(.9L)) =
Xo(1). Thus (5.19) holds on all desired prime inputs. Apply (5.15) to the grouped sum, taking
its fixed D1 larger than the absolute constants in (5.20) and in U = exp(O(ε0L)). No exceptional
character occurs, by our deletion. The resulting error is o(UX).

To pass from von Mangoldt sums to primes, it is harmless that the grouped identity was only
asserted on units. Indeed the number of primitive characters of conductor at most Qb is at most
Q2
b , and ∑

n≤X
n a prime power
n not prime

Λ(n) ≪ X1/2(logX)2.

The absolute contribution of all these terms to the grouped character sum is at most

eC
′LQ2

bX
1/2(logX)2 = X1/2+o(1) = o(UX).

This bound also covers prime powers whose prime base lies in S, for which extension from unit
classes can change the value of the grouped expansion. We have proved∑

p prime
(log p)ϕ(p/X)W (p) = (1 + o(1))UX

∫ ∞

0
ϕ(t) dt. (5.21)
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5.5 Using coverage of every sufficiently large prime

The elementary bound |bp(n)| ≤ 1 gives, with MS = |S|,

W (n) ≤ (K + 1)2(1 +MS)2K ≤ exp
(
O(K exp(.9L))

)
= Xo(1)

uniformly in n. By eventual prime coverage, every prime counted in (5.21), for sufficiently large L,
has at least one representation p = a − d with a ∈ A, d ∈ D. Since a,−d ≥ 0 and p < X, every
such representation has a,−d ≤ X.

Remove all primes possessing a representation with a ≤ R+N∗ or −d ≤ R+N∗. The number
of removed primes is at most

A(R+N∗)B(X) +A(X)B(R+N∗) = X3/4+o(1)

by (2.4). Their contribution to the left side of (5.21) is still X3/4+o(1), by the uniform bound on W ,
boundedness of ϕ, and log p ≤ logX. This is o(UX). Every remaining prime has a representation
by a pair in A0 × D0. Choose one such pair for each prime. Different primes give different pairs,
and the other pairs have nonnegative weight. Consequently, for a fixed cϕ > 0,

1
mAmD

∑
a∈A0,d∈D0

W (a− d) ≥ cϕU
X

mAmD logX . (5.22)

Here we used (log p)ϕ(p/X) ≤ ∥ϕ∥∞ logX to remove the prime weight from the surviving lower
bound in (5.21). This step uses coverage of the full prime set.

Put z = X/(mAmD) = R2/(mAmD). Equation (5.5) gives z ≥ e−o(L). Comparing (5.22) with
(5.13), and canceling the positive U , gives

cϕze
−L ≤ e−1.6H+o(L)√z.

Since H ≥ .68L, this implies √
z ≤ exp

(
−.088L+ o(L)

)
,

contradicting z ≥ e−o(L). Thus (5.1) cannot fail along an unbounded sequence, and Proposition 5.1
follows.

Remark 5.4 (An optional zero-free refinement). Theorem 1.1 of [29] implies that (5.15) also holds
when the sum includes all primitive characters of conductor at most Qb, including the conductor-1
principal character. Indeed, every nontrivial zero then has real part at most 7/8. The smoothed
explicit formula (5.17), the rapid decay of Φ, and the zero-count bound used above give an error
Oϕ(X7/8 log(2q)) for each primitive character of conductor q; for the conductor-1 character, subtract
the pole main term. There are O(Q2

b) such characters, so their total error is Oϕ(Q2
bX

7/8 log(2Qb)),
and

Q2
bX

7/8 log(2Qb) = X7/8+o(1) ≪D1,CK
Xe−D1L

for every fixed D1 > 0, since K = ⌈CKL⌉ and logQb = o(logX). The proof of Proposition 5.1,
including its exceptional-character deletion, uses the classical estimate of Lemma 5.3, not this
zero-free theorem.
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6 A finite-field tree comparison
This section isolates the finite-field estimate needed for the auxiliary primes that will be shared
by all leaves in Section 7. The field size tends to infinity while the tree depth remains fixed. In
particular, every constant allowed to depend on the depth is independent of the field, the frequencies,
and the other unit parameters in the tree.

Let q be an odd prime, let U = F×
q , and write eq(x) = exp(2πix/q). For a function on Fq, use

the Fourier normalization
f̂(a) = 1

q

∑
x∈Fq

f(x)eq(−ax).

For a function on U , its Mellin coefficients are (q − 1)−1∑
t∈U f(t)χ(t), where χ ∈ Û . Every

multiplicative character, including the principal character, is extended by zero at zero. All L2

norms in this section use probability measure unless a counting sum is written explicitly. Suppose
throughout that g(0) = 0 and Ex∈Fq |g(x)|2 ≤ 1, and put

εq = max
χ∈Û , a∈Fq

||Ex∈Fqg(x)χ(x)eq(ax)
|| , εq −→ 0. (6.1)

The correlation parameter for g is the same, since conjugation replaces (χ, a) by (χ,−a). Also
εq ≤ 1 by Cauchy–Schwarz.

6.1 The diagrams and their elementary density bound

A diagram of depth l uses a full ordered binary tree with r = 2l leaves. Its leaf variables Mi take
values in U . For a node n, write Mn for the product of the variables at its descendant leaves.
Choose frequencies sn ∈ U at every node, a constant D′ ∈ U , and unit constants Cn,+, Cn,−, un at
the internal nodes. There are also two current entries Xn,+, Xn,−: these are fixed units at the root
and are propagated down the tree as follows. At an internal node, set

Hn,± = Xn,±Cn,±Mn,±,

pn = sn,+Hn,− − sn,−Hn,+
snun

,

yn = sn
D′Hn,+Hn,−

,

yn,± = sn,±
D′pnunHn,±

.

(6.2)

The new ordered pair of current entries in child n,±, when that child is internal, is (pn, Xn,±). The
fixed constants are required to be consistent in the sense that

Hn,±,+Hn,±,− = pnunHn,±.

Equivalently, this is the condition Cn,±,+Cn,±,− = unCn,± on the fixed constants. It ensures that
the formula for a child’s argument in its parent’s display agrees with its own formula for yn.

All these operations take place in Fq. If a reconstructed pn is zero, the entire diagram value
is defined to be zero, and no division by that value is performed. Otherwise define W to be the
product of g(yi) or g(yi) over the leaves, choosing opposite conjugations on the two leaves of every
bottom sibling pair. The choices on different pairs may be arbitrary. For depth zero set y1 = c/M1,
with a fixed c ∈ U , and take either g(y1) or its conjugate.
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Lemma 6.1 (Tree comparison). In a single diagram let the leaf variables be independent uniform
elements of U . Then

E|W |2 ≤ 3r. (6.3)

For two diagrams of the same depth, partition the leaves in each into b nonempty sets, with the
sets in the two diagrams paired. Give the two collections of leaf variables the uniform distribution
on the subgroup specified by equality of the products on each paired set. The diagrams may have
different unit parameters and different conjugation choices. If l ≥ 2 and b ≤ 3r/4, then under (6.1),
uniformly in these choices,

|EW1W2| = ol(1). (6.4)

More precisely, the left side is at most Cl(εq + q−1/4) for a constant depending only on l.

We first prove the density estimate behind (6.3). Directly from (6.2), on valid points,

yn = yn,+ − yn,−,
yn,+
yn,−

= sn,+
sn,−

Hn,−
Hn,+

. (6.5)

Expose first the product of all leaf variables. It is uniform on U , so the root argument is uniform
on U . At each successive split, conditionally on the exposed parent product and all ancestor splits,
Mn,+ is uniform on U and Mn,− is determined by their product. This follows either by counting
the fibers of the product map or by induction on the two disjoint sets of descendant leaves. The
current entries are already known at this point. Consequently the ratio on the right of (6.5) is a
fixed unit times M−2

n,+. A prescribed valid ordered pair of child arguments therefore has conditional
probability at most 2/(q − 1).

A specified vector of leaf arguments determines all its intermediate arguments by taking the
indicated differences. Its probability on the valid part of the sample space is at most 2r−1(q− 1)−r.
Thus the joint leaf-argument measure, with invalid points assigned mass zero, is dominated by 2r−1

times independent uniform unit measure. It follows that

E|W |2 ≤ 2r−1
(

q

q − 1

)r (
Ex∈Fq |g(x)|2

)r ≤ 3r.

Stopping the same exposure at any horizontal level gives the analogous domination for the argu-
ments at that level. In particular, the arguments at the roots of the bottom quartets have joint
density bounded by a constant depending only on l relative to independent uniform unit arguments.
These are bounds for nonnegative integrals; they place no pointwise boundedness assumption on g.

6.2 The cycle reduction and the quartet estimates

We turn to the paired estimate (6.4). The subgroup distribution in the statement has the following
equivalent description. First choose independent uniform component totals. In each diagram,
independently given those totals, choose its leaf variables uniformly subject to the specified product
in each component. Every product fiber has the same cardinality, so this is indeed uniform on the
subgroup. Each diagram separately has independent uniform leaf variables.

In the first diagram make a bipartite multigraph whose vertices are its b component sets and
its r/4 bottom quartets, with one edge for each leaf. It has r edges and at most r vertices, and
no isolated vertices. A forest on nonempty vertex sets has fewer edges than vertices, so the graph
contains a cycle, possibly two parallel edges. Choose a simple such cycle. On its leaf variables
multiply alternately by z and z−1, with z ∈ U . This preserves every component product and every
quartet product. Let P denote averaging over this action, an orthogonal projection in L2(U r).
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Let T be the collection of component totals. The action preserves their fibers and their uniform
measures, so E(W1 | T ) = E(PW1 | T ). Conditional independence of the diagrams, conditional
Cauchy–Schwarz, and (6.3) imply

|EW1W2| ≤ ∥E(W1 | T )∥2 ∥E(W2 | T )∥2 ≤ 3r/2∥PW1∥2. (6.6)

The last norm uses the first diagram’s marginal law of independent uniform unit leaves; it is not
conditioned on the component totals.

Under this law, condition on the products in all bottom quartets. Ancestor data and ancestor
validity are determined by these products. If an ancestor is invalid the contribution vanishes.
Otherwise quartet interiors are independent uniform product fibers. Each cycle quartet contains
two moving leaves. Fix its two held leaves and use one moving leaf as a coordinate on U ; the quartet
product determines the other. Take the Mellin expansion in this coordinate with coefficients aj,ρ.
The action scales the coordinate by z or z−1, so projection retains precisely the tuples of indices
with

t∏
j=1

ρ
δj

j = 1, δj ∈ {1,−1}, (6.7)

where t is the number of quartets on the cycle.
The needed local estimates concern any bottom quartet with its product and all ancestor data

fixed. On valid ancestor data its current entries and parent argument y are fixed units. Choose two
distinct leaves to move by reciprocal multiplication, preserving their product, and hold the other
two leaves fixed. Use one moving leaf as a coordinate on U ; the other is then determined. Write
aρ for the Mellin coefficient of the quartet value in this coordinate.

We shall construct nonnegative functions Bρ(y), depending on g and q but not on the ancestor
data or unit parameters, such that

Eheld|aρ|2 ≤ Bρ(y),

and
sup
ρ

Ey∈UBρ(y) ≪ ε2
q + q−1/2 = o(1),

∑
ρ

Ey∈UBρ(y) ≪ 1. (6.8)

The held average here is the independent uniform average of the two held leaf variables, conditional
on the quartet product. We shall also construct a nonnegative B0(y) of bounded mean that domi-
nates the full conditional second moment of an untouched quartet. Finitely many orientations and
conjugation choices are possible; adding their majorants makes all these assertions uniform without
affecting their bounds.

One character in (6.7) is determined by the others. We will use the small supremum in (6.8)
for that index, the bounded sum for the remaining indices, and B0 for quartets off the cycle. The
following local calculations establish these estimates; we then complete the projected norm bound.

6.3 Bottom-pair autocorrelations

We next establish the local estimates used in each quartet. Fix σ ∈ {1,−1} and g∗ ∈ {g, g}. For
d ∈ U and t ∈ U \ {1}, let

x = σdt

t− 1 , z = σd

t− 1 , h(d, t) = g∗(x)g∗(z).

Extend h by zero whenever d = 0 or t ∈ {0, 1}. Thus on valid arguments x− z = σd and t = x/z.
Write

R∗(d) = Et∈U |h(d, t)|2 (d ∈ U).

47



The map (d, t) |→ (x, z) is a bijection between the valid pairs and ordered distinct unit pairs, so

Ed∈UR∗(d) = 1
(q − 1)2

∑
x,z∈U
x̸=z

|g∗(x)|2|g∗(z)|2 ≤
(

q

q − 1

)2
. (6.9)

For nonzero d, the Mellin coefficient of h(d, ·) is

Pχ(d) = q

q − 1Ex∈Fq (g∗χ)(x)(g∗χ)(x− σd). (6.10)

Indeed, t = x/(x− σd) gives precisely this coefficient. Use the autocorrelation formula (6.10) also
to define Pχ(0); this value is not the Mellin coefficient of the zero-extended h(0, ·).

Let wχ(a) = P̂χ(a) and rχ =
∑
awχ(a)2. Autocorrelation and additive Fourier inversion give

wχ(a) = q

q − 1 |ĝ∗χ(σa)|2 ≥ 0, Pχ(0) =
∑
a

wχ(a) = q

q − 1∥g∥2
2.

In particular, ∑
a

wχ(a) ≪ 1, max
χ,a

wχ(a) ≪ ε2
q = o(1),

max
χ

rχ ≪ ε2
q = o(1),

∑
χ

rχ ≪ 1.
(6.11)

For the last assertion, Mellin Parseval at d ̸= 0 gives
∑
χ |Pχ(d)|2 = R∗(d). At d = 0, each of the

q − 1 characters has the same value q∥g∥2
2/(q − 1). Additive Parseval and (6.9) therefore give the

explicit bound ∑
χ

rχ = 1
q

∑
d∈Fq

∑
χ

|Pχ(d)|2 ≤ 2q
q − 1 ≤ 3. (6.12)

We shall repeatedly use the following elementary consequence of Mellin expansion. If f(t) =∑
χ cχχ(t) on U , K ∈ U , and ρ ∈ Û , then|||Ez∈Uf(Kz±2)ρ(z)

|||2 ≤ 2
∑

χ±2=ρ
|cχ|2. (6.13)

To see this, orthogonality makes the coefficient on the left equal to
∑
χ±2=ρ cχχ(K). The squaring

map on Û has kernel of size two, so there are at most two terms, and Cauchy–Schwarz proves the
inequality. Similarly, uniform measure on any square coset in U is dominated by twice uniform
measure on U for nonnegative integrands.

6.4 A uniform Mellin estimate

The following estimate will be applied to the quartet terms in the next subsection. For every η ∈ Û
and a ∈ Fq, ∑

χ∈Û

|P̂χχη(a)|2 ≤ q

q − 1
(
ε4
q +

√
3 q−1/2

)
= o(1). (6.14)

Here the multiplicative twist sets the value at zero to zero, even if χη is principal.
For a proof, expand h(d, λd) in Mellin characters and apply Parseval in λ ∈ U . The left side of

(6.14) equals
Eλ∈U

|||Ed∈Fqh(d, λd)η(d)eq(−ad)
|||2 ,
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where an argument with d = 0 or λd = 1 contributes zero. In the parametrization x − z = σd,
x/z = λd, solve for x and d in terms of z:

x = z2

z − σ/λ
, d = z

λz − σ
.

This is a bijective parametrization of the valid values: z ∈ U \ {σ/λ} corresponds precisely to
d ∈ U \ {1/λ}. Setting t = σ/λ and r′ = 1/z gives 1/x = r′ − tr′2. Define

G(h) = (g∗η)(1/h)eq(−aσ/h) (h ∈ U), G(0) = 0.

The identities η(d) = η(λ)η(x/z) and eq(−ad) = eq(−aσx)eq(aσz) show that the inner coefficient
is

η(λ)TG(t), TF (t) = 1
q

∑
r′∈U

G(r′)F (r′ − r′2t). (6.15)

The zero definition of G encodes exactly the excluded values in this formula. Inversion permutes
U , so ∥G∥2 ≤ 1 and |EG| ≤ εq by (6.1).

Here is a direct operator bound for (6.15). The affine-action estimate is a concrete counterpart
of the convolution bounds developed by Gowers [15], Babai, Nikolov and Pyber [1], and Gill [14,
Theorem 2 and Proposition 1.7]. We give the weighted calculation directly in the additive Fourier
basis. Let UrF (t) = F (r− r2t), a unitary operator on the probability-normalized L2(Fq). The map
underlying U∗

rUs is
t |−→ (s/r)2t+ s− s2/r.

For a prescribed slope, z = s/r has at most two possibilities. Unless z = 1, the translation r(z−z2)
determines r uniquely; z = 1 gives the identity and forces r = s. Hence every nonidentity affine
map has at most two ordered representations as U∗

rUs. Write the coefficient array of T ∗T on affine
maps as c(a, b), with a ∈ U , b ∈ Fq, and action F (t) |→ F (at+ b). Its identity coefficient is at most
1/q. Cauchy–Schwarz on each fiber of at most two nonidentity representations gives

∑
a,b

|c(a, b)|2 ≤ 1
q2 + 2

q4

(∑
r∈U

|G(r)|2
)2

≤ 3
q2 . (6.16)

For completeness, the required affine-action estimate follows from ordinary additive Parseval.
The functions eq(ξt), ξ ∈ U , form an orthonormal basis of the mean-zero subspace, and F (t) |→
F (at+ b) sends the mode ξ to the mode aξ with factor eq(ξb). Thus the squared Hilbert–Schmidt
norm on this subspace is

∑
a∈U

∑
ξ∈U

|||||∑
b

c(a, b)eq(ξb)
|||||
2

≤ q
∑
a,b

|c(a, b)|2.

Combining with (6.16) bounds the operator norm of T ∗T there by
√

3q−1/2. Affine actions preserve
the mean-zero subspace and the constants. If mG = EG, then T1 = mG, so the constant part of
TG has squared norm |mG|4. Therefore

Et∈Fq |TG(t)|2 ≤ ε4
q +

√
3q−1/2.

Changing the average to t ∈ U , and using that λ |→ σ/λ permutes U , proves (6.14).
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6.5 Quartet coefficient majorants

We now construct the majorants in (6.8). Fix a bottom quartet with its product and ancestor data
as in the cycle reduction. Let d, e be its two bottom-pair arguments, so d − e = y. In either pair,
orient a leaf as free and the other as held. Its product test is h(d, t) defined above, with σ recording
the orientation and g∗ recording the conjugation on the free leaf.

First suppose both moving leaves are in the left pair. At fixed pair product, its ratio is a
fixed unit times the inverse square of the moving coordinate. Equation (6.13) bounds the squared
coefficient by

2
∑

χ2=ρ−1

|Pχ(d)|2 × |right-pair value|2.

Interchanging the coordinate convention only inverts ρ. Average the two held variables by exposing
first their product and then their split. The first exposure makes d/e uniform on a square coset,
and the second makes the right-pair ratio uniform on a square coset. Dominate each by twice full
unit measure. Thus a majorant is a fixed constant times

1
q − 1

∑
d,e∈U
d−e=y

⎛⎝ ∑
χ2=ρ±1

|Pχ(d)|2
⎞⎠R∗(e), (6.17)

where summing both signs is allowed. Its mean over y is bounded by a constant times the product
of the means of the two nonnegative factors: remove the restriction d ̸= e to obtain this bound.
Equations (6.11) and (6.9) give the two assertions of (6.8). An untouched quartet has the analogous
majorant with RL(d)RR(e) in place of the displayed product, and hence has bounded mean.

It remains to treat one moving leaf in each bottom pair. The following diagram records the
ordered current entries; the leaf labels underneath give the corresponding factors H before each
bottom reconstruction. It will explain exactly which held leaves lead to the two formulas below.

y; (A,B)

d; (p∗, A) e; (p∗, B)

M1
p∗C1M1

M2
AC2M2

M3
p∗C3M3

M4
BC4M4

Figure 1: A quartet with its ordered current entries. Here A,B are fixed local units, unrelated to
the summand sets, and d − e = y. The shared entry p∗ is reconstructed and varies according to
(6.19). Holding M2 or M4 uses a residual entry A or B; holding M1 or M3 uses the reconstructed
entry p∗.

Orient the moving leaf as free in each pair. Division of the formulas in (6.2) gives
tL
d

= a fixed unit ×H2
held,L,

tR
e

= a fixed unit ×H2
held,R. (6.18)

For example, if the free leaf is the first child of the left pair, the constant in the first identity is
D′sfree/(sheldspair); the opposite orientation gives the same form with the two bottom frequencies
interchanged. At the quartet root, another direct consequence of (6.2) is

p2
∗ = s+s−

snD′u2
n

y

de
. (6.19)
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If the held entry in Figure 1 is the residual A or B, (6.18) therefore has the first of the following
forms; if it is p∗, use (6.19) to obtain the second:

tL = λLd or λL/e, tR = λRe or λR/d. (6.20)

Call the first choice on either side friendly and the second bad. The parameters λL, λR are fixed
unit multiples of the squares of the two held leaf variables. The multiples may depend on the fixed
parent data and on y, but not on the held variables. Since those variables are independent uniform
units, the two parameters are independent uniform square-coset variables.

For fixed held variables the parent ratio d/e is a fixed unit times the inverse square of the moving
coordinate. The local value depends on this ratio, rather than on its square-root choice. Indeed
changing the moving coordinate to its negative changes p∗ to its negative, while (6.20) only used its
square; the arguments within either pair are determined by their ratio and their difference. Apply
(6.13), and then dominate the two square-coset laws of the held parameters by full independent unit
laws. The latter domination is applied to a nonnegative squared coefficient and costs at most four.
On changing from d/e to d − e = y, the normalization changes by the bounded factor q/(q − 1).
We obtain a constant times

∑
ν2=ρ±1

EλL,λR∈U

||||||||
1
q

∑
d,e∈U
d−e=y

hL(d, tL)hR(e, tR)ν(d/e)

||||||||
2

. (6.21)

The sign allows either Mellin convention. All invalid ratios are encoded by the zero definitions of
the functions h; in particular, the parent ratio 1 has no valid (d, e) with d− e = y ̸= 0.

To check the sum over ρ in (6.8), it suffices to sum over all ν. For y ̸= 0, the map t = d/e is
a bijection from U \ {1} to the unit solutions of d − e = y, with d = yt/(t − 1) and e = y/(t − 1).
Mellin Parseval, followed by the independent λL, λR averages, bounds this sum by a constant times

1
q − 1

∑
d,e∈U
d−e=y

RL(d)RR(e).

Its mean over y ∈ U is bounded by (6.9).
For the small bound at a fixed ν, extend the nonnegative y average to all of Fq, paying at most

q/(q − 1). Expand both h factors in Mellin characters χ, ψ. Orthogonality in the independent
parameters separates their squared coefficients. Additive convolution Parseval then reduces the
bound to ∑

a,χ,ψ

|P̂χα(a)|2|P̂ψβ(−a)|2. (6.22)

Each pair uses its own choice of σ, g∗ in its P . The twists are listed explicitly below; all are zero at
zero:

choices α β

friendly, friendly νχ νψ
friendly, bad νχψ ν
bad, friendly ν νψχ

bad, bad νψ νχ

For example, the left friendly term contributes χ(d) and the left bad term contributes χ(e), which
explains all four rows. If the left choice is friendly, the second twist is independent of χ. Apply
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(6.14) to the sum over χ, uniformly in the remaining index and a. The remaining sum is bounded
since additive Parseval gives ∑

ψ,a

|P̂ψβ(a)|2 ≤
∑
ψ

Ed∈Fq |Pψ(d)|2 ≪ 1;

here β may depend on ψ. This bounds (6.22) by O(ε4
q+q−1/2). The right friendly case is symmetric.

6.6 The case of two bad choices

It remains to bound (6.22) when α = νψ and β = νχ. For a nonprincipal character α, the additive
Fourier transform of α has constant modulus q−1/2 on nonzero frequencies, and equals zero at zero.
For clarity, the needed Gauss identity follows by substituting x |→ x/t in

∑
x α(x)eq(tx) for t ̸= 0;

its modulus is √
q, because|||||∑
x

α(x)eq(x)
|||||
2

=
∑
u∈U

α(u)
∑
z∈U

eq((u− 1)z) = (q − 1) −
∑
u̸=1

α(u) = q.

Consequently, with harmless unit factors and a possible reflection of the frequency,

|P̂χα(a)| = q−1/2
|||||∑
b

wχ(b)α(a− b)
||||| . (6.23)

Let w ≥ 0 be any weights of mass J and let rw =
∑
bw(b)2. Multiplicative orthogonality yields

1
q − 1

∑
α∈Û

∑
a

|||||∑
b

w(b)α(a− b)
|||||
4

≤ 2qr2
w + J4. (6.24)

Indeed, after expansion, a nonzero term requires

(a− b1)(a− b2) = (a− b3)(a− b4) ̸= 0.

When the two unordered pairs of b’s agree, their total weight is at most 2r2
w and there are at most q

values of a. Otherwise, subtracting the two monic quadratics gives a nonzero polynomial of degree
at most one, so there is at most one value of a. The total weight of all these latter quadruples is at
most J4.

The principal character alone contributes

1
q − 1

∑
a

(J − w(a))4 ≥ qJ4 − 4J3∑
aw(a)

q − 1 = J4 − 3J4

q − 1 .

Subtract this contribution in (6.24) before applying (6.23). Since the masses J of our wχ are
uniformly bounded, for each χ this gives∑

α̸=1,a
|P̂χα(a)|4 ≤ 2r2

χ +O(q−2).

Summing over χ and using (6.11), we obtain∑
χ,α̸=1,a

|P̂χα(a)|4 ≪ ε2
q + q−1. (6.25)
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When both twists in (6.22) are nonprincipal, Cauchy–Schwarz bounds it by the geometric mean of
two sums of this form. This is legitimate because at fixed ν the map (χ, ψ) |→ (χ, νψ) is bijective,
and the corresponding assertion holds for the other factor.

We also record the principal cases explicitly. Because the principal character is zero at zero, its
additive transform is

P̂χ1U (a) = wχ(a) − Pχ(0)
q

. (6.26)

Thus its Fourier maximum is O(ε2
q + q−1), and its squared Fourier norm is no greater than rχ by

Parseval on the original functions. If α is principal, then ψ = ν is fixed. When β is nonprincipal,
(6.23) and the bounded mass of wψ bound the other Fourier factor by O(q−1/2) uniformly. Summing
the first squared factor over χ, a costsO(1) by (6.12); this part isO(q−1). The case with the two roles
exchanged is identical. If both twists are principal, both indices are fixed. Apply the small Fourier
maximum in (6.26) to one factor and the bounded squared norm to the other. This contributes
O(ε4

q + q−2).
The two-bad case of (6.22) is therefore O(ε2

q + q−1). Together with the friendly estimates this
proves the first assertion of (6.8) for (6.21). Adding the finitely many orientation choices and the
same-pair majorants completes the construction of Bρ and B0.

6.7 Completion of the cycle estimate

Return to the projection in (6.6), conditioning again on the products in all bottom quartets. Or-
thogonality in the independent moving coordinates gives a sum of products of |aj,ρj |2, with squared
untouched-quartet values as the other factors. Average the held variables. The bounds already
proved dominate this expression by

∑
∏

j
ρ

δj
j =1

t∏
j=1

Bρj (yj)
∏

j /∈cycle
B0(yj).

The actual joint distribution of quartet arguments on valid ancestor points is dominated by a
constant depending only on l times independent uniform unit measure, by the horizontal-level
density bound proved above. Since this last display is nonnegative, we may use that domination
without any pointwise control of g.

Put bρ = Ey∈UBρ(y) and b0 = Ey∈UB0(y). One character in (6.7) is determined uniquely by
the others. Consequently

∥PW1∥2
2 ≤ Cl

(
sup
ρ
bρ
)(∑

ρ

bρ

)t−1

b
r/4−t
0 ≪l ε

2
q + q−1/2.

If the cycle consists of two parallel edges, t = 1 and its sole character is principal; the same inequality
simply uses b1 ≤ supρ bρ. Thus this degenerate cycle requires no separate structural assumption.
Equation (6.6) proves the quantitative statement of Lemma 6.1, and hence (6.4).

For the later application, the exact transforms gp in (4.16) satisfy gp(0) = 0 and E|gp|2 = 1 by
centering and additive Parseval. On the chosen spectator subset their mixed correlation parameters
tend to zero uniformly. Once independent unit bulk residues have been obtained in Section 8,
Lemma 6.1 may therefore be applied separately at every spectator prime. The zero convention in
the diagram retains the requirement that every reconstructed entry be a unit at that prime.
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7 A positive statistic and its binary-tree transfers
We combine the size and collision estimates with the Fourier supply of Proposition 5.1 to construct
a nonnegative statistic. Poisson summation will turn it into an amplitude. The transfers propagate
a quantitative lower bound once their diagonals are controlled; Section 9 will bound the same
amplitude from above by averaging over arrangements of its prime variables.

The pivot extraction, extension to positive integers, and doubling of the remaining template
follow the architecture of Section 4. The exact residue-mask transforms carry no prescribed
multiplicative-character phase, so the anchor cancellation is replaced by a common outside list
of spectator primes, where Lemma 6.1 compares the paired histories.

All parameters introduced in this section are new; in particular, the letters L, k,m no longer
denote parameters from the preceding character arguments.

7.1 Scales and prime priors

Let L → ∞. The transfer depth k will be a sufficiently large fixed positive integer, chosen before
L tends to infinity. Put

h = e.01L, z = k4, m = 2⌊zL/2⌋, rj = 2j−1 (1 ≤ j ≤ k).

The notation ok(m) and Ok(1) permits dependence on all parameters that are fixed before L. In
bounds of the form Cm or C2lm, however, C will be independent of k and of the large gap constants
introduced below, once k and then L are sufficiently large. The threshold on L may depend on
these fixed choices.

Choose fixed positive constants Bs, BD, Bz, with their order of choice specified in Section 9, and
define

∆0 = (Bs + 8 log z)m,
∆j = rj(BD +Bz log z + .4 log rj)m (1 ≤ j ≤ k),

El = ∆0 +
l∑

j=1
∆j + 2l

√
m,

Vl = eEl (0 ≤ l ≤ k). (7.1)

Thus log Vl = Ok(m). In particular, all frequencies used below are smaller than every sampled
prime, since even the smallest prime range has lower endpoint exp(exp(.0005L)).

Fix a nonnegative smooth function φ supported on [−1, 1] such that∑
n∈Z

φ(t− n) = 1 (t ∈ R).

Then 0 ≤ φ ≤ 1 and
∫
R φ(t) dt = 1. For a center c, the log-cell prior is the probability measure on

primes proportional to
φ(log p− c)

p
.

Except for the giant-prime prior defined shortly, all prime priors will omit a set EL of at most two
prime values. This set is fixed for each L; Section 8 specifies its choice from the two possible Page
exceptional conductors. Every abundance assertion in this section holds uniformly after any such
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deletion. A nongiant cell is therefore normalized by

Zc =
∑

p prime
p/∈EL

φ(log p− c)
p

.

For all the cell centers used here, the prime number theorem and partial summation give Zc ∼ c−1.
The same statement holds without the deletion. They also give

∑
p

log p
p

φ(log p− c) = 1 + o(1).

The errors are uniform as the centers in our specified ranges tend to infinity. Deleting two prime
values does not change these asymptotics.

By (5.1), there is a block [G0, G0 + h] in log-prime coordinates, contained in the range of that
estimate, such that the primes satisfying its two conditions have total (log p)/p weight at least c0h,
for a fixed c0 > 0. Here and below a prime satisfying those conditions is called favorable. To see
the block assertion, partition [e.05L, e.9L] into intervals of length h, apart from the two end pieces.
On each full block the log coordinate varies by a relative o(1), uniformly in the block. If every
block had favorable (log p)/p weight at most ch, summing these bounds after division by the left
log coordinate would give favorable harmonic weight at most (.85c + o(1))L. A sufficiently small
fixed c contradicts (5.1). Mertens’ estimates make the two end pieces negligible in this calculation.

Set
logX = 2G0 + 2k+1h, A′ = A ∩ [X9/10, X].

The whole chosen block lies below the prime cutoff in (2.7) for the uniform measure on A′. Indeed,
log

√
X = G0+2kh, whereas the block ends at G0+h, and the loss from the logarithmic denominator

in that cutoff is only O(log logX) = O(L).
Use the transforms Fp, gp from (4.16), with the normalization

gp(b) = √
pEx mod pFp(x)ep(−bx), Fp(x) = p−1/2 ∑

b mod p
gp(b)ep(bx).

For a favorable prime put

g̃p(b) =
{
gp(b)/|gp(b)|, gp(b) ̸= 0,
0, gp(b) = 0,

and put g̃p = 0 at every other prime. Let F̃p be its inverse transform with the same normalization.
Conjugate symmetry of gp implies that F̃p is real. Also

ExF̃p(x) = 0, Ex|F̃p(x)|2 = Eb|g̃p(b)|2 ≤ 1.

For a favorable prime, Parseval and the definition of Fp give

Ex∈SpF̃p(x) =
√

1 − σp
σp

Eb|gp(b)| ≥ δ0√
2
.

There is an integer center G, whose log-cell support is contained in [G0, G0 + h], for which

Ep in the cell at G
a∈A′

F̃p(a) ≥ c1 > 0. (7.2)
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The giant prior in this display includes all primes in its cell. Here is why the collision estimate
applies to these possibly unbounded inverse transforms. If µp is the projection of the uniform
probability on A′, then Cauchy–Schwarz gives||||||

∑
x mod p

(µp(x) − USp(x))F̃p(x)

||||||
2

≤ p ∥µp − USp∥2
2.

Consequently (2.7) bounds the sum of these squared errors with weight (log p)/p by O(L). The
total such weight on the block is O(h), so its weighted sum of absolute errors is O(

√
Lh) = o(h).

The favorable uniform means, on the other hand, have a positive sum of order h. Partitioning by
the integer translates of φ, and deleting the bounded-width end strips, therefore supplies a cell
with a positive average empirical mean. Replacing (log p)/p by 1/p in this cell does not change this
conclusion: the log coordinate has relative variation o(1), and the same error bound applies. This
proves (7.2).

Fix this G. Write

ZG =
∑

p prime

φ(log p−G)
p

, µG(p) = φ(log p−G)
pZG

, cg = logZ−1
G . (7.3)

We have ZG ∼ G−1, and hence cg = logG+O(1) ≤ .91L for sufficiently large L. The coefficient in
this last bound is independent of the gap constants and of k.

7.2 The initial lists and positive statistic

A half-list consists of the following independent positions:
(i) one giant with prior µG, using the test F̃p;

(ii) m/2 bulk positions, with their common prior proportional to 1/p on .004L ≤ log log p ≤ .006L,
omitting EL;

(iii) m/2 spectator positions, with their common prior proportional to 1/p on a subset of .0005L ≤
log log p ≤ .001L of harmonic mass ≫ L, omitting EL, on which (4.16) holds uniformly with
a bound tending to zero;

(iv) three top positions and two compensation positions of each type j = 1, . . . , k, with cell priors
chosen below.

Every nongiant position uses the exact test Fp. The spectator subset exists by Corollary 4.2; its
exceptional threshold can be chosen slowly enough that all the stated conclusions hold uniformly
on the retained subset. The bulk and spectator harmonic normalizing masses are both between
fixed positive multiples of L.

Let Sb, Sd be the sums of the log primes at the bulk and spectator positions of one half-list.
Include in its weight the two factors

φ(Sb − tb)φ(Sd − td).

These are weights, not conditioning of any prior. Choose integer centers tb, td so that, for each of
the two groups, the expectation of its cutoff together with the restriction 1/3 ≤ σp ≤ 2/3 at all its
positions is at least e−Cm. Such choices follow directly from the partition of unity. Almost all the
probability of a single position is balanced, by (4.16) or (2.7); for sufficiently large L the probability
that all positions in that group are balanced is at least 2−m/2. Each possible log sum lies in an
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interval admitting at most exp(O(L) +O(logm)) relevant integer centers. At least one center thus
has the required weighted mass. In particular,

tb, td = ok(h).

Call the bulk and top positions protected. For the full list of two half-lists, define the target log
sum J for the protected positions and the target log sum wj for compensation type j by

J =
logX − 2G− 2td + ∆0 +

∑k
j=1 ∆j

2k , wj = J +
∑
i>j

wi − ∆j

rj
. (7.4)

The second definition is made successively for j = k, k − 1, . . . , 1. It gives

J ≍ h, wj = (2k−j + ok(1))J, J +
k∑
j=1

wj = 2kJ −
k∑
j=1

∆j .

Choose the three top cell centers in a fixed small relative neighborhood of (J − 2tb)/6, with their
sum equal to (J − 2tb)/2 +O(1). For the two positions of type j, choose centers in a corresponding
neighborhood of wj/4, with sum wj/2 + O(1). Neighborhoods of relative radius .03 suffice to
keep different compensation types, top positions, bulk positions, spectator positions, and giants in
pairwise disjoint prime ranges.

All these top and compensation centers can be chosen so that the balanced primes have a
fixed positive fraction of the cell prior. Indeed, these primes also lie below the cutoff in (2.7). A
cell in which a fixed positive fraction is unbalanced contributes a fixed positive amount to the
nonnegative imbalance term in that estimate. Since the translates of φ sum to one, only O(L)
integer centers can fail the desired balanced-fraction condition. Each neighborhood available here
has length comparable to h, which is much larger than L. For a prescribed rounded pair sum,
exclude a bad center and its reflection about that sum; this excludes only O(L) choices. For a
triple, choose the first two centers in slightly smaller neighborhoods. Among the resulting pairs
only an O(L/h) fraction have a bad third center determined by the rounded sum. This gives the
required centers while respecting all ranges. On the bulk cutoff, the protected log sum of each
half-list is now J/2 +O(1).

Let T (n) be the expectation over one half-list of the product of all its tests at n, multiplied by
the two log-sum cutoffs. For a ∈ A′, every exact local test is

Fp(a) =
√

1 − σp
σp

> 0.

This value is independent of the choice of a ∈ A′: all these primes are sufficiently small for the
defining residue restriction on A to apply. The expectation of the product of exact tests and the
cutoffs is therefore a positive scalar cL, independent of a, with cL ≥ e−Cm. This lower bound
follows by restricting every nongiant position to balanced primes; each local value is at least 2−1/2,
and the preceding bin and cell choices give the required mass. Thus

T (a) = cLEp∼µGF̃p(a).

Take the nonnegative Schwartz function ψ used in the quadratic argument, with compactly sup-
ported smooth Fourier transform and a positive lower bound on [0, 1]. The tests are real, so T (n)2

is nonnegative. Equation (7.2), Jensen’s inequality on A′, and the lower bound in (2.4) give

I :=
∑
n∈Z

ψ(n/X)T (n)2 ≥
√
X e−Cm. (7.5)
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The logarithmic loss in |A′| is absorbed here because log logX = O(L) and m ≍ k4L. Notice that
this argument uses the mean of the giant test and its square; it does not require the giant test to
be pointwise nonnegative.

7.3 Removing repeated primes and applying Poisson summation

Expand T (n)2 using two independent half-lists. Let M be the product of all positions, counted
with multiplicity. On the cutoff support,

logM = 2G+ 2td + J +
k∑
j=1

wj +Ok(1) = logX + ∆0 +Ok(1).

We may discard the tuples with repeated prime values, with a negligible error relative to (7.5). We
give the estimate because no cancellation estimate for repeated local factors is being assumed.

For a tuple containing a repetition, the product of its distinct primes, denoted Q, satisfies
Q ≪k Xe

∆0/ exp(exp(.0005L)) = o(X).
The product of the local tests is periodic modulo Q. Compact Fourier support of ψ̂ implies that
its smoothed sum is exactly Xψ̂(0) times its residue mean, for sufficiently large L. If any prime
occurs once, that residue mean is zero by the mean-zero property of its test and CRT. If a prime
occurs with multiplicity e ≥ 2, its contribution to the absolute residue mean is at most pe/2−1.
Indeed every local test has probability L2 norm at most one, hence supremum at most √

p; apply
Cauchy–Schwarz to two factors and use the supremum bound for the others. This argument also
covers factors assigned different roles at the same prime.

The probability of any prescribed ordered tuple is at most
M−1L−2m exp(Cm+Ok(1)).

There are 2m broad-band positions. Each contributes a normalization of size at most C/L. The
remaining 4k+ 8 cell positions have combined normalization at most exp(O(kL) +Ok(1)), which is
exp(Cm+Ok(1)) with C independent of large k because m ≍ k4L. Since

∏
p|Q p

ep/2−1 = M1/2/Q,
the absolute contribution of tuples in which every prime occurs at least twice is at most

√
X exp(−∆0/2 + Cm+Ok(1))L−2m ∑

tuples

1∏
p distinct p

.

Put b = 2m+ 4k + 8. The harmonic mass of the union of all prime ranges is O(L). Assigning the
b labeled positions to i distinct values, and then dropping restrictions for an upper bound, gives∑

tuples

1∏
p distinct p

≤
b∑
i=1

ib(CL)i

i! ≤ bbeCL.

Thus the repeated-prime contribution is bounded by
√
X exp

(
−∆0

2 + (2 log z + C)m+ ok(m)
)
.

Choosing Bs sufficiently large makes this negligible in (7.5). The constant required here is indepen-
dent of the later gap constants and of sufficiently large k.

Retain only tuples with all positions distinct, and let η0 be their Poisson expression divided by√
X. We have shown that

|η0| ≥ e−B∗m (7.6)
for a fixed B∗ independent of BD, Bz and k. The same B∗ may be used for all sufficiently large
admissible Bs.
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7.4 Templates, coefficients, and support conventions

Keep the m spectator positions of the two half-lists, with their original half-list roles, as one outside
list d, and write d for their product. This list will never be duplicated. All other positions form
the ordered regular template I0; its two giants are labeled + and − in a fixed order.

At step j, split Ij−1 into the pivot positions and the remaining template H. The pivot product
is P = pu, where p is the + giant and u is the ordered list of all current compensation positions of
type j, with product u. Unlike the whole-pivot extension in Section 4, here only the giant p will be
extended to positive integers. The entries of u retain their actual-prime priors. Thus H contains
the other giant, all protected positions, and all positions of types i > j. Form Ij = (H+, H−) from
two copies of H, labeling their giants + and −, respectively. Whenever a template or a part of one
is sampled, its positions have independent copies of their specified priors.

Before step j, there are rj copies of the full protected list of two half-lists, and rj copies of each
compensation type not yet removed. In particular u has 4rj positions. On the inherited protected
bins,

log u = rjwj +Ok(1),

logH = TH +Ok(1), TH = G+ rj

⎛⎝J +
∑
i>j

wi

⎞⎠ = G+ rjwj + ∆j . (7.7)

Here a template and its product are denoted by the same letter only when no confusion can result.
If R is the product of distinct actual regular prime values, put

GR(b) =
∏
ℓ|R

greg
ℓ

(
b/(R/ℓ) mod ℓ

)
,

where greg
ℓ = g̃ℓ on a giant position and greg

ℓ = gℓ on every small regular position. Field fractions
always have unit denominators. This expression is used only on the pairwise coprime support, and
is extended by zero when that support fails. The amplitudes will have the form

ηl = Ed,Il

∑
0<|s|≤Vl

GR(s/d)Al(s), R =
∏

Il. (7.8)

The factor GR(s/d) depends on the actual regular prime values and their product, so it is unchanged
when the bulk values are reassigned among their positions. The coefficient Al will contain the
spectator factors and all arrangement-dependent history weights and support conditions. This
separates the common factor from the coefficient to be averaged over arrangements. The outer
positions in this expectation are actual primes. The coefficient Al, unlike GR, will also be defined
when its two giant entries are positive integers.

We specify all its support conventions. A history is a full binary tree of depth l, with leaves at
level zero. Each node at level i has a nonzero signed integer frequency of magnitude at most Vi.
At every state in a history require pairwise coprimality of all its current slots and the outside list
d. Its two current giant values must also be units against every frequency at that node or below
it. These last restrictions may always be added at an actual top, without changing an expression:
actual giant primes exceed every frequency in any of the finitely many possible history levels. Once
added, they are kept when a giant is extended to an integer. These requirements are imposed
termwise on complete histories; they include cross-branch frequency tests for either current giant.
A newly inserted pivot is a current giant in its child states, so it is subject to their subtree tests.
Failed support conditions give zero.
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At level zero set

A0(s) =
(
X

dR

)1/2
ψ̂

(
−sX

dR

) ∏
halves

φ(Sb − tb)φ(Sd − td)

·
∏
q|d
gq
(
s/((d/q)R) mod q

)
,

(7.9)

on this support, and zero otherwise. The half-list spectator weights use the original outside roles
of d. Formula (7.8) with l = 0 is the distinct-tuple Poisson formula. Indeed the local inverse
expansions contribute (dR)−1/2, and Poisson summation followed by division by

√
X gives the

factor
√
X/(dR) in (7.9). The zero frequency vanishes since the local transforms vanish at zero.

On the cutoffs, dR/X = exp(∆0 + Ok(1)); the additional
√
m in E0 therefore accommodates the

fixed compact support of ψ̂.
For the recursive definition of Aj , a current state is Ij = (H+, H−) with root frequency s. Sum

over v, w with 0 < |v|, |w| ≤ Vj−1, and independently sample the type-j vector u by its priors.
Restore the pivot by

p = vH− − wH+
su

. (7.10)

Retain it only if it is a positive integer. The two child states are copies of Ij−1 with entries
(p,u,H+) and (p,u, H−) in their prescribed roles. Their giant pairs, in order, are the inserted p
and the giant of H+ or H−, respectively. Keep the same outside list d. Multiply the two child
coefficients, conjugating the right one, by

uφ(log p−G). (7.11)

Sum and average these terms, imposing all the history restrictions above. In a formula, with state
arguments displayed only here,

Aj(s; d,H+, H−) =
∑

0<|v|≤Vj−1
0<|w|≤Vj−1

Eu
[
uφ(log p−G)Aj−1(v; d, p,u,H+)

·Aj−1(w; d, p,u,H−)
]
.

The bracket is interpreted termwise after expanding the two child histories, and is zero unless (7.10)
and all their support conditions hold. Internal samples in the two children are independent; only
u at the present node is shared. This defines Al for actual or integer giant entries, and includes no
transform attached to an integer giant.

Figure 2 records the dependencies in this recursion.

7.5 The exact transfer and its diagonal

We verify the relation between the successive expressions (7.8). Fix d, p,u at step j, put P = pu,
and group old terms according to t = v/H (mod P ). On the original prime support,

GPH(v/d) = GP (t/d)GH(v/(Pd)).

Let
Bt = EH

∑
0<|v|≤Vj−1

v/H≡t (mod P )

GH(v/(Pd))Aj−1(v),
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Current state Ij = (H+, H−), root frequency s
Sum over 0 < |v|, |w| ≤ Vj−1; sample one type-j vector u.

p = vH− − wH+

su
, u =

∏
a

ua

Node factor, used once: uφ(log p − G)

Left child (p,u, H+)
Aj−1(v; d, p,u,H+)

Right child (p,u, H−)
Aj−1(w; d, p,u,H−)

The same p, u, and outside spectator list d are used in both children.
Retain only p ∈ Z>0; all support zero conventions of Subsection 7.4 apply.

Figure 2: The coefficient recursion for Aj(s): multiply the node factor by the two displayed child
factors, with no prime-specific transform attached to the integer pivot p. Subsequent internal
samples in the two descendants are independent in their underlying priors, before the complete-
history support indicators are applied.

with all inherited support conditions; invalid terms are zero. The extracted row has counting
squared norm at most P : ∑

t mod P
|GP (t/d)|2 ≤ P.

This is CRT and the exact probability squared norm one at each compensation prime, together
with squared norm at most one at the giant. Cauchy–Schwarz in this row, followed by Jensen over
the outer probability measures, yields

|ηj−1|2 ≤ Ed,p,uP
∑

t mod P
|Bt|2.

Crucially, Bt contains no prime-specific transform of the pivot giant p. It is defined for a positive
integer p by exactly the same formulas, with the same coprimality and frequency filters. Equa-
tion (7.3) gives pµG(p) = ecgφ(log p−G) at primes. Extending the nonnegative sum to all positive
integers gives

|ηj−1|2 ≤ ecgEd,u
∑
p∈N

uφ(log p−G)
∑

t mod pu
|Bt|2. (7.12)

Here the sum over p ∈ N means positive integers.
Expand the square using independent H+, H− and child frequencies v, w. Separate the terms

vH− = wH+ as the diagonal. For every other term, the congruence of the two group indices defines
the nonzero signed integer s = (vH− − wH+)/(pu), so the substitution is exactly (7.10). It is
one-to-one, with p still any positive integer in its cell. Equations (7.1) and (7.7) show

log |s| ≤ Ej−1 + ∆j +Ok(1) < Ej .

The margin is 2j−1√
m, which tends to infinity. All protected bins used in this size estimate are

present in each nonzero child history.
The actual lists H+, H− cannot share a prime on such a term. If ℓ divided both products, it

would divide s, since it is coprime to pu; but ℓ > |s|. At a prime of H+ and a prime of H−,
respectively, (7.10) gives

v/P = s/H−, −w/P = s/H+.
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The inverse tests are real, so greg
ℓ (−b) = greg

ℓ (b). The two regular transforms therefore combine
exactly into GH+H−(s/d). The remaining weights, histories, and inserted pivot are precisely the
recursive definition of Aj . Additional giant-frequency tests at the new top are free because its two
giants are actual primes. Consequently the off-diagonal part of the extended expression in (7.12),
before ecg , is exactly ηj .

Write Dj for its exact diagonal. It is nonnegative, as we now verify, and we have

e−cg |ηj−1|2 ≤ Dj + ηj . (7.13)

In particular the off-diagonal expression ηj is real: the extended square and its diagonal are real.
On the diagonal, all prime factors of H+ and H− exceed the frequencies, so vH− = wH+

forces H+ = H− as products and v = w. Grouping by this common product and frequency before
expanding the square gives a common factor |GH(v/(pud))|2 times the squared absolute value of
the prior-weighted sum of coefficients over its ordered arrangements. This proves nonnegativity.
The common factor is independent of the ordering: each prime uses the same local transform in
every arrangement, and the single giant in H is fixed by its disjoint range. We may therefore drop
its bounded giant factor in this nonnegative expression. The remaining multiplier is

G =
∏
ℓ|Hsm

||gℓ(v/(pud(H/ℓ)) mod ℓ
)||2 , (7.14)

where Hsm consists of the small slots of H.
Now expand by bijections matching the slots in the two H lists. This counts every ordered

counterpart once, since the prime values within a valid H are distinct. Only matches within the
same prime band can occur. In particular the giant matches itself and bulk positions match bulk
positions.

Fix a first ordered H. For any prescribed counterpart ordering, its point probability is CH/H
times its smooth cell factors and its role-membership indicators. The normalizing constants satisfy

CH ≤ L−rjm exp(Crjm+Ok(1)). (7.15)

Indeed there are rjm bulk positions, and O(krj) cell positions. The latter normalizations cost
exp(O(krjL) + Ok(1)), absorbed uniformly by exp(Crjm) because m ≍ k4L. On simultaneous
coefficient support, (7.7) allows us to extract CHe−TH , leaving eTH/H = Ok(1). Normalize the
external integer measure as∫

f(p) dµext(p) := e−G∑
p≥1

φ(log p−G)f(p). (7.16)

It has bounded total mass. Extracting eG from its definition and erjwj from u leaves the net scalar
CHe

−∆j . The remaining Archimedean factor is

Kar = eTH

H

u

erjwj

∏
counterpart cell positions

φ(log pi − ci).

This factor is Ok(1) on simultaneous coefficient support. Counterpart role-membership indicators
are retained as zero conventions in addition to these displayed smooth factors.
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7.6 The two comparison estimates

We state precisely the comparison estimates needed for the diagonal and the final symmetrization.
Their proof occupies Section 8. At level l, put r = 2l. Each coefficient Al has r bottom leaves, each
carrying the m bulk positions of the initial full list. Its m outside spectator positions are shared
by all leaves.

There are two outer environments, always using the priors, integer extension, coefficients, and
support conventions just defined.

(a) In the final environment, l = k, the current list is Ik with its actual prime priors. Set G = 1.
A pair of assignments may permute all rm bulk values among their labeled positions; the
nonbulk positions and the outside spectator list are common. Set Kar = 1.

(b) In the diagonal environment for step j, l = j − 1. The current + giant p has the external
measure (7.16). All other current slots, including the type-j vector u, have their original
actual prime priors. Set G equal to (7.14) with v = s, with the zero convention on invalid
top support. In a pair of assignments the first uses the ordered H and the second uses a
prescribed same-band matching of its slots, with p,u,d unchanged. Use the factor Kar above,
including the counterpart role indicators. For the norm of a single assignment this factor is
omitted.

The expectation in the second environment includes the bounded-mass integer measure; it need
not be a probability measure. All root-frequency sums below are over 0 < |s| ≤ Vl.

For a pair of assignments, form the bipartite multigraph whose two vertex sets are their respec-
tive r bottom leaves. Each actual bulk variable is an edge joining the leaf that contains it in the
first assignment to the leaf that contains it in the second. Every vertex has degree m. The graph
and its number of connected components depend only on the slot assignments, not on the sampled
prime values or on internal histories.

Proposition 7.1 (Comparison estimates). In either of the two outer environments, the following
estimates hold uniformly over the indicated assignments. For one assignment,

E
∑

0<|s|≤Vl

G|Al(s)|2 ≤ exp
(
r(∆0 + Cm) + ok(m)

)
. (7.17)

The constant C is independent of sufficiently large k and of the fixed gap budgets. For a pair of
assignments, if l ≥ 2 and its overlap graph has at most 3r/4 connected components, then||||||E

∑
0<|s|≤Vl

GKarA
(1)
l (s)A(2)

l (s)

|||||| ≤ exp(−ωk(m)). (7.18)

Here ωk(m)/m → ∞ as L → ∞ for every fixed choice of the other parameters. Equivalently, the
right side of (7.18) is smaller than exp(−Ckm) for every fixed Ck once L is sufficiently large. The
estimate is uniform in the allowed slot matchings and permutations.

The assumptions about all current-state coprimalities and all giant-frequency unit tests are part
of this proposition. They are used in its arithmetic reduction, not additional conclusions of the
estimate. The outside spectator list is not resampled within either coefficient or between a paired
comparison. In contrast, the two coefficients have independent internal prime samples; within
each coefficient, a sample at one node is shared by its two children as specified in (7.11). The
assigned actual top values have the stated coupling between the coefficients. Coincidences among
independently sampled internal prime values are allowed when the support permits them, and their
equality patterns will be summed explicitly in the proof.

63



8 Arithmetic comparison of the histories
We prove Proposition 7.1. Throughout this section all the constants in the construction and the
depth k are fixed, and then L tends to infinity. The notation, priors, templates, and support
conventions are those of Section 7. At comparison level l put r = 2l. We treat both the final
environment and the diagonal environment of Proposition 7.1; in the latter the positive giant is the
external integer variable. All estimates below are uniform in the assignments being compared and
in the permitted frequency histories.

The arithmetic reduction first integrates the top giants at the regular and internal small primes.
After resolving the resulting internal-prime conditions, we replace the bulk primes by real log
coordinates and independent unit residues, keeping the real weights and frequency tests. The
paired estimate (7.18) then uses signed spectator correlations. For the norm estimate (7.17), we
may take absolute values termwise, but must retain frequency divisibility to control the sum over
histories.

8.1 Histories, supports, and real-variable weights

Expand the two amplitudes in a comparison into their frequency histories. For the norm estimate
(7.17), use the same assignment in the two histories. At level t ≥ 1 there are 2l−t nodes in a history,
and its sampled compensation vector has 4 · 2t−1 entries. Thus the total number of internal prime
samples in the two histories is O(kr). This counts each sample when it is made, rather than each
subsequent occurrence of that sample in a descendant list.

Partition these samples according to their equality pattern. There are Ok(1) patterns. Entries
in a single compensation vector must be distinct, and the disjoint size ranges imply that equality is
possible only between samples of the same compensation type. For each distinct internal sampled
prime b, let nb be its multiplicity in the pattern. The product of the weights in (7.11) is then∏

b

bnb .

We retain all the other support restrictions for the moment.
Write x+, x− for the top giant entries. The negative giant x− is an actual prime in both

environments; x+ is a prime in the final environment and an external positive integer in the diagonal
environment. Let d be the product of the m distinct spectator primes, and let csm be the product
of the distinct actual regular small primes at the top. The internal samples are disjoint from these
primes by their types. Define

Rf =
∏
ν

|ν|, Qf = Rk+2
f , logQf = Ok(m), (8.1)

where the product includes every frequency in the two histories. Repetitions in this product are
allowed. A modulus equal to one has its usual trivial interpretation. Every small prime in the
construction is larger than every frequency and hence is coprime to Qf .

At a reversing node write the two current giant entries as X+, X− and factor its child products
as

H+ = X+C+M+, H− = X−C−M−. (8.2)

Here M± are the products of the bulk slots in the respective child subtrees, and C± contain their
other regular small factors. The latter may include compensation samples from preceding reversals
on the path. Both current giants are rational linear functions of x+, x−, by (7.10).
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We first justify an exhaustive residue description of the support. Assume temporarily that
the top giants are coprime and that both are units modulo csmd. Suppose that a current state is
pairwise coprime. At its reversal the numerator is

N = vH− − wH+, p = N

su
. (8.3)

Every prime divisor of H+ is coprime to H− and to v: for an actual small prime this follows by
size, and for a giant factor it is one of the giant–frequency unit conditions. Hence N is a unit at
every prime factor of H+. The same argument, interchanging the two sides, applies to H−. If p is
integral, it follows from N = sup that both p and u are automatically coprime to every inherited
slot in H+H−. In particular, a new compensation sample cannot divide an inherited giant. To
obtain a pairwise-coprime child state, it remains only to require that p be a unit against its own u
and against d.

The following tests therefore describe all the remaining arithmetic support:
1. Modulo frequency factors, impose s | N at every node and impose all giant–frequency unit

conditions. These tests are determined by the top and small coordinates modulo Qf . Division
by a node frequency loses at most one factor Rf of precision; the u’s are units modulo Qf . At
most k successive divisions occur, so (8.1) leaves enough precision for every subsequent test.

2. For each b | u at a node, require

N ≡ 0 (mod b), N ̸≡ 0 (mod b2). (8.4)

The entries of the current u are distinct and are coprime to s, so these are exactly its remaining
integrality and own-u unit requirements. Ancestor denominators involve other compensation
types and frequencies; they are units even modulo b2. Thus the tests can also be computed
directly from the rational expressions in the top giants.

3. Require the top giant units modulo csmd. At each spectator q | d, use the zero convention in
(6.2) whenever an inserted giant vanishes modulo q.

These tests, together with positivity and the real cutoffs, agree with ordinary recursive evaluation
over the integers. Indeed, assuming the ancestors have already been evaluated integrally, the
first two tests give divisibility by the relatively prime factors s and u. The preceding coprimality
argument then passes the required support to the children. This proves the assertion by induction
down the tree.

At a spectator q, put D′ = d/q. Formula (8.2), the order of the child giants, and (7.10) identify
the spectator factors from a history with the tree value in (6.2). In particular, if the bulk product at
leaf i is Mi, the constants at a child have the product consistency required in that formula. Denote
the two tree values by W1,q,W2,q. Their combined spectator factor is∏

q|d
W1,qW2,q. (8.5)

The zero convention incorporates precisely the inserted-giant unit tests at q.
Let Ξ denote the product of all smooth real factors in the two histories, including Kar when it

is present, but excluding
∏
b b
nb . Define it for real positive top and small variables by using (7.10)

over R. Set the contribution to zero if an inserted p is nonpositive. This is a smooth extension: the
factor φ(log p − G) already vanishes for p < eG−1. Counterpart role indicators involving nonbulk
slots are retained as restrictions on those variables; all bulk priors and their role ranges are identical,
so no such indicator cuts a bulk log coordinate.

65



There are r leaf factors in each history. On their common support, the modulus in each instance
of (7.9) has logarithm logX + ∆0 + Ok(1). This follows from the giant cutoffs, all the specified
small-prime ranges, and both sum bins at that leaf. Consequently

|Ξ| ≤ e−r∆0+Ok(1). (8.6)

Its first derivatives in the log coordinates of the top giants and bulk slots are bounded by
exp(Ok(m)). To check the possible cancellation in (8.3), use (7.7) at each subtree. Each of |vH−|
and |wH+|, divided by |s|up, is at most

exp(∆j + Ej−1 +Ok(1))

at a node of level j. The depth is bounded by k, so repeated logarithmic differentiation along a
path costs exp(Ok(m)). The remaining cutoffs, the bounded Fourier arguments in the leaf factors,
and Kar satisfy the same bound. The bounds extend over support boundaries: any problematic
nonpositive inserted value lies outside the giant cutoff, where the smooth extension is zero. We use
the actual prior ranges as integration domains, so no extra discontinuous real indicator is needed.

8.2 A progression estimate retaining the exceptional term

We record the precise approximation needed for the two successive idealizations. In the following
table, either row may be used:

a0 a1 µ δ δ′ θ

giant .049 .95 .012 .015 .018 .022
bulk .0039 .007 .0012 .0014 .0016 .0018

(8.7)

Lemma 8.1. Fix a row of (8.7). There is at most one primitive real character χ∗, with conductor
at most exp(exp(µL)), and one associated real zero β∗ < 1 which must be retained in the following
formula. If

logM∗ ≤ eµL, (a,M∗) = 1,

and I is an interval of length at most one in [ea0L, ea1L], then

∑
p prime , log p∈I
p≡a (mod M∗)

1
p

= 1
ϕ(M∗)

∫
I

(
1 − χ∗(a)e(β∗−1)t)dt

t
+O

(
exp(−ceδ′L)

)
. (8.8)

The exceptional term is omitted if no such character exists or its conductor does not divide M∗.
The implied constant is absolute for the fixed row. The multiplier inside the integral lies in [0, 2].

Proof. Put Q = exp(eµL) and S = exp(eθL). The classical zero-free region and Page’s theorem
give, simultaneously for primitive conductors up to Q and ordinates of absolute value at most S,

1 − ℜρ ≥ c0e
−θL, (8.9)

apart from at most one simple real zero of a primitive real character. One may take for χ∗ the
character of a zero in this latter narrow region, if there is one. This follows from [28, Theorem 11.3
and Corollary 11.10]; the analogous zero-free statement for ζ has no exception. We also use the
standard zero count N(T, χ) ≪ T log(q(T + 2)) for primitive conductor q; see [19, Section 3.7.3].

Here are details giving the required short-interval precision. Let t0 be the left endpoint of I,
put y = et0 , and set ϵ = exp(−eδ′L). Sandwich the indicator of the corresponding interval in the
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variable u = n/y between smooth nonnegative functions f−, f+ supported in [1/2, 4]. They may be
chosen with ∫

(f+ − f−) du = O(ϵ), ∥f (j)
± ∥∞ ≪j ϵ

−j .

This remains possible when the interval is shorter than ϵ, by taking the lower function zero. For
either smooth function let

F (u) = f(u)
u log(yu) , MF (s) =

∫ ∞

0
F (u)us−1 du.

For a primitive character χ, Mellin inversion and a contour shift give

1
y

∑
n≥1

Λ(n)χ(n)F (n/y) = 1χ=1

∫ ∞

0
F (u) du−

∑
ρ

yρ−1MF (ρ) +O
(
y−1+o(1)). (8.10)

The sum is over nontrivial zeros. For completeness, shift the Mellin integral of −L′/L to real part
−1/2, taking limits through heights avoiding zeros. The functional equation bounds the logarithmic
derivative on that line by O(log(q(|t| + 2))). Mellin decay makes the shifted integral convergent
and bounded by a fixed power of ϵ−1 times y−3/2 log(q + 2); a possible residue at zero costs y−1

times such a factor. Because a0 > δ′, these bounds have the stated size. The pole and zero residues
are exactly those displayed in (8.10). This is the usual explicit-formula argument underlying [28,
Theorem 11.16].

On 0 ≤ ℜs ≤ 1, integration by parts gives, for fixed j,

|MF (s)| ≪ 1, |MF (s)| ≪j ϵ
−O(j)(1 + |ℑs|)−j . (8.11)

The nonexceptional zeros of height at most S therefore contribute at most

exp
(
−ce(a0−θ)L + eθL +O(L)

)
. (8.12)

For the giant row a0−θ = .027 > .022 = θ > δ′, and for the bulk row a0−θ = .0021 > .0018 = θ > δ′.
Thus (8.12) is smaller than the required error. For zeros above S, dyadic summation of the zero
count and (8.11) gives

exp
(
Cje

δ′L − (j − 1)eθL +O(L)
)
,

which is also sufficient, since δ′ < θ.
For a prime n = p, the summand Λ(p)F (p/y)/y is f(p/y)/p. Prime powers of higher exponent

give y−1/2+o(1). Passing from an induced character modulo M∗ to its primitive character changes
only the prime powers at prime divisors of M∗ and gives a negligible error as well. Orthogonality
of the characters modulo M∗ now selects the residue class a; its factor 1/ϕ(M∗) cancels the num-
ber of character errors. The possible exceptional primitive character occurs among these induced
characters precisely when its conductor divides M∗.

Under u = et−t0 , the principal integral becomes f(et−t0) dt/t. The exceptional zero term be-
comes

f(et−t0)e(β∗−1)tdt

t
.

In particular no factor β∗ is left over. Equivalently, this follows by differentiating the exceptional
Chebyshev term −χ∗(a)yβ∗/(β∗ϕ(M∗)); see [28, Corollaries 11.17 and 11.20]. The resulting density
is nonnegative and at most 2 dt/(ϕ(M∗)t). The upper and lower smooth tests therefore differ in
their main integrals by O(ϵ), and their pointwise sandwich on the positive prime measure proves
(8.8).
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For each row, choose the possible exceptional character in Lemma 8.1 before fixing the nongiant
priors. If its conductor has a prime factor at least

T∗ = exp(e.0004L), (8.13)

delete one such prime value from every nongiant prior. This prescribes at most two deletions, as
allowed in the construction. Every prime factor of the moduli below outside Qf exceeds T∗, whereas
every prime factor of Qf is smaller than T∗ by (8.1). Hence if an exceptional conductor still divides
one of these moduli, its full conductor divides Qf . Indeed, a selected large prime factor has been
excluded, and otherwise all conductor prime factors must lie in the Qf part; coprimality with the
other parts also accounts for their exponents. Thus every surviving Page correction depends only
on the real coordinate and the Qf residue. It does not couple any of the other CRT coordinates.

8.3 Idealization of the top giants

Condition on all actual small primes, including the internal samples in both histories. At fixed
frequencies, the logarithm of the product of their large weights and all pointwise transform bounds
is at most e.012L for large L. More explicitly, the regular and internal small-prime products have
logarithms

Ok(e.01L) +Ok(me.006L), (8.14)
and the spectator products have still smaller logarithms. Use |gℓ| ≤

√
ℓ and |g̃ℓ| ≤ 1 for their local

pointwise bounds. All the factors
∏
bnb are included in this estimate.

We may now remove the temporary assumption that the two top giants are coprime, using the
residue description just obtained as the extension. In the prime environment the discrepancy is
equality of the two primes; its probability is at most e−G+O(L). In the external-integer environment,
a fixed prime x− has only O(1) positive multiples in the log cell for x+, and their normalized total
mass is O(e−G). Multiplying by the preceding pointwise bound is harmless, because G ≥ e.049L.

Use the modulus
M∗ = csmdQf

∏
b

b2. (8.15)

Its factors are pairwise coprime, and (8.14) gives logM∗ ≤ e.012L. The giant log cells lie in
[e.049L, e.95L], by their selection from (5.1). Lemma 8.1, with the original cell cutoff and nor-
malization, replaces each top prime by a real log coordinate and a Haar-unit residue modulo M∗.
Its density is the principal harmonic density times the correction in (8.8). For an external integer
the analogous replacement uses

et−Gφ(t−G) dt (8.16)
and uniform residues on all classes modulo M∗. Elementary counting of integers in a progression
gives this replacement with error e−G+O(L) per interval and residue. The total ideal measure of
each coordinate is bounded. A prime cell’s normalizing reciprocal costs only exp(O(L)).

We give a joint error estimate so that no conditional equidistribution is implicit. Partition both
log cells using mesh ηg = exp(−e.015L) and freeze the smooth factor Ξ in each box. All other tests at
fixed small variables and frequencies are residue tests. The variation error, including the pointwise
costs above, is bounded by

exp
(
−e.015L +O(e.012L) +Ok(m)

)
.

The logarithm of the total number of boxes and pairs of residue classes is O(e.015L + e.012L). Thus
the absolute interval errors from the giant row of (8.8), even summed over all these boxes and
classes and multiplied by the pointwise bound, contribute at most

exp
(
−ce.018L +O(e.015L) +O(e.012L) +Ok(m)

)
.
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The integer-coordinate errors have the still stronger negative term −G. It follows that the whole
giant replacement has uniform error

O
(
exp(−e.013L)

)
. (8.17)

The Page factors are part of the measures in this argument; they need not be frozen or differentiated.

8.4 Integration of the actual and internal small-prime coordinates

In the ideal giant distribution, CRT separates its coordinates, and a surviving Page factor uses only
Qf . First integrate the giant coordinates modulo csm. In the diagonal environment, x− is already
a unit there, and x+ must be restricted from all classes to units. At ℓ | Hsm the argument of gℓ in
(7.14) is a fixed unit divided by x+x−. It is therefore uniform on the unit group once both giants
are units. Since gℓ(0) = 0 and Ea mod ℓ|gℓ(a)|2 = 1, the average of its squared modulus on units is
ℓ/(ℓ− 1). Independence over ℓ gives

ϕ(csm)
csm

∏
ℓ|Hsm

ℓ

ℓ− 1 =
∏
ℓ|uout

(
1 − 1

ℓ

)
, (8.18)

where uout is the actual outer compensation product of type j in the diagonal environment. This
factor is bounded by one and is independent of the bulk values. In the final environment the
analogous integral equals one. The support descent proved above shows that no remaining test
uses these giant coordinates modulo the actual regular small primes.

Fix now a distinct internal sampled prime b. Each of its occurrences requires a numerator in
(8.3) to vanish modulo b. This numerator is a nonzero linear form in (x+, x−) modulo b. To see
nonvanishing, along its ancestor path each substitution retains one giant entry and replaces the
other by a linear combination with two unit coefficients. Its matrix is invertible modulo b, and
the current numerator is itself a nonzero row applied to this pair. All coefficients are rational
expressions in other small regular or internal primes and in the fixed frequencies. No variable of
the same compensation type as b is needed: that type has not yet appeared at any ancestor, and
the current numerator does not contain the current u. This also holds across the two histories, and
the ancestor transformations are invertible modulo b2.

If the forms for all occurrences of b have rank two, they have no solution under the sampled
giant residues, because x− is a unit. In rank one, their common line has probability⎧⎪⎪⎨⎪⎪⎩

(b− 1)−1, both giants prime and both line coefficients nonzero,
b−1, x+ external and its coefficient nonzero,
0, otherwise.

(8.19)

For example, in the second case each of the b− 1 unit choices of x− determines one of the b choices
of x+. These probabilities multiply over distinct b by CRT.

Conditional on a rank-one solution modulo b, a forbidden zero modulo b2 from (8.4) removes
at most 1/b of the uniform lifts: at least one coefficient of the form is a unit. A union bound over
its occurrences gives a relative loss Ok(1/b). To justify dropping these exclusions in the weighted
expression, we first bound those weights. For a prime in a compensation log cell, every occurrence
prior µi satisfies bµi(b) ≤ eCL, with C independent of k once L is sufficiently large. Thus, selecting
any occurrence as representative,(

nb∏
i=1

µi(b)
)

bnb

b− 1 ≤ 2µ1(b)eC(nb−1)L.

69



Summing over the O(kr) occurrences shows that the joint measure after integrating these line
conditions is dominated by independent representative priors times

exp(CkrL). (8.20)

Restrictions that representatives be distinct can be discarded for this upper bound. The same
domination holds in the external-integer case since 1/b ≤ 1/(b− 1).

After (8.18), the remaining large pointwise factor is the spectator product. Since there are 2r
leaf transforms at each spectator, its logarithm is at most

Ok(me.001L). (8.21)

Every internal b satisfies log b ≍k e
.01L. The relative Ok(1/b) losses, multiplied by (8.20), (8.21), and

all exp(Ok(m)) costs, are therefore negligible. We drop all the nonvanishing-modulo-b2 exclusions
henceforth.

8.5 Removing arithmetic coincidences in the line conditions

For the signed comparison (7.18) we need to remove dependence of the line probabilities on acci-
dental bulk congruences. Fix the equality pattern among internal samples. Regard the remaining
small-prime representatives and actual small primes as independent formal variables. For each b,
clear the denominators in the coefficient-zero and two-by-two minor-zero tests for its forms. Those
denominators are units modulo b. We obtain integer polynomials in the fixed frequencies and the
formal variables, with no spectator variable and no variable of b’s compensation type.

The degree is Ok(m). This follows inductively because each coefficient in a reversal is a product
of a subtree’s small slots times a frequency, and there are only k substitutions on any path. Clearing
the products of ancestor denominators and forming a two-by-two minor preserves this bound. The
same induction gives, whenever an evaluation is nonzero,

log |P | ≤ e.012L (8.22)

for large L: the total degrees are Ok(m), all small-prime logarithms are Ok(e.01L), and the loga-
rithms of the frequency coefficients are Ok(m).

Replace each test by the question whether its polynomial is identically zero over Q. We quantify
the error in this replacement under (8.20). If a polynomial of total degreeD in independent variables
is not identically zero and each variable has maximal atom at most α, then

P(P = 0) ≤ Dα. (8.23)

This is a maximal-atom variant of the Schwartz–Zippel argument. Schwartz [33, Lemma 1, p. 702]
gives the sharp total-degree estimate for uniform finite sets; Zippel [35, §3.1, Theorem 1] gives
related coordinate-degree zero estimates in sparse interpolation. Earlier random-evaluation identity
testing appears in DeMillo and Lipton [6]. The proof below extends the uniform-finite-set argument
to independent nonuniform laws; that extension is supplied here, not imported from these references.
Indeed, write it as a polynomial of degree d in its last variable, with nonzero leading coefficient of
degree at most D− d. Induction bounds the probability that this coefficient vanishes by (D− d)α;
otherwise there are at most d roots in the last variable. This proves (8.23).

All variables occurring here are at least bulk size. Their maximal atoms are at most
exp(−ce.004L), so an accidental exact zero has probability at most Ok(m) exp(−ce.004L). If
the evaluation is nonzero, (8.22) implies that it has at most eO(L) distinct prime divisors. The
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representative b is independent of this evaluation, because its whole compensation type is absent
from the polynomial. Its maximal atom is at most exp(−cke.01L + O(L)), so the probability that
it divides this nonzero evaluation is again negligible. A polynomial which is an identity vanishes
modulo b identically, because the cleared denominators are units.

The error bounds remain valid with the other support restrictions: for this purpose discard
those restrictions and use the representative-prior domination. Both the original and the replaced
line factors are bounded by 1/(b− 1), so the same domination applies to their difference. There are
only Ok(1) tests, and multiplying by the spectator bound (8.21) and all exp(Ok(m)) factors still
gives an error

O
(
exp(−e.002L)

)
. (8.24)

We now integrate out the giant coordinates modulo each internal b. For (7.18) their contribution
is its symbolic rank and feasibility flag times the appropriate scalar in (8.19). The flags depend
on the formal pattern and frequencies, not on the sampled bulk values. The line itself leaves no
further condition, since no other factor uses the giant coordinates at b after its b2 exclusions have
been removed. Thus replacing the flags and integrating the line conditions removes all dependence
on bulk residues modulo internal primes.

For (7.17) there is a simpler nonnegative upper bound. Take absolute values in the two-history
expansion and replace every line probability by its upper bound 1/(b − 1) before using (8.20). In
this estimate rank and feasibility flags are discarded; they do not remain as restrictions on the bulk
variables. The symbolic replacement is needed for the signed comparison, but not for this upper
bound.

We may also remove distinctness among the actual bulk samples in the simplified expressions.
There are rm = Ok(m) such samples, and their collision probability under independent priors is
at most their number of pairs times their maximal point mass. Equations (8.20) and (8.21) show
that the resulting error is bounded by (8.24). This step extends the already simplified formula;
it does not attempt to use (8.18) with a nonsquarefree csm. Keep spectator distinctness and any
restrictions involving only nonbulk variables.

8.6 Joint idealization of the bulk variables

The remaining dependence on actual bulk values is smooth in their log coordinates or occurs modulo
dQf . No condition involving their residues at internal sampled primes or at actual regular small
primes remains. Furthermore

log(dQf ) = Ok(me.001L) < e.0012L. (8.25)

Use the bulk row of Lemma 8.1 to replace the rm bulk priors by their real harmonic densities
and Haar-unit residues modulo dQf , retaining the possible Page corrections. The actual range
e.004L ≤ log p ≤ e.006L is strictly inside the row’s permitted range. Its harmonic normalization is
of order L. If a deleted prime lies in the bulk range, removing its single atom has negligible cost
by the same maximal-atom estimate just used. Thus the approximation may use the all-prime
formula, while keeping the given normalization constants.

Here too the approximation is joint. Let Nb = rm and partition every bulk log range using
mesh ηb = exp(−e.0014L). The logarithm of the number of joint boxes and joint residue classes is
at most

Ok
(
m(e.0014L + L+ log(dQf ))

)
. (8.26)
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Freeze the smooth weight in each box. Equations (8.20) and (8.21) bound its remaining total or
pointwise cost by exp(Ok(me.001L)). The derivative bound gives variation error at most

exp
(
−e.0014L +Ok(me.001L) +Ok(m)

)
.

For the interval errors, even summing over all the boxes and residues in (8.26) gives the upper
bound

exp
(
−ce.0016L +Ok(m(e.0014L + L+ e.0012L)) +Ok(me.001L)

)
.

Both are
O
(
exp(−e.00125L)

)
. (8.27)

The bounded masses of the other coordinates add only exp(Ok(m)). In the main term their real
distributions are integrated as measures; the box count is charged only to the approximation errors.
There is therefore no box-count factor multiplying a main term.

For fixed k the number of frequency histories is exp(Ok(m)), because each frequency has bound
exp(Ok(m)) and there are Ok(1) nodes. The number of equality patterns is Ok(1). Thus (8.17),
(8.24), and (8.27) remain negligible after the frequency and pattern sums. These errors are uniform
for each comparison of assignments. All surviving Page multipliers are functions only of the real
and Qf coordinates and are bounded by two per sampled prime.

8.7 The signed comparison

We prove (7.18). Condition in the resulting main expression on the real coordinates, the Qf
coordinates, the nonbulk prime values, and the top-giant residues. The bulk residues on d are then
independent Haar units. The only remaining factor using them is (8.5). In particular the support
descent, (8.18), and the integrated symbolic line factors have left no additional bulk condition at
the other small primes.

At a fixed q | d, each bulk slot is an independent Haar unit. In either diagram its leaf products
are marginally independent Haar units, because the leaves use disjoint nonempty sets of slots.
Jointly, their law is exactly uniform on the subgroup specified by equality of the products in
corresponding overlap components. To verify this, regard each bulk slot as an edge of the bipartite
overlap multigraph. Its value contributes to the product at both endpoints. In each connected
component the product of the left vertex products must equal the product of the right vertex
products. Conversely, prescribe vertex products satisfying this relation, set the non-tree edges to
one, and choose a spanning tree. Successively eliminate a terminal vertex by assigning its incident
tree edge the value needed for that vertex. The last vertex is satisfied by the product relation. This
proves surjectivity onto exactly the asserted subgroup. A homomorphism of finite groups sends the
uniform distribution to the uniform distribution on its image, proving the claimed joint law.

All frequencies and nonbulk constants needed for Lemma 6.1 are units at q, and the ancestor
and child relations are those of (6.2). The selected spectator primes satisfy (6.1) uniformly, with
a bound tending to zero; their sizes tend to infinity uniformly as well. Therefore (6.4) provides a
bound ϵk(L), where ϵk(L) → 0, for the absolute correlation at every spectator, uniformly in the
conditioned data. By CRT the bulk coordinates at distinct spectators are independent, so their
combined bound is ϵk(L)m.

The remaining total costs, including the representative domination, bounded masses, and all
frequency sums, are exp(Ok(m)). Consequently|||||E∑

s

GKarA
(1)
l (s)A(2)

l (s)
||||| ≤ ϵk(L)m exp(Ok(m)) +O

(
exp(−e.00125L)

)
= exp(−ωk(m)),

as required in (7.18).
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8.8 The norm comparison and the frequency sums

We finally prove (7.17). Use the nonnegative upper bound described above. At the d coordinates,
(6.3) and Cauchy–Schwarz bound the expectation of the absolute product of two tree values by 3r
for each spectator, hence by 3rm in total. Retain the frequency divisibility conditions, and discard
the Page multipliers at cost 2rm+O(1). The bulk coordinates modulo Qf are now independent Haar
units for the upper bound.

Because the assignments agree, the bulk slots split into exactly the same subtrees in the two
histories. Fix the other necessary residues. Expose the product of all bulk slots and then expose
the products on successive subtree splits, proceeding from the root downwards. Conditional on a
parent product, the product M+ in one child is uniform on the unit group modulo Qf , and M−
is determined by M+M−. This follows directly from the product map on two disjoint collections
of independent Haar units. Ancestor pivots in both histories depend only on previously exposed
splits and are known with the precision supplied by (8.1).

We evaluate support indicators under this original Haar measure, without first conditioning on
the validity of the complete histories. All frequencies are fixed at the outset. A current giant’s unit
tests against descendant frequencies therefore depend only on already exposed data. Tests on a
newly created pivot are evaluated after the split that creates it; tests on later pivots are deferred
to their own splits, or discarded for this nonnegative upper bound. Thus the retained earlier tests
do not select an unexposed split.

At a node, the support requires X±C± to be units modulo its frequency. If that unit test fails
we stop that branch, whose contribution is zero. Otherwise the condition

vX−C−M− ≡ wX+C+M+ (mod |s|) (8.28)

requires (v, s) = (w, s), since all the other factors are units. Put g = (v, w, s). In a soluble case,
division by g makes both frequency coefficients units modulo

a = |s|
(v, w, s) . (8.29)

Substituting the fixed parent product M+M− into (8.28) then fixes M2
+ to a specified unit modulo

a. The other history at the same node fixes a square modulo a′ = |s′|/(v′, w′, s′).
For each odd prime power, a unit has at most two square roots, and for a power of two it has

at most four. Thus the simultaneous square equations have at most 2ω([a,a′])+1 solutions modulo
[a, a′], where brackets denote the least common multiple. If they are inconsistent, their probability
is zero. The ordinary divisor bound and n/ϕ(n) ≤ τ(n) give, uniformly for the moduli at hand,

2ω(n)+1 n

ϕ(n) = exp(ok(m)), n ≤ exp(Ok(m)).

It follows that the conditional probability at this split is at most

exp(ok(m))
[a, a′] . (8.30)

Reduction of Haar units modulo Qf to this modulus is uniform. All earlier tests are measurable
with respect to the earlier exposed products, so these conditional upper bounds multiply along the
tree. Failed tests contribute zero and do not alter the upper bound.

It remains to sum (8.30) over internal frequencies. The requisite numerical estimate is∑
a,a′≤V

1
[a, a′] ≪ (1 + log V )3. (8.31)
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Indeed, write a = du, a′ = dv with (u, v) = 1, and then discard the coprimality condition. The left
side is at most ∑

d≤V

1
d

⎛⎝ ∑
u≤V/d

1
u

⎞⎠2

,

which proves (8.31). With child frequencies v, w fixed, every s giving a specified a = |s|/(v, w, s) is
of the form s = ±ad with d | (v, w). Its multiplicity is therefore at most 2τ((v, w)). The analogous
bound holds in the other history. Since these gcds and all the frequency bounds are at most
exp(Ok(m)), (8.31) shows that each pair of internal frequencies sums to exp(ok(m)), uniformly in
the fixed child frequencies.

Drop the equality of the two root frequencies if necessary for this nonnegative numerical bound.
Sum the root pair first while holding the children fixed, then proceed down the tree. Only the 2r leaf
frequencies remain, giving at most (2V0)2r choices. Combining this with (8.6) and E0 = ∆0 +

√
m

yields
(2V0)2re−r∆0+Ok(1) = exp(r∆0 + ok(m)). (8.32)

All the other losses fit Crm+ ok(m) in the exponent. These are the 3rm spectator bound, bounded
per-coordinate masses and Page factors, the domination (8.20), and Ok(1) equality patterns. The
constant can be absolute: the internal-sample count is O(kr), and kL/m ≍ k−3; fixed-k constants
not proportional to m are absorbed by ok(m). Inserting the negligible approximation errors gives

E
∑
s

G|Al(s)|2 ≤ exp
(
r(∆0 + Cm) + ok(m)

)
.

This is (7.17), and completes the proof of Proposition 7.1.

9 Completion of the proof
We now use Proposition 7.1 to control the diagonals in the transfers and then symmetrize the final
amplitude. All parameters, priors, and zero conventions are those of Section 7. In particular, the
constants denoted by C in costs Crm are independent of the depth k and of the large gap constants.
The limits are taken with all these constants and k fixed, and then L → ∞.

9.1 Counting bad arrangements

At level l put r = 2l. Call a pair of arrangements of the rm bulk variables bad if it is not covered
by (7.18). Thus every pair is called bad when l = 0, 1; when l ≥ 2, a bad pair has more than 3r/4
connected components in its bipartite overlap graph. For each fixed first arrangement, the number
of bad second arrangements satisfies

Nbad(r,m) ≤ (m!)r exp
(
(1

4 log r + C)rm+Ok(1)
)
. (9.1)

Here arrangements distinguish all bulk positions and all sampled bulk variables, so they are indexed
by permutations even before any distinctness restrictions are imposed.

To prove (9.1) for l ≥ 2, write ai for the number of leaves on either side of the ith connected
component. The numbers on the two sides agree: every vertex has degree m, and counting the
component’s edges on either side gives the equality. If there are t components, then

t∑
i=1

ai = r,
t∑
i=1

(ai − 1) = r − t <
r

4 .
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There are only exp(Ok(1)) ways to choose and pair the two partitions of the leaf sets into these
components. Once they are chosen, the variables incident to a component can be assigned to its
second set of slots in at most (aim)! ways. For 1 ≤ a ≤ r,

a log a = (a− 1) log a+ log a ≤ (a− 1)(log r + 1), (am)! ≤ (m!)aaam.

The factorial inequality follows by bounding one multinomial coefficient by the sum of all multino-
mial coefficients with a parts. Consequently

∏
i

(aim)! ≤ (m!)r exp
(
m
∑
i

ai log ai

)
≤ (m!)r exp

(1
4(log r + 1)rm

)
,

which proves the claim. For r = 1, 2, the upper bound (rm)! ≤ (m!)rrrm proves the same assertion
after enlarging the absolute constant C. Nonbulk matchings in a diagonal have only exp(Ok(1))
possibilities, since their number of slots is fixed once k is fixed.

We shall also use the corresponding bound for the fraction of bad arrangements. Since m! ≤ mm

and (rm)! ≥ (rm/e)rm,

Nbad(r,m)
(rm)! ≤ exp

(
(−3

4 log r + C)rm+Ok(1)
)
. (9.2)

9.2 Diagonal bounds and the order of parameter choices

Let Dj be the nonnegative diagonal contribution in the extended square at step j, before the factor
ecg in (7.12). At this step the two compared amplitudes have level j − 1 and rj = 2j−1 leaves. We
first estimate the bad matchings.

For each such matching, apply |A(1)A(2)| ≤ (|A(1)|2 + |A(2)|2)/2 on their simultaneous support,
after the nonnegative-square reduction that gives (7.14). For either retained square, extract the
point probability of the other ordered tuple. On this support it is at most

CH exp(−TH +Ok(1)), CH ≤ L−rjm exp(Crjm+Ok(1)).

The retained tuple is then summed with its own priors. This order of extraction is valid for both
squares, including when a matching exchanges positions with different log-cell priors. The external
integer measure and the u weight contribute exp(G + rjwj); by (7.7), their combination with
exp(−TH) is exp(−∆j). All remaining Archimedean factors are bounded by exp(Ok(1)) on the
simultaneous support. Thus the one-assignment estimate (7.17), followed by (9.1), bounds the bad
part by

exp(−∆j)L−rjm(m!)rj exp
(
rj∆0 + (1

4 log rj + C)rjm+ ok(m)
)
.

Since m/L ≤ z, we have L−rjm(m!)rj ≤ exp(rjm log z). We obtain

Dj,bad ≤ exp
(
−∆j + rj

{
∆0 + (log z + 1

4 log rj + C)m
}

+ ok(m)
)
. (9.3)

For every other matching, (7.18) applies with its stated Archimedean multiplier. After the proba-
bility extraction, the number and size of these terms cost at most exp(Ok(m)): in particular,

(rjm)!L−rjm ≤ exp
(
rjm log(rjm/L)

)
= exp(Ok(m)).

Their total is therefore exp(−ωk(m)). In this notation, ωk(m)/m → ∞ at every fixed k. Combining
the two parts,

Dj ≤ exp
(
−∆j + rj

{
∆0 + (log z + 1

4 log rj + C)m
}

+ ok(m)
)

+ exp(−ωk(m)). (9.4)
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We specify the parameter order and the reserve in the iteration. The constant Bs has already
been chosen sufficiently large for (7.6), whose constant B∗ is independent of the later gaps and of
k. Write

ZG =
∑

p prime

φ(log p−G)
p

, cg = logZ−1
G .

The giant range and the prime-cell normalization give ZG ∼ G−1 and cg ≤ .91L for all sufficiently
large L, with the coefficient .91 independent of all the gap choices and k. Fix, now,

B = B∗ + 3. (9.5)

Choose Bz ≥ 9 and then choose BD so large that

BD ≥ Bs + 2B + C + 6, (9.6)

where C dominates the uniform constant in (9.4). These are fixed constants, chosen before k.
Indeed, substitution from (7.1) shows that the exponent of the first term in (9.4), divided by

rjm, is
Bs −BD + (9 −Bz) log z − 3

20 log rj + C + ok(1). (9.7)

Hence, for every sufficiently large fixed k and then sufficiently large L, uniformly for 1 ≤ j ≤ k,

Dj ≤ exp
(
−(2B + 3)rjm

)
. (9.8)

The precise choice of k will be made below. We require already that it be large enough that, using
m = k4L+O(1),

cg + log 2
m

≤ 2
k4 < 1 (9.9)

for all sufficiently large L.
The transfer identity underlying (7.12) gives

e−cg |ηj−1|2 ≤ Dj + ηj ≤ Dj + |ηj |.

If |ηj−1| ≥ exp(−Brjm), then (9.8) and (9.9) imply Dj ≤ 1
2e

−cg |ηj−1|2. Therefore

|ηj | ≥ 1
2e

−cg |ηj−1|2. (9.10)

Starting with (7.6), induction proves simultaneously this estimate and the sharper bound

− log |ηj | ≤ 2jB∗m+ (2j − 1)(cg + log 2) < B2jm, 0 ≤ j ≤ k. (9.11)

For the induction, the sharper bound at j−1 supplies the coarse hypothesis needed for (9.10); that
inequality then gives the displayed sharper bound at j. Its final inequality follows from (9.5) and
(9.9). In particular the reserve is inherited from the initial estimate rather than spent afresh at
each step.

The transfers have now retained an exponential lower bound for |ηk|. We will obtain the opposite
bound by averaging Ak over the bulk arrangements. Since GR(s/d) depends only on their prime
values, not their positions, it is common to these arrangements. The Cauchy–Schwarz step therefore
also requires a norm estimate for this regular-transform factor.
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9.3 The norm of the common regular transform

At the final level put r = 2k. The sum over s in this subsection is over the nonzero signed integers
with |s| ≤ Vk. We claim

Ed,Ik

∑
0<|s|≤Vk

|GR(s/d)|2 ≪ Vk, (9.12)

with an absolute implied constant for sufficiently large L at the fixed parameters. Only the pairwise-
distinctness and coprimality zero conventions of GR are needed here; bins and all history restrictions
belong to the amplitudes.

Fix s, the spectator list d, the actual regular small primes, and one of the two giant primes,
denoted by q. Configurations with a repeated regular small prime or with a regular small prime
dividing d already give zero and can be discarded. Let C be the squarefree product of the remaining
regular small primes, and call the other giant p. Both giant transforms have absolute value at most
one. After dropping their squared absolute values, the remaining factor is

F (p mod C), F (a) =
∏
ℓ|C

|||gℓ(aℓa−1 mod ℓ)
|||2 , aℓ = s

dq(C/ℓ) (mod ℓ). (9.13)

All aℓ are units: the retained primes are distinct and coprime to d, and 0 < |s| ≤ Vk is smaller than
every actual slot prime. The restriction p ̸= q may now be dropped, since the remaining nonnegative
expression is still defined when p = q. The giant range is disjoint from all the small-prime ranges,
so every prime p in its cell is a unit modulo C.

Write UC = (Z/CZ)×. By the Chinese remainder theorem, as a varies uniformly over UC , the ar-
guments aℓa−1 (mod ℓ) are independent uniform nonzero residues. The exact local normalizations
gℓ(0) = 0 and ℓ−1∑

x |gℓ(x)|2 = 1 therefore give the identities
∑
a∈UC

F (a) = C,
1

ϕ(C)
∑
a∈UC

F (a) = C

ϕ(C) =
∏
ℓ|C

ℓ

ℓ− 1 . (9.14)

Here ϕ is Euler’s totient. There are Ok(m) factors, and every such prime is at least exp(exp(.004L)).
Consequently C/ϕ(C) = 1 + ok(1) uniformly in the fixed lists. This calculation uses no uniform
pointwise bound on the small-prime transforms.

We next justify the averaging over the actual prime p, including the possible exceptional term.
The size bounds for the final list give

logC = Ok(h+m exp(.006L)) ≤ exp(.012L)

for sufficiently large L, so the giant row of (8.8) applies with modulus C. With the positive constant
c from that estimate, put

εL = exp(−c exp(.018L)).

Splitting the support of φ(t−G) into intervals of length at most one and applying partial summation
gives, uniformly for a ∈ UC ,

∑
p prime

p≡a (mod C)

φ(log p−G)
p

= 1
ϕ(C)

∫
φ(t−G)

t

(
1 − χ∗(a)e(β∗−1)t) dt+O(εL). (9.15)

As in (8.8), the exceptional term is omitted if it is absent or its conductor does not divide C. When
it is present,

0 ≤ 1 − χ∗(a)e(β∗−1)t ≤ 2.
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This pointwise inequality suffices even if the exceptional character correlates with F .
Multiply (9.15) by F (a), sum over a ∈ UC , and divide by ZG. Since F ≥ 0, the exact sum in

(9.14) both bounds the main term and sums the absolute progression errors. It follows that

EpF (p mod C) ≤ 2 C

ϕ(C)

∫
φ(t−G) dt/t

ZG
+O(Z−1

G CεL) = 2 + ok(1). (9.16)

Indeed the integral divided by ZG is 1 + o(1) by ordinary prime-cell normalization. Moreover
Z−1
G = exp(O(L)) and logC ≤ exp(.012L), whereas εL = exp(−c exp(.018L)), so the summed error

is o(1). All estimates are uniform in s, d, q, and the retained small-prime list. Averaging those
variables and summing over the at most 2Vk frequencies proves (9.12).

9.4 Symmetrization and contradiction

Let Srm permute the values in all rm bulk positions, keeping every other position fixed. The bulk
priors are identical, including their allowed prime deletions, so their joint law is invariant under
this action. Also GR(s/d) is unchanged: the product R, the set of its prime factors, the exact
transform attached to each bulk prime value, and every argument s/(d(R/ℓ)) are unchanged. Its
distinctness and coprimality zero conventions are invariant as well. Define

Asym(s) = 1
(rm)!

∑
π∈Srm

Aπk(s), (9.17)

where Aπk has its bulk values placed according to π. Changing variables separately for each permu-
tation in (7.8) yields

ηk = E
∑

0<|s|≤Vk

GR(s/d)Asym(s).

In this operation all bins and history-dependent support conditions remain inside their respective
Aπk ; they need not be invariant. Cauchy–Schwarz and (9.12) give

|ηk|2 ≤
(
E
∑
s

|GR(s/d)|2
)(

E
∑
s

|Asym(s)|2
)

≪ VkE
∑
s

|Asym(s)|2. (9.18)

Expand the second factor into ordered pairs of permutations. Each bad pair is at most
exp(r(∆0+Cm)+ok(m)) in absolute value by Cauchy–Schwarz and the two one-assignment bounds
(7.17). Its fraction among all pairs is bounded by (9.2). Each remaining pair satisfies (7.18); that
estimate is uniform, so averaging these pairs preserves its bound. Consequently

|ηk|2 ≪ eEk

[
exp

(
r{∆0 + (−3

4 log r + C)m} + ok(m)
)

+ exp(−ωk(m))
]
. (9.19)

For completeness, the sums in (7.1) satisfy

k∑
j=1

rj = r − 1,
k∑
j=1

rj log rj = r log r − 2r log 2 + 2 log 2.

They give, in particular, the convenient upper bound

Ek
rm

≤ 2
5 log r +BD +Bs + (Bz + 8) log z + ok(1). (9.20)
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Since ∆0/m = Bs + 8 log z, the logarithm of the first term on the right of (9.19), divided by rm, is
at most

− 7
20 log r +BD + 2Bs + (Bz + 16) log z + C + ok(1). (9.21)

All constants here have already been fixed. Now choose k sufficiently large, retaining (9.9), that
the expression in (9.21) without its ok(1) term is less than −2B − 4. This is possible because
log r = k log 2 while log z = 4 log k. Finally take L sufficiently large. The first term of (9.19) is
then at most exp(−(2B + 3)rm), after absorbing its absolute implied constant. The second term
remains exp(−ωk(m)), since Ek = Ok(m). Thus, for sufficiently large L,

|ηk|2 ≤ exp(−(2B + 1)rm).

This contradicts (9.11), which gives |ηk|2 ≥ exp(−2Brm). The assumed decomposition is
therefore impossible: no two infinite subsets of N0 have a sumset whose symmetric difference with
the positive primes is finite. This proves Theorem 2.3.
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