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Abstract

We prove the 2-to-1 Games Conjecture with perfect completeness. For every fixed rational
δ ∈ (0, 1), it is NP-hard to distinguish satisfiable 2-to-1 games from games of value at most δ,
with a fixed alphabet and an explicitly listed unweighted multiset of constraints.

1 Introduction
A projection game consists of a finite bipartite multigraph with disjoint vertex sets U, V , a nonempty
multiset E of edge occurrences, finite answer sets at its vertices, and a map πe from the left answer
set to the right answer set for each occurrence e = (u, v). A labeling chooses one answer at each
vertex and satisfies e when the right answer equals the image of the left answer under πe. The
value of the game is the maximum fraction of satisfied occurrences. Parallel occurrences may have
different projection maps.

A 2-to-1 game has a common left alphabet [2q] and right alphabet [q], where [m] = {1, . . . , m},
and

|π−1
e (b)| = 2 (e ∈ E, b ∈ [q]).

Khot introduced the games conjectures in the study of hardness of approximation [19]. His original
formulation allowed fibers of size at most two; we use the exact-two convention. The 2-to-1 Games
Conjecture asks for NP-hardness of distinguishing satisfiable games from games of arbitrarily small
fixed value. The satisfiable case is the perfect-completeness requirement: one labeling must satisfy
every constraint. Completeness 1 − ε for each fixed ε > 0 does not itself give this endpoint, since
those reductions need not produce any finite satisfiable game. There is also an obstruction to
amplifying a constant gap by ordinary repetition: repeating an exact-two projection k times gives
2k preimages of every right answer. We prove the conjecture while retaining two-element fibers, in
the following explicit form.

Theorem 1.1. For every fixed rational δ ∈ (0, 1) there are an integer q = q(δ) ≥ 2 and a
deterministic polynomial-time reduction from 3-SAT to 2-to-1 games with alphabets [2q] and [q] such
that:

(i) a satisfiable formula produces a game of value 1;

(ii) an unsatisfiable formula produces a game of value at most δ.

The output contains a nonempty explicit list of unweighted edge occurrences and an explicit table for
every projection map. Every table has exactly two preimages for each right answer. The polynomial
running-time bound is in the ordinary binary input length; its degree and constants may depend on
the fixed δ.
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The theorem supplies the hypothesis of several perfect-completeness reductions. We derive con-
sequences for maximum k-colorable subgraph and satisfiable Not-Two constraints below, identifying
those already known unconditionally.

1.1 Historical context and ingredients

Austrin, O’Donnell, Tan and Wright established perfect-completeness 2-to-1 Label Cover hardness
with alphabets of sizes 6 and 3 and soundness 23/24 + ε [3, Theorem 1.3, author manuscript]. The
remaining issue was to make soundness arbitrarily small while retaining both perfect completeness
and two-element fibers.

The near-perfect-completeness theorem arose from the Grassmann and shortcode program. Khot,
Minzer and Safra introduced a Grassmann-based candidate reduction [21]; Dinur, Khot, Kindler,
Minzer and Safra developed the reduction to a Grassmann agreement hypothesis and the associated
expansion problem [9, 10]. Barak, Kothari and Steurer related the agreement problem to expansion
through the shortcode viewpoint [4]. The near-perfect expansion theorem of Khot, Minzer and
Safra completed these ingredients, giving completeness arbitrarily close to one and arbitrarily small
soundness [20]. More recently, Fei, Minzer and Wang proved perfect-completeness hardness for
4-to-1 games at arbitrarily small fixed soundness [12, Theorem 1.6].

Our conclusion concerns ordinary 2-to-1 games. In the Rich 2-to-1 framework of Braverman,
Khot and Minzer, a uniformly random edge incident to each fixed left vertex must induce a partition
that is uniform among all partitions of the left alphabet into pairs [6, Definition 5]. No such condition
is part of Theorem 1.1. For any positive real soundness target, one may apply the theorem with a
smaller fixed rational target.

Our external theorem inputs are a perfect-completeness PCP gap, projection-game parallel
repetition, and Grassmann expansion [7, 11, 20]. From the last input we derive the inverse shortcode
estimates using the chart and averaging arguments of Barak, Kothari and Steurer [4]; Section 2
gives the forms needed here. The sampling comparisons have antecedents in the sub-code covering
framework of Khot and Safra [22]. The passage from agreement of restricted bilinear forms to a
fixed form of bounded rank has a close counterpart in Fei, Minzer and Wang [12, Lemmas 5.15–5.16].
We prove the comparisons needed for the function spaces and sampling laws below.

1.2 Proof overview

We start with a clause-versus-variable game: the left player answers a clause with a satisfying
assignment to its variables, the right player answers a variable with a bit, and the constraint checks
their agreement on that variable. A perfect-completeness PCP and parallel repetition make the
source value a fixed small constant on NO inputs. We place independent copies of its questions at
the leaves of a finite rooted tree. Each leaf carries all binary functions on its local answer domain.
At an internal node we take the sum of the spaces spanned by products of pairs of functions from
each child. In particular, the product of two functions from one descendant space belongs to every
space above that descendant.

At every nonleaf node we display an array, meaning a list of functions from its space. A question
is the unordered partition of the product of all leaf-answer domains according to the joint evaluation
of these arrays. A legal answer is a nonempty part, so one assignment realizes all its restored outputs
simultaneously. We discard input coordinates that these evaluations cannot distinguish; a clause
coordinate seen only through one variable is recorded by that variable. This identifies a question on
projected source domains with its pullback to the original domains. Deleting one binary output
direction merges at most two parts and gives the preliminary at-most-two constraints. A satisfying
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source assignment answers every constraint. The same joint partitions also remain unchanged when
an upper row is shifted by products of displayed lower rows, forcing exact identities on all restored
responses. Section 3 defines the questions, their sampling law, and these identities.

To analyze soundness, we sample a random root-to-leaf path. Arrays off that path are uniform;
arrays on it use a recursive sampler with fresh randomness for every call. Stopping the calls at
a node expresses every ancestor array as a deterministic function of a bounded number of draws
there. Increasing the number of children hides the special path child and makes the observed draws
close to uniform. A separate comparison replaces the source questions below a small random set of
children by their right questions. After lifting the resulting functions to the original domains, this
change also has small total variation. Section 4 proves these comparisons and bounds the chance
that a child selected from the observed functions was projected.

Suppose a labeling satisfies a fixed positive fraction of the preliminary constraints. With enough
levels, some pair of levels has positive simultaneous success. At the upper level an inverse shortcode
theorem finds one response occurring with positive density on an affine slice. The table records
responses at every lower-level descendant of the upper node, so its range may be large; Theorem 2.6
has constants independent of that range and also applies to small quotient spaces. Joint partition
identities convert the slice into a coset of linear functionals z on the upper function space with
z(1) = 1. Each functional defines a product form F (g, h) = z(gh) on the lower function space. For
the displayed lower rows s1, . . . , sℓ and their restored response y, joint legality gives(

F (st, su)
)

t,u
= yyt,

so this tested matrix has rank at most one. A Fourier decoder on the projected side selects from a
bounded list computed under a small-bias law determined by its own local input (Lemma 5.3). The
two local forms agree after projection with fixed positive probability. Section 5 constructs these
decoders, with an agreement bound independent of the lower row count.

The remaining difficulty is that the left form depends on the very rows on which its rank is
tested. Passing that test therefore does not immediately bound its full rank. Resampling within the
lower omitted-direction fiber gives equal restrictions with positive probability. The sparse-projection
posterior bound promotes this to equality of full forms, apart from a small error. A second inverse
application then finds one output form occurring densely on an affine slice of row lists. A fixed
high-rank form almost never has a tested matrix of rank at most one on that slice. Thus a positive
part of the agreement must come from bounded-rank forms (Section 6).

A low-rank normalized product form selects a short odd list of answers at each source leaf. On
a projected leaf, agreement gives the parity pushforward of that list: retain exactly those right
answers having an odd number of preimages in the left list. Some projected children have all their
sampled contributions equal to zero. After exposing the other data, both decoders can reconstruct
their original inputs from their own questions at designated leaves in these children. The designated
source pairs remain independent because the probability of the zero event is exactly independent
of them (Lemmas 7.2 and 7.3). Projection-game repetition then contradicts positive agreement
(Section 7).

Finally, Section 8 chooses the constants in their dependency order, completes at-most-two maps
to exact 2-to-1 maps, and replaces rational edge weights by an explicit unweighted multiset.

1.3 Applications

Corollary 1.2 (Maximum k-colorable subgraph). There are absolute constants C > 0 and an
integer k0 ≥ 3 such that, for every fixed integer k ≥ k0, it is NP-hard to distinguish the following
cases for a finite unweighted graph G = (W, F ) with F ̸= ∅:
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(i) G is k-colorable;

(ii) every coloring χ : W → [k] satisfies

|{{u, v} ∈ F : χ(u) ̸= χ(v)}|
|F |

≤ 1 − 1
k

+ C
log k

k2 .

The fraction on the left is the proportion of edges properly colored by χ, or equivalently cut by its
partition into k color classes.

Proof. Theorem 1.1 supplies the exact-two, perfect-completeness premise of Guruswami and Sinop’s
reduction [16, Conjecture 3.4 and Theorem 3.26]. Their regularization and reduction preserve
perfect completeness, giving k-colorable YES graphs, and their Remark 2.6 transfers the hardness
to unweighted graphs. Their soundness bound 1 − 1/k + O(log k/k2) is therefore unconditional.
Choose an absolute upper bound C for the lower-order term and enlarge k0 so the two cases are
disjoint. The reduction parameters, including the soundness used in Theorem 1.1, are fixed once k
is chosen.

The next corollary recovers Håstad’s unconditional hardness theorem for satisfiable Not-Two
and the corresponding three-query PCP consequence [17, Theorem 4.3], using the earlier reduction
of O’Donnell and Wu.

Corollary 1.3 (Satisfiable Not-Two and three-query PCPs). Let NTW(a, b, c) be the Boolean
predicate accepting exactly zero, one, or three true inputs. For every fixed 0 < ε < 3/8, it is
NP-hard to distinguish a satisfiable instance with constraints NTW(ℓ1, ℓ2, ℓ3) from one in which
every assignment satisfies at most a 5/8 + ε fraction of the constraints; each literal ℓi may be
a variable or its negation. Consequently, every language in NP has a polynomial-time verifier
using O(log n) random bits and three nonadaptive proof-bit queries, with perfect completeness and
soundness at most 5/8 + ε, where n is the input length.

Proof. Apply O’Donnell and Wu’s reduction [25, Theorem 2.1 and Corollary 2.2, author manuscript].
Their premise requires only at-most-d-to-1 projections for some fixed d. Take d = 2, use the uniform
distribution on the explicit edge occurrences, and choose a fixed rational δ ∈ (0, 1) smaller than
their required soundness threshold. Theorem 1.1 supplies this premise with perfect completeness.
Their folded verifier allows all eight literal-sign variants of Not-Two and gives both conclusions.

Corollary 1.3 also follows by applying the O’Donnell–Wu reduction to Fei, Minzer and Wang’s
perfect 4-to-1 theorem [12].

Through Guruswami and Sandeep’s reduction at d = 2 [15, Theorem 1], Theorem 1.1 also
recovers the known NP-hardness of distinguishing three-colorable graphs from graphs that are
not c-colorable, for every fixed integer c ≥ 3 [12, Corollary 1.7]; the companion [26, Theorem 1.1]
separately proves stronger independent-set soundness with three-colorable completeness.

2 Source games and inverse matrix structure
This section supplies the three external ingredients of the reduction and the precise matrix conse-
quence that we will use. A perfect-completeness PCP and parallel repetition give a source game
of arbitrarily small constant value. Grassmann expansion gives a dense constant-value slice of a
matrix table that often agrees across a rank-one step. We prove the extensions needed for tables
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with arbitrarily many possible values, for small column spaces, and for finding a slice by random
row advice.

Throughout, F2 denotes the field with two elements. All vector spaces are finite-dimensional over
F2, and all unspecified uniform distributions are on finite sets. For probability measures µ, ν on a
common finite set, write TV(µ, ν) = 1

2
∑

x |µ(x) − ν(x)|; in particular, every event has probabilities
differing by at most TV(µ, ν).

2.1 Finite projection games and the source gap

A finite projection game G consists of disjoint finite question sets U, V , nonempty finite answer sets
Lu, Rv, a nonempty finite set of edge occurrences E , and a probability distribution µ on E . An
occurrence e has endpoints u(e), v(e) and a total map πe : Lu(e) → Rv(e). Distinct occurrences may
have the same endpoints and different maps. A deterministic strategy is a pair of functions selecting
a(u) ∈ Lu and b(v) ∈ Rv, and

val(G) = max
a,b

Pr
e∼µ

[πe(a(u(e))) = b(v(e))].

Thus each player receives only its own question, and neither receives the edge occurrence unless that
information is already determined by its question. Question-dependent legal answer sets are part
of the definition. Zero-weight occurrences may be discarded. Isolated questions, when retained to
define auxiliary tables, do not affect value. Independent private randomness, or shared randomness
independent of the sampled edge, cannot increase value: fix complete answer functions for all
questions using the random tapes, and average their deterministic success probabilities.

For k ≥ 1, the game G⊗k samples k independent occurrences. Each player receives its ordered
tuple of questions and returns a tuple of legal answers; acceptance requires all k constraints. The
answer coordinates remain separate even when a question is repeated. We also set val(G⊗0) = 1.

Theorem 2.1 (Perfect-completeness PCP gap). There is a constant γ0 > 0 and a deterministic
polynomial-time map taking any Boolean 3-CNF formula φ to a nonempty 3-CNF formula Ψ such
that every clause of Ψ uses three distinct variables. If φ is satisfiable, then Ψ is satisfiable. If φ is
unsatisfiable, every assignment violates at least a γ0 fraction of the clauses of Ψ. Clause occurrences
are explicitly listed, and the binary encoding length of Ψ is polynomial in that of φ.

Proof. The PCP theorem originates in the work of Arora–Safra and Arora–Lund–Motwani–Sudan–
Szegedy [2, 1]. We use Dinur’s perfect-completeness formulation [7, Definition 8.1 and Theorem 8.1,
February 13, 2007 author manuscript]. It gives, in deterministic polynomial time, an explicitly listed
family of N predicates of bounded arity over a fixed finite alphabet, with a satisfying assignment in
the YES case and a fixed rejected fraction θ > 0 under every assignment in the NO case. We spell
out the conversion to clauses, since perfect completeness must survive every local encoding.

Encode each alphabet symbol injectively by a fixed number of bits. For each predicate, require
both that its queried bit blocks encode valid symbols and that the decoded symbols satisfy the
predicate. A satisfying symbol assignment satisfies all these Boolean predicates. Conversely, decode
every invalid block to a fixed default symbol. Whenever an original predicate rejects this decoded
assignment, the corresponding Boolean predicate rejects the bit assignment: either a queried block
is invalid, or all are valid and the original rejection is unchanged. Thus every Boolean assignment
still violates at least θN predicates on a NO input. After identifying repeated queried variables,
each predicate involves at most a fixed number k0 of distinct bits.

For each rejecting assignment of a Boolean predicate, form the clause that excludes precisely
that assignment. The conjunction of these at most 2k0 clauses is exactly the predicate. Each clause
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has width at most k0; a rejecting zero-bit predicate contributes the empty clause. For a clause
ℓ1 ∨ · · · ∨ ℓk with k ≥ 4, introduce fresh variables y1, . . . , yk−3 and replace it by

(ℓ1 ∨ ℓ2 ∨ y1), (¬yj ∨ ℓj+2 ∨ yj+1) (1 ≤ j ≤ k − 4), (¬yk−3 ∨ ℓk−1 ∨ ℓk).

If all ℓh are false, the first clause forces y1 = 1, each middle clause propagates this value, and the last
clause fails. If the original clause is true, setting yj = 1 exactly when ℓ1, . . . , ℓj+1 are all false satisfies
every displayed clause. Use disjoint auxiliary variables for every such replacement. Clauses of width
at most three are retained. Consequently an accepting predicate admits a satisfying extension,
whereas a rejecting predicate forces a violated clause for every extension. There is a fixed bound
B ≥ 1 on the number of clauses per predicate. The resulting formula has at most BN clauses and at
least θN violated clauses under every assignment on a NO input, so its gap is at least γ̂ = θ/B > 0.

Here is the further normalization, including its gap loss. Remove tautological clauses and
simplify repeated literals in each remaining clause. A resulting clause C on k ≤ 3 distinct variables
is replaced by all 23−k clauses obtained by adjoining every sign pattern on 3 − k fresh variables, used
only for this occurrence. If C is true, every extension is true. If C is false, exactly one extension is
false for every assignment to the fresh variables. This also handles an empty clause, using all eight
sign patterns on three fresh variables. Consequently every violated original clause still contributes
a violated clause, while the number of clauses increases by at most eight. The gap is therefore at
least γ̂/8, and completeness remains one. If normalization leaves no clauses, use a single satisfiable
clause on three fresh variables; this case cannot occur for a NO output of the gap reduction. An
input with no clauses can likewise be sent directly to this fixed satisfiable formula. All steps are
deterministic and polynomial.

Theorem 2.2 (Weighted projection-game repetition). Let G be any finite projection game with the
conventions above. For 0 < g < 1 and every integer k ≥ 1,

val(G) ≤ 1 − g =⇒ val(G⊗k) ≤ (1 − g2/16)k. (2.1)

The bound is uniform in the question sets, answer sets, and probability distribution on edge occur-
rences.

Raz proved exponential decay under parallel repetition for general two-player games [28];
Holenstein simplified that proof [18], and Rao obtained an alphabet-independent bound for projection
games [27]. The precise estimate above is the parallel repetition theorem of Dinur and Steurer
[11, Corollary 1.2]. Their Sections 2.1–2.2 allow nonnegative weights and parallel edges and use
independent products of questions. Interchanging the players matches our projection direction.
To express question-dependent answer sets in their common-alphabet convention, embed all legal
answers in one finite alphabet and give illegal answers no accepting pairs. Such partial projection
constraints are allowed there, and legal defaults show that this extension does not change value.
Thus the stated version applies directly to our games.

We now specify the source questions, because their exact local domains will matter in the
construction. For a normalized clause occurrence C, let AC ⊆ F3

2 be its seven satisfying assignments,
recorded as variable bits, including the signs of the clause only in the definition of AC . The game
GΨ samples a uniform clause occurrence C and a uniform position h ∈ {1, 2, 3}. The left question is
C, with answer domain AC ; the right question is the variable ID at position h, with answer domain
F2; and the projection selects the hth bit. The occurrence and selected position remain with the
verifier.
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A satisfying assignment to Ψ gives value one. Conversely, fix any right labeling, hence an
assignment to the variables of Ψ. At every clause it violates, any legal left answer differs from that
assignment in at least one position. Therefore

φ unsatisfiable =⇒ val(GΨ) ≤ 1 − γ0/3. (2.2)

For any required constant σ > 0, choose a fixed integer t with (1 − γ2
0/144)t ≤ σ and take

Gsrc = G⊗t
Ψ . (2.3)

Theorem 2.2 gives source soundness at most σ, with perfect completeness. Its left question is an
ordered tuple of clause occurrences, its answer domain is the product of their AC , its right question
is the corresponding tuple of variable IDs, and its right answer domain is always Ft

2. In particular,
a repeated variable ID in a right question imposes no equality condition on the corresponding
answer coordinates. Both answer-domain sizes, 7t and 2t, are constants, and the explicit game has
polynomial size because t is fixed.

Each AC projects onto both bits at any single position and onto all four bit pairs at any two
distinct positions. Indeed, a clause excludes just one of the eight triples, and any prescribed
pair has two extensions. Taking products proves that every source projection is surjective. The
pair-surjectivity observation will also make the support reduction of function queries unambiguous.

2.2 Matrix slices and the Grassmann input

Let H be a finite vector space, put K = Fℓ
2, and identify K ⊗H with Hom(H∗, K). Thus a matrix M

is a list of ℓ rows in H, and Mq ∈ K evaluates those rows at q ∈ H∗. For a linear map A : K → Fa
2,

the notation AM denotes its a specified combinations of rows. A row and column slice is a nonempty
affine set

S = {M ∈ K ⊗ H : AM = U, Mqb = tb (1 ≤ b ≤ c)}, (2.4)

where U ∈ Fa
2 ⊗ H, qb ∈ H∗, and tb ∈ K. There is no independence requirement on the rows of

A or on the qb. We count specified row combinations and column values, rather than their ranks;
redundant equations can always be removed. A slice with no column constraints is a row fiber.

For a ∈ K and h ∈ H, write ah = a ⊗ h. The matrix step used below is

M 7−→ M + ah, M uniform, a uniform in K \ {0}, h uniform in H,

with the three choices independent. This step is stationary: both endpoints are uniform. The
possibility h = 0 is retained.

We recall the precise structural theorem behind the matrix argument. The Grassmann graph
on an N -dimensional binary vector space has the ℓ-dimensional subspaces as its vertices; distinct
vertices are adjacent when their intersection has dimension ℓ − 1. For a nonempty vertex set S, its
retention is the probability that a uniform vertex of S has a uniformly chosen neighbor in S.

Theorem 2.3 (Grassmann expansion consequence). For each 0 < ζ < 1, there are α > 0, an
integer r ≥ 1, and ℓ0 such that, for every ℓ ≥ ℓ0 and then every sufficiently large N , the following
holds. Every nonempty set of vertices with retention at least ζ has density at least α in an interval

{L : A0 ⊆ L ⊆ B0, dim L = ℓ}, dim A0 + codim B0 ≤ r.

The constants α, r, ℓ0 depend only on ζ; the threshold for N may also depend on ℓ.
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For sets of density at most 1/2, this is Theorem 1.12 of Khot–Minzer–Safra in ECCC TR18-006,
revision 2 [20], with expansion written as one minus retention; Definitions 1.8 and 1.10 give the
expansion and interval conventions. If the set has density greater than 1/2, take A0 = {0} and
B0 = FN

2 . This whole interval has co-order zero and density greater than 1/2, so replacing the cited
density constant by its minimum with 1/2 proves the statement in that case too. The order of the
dimension quantifiers is important. We next give the matrix-chart argument, as in [4, Section 3],
and then remove the column-dimension requirement explicitly.

Lemma 2.4 (Matrix set extraction in large dimension). For every 0 < η < 1 there are α > 0, r ≥ 1,
and ℓ0, depending only on η, such that for each ℓ ≥ ℓ0 and all sufficiently large m the following
holds. If a nonempty set S ⊆ Matℓ,m(F2) satisfies

Pr
M uniform in S, a̸=0, h

[M + aht ∈ S] ≥ η,

where a ∈ Fℓ
2 \ {0} and h ∈ Fm

2 are independent uniform vectors, then S has density at least α in a
nonempty row and column slice with at most r equations of each kind.

Proof. Increase the lower threshold on m so that 2−m ≤ η/2. The step has h = 0 with probability
2−m. Its retention conditional on h ̸= 0 is therefore at least (η − 2−m)/(1 − 2−m) ≥ η/2.

Associate to M its graph subspace

LM = {(x, M tx) : x ∈ Fℓ
2} ⊆ Fℓ

2 ⊕ Fm
2 .

These subspaces form the chart C on which projection to the first summand is invertible, and
M 7→ LM is a bijection onto that chart. The identity dim(LM ∩ LM ′) = ℓ − rank(M − M ′) shows
that chart neighbors are precisely the nonzero rank-one changes. Over F2, each nonzero rank-one
matrix has exactly one factorization aht with both factors nonzero. The degree within the chart is
thus (2ℓ − 1)(2m − 1).

For comparison, a vertex of the full Grassmann graph has (2ℓ − 1)(2m+1 − 2) neighbors: choose
a hyperplane in the vertex, then a one-dimensional extension in its quotient, excluding the original
vertex. Exactly half the neighbors of every chart vertex therefore remain in the chart. The set
S̃ = {LM : M ∈ S} has full Grassmann retention at least η/4. Apply Theorem 2.3 with ζ = η/4. It
supplies an interval [A0, B0] of bounded co-order on which S̃ has density at least α. Its intersection
with C is nonempty, and restricting the denominator to this intersection cannot decrease that density,
since S̃ ⊆ C.

It remains to identify the intersection as a slice. A basis of A0 consists of vectors (db, sb), and
its containment in LM is exactly dt

bM = st
b for every basis vector. Using the standard dot product,

a basis (tb, qb) of B⊥
0 gives the equations Mqb = tb for containment LM ⊆ B0. Thus there are at

most r row equations and at most r column equations. The Grassmann theorem fixes α, r, ℓ0 using
only η; after fixing ℓ, its ambient-dimension threshold is met by taking m sufficiently large.

Our eventual matrices may have very small column spaces, including quotient spaces of dimension
zero. Adding unused columns preserves the matrix test, but a dense slice in the enlarged space can
mix real and dummy columns. The next lemma describes its projection exactly.

Lemma 2.5 (Eliminating dummy columns). Let H, D, K be finite binary vector spaces, and write a
matrix on H ⊕ D as (X, Y ), with X ∈ Hom(H∗, K) and Y ∈ Hom(D∗, K). Suppose the nonempty
affine slice

S̃ = {(X, Y ) : AX = UH , AY = UD, Xqb + Y db = tb (1 ≤ b ≤ c)} (2.5)
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has A : K → Fa
2, qb ∈ H∗, and db ∈ D∗. Its image S under (X, Y ) 7→ X is a nonempty row and

column slice with the same a row combinations and at most c column values. Every X ∈ S has
equally many lifts in S̃. In particular, a uniform point of the padded slice projects to a uniform
point of S.

Proof. Put W = ker A. Encode all dependencies among the column equations by the linear maps

q : Fc
2 → H∗, q(λ) =

∑
b

λbqb, d : Fc
2 → D∗, d(λ) =

∑
b

λbdb, t(λ) =
∑

b

λbtb.

We claim that the image consists exactly of the matrices X obeying

AX = UH , Xq(λ) = t(λ) (λ ∈ ker d). (2.6)

A basis of ker d gives at most c column equations, whether or not their real arguments are independent.
Necessity follows by taking linear combinations of the original column equations whose dummy
arguments vanish.

For sufficiency, fix one point (X∗, Y∗) of the original nonempty slice, and let X satisfy Equa-
tion (2.6). The row equations give A(X∗ − X) = 0. Define on im d the candidate linear map

L0(d(λ)) = (X∗ − X)q(λ). (2.7)

It is well-defined: if d(λ) = 0, the projected equations for X and X∗ give (X∗ − X)q(λ) = 0. Its
values lie in W because A(X∗ − X) = 0. Extend L0 arbitrarily to a linear map L : D∗ → W , and
put Y = Y∗ + L. Then AY = UD, and

Xq(λ) + Y d(λ) = Xq(λ) + Y∗d(λ) + (X∗ − X)q(λ) = t(λ)

for every λ. This gives a lift. It also shows explicitly why the row compatibility and all dependent
column equations suffice.

Every lift is obtained this way, since its difference from Y∗ takes values in W and must restrict
to L0 on im d. The number of such extensions is

2dim W (dim D−rank d),

independent of X. Thus all projection fibers have the same size, which proves the uniform-measure
assertion. The argument permits zero dimensions and rank-deficient A throughout.

2.3 Partial tables and many row fibers

A partial table with finite range Y is a function f : K ⊗ H → Y ∪ {⊥}, where ⊥ /∈ Y means
undefined. A defined equality requires both endpoints to have the same value in Y; two undefined
values never count.

Theorem 2.6 (Inverse theorem for a finite-range partial table). For every 0 < η < 1, there are
α > 0, integers r ≥ 1 and ℓ0, depending only on η, with the following property. For every ℓ ≥ ℓ0,
every finite binary vector space H, every finite set Y, and every partial table f : K ⊗ H → Y ∪ {⊥},
where K = Fℓ

2, if
Pr

M,a,h
[f(M) = f(M + ah) ̸= ⊥] ≥ η, (2.8)

for independent uniform M , a ∈ K \ {0}, and h ∈ H, then some y ∈ Y has density at least α on a
nonempty slice with at most r row combinations and at most r column values. The constants are
independent of both dim H and |Y|.
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Proof. Use the constants of Lemma 2.4 for η. Add a dummy space D so that dim(H ⊕ D) meets
its column threshold, and define f̃(X, Y ) = f(X). A uniform padded matrix projects to a uniform
real matrix; likewise, a uniform step factor in H ⊕ D projects to a uniform factor in H. Thus the
defined-equality probability is unchanged, even when H = 0.

For a defined value y, let Sy = f̃−1(y), let µy be its uniform matrix measure, and let θy be its
retention under the padded matrix step. Empty fibers can be omitted. Partitioning according to
the first value gives exactly

Pr[f̃(M̃) = f̃(M̃ + ah̃) ̸= ⊥] =
∑
y∈Y

µyθy. (2.9)

Since
∑

y µy ≤ 1, a value y has θy ≥ η. This averaging, also used in [4, Lemma 2.3], incurs no factor
for the number of fibers. Lemma 2.4 supplies a padded slice on which that fixed value has density at
least α. Project the slice using Lemma 2.5. Its uniform measure projects uniformly, and f̃ depends
only on the projected matrix. The same value therefore has the same density on the resulting slice
in K ⊗ H, with no increase in either count of constraints.

We will need random row advice to encounter such a slice, rather than merely the existence
of one slice somewhere in the table. The next erasure argument supplies exactly this averaged
guarantee.

Lemma 2.7 (Many good row fibers). Fix 0 < η < 1, and let α, r, ℓ0 be constants from Theorem 2.6
with threshold η/2. Suppose ℓ ≥ ℓ0 and a partial table on K ⊗ H has defined-equality probability at
least η. For each linear map A : K → Fr

2, call a nonempty row fiber {M : AM = U} good if there
are at most r column specifications and a defined value y such that the resulting slice is nonempty
and has f = y on at least an α fraction of its uniform points. Then

Pr
M

[M lies in a good row fiber for some A] ≥ η/4. (2.10)

Consequently, for independent uniform A ∈ Hom(K,Fr
2) and M ∈ K ⊗ H,

Pr
A,M

[the fiber of AM for A is good] ≥ (η/4)2−rℓ. (2.11)

The witnesses can be chosen deterministically from f, A, U alone. For every good row fiber, any
chosen nonempty slice defined by at most r column values has conditional uniform probability at
least 2−rℓ inside that row fiber.

Proof. Let T be the union of all good row fibers, over all the 2rℓ possible row maps. Suppose its
uniform measure were less than η/4. Erase the table on T , obtaining f0. Stationarity of the matrix
step gives

Pr[f0(M) = f0(M +ah) ̸= ⊥] ≥ Pr[f(M) = f(M +ah) ̸= ⊥]−Pr[M ∈ T ]−Pr[M +ah ∈ T ] > η/2.

Theorem 2.6 gives a defined value of f0 of density at least α on a nonempty slice with at most r
row and r column specifications. Pad its row map by zero output coordinates to make its codomain
Fr

2. Because f0 is a restriction of f , this slice certifies that its row fiber is good for f . That entire
fiber belongs to T , where f0 is undefined, a contradiction. This proves Equation (2.10).

For each M ∈ T , at least one of the 2rℓ maps has a good fiber through M . Averaging the
number of such maps gives Equation (2.11). No statement for every particular row map is needed
or asserted.
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All vector spaces and value sets involved are finite. After fixing orders on them, select the first
witnessing list of columns, values, and y for each (f, A, U). This choice uses the row advice and
the table, without inspecting any further part of M . Finally, the column equations restricted to a
nonempty row fiber form an affine linear system with at most rℓ scalar equations. Whenever it is
consistent its solution set has relative size 2−b, where b ≤ rℓ is the rank of that system. This proves
the stated conditional probability, including all dependent and zero-rank cases.

All three matrix conclusions apply to quotient spaces without any change of constants. In
particular, when H is replaced by H/B, the column functionals produced above belong to (H/B)∗;
their pullbacks to H annihilate B. The proof adds dummy columns to the quotient itself and
removes them by Lemma 2.5, so no functional outside this annihilator is introduced.

3 The tree of function spaces and the one-bit test
We first construct questions whose labels are nonempty parts of a joint-evaluation partition. Deleting
one output direction gives maps with fibers of size at most two, and a satisfying source assignment
supplies labels that satisfy every such map. We then specify the distribution of tests, obtaining
a finite weighted game with perfect completeness. Its soundness will be proved in the next four
sections; the conversion to the exact alphabets and unweighted format of Theorem 1.1 is deferred to
Section 8. The shared questions must forget both the names of their output values and every input
coordinate that their evaluations cannot distinguish. We give this identification explicitly, since it is
responsible for both exact folding and the later comparison of clause and variable questions.

3.1 Formal slots and pointwise spaces

Let the source game be the fixed power of the clause–variable game from Section 2, and let t ≥ 1
denote its power. A source left question is an ordered tuple of t clause occurrences. For a clause
occurrence c, write v(c, 1), v(c, 2), v(c, 3) for its three distinct variable IDs in their specified order,
and let

Ωc = Ac = {x ∈ F3
2 : x satisfies c}.

These are actual variable values, with the literal signs accounted for in the satisfaction condition.
Thus |Ωc| = 7, and every coordinate map x 7→ xj , and every pair of distinct coordinate maps, is
surjective. A source edge chooses one position in each clause. Its right question is the resulting
ordered tuple of variable IDs and its answer domain is Ft

2. Coordinates of this domain remain
separate even when two IDs agree.

Fix positive integers d, n1, . . . , nd, row counts ℓ1, . . . , ℓd, and product counts R1, . . . , Rd. Let T
be the rooted ordered tree with a single root at level d, leaves at level 0, and exactly np children at
every level-p node. Write Tp for its level-p nodes, and set Kp = Fℓp

2 . Every location in this fixed
tree is part of its indexing, independently of the question ID placed there.

Let E be a tuple of source left questions, one at each leaf. Its elementary slots are the formal
pairs (C, k) with C ∈ T0 and k ∈ [t]. If the clause occurrence at this slot is c, its domain is Ωc. All
slots are distinct factors of a Cartesian product: repeated clause or variable IDs impose no equality
constraint between their answer coordinates. For any node D, let ΩD(E) be the product of the
elementary-slot domains below D, and write Ω(E) for the root domain.

We will also use a mixed tuple O obtained by replacing some leaf left questions by source right
questions along specified source edges. At a projected elementary slot the domain is F2, tagged with
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the selected variable ID. Write ΩD(O) and Ω(O) for the resulting products. The selected coordinate
maps give a surjection

πD : ΩD(E) −→ ΩD(O).

Neither the formal location nor the independence of the answer coordinates is changed by projection.
For example, the right question (v, v) has the legal answer (0, 1), although a completeness labeling
will not use that answer.

Definition 3.1 (Pointwise function spaces). For any such tuple Q of clause and variable questions,
define finite vector spaces over F2 recursively. At a leaf C, set HC(Q) = FΩC(Q)

2 , the space of all
functions from its answer domain to F2. For every node C, set

HC(Q)2 = span{gh : g, h ∈ HC(Q)}, (gh)(x) = g(x)h(x).

At a nonleaf node D, put

HD(Q) =
∑

C child of D

HC(Q)2 ⊆ FΩD(Q)
2 . (3.1)

Here a function on a descendant domain is extended by ignoring every other argument. All sums,
products and equalities are equalities of actual functions on these product domains, rather than
formal polynomials.

Lemma 3.2. The spaces in Definition 3.1 contain 1 and satisfy HC(Q) ⊆ HC(Q)2. For every
proper descendant C of D,

HC(Q)2 ⊆ HD(Q). (3.2)

Moreover, pullback by πD injectively identifies HD(O) with a subspace of HD(E) and preserves
pointwise multiplication.

Proof. Every elementary domain is nonempty, so extension by ignoring arguments is injective. At a
leaf, the constant 1 belongs to the full function space. Inductively, any child’s constant 1 = 1 · 1
supplies the constant at its parent. Multiplication by 1 gives HC(Q) ⊆ HC(Q)2. For a child, (3.2) is
the definition. For a more distant descendant, repeatedly use HC(Q)2 ⊆ HD′(Q) ⊆ HD′(Q)2 along
the route to D.

Each elementary projection onto a selected bit is surjective; their product πD is therefore
surjective. Consequently pullback is injective on the entire function space and respects sums
and products. At a leaf its image lies in the full original function space. Applying the recursive
sum-of-products definition proves the asserted inclusion at every other node.

We henceforth use these injective pullbacks without writing their symbols. No assertion that the
summands in (3.1) form a direct sum is intended. In particular their copies of the constant function
coincide.

3.2 Joint evaluations and canonical questions

An array at a level-p nonleaf node D is an element MD ∈ Kp ⊗ HD(E), equivalently an ordered
list of ℓp rows in HD(E). At x ∈ Ω(E), its evaluation is the vector MD(x) ∈ Kp. The full question
function of an array family M = (MD)D∈T , D nonleaf is

ΨE,M : Ω(E) −→
d∏

p=1

∏
D∈Tp

Kp, x 7−→ (MD(x))D. (3.3)
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Every nonleaf output occurs in this tuple.
For a nonleaf node D at level p and a nonzero direction a ∈ Kp, let QD,a act on the output

product in (3.3) by the quotient map Kp → Kp/ span{a} at the D block and by the identity at
every other block. Define

ΨD,a
E,M = QD,aΨE,M. (3.4)

The quotient merges at most two attained output values. To turn this observation into a game
constraint, we must first specify which representations of a joint function give the same question
and which answers are legal.

We now turn an array-valued function into a question without retaining unobservable metadata.
The construction applies to any finite-valued function f : Ω(Q) → Y on a mixed product domain,
and in particular to both functions (3.3) and (3.4). The codomain Y may be a product of vector
spaces and quotient spaces.

An elementary slot s is unused by f if changing only its argument never changes f . A clause
slot with domain Ωc is reducible to position j if, for every fixed choice x−s of all other arguments
and every u, u′ ∈ Ωc with uj = u′

j ,

f(x−s, u) = f(x−s, u′). (3.5)

Thus one fixed position j must work for the whole joint function, for all choices of the other
arguments.

Lemma 3.3. If a used clause slot is reducible to a position, that position is unique. The following
reductions can be performed simultaneously: discard unused slots; replace each used reducible clause
slot by its selected bit; retain every other used clause slot in full; and retain each used variable slot
as its bit. They give a surjection rf : Ω(Q) → Ωf and a unique induced function f̃ : Ωf → Y such
that f = f̃ ◦ rf . The reduced domain and its partition into fibers depend only on the equality relation

x ∼f x′ ⇐⇒ f(x) = f(x′)

on the original product domain, not on names of the output values.

Proof. Suppose the clause slot factors through two distinct positions j, k. Fix all other arguments.
For this section, write the value both as g(uj) and as h(uk). Pair-surjectivity gives g(b) = h(b′) for
every (b, b′) ∈ F2

2. Both functions are constant, so this section is constant. This holds for every
choice of the other arguments, making the slot unused.

For each slot let its coordinate reduction be the constant map to a one-point set, the selected
coordinate map, or the identity, according to the stated rule. Each is surjective, hence their product
rf is surjective. If rf (x) = rf (x′), replace the slots of x by those of x′ one at a time. At every
replacement the value of f is unchanged by the definition of the reduction at that slot. This proves
that f is constant on fibers of rf , giving the unique f̃ . One-point factors are removed in the notation
Ωf ; if all slots disappear, Ωf is a one-point domain.

Both unusedness and (3.5) are predicates about pairs of arguments having equal f -values. They
are therefore determined by ∼f . So are the coordinate reductions, by uniqueness in the used
singleton case. Surjectivity then shows that the fiber partition of f̃ is determined by the same
relation.

The global quantifier in (3.5) cannot be replaced by a sectionwise choice of position. For example,
on Ωc × F2 the function f(x, b) = (1 + b)x1 + bx2 uses one clause position in each fixed-b section,
but has no single position through which it factors globally. The canonical reduction retains its
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clause slot. Pair-surjectivity proves uniqueness when a global factorization exists; it does not turn
these different sectionwise choices into one factorization.

The reduced domain has explicit typed coordinates. At a retained full clause slot we record
its formal location, clause occurrence ID and triple domain. At a retained bit slot we record its
formal location and variable ID, with domain F2. When a clause slot is reduced to a bit, its clause
occurrence and selected position are discarded. Unused locations are discarded. Retained locations
are kept in the fixed tree-and-slot order, so equal IDs in distinct slots are never merged. Let

Pf = {f̃−1(y) : y ∈ im f} (3.6)

be the unordered partition of this reduced domain into nonempty fibers. The canonical key kL(f)
consists of a left-side tag, the retained typed coordinates, and Pf . Define kR(f) with a distinct
right-side tag. The codomain Y , names y of its values, array coordinates, source projection positions
and any sampling choices are not additional fields of a key. The typed coordinates and finite subsets
in (3.6) have ordinary deterministic finite encodings.

A legal label at this key is a part P ∈ Pf . At a particular representation f of the key, define its
restored output by

outf (P ) = y ⇐⇒ P = f̃−1(y). (3.7)

This is a bijection from legal labels to im f . In particular every restored joint response is realized by
one x ∈ Ω(Q): choose a point of the part and lift it through rf . We never allow separately legal
block outputs that do not belong to the image of the whole joint function.

Lemma 3.4 (Sharing across projected domains). Let O be obtained from E by the specified source
projections, let π : Ω(E) → Ω(O) be their product, and let f : Ω(O) → Y be any function. For either
side tag, the keys of f and fπ coincide literally, with the same parts and the same restored outputs.

Proof. At an unprojected slot, unusedness and every candidate singleton factorization are the same
for f and fπ, because the projection of all other arguments is surjective. At a projected slot,
unusedness is likewise equivalent by surjectivity. If the slot is used by f , then fπ factors through its
selected position and is used. Lemma 3.3 makes that position its unique singleton reduction. Both
representations consequently retain the same formal location and selected variable ID, with the
same bit domain; neither retains the original clause occurrence or projection position there. These
observations identify their reduced domains. On that common domain the two induced functions are
identical, since the relevant product maps are surjective and both lift to fπ. Their fiber partitions
and restored values therefore agree.

Take as vertices all keys of the indicated side obtainable from mixed tuples of source questions,
arbitrary arrays in their prescribed spaces, and, on the right, one quotient at a nonleaf node in
a nonzero direction. Every key used by the sampling law below belongs to this set. Keys never
used by a test have zero incident weight and may be assigned any legal part. Equivalently, a
labeling of the positive-weight vertices can always be extended to these auxiliary keys. Because the
definition identifies keys before choosing labels, all such extensions retain the exact sharing identity
of Lemma 3.4.

3.3 One-bit constraints and perfect completeness

Fix an array family on E, a nonleaf node D at level p, and a ∈ Kp \ {0}. Put f = ΨE,M and
g = QD,af . The edge joins kL(f) to kR(g) and has the following map on legal parts:

πf,D,a(P ) = out−1
g

(
QD,a outf (P )

)
. (3.8)
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The argument of the inverse belongs to im g, since outf (P ) ∈ im f . These edge records define the
constraints that our game may use. We specify their sampling distribution at the end of this section.
Distinct records may have identical endpoints and may be combined only when their actual maps
agree.

Lemma 3.5. Every map (3.8) is a well-defined surjection between nonempty legal label sets and has
at most two preimages per right label. For a fixed labeling, acceptance of the edge is exactly equality
of its restored outputs through QD,a.

Proof. Restoration is a bijection between parts and attained values on each side. Since g = QD,af ,
every attained g-value has a preimage among attained f -values. This proves surjectivity and the
acceptance description. The linear map QD,a has kernel consisting of the zero vector and the vector
supported at D with value a. Hence every fiber on the entire output space has exactly two elements,
and its intersection with im f has at most two. Applying the two restoration bijections proves the
claimed fiber bound. This argument is unchanged if the two question functions retain different
input supports.

The local label sets have a uniform finite bound once the parameters are fixed. Indeed, if N = |T0|,
every mixed answer domain has size at most 7tN , so every legal partition has at most 7tN parts.
The canonicalization and each edge map can be computed by enumerating these finite domains.
Quantitative polynomial-time and weight-removal details will be given when the parameters have
been chosen.

Proposition 3.6 (Perfect completeness). If the source clause instance has a satisfying assignment,
every constraint just defined is satisfied by one common legal labeling, for every choice of the positive
integer parameters. Consequently every game supported on these constraints has value one.

Proof. Let ξ be a satisfying assignment to all source variables. At a canonical key, assign each
retained full clause coordinate the corresponding satisfying triple from ξ, and each retained bit
coordinate its variable value under ξ. These choices form a point of the reduced domain, even if
IDs recur at distinct locations. Label the vertex by the unique part containing this point. This
prescription depends only on the typed coordinates and partition in the key, so it gives one consistent
label at every shared vertex.

For any original tuple E, the assignment ξ gives a legal point xξ ∈ Ω(E) whose support reduction
is exactly the point just prescribed at either endpoint. The restored outputs are therefore f(xξ)
and g(xξ), respectively. Their equality through QD,a follows from g = QD,af , so Lemma 3.5 shows
that the edge accepts. Every constraint therefore accepts, proving the assertion.

3.4 Algebraic identities forced by joint answers

Evaluation tables and folding are standard mechanisms in PCP constructions; see Bellare, Goldreich
and Sudan [5, Section 3.3]. Here the canonical joint partition forces an exact algebraic identity on
every labeling. It allows an upper array to absorb products of already displayed descendant rows,
including all relations among those products.

Lemma 3.7 (Joint folding). Fix a full array question on Ω(Q) and a nonleaf node D. For each
row index h of MD, choose

bh = ch1 +
∑

C,u,v

λh,C,u,v(MC)u(MC)v, ch, λh,C,u,v ∈ F2, (3.9)
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where C ranges over any collection of proper nonleaf descendants of D and u, v over their displayed
rows. Let M̃ replace (MD)h by (MD)h + bh and keep every other array fixed. Then M̃ is a valid
array family and its full question has exactly the same canonical key as that of M. For any fixed
label at this key, write yC and ỹC for its restored block outputs. They satisfy

ỹC = yC (C ̸= D), (ỹD)h = (yD)h + ch +
∑

C,u,v

λh,C,u,v(yC)u(yC)v. (3.10)

The same statement holds for a question with quotient blocks whenever the shift uses only unchanged
scalar rows actually displayed in that question; a shift at a quotient block is interpreted through its
quotient map.

Proof. By Lemma 3.2, every term in (3.9) lies in HD(Q), proving validity. On the full output
product, define a transformation that fixes every block other than D and adds the displayed
polynomial in those blocks to block D. Applying this transformation twice is the identity: its
input blocks remain fixed, and addition is in characteristic two. It is therefore a bijection, and the
new joint function is this bijection composed with the old joint function. The two functions have
identical equality relations on Ω(Q). Lemma 3.3 gives the same coordinate reduction and the same
unordered partition. Thus a fixed part represents precisely the same set of reduced arguments in
both questions, and evaluating either function on any such argument gives (3.10).

For quotient blocks use the identical triangular transformation on the product of displayed
quotient spaces. Its inverse is again itself because all arguments of the added expression are
unchanged displayed outputs. The previous proof applies verbatim. No action on labels is assumed
to be free, and no choice of a representative assignment is needed to define the identity.

Lemma 3.8 (Joint evaluation of product generators). Fix a legal response to a full array question
and a node D. For any collection C of proper nonleaf descendants of D, let

B = span
(
{1} ∪ {(MC)u(MC)v : C ∈ C, 1 ≤ u, v ≤ ℓlevel(C)}

)
⊆ HD(Q).

If yC are the restored outputs, there is a unique linear functional by : B → F2 such that by(1) = 1
and by((MC)u(MC)v) = (yC)u(yC)v. The functional by extends to HD(Q)∗. Every such extension z
has value 1 on the constant function, and its matrix on these products at each C is yCyt

C , of rank at
most one.

Proof. The restored response has one realizing assignment x ∈ Ω(Q). Point evaluation at x restricts
to a linear functional on B and has the stated generator values. This proves that every pointwise
linear relation between the generators is respected, including relations involving different descendants.
The generators span B, so this functional is unique and depends only on the displayed yC . Extend
a basis of B to a basis of HD(Q) and assign arbitrary values on the added basis vectors to obtain
an extension. Any extension has the same generator values, giving the asserted outer product at
each descendant.

The use of all relevant descendant outputs in Lemma 3.8 will allow one upper quotient table to
handle every possible lower node. A label always supplies those outputs together; selecting a single
descendant is not part of the vertex key.

3.5 The distribution of tests

The low-rank, Hadamard-bucket viewpoint is inspired by Golowich’s construction [14], as mediated by
Fei–Minzer–Wang [12]. The sampler here is a recursive-product redesign with separate independent

16



calls. We prove its sampling estimates below; no expansion theorem or identical sampler from those
works is assumed.

We now choose an original tuple E, an array family, a node, and an omitted direction to sample
one of the preceding constraints. Sample a source left question independently at each leaf, using the
source left marginal, and denote the resulting tuple by E.

Independently of E, sample a path P = (Dd, Dd−1, . . . , D0) by choosing Dp−1 uniformly among
the children of Dp, successively for p = d, . . . , 1. We next define scalar laws conditional on E and
this whole path. The procedure Sample(Dp) returns a function in HDp(E). At p = 0 it returns an
independent uniform element of HD0(E). At p ≥ 1, write C∗ = Dp−1 for the path child and make
the following independent draws:

UC ∼ Unif(HC(E)2) (C ̸= C∗), Gh, Hh ∼ Sample(C∗) (1 ≤ h ≤ Rp).

Return

Sample(Dp) =
∑

C ̸=C∗

UC +
Rp∑

h=1
GhHh. (3.11)

Its conditional law is denoted νDp ; the dependence on E and the path below Dp is suppressed in
this notation. An empty sum over ordinary children is zero. By (3.1), every returned function lies
in the claimed space.

Every invocation of Sample uses a new random tape for the entire recursive call tree. In particular
the two factors in one product, the factors in different products, and calls made on behalf of different
displayed arrays are independent conditional on E, P. Visiting the same geometric node in two calls
does not reuse a value. Uniform functions in ordinary children are drawn directly from the stated
spaces; they do not refer to the displayed arrays in those children.

For every nonleaf path node Dp, 1 ≤ p ≤ d, independently take a fresh sample hp,v ∼ νDp for
each v ∈ Kp \ {0} and set

MDp =
∑

v∈Kp\{0}
v ⊗ hp,v. (3.12)

We refer to the summands indexed by v as buckets; v is a bucket direction in Kp, not a row map.
For every nonleaf node off the path, take MD uniform in Klevel(D) ⊗ HD(E). All these displayed
arrays use separate random tapes. Thus, conditional on E, P, the displayed arrays are independent,
including a path array and an ancestor array whose scalar calls pass through that path node. They
need not be independent after the common path is averaged out. The same definitions apply to
any mixed tuple O in its own function spaces. Later modifications will explicitly replace calls at a
specified cut by uniform draws.

Figure 1, beside the decoder input definitions, depicts the two cuts and the distinction between
a node and separate calls at that node.

Only the canonical key of the joint function (3.3) is supplied as the left question. The path,
buckets, and internal tapes determine its distribution and are not appended to that key.

To specify all candidate tests on the sampled array family, draw independently

ap ∼ Unif(Kp \ {0}), 1 ≤ p ≤ d,

independently of the preceding data. At level p use the quotient QDp,ap ; abbreviate it to Qp,ap .
The actual test chooses p uniformly from [d], independently, and uses the edge with left question
kL(ΨE,M), right question kR(ΨDp,ap

E,M ), and projection (3.8). This finite distribution of edge records
defines the preliminary weighted game. Equivalently, one may draw only the direction belonging to
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the chosen level. Sampling all directions specifies a joint law of the candidate tests whose individual
marginals are precisely this test.

By Proposition 3.6, the game has perfect completeness. The remaining sections prove its
soundness by analyzing what a successful labeling reveals about the sampled arrays.

4 Changing the sampling law without revealing the path
The decoding argument will use uniform matrices at two different levels. Here we prove the
distributional comparisons that permit those changes. There are two distinct conclusions: a total-
variation comparison of the displayed functions, and a posterior bound for a child selected after
inspecting those functions. Neither conclusion permits disclosure of the hidden path or of the
projection mask. All statements below hold conditional on the complete original question tuple
E; consequently they also hold after averaging over E, uniformly in the size of the source instance.
We first replace the recursive draws at a cut by uniform draws, then compare that law with one in
which a sparse set of children is projected. Each comparison retains only the observation specified
in its lemma.

For probability measures on a finite set, use

TV(P, Q) = 1
2
∑

x

|P (x) − Q(x)|, χ2(Q∥P ) = EP [(dQ/dP − 1)2]

when Q ≪ P . Cauchy–Schwarz gives TV(P, Q) ≤ 1
2
√

χ2(Q∥P ). An observation formed by a
deterministic map cannot increase total variation: its discrepancy on an event is the discrepancy on
that event’s inverse image. The same assertion holds on adjoining independent randomness and
applying a randomized map, by conditioning on that randomness. These elementary facts will let
us retain complete assembled queries without treating their components as independent.

4.1 Stopping the ancestor generators

A scalar call means one invocation of the law νD defined in Section 3, with its own fresh random
choices. Write bp = 2ℓp − 1 and cp = 2Rp. For a fixed path prefix ending at a node Dp of level p,
a call at a higher path node branches into exactly ch independent calls at its path child when it
crosses level h. Its ordinary child contributions are uniform functions supported outside that child
and require no calls farther down the distinguished path.

Lemma 4.1 (Stopped-call representation). Fix E and the path from the root through Dp, including
Dp but no choice of its child. The original sampling can be generated as follows. First generate an
exterior record Ξp consisting of the random choices outside Dp’s subtree, with every recursive call
reaching Dp left unevaluated. Then generate the pending scalar calls at Dp, its own buckets, and the
arrays strictly below Dp. Every displayed array is a deterministic function of this record and these
remaining values.

The pending ancestor calls together with the own buckets number at most

Tp =
d∑

k=p

bk

k∏
h=p+1

ch. (4.1)

An empty product is one. If ek additional fresh scalar draws are requested at each level k ≥ p, a
sufficient bound is

Tp(e) =
d∑

k=p

(bk + ek)
k∏

h=p+1
ch. (4.2)
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In particular, replacing one level-k bucket uses one extra draw and adds
∏k

h=p+1 ch calls at the cut.
The count is independent of np and of all higher branching numbers.

Conditional on the full path, distinct stopped calls have independent randomness. Pending
ancestor calls are independent of the tapes of the actual arrays at or below the cut; own buckets are
independent of the tapes of actual descendant arrays. Calls for the own buckets and calls pending
from ancestors are distinct even when they sample the same function space. The exterior record
can be exposed before sampling the continuation of the path. Already assembled ancestor arrays are
deterministic outputs of the construction and are not independent exterior information.

Proof. Expand each of the bk scalar buckets used for the actual matrix at Dk, for every k ≥ p. A call
at level h > p is a sum of ordinary-child uniform functions and Rh products of two fresh calls at the
path child. Stop each of those factors the first time it reaches Dp. Thus a bucket originating at level
k produces exactly

∏k
h=p+1 ch stopped calls. Adding over k proves (4.1); expanding additional calls

proves (4.2). Ordinary children at every step are disjoint from Dp’s subtree, so their contributions
can be generated before any path choice below Dp.

Give each recursive invocation a separate random tape, indexed by its originating matrix, bucket
and sequence of factor indices. These indices are distinct even if two invocations visit the same
node. The sampler’s fresh-call convention says precisely that these tapes and the tapes of actual
descendant matrices are independent, conditional on the shared path. All unevaluated expressions
are finite expressions involving sums and pointwise products. Filling their stopped leaves therefore
reconstructs every ancestor array deterministically. The expression may involve many exterior
functions when higher branching is large, but its number of stopped leaves is still (4.1). This proves
all the assertions.

We will also use an equivalent representation after uniformizing the cut. Instead of generating
MDp from bp uniform buckets, generate its ℓp rows as separate uniform draws. The relevant number
of calls is then

T̂p = ℓp +
d∑

k=p+1
bk

k∏
h=p+1

ch. (4.3)

We reserve T̂p for the displayed original call family. If a comparison adds e independent uniform
rows, where e is fixed, its enlarged count is T̂p + e. For instance, forming a uniform matrix together
with one rank-one step from it requires its rows and one additional independent scalar draw, giving
the count T̂p + 1. These rows have separate tapes from the ancestor calls. If visibility of upper
buckets will later be chosen by a row map A, predetermine calls for all buckets before choosing
which are visible. Selecting or discarding calls afterward adds no dependence to the count.

4.2 Finite child blocks and a hidden special child

Fix a level-p cut D = Dp and an integer tcut bounding all scalar draws retained at that cut. For a
child C of D, put VC = HC(E)2 and define the following finite product space:

XC = V tcut
C ×

∏
T ⊆C

T nonleaf

(Klevel(T ) ⊗ HT (E)). (4.4)

Here T ⊆ C means that T is C or a descendant of C. A block XC records a separate child
contribution to each of the tcut cut draws and the actual arrays throughout this child’s subtree. The
factors used internally to generate a special contribution are not included in XC . Each recorded
contribution is just a function in VC .
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Let PC be uniform on XC . To construct independent uniform cut draws, sample these blocks
independently and, for each draw, add its child contributions. This uses a latent product of spaces
even though the actual spaces VC share the constant functions. Indeed the map∏

C child of D

VC −→ HD(E), (uC)C 7−→
∑
C

uC

is a surjective linear map. Every fiber is a coset of its kernel, so the image of uniform measure
is uniform. Separate copies give independent uniform cut draws, independently of all descendant
arrays. No direct-sum decomposition, or recovery of the summands from their sum, is asserted.

There is a uniform finite density bound for any law on XC . For clarity, if the source’s legal
assignment domains have size at most a, put N0 = 1 and Nk =

∏k
h=1 nh. Every space on a level-k

subtree has dimension at most aNk . Thus, for children at level p − 1,

dim XC ≤ Dp(tcut) := aNp−1

tcut +
p−1∑
k=1

ℓk

p−1∏
h=k+1

nh

 . (4.5)

In particular we may use Lp(tcut) = 2Dp(tcut). Every probability law QC on XC has density
qC = dQC/dPC ≤ Lp(tcut), since each PC atom has mass 2− dim XC . This bound uses the source
alphabet, the fixed row and repetition counts through tcut, and branching below p. It uses neither
np, higher branching, source question identities, nor the source instance size. Any larger fixed
common bound will also be denoted by Lp.

Lemma 4.2 (One hidden child). In the original experiment, expose E, the path through Dp, and
the exterior record of Lemma 4.1. Forget the entire continuation of the path below Dp. Retain any
fixed family of stopped scalar values, the own buckets at Dp, and all actual arrays below Dp. Let Up

be the unrestricted experiment: replace the retained cut scalar values by independent uniform draws
in HDp(E), and replace all descendant arrays by independent uniform arrays in their respective
spaces, retaining the same exterior record and reconstruction expressions. Then

TV(Ap, Up) ≤ εcut
p := Lp

2√
np

(4.6)

for the retained values and for every deterministic observation of them. Here Ap denotes the
corresponding retained original law, and Lp can be chosen using (4.5) with the count in (4.2).

One may also append a fixed number of independent uniform cut rows, or a fixed number of fresh
bucket replacements, with the appropriate increased count. The bound includes the reconstructed
ancestor arrays and candidate edge tests at levels at least p, with independent quotient directions. It
does not include a tag identifying the next path child, any later path indices, or the internal factor
tapes generating a special child block.

Proof. Condition on E, the prefix and the exterior record. Let J be the next path child, uniform
among n = np children. Given J = C, every block other than XC has law PC′ : all its scalar
contributions are ordinary-child uniforms, and all its subtree matrices are off the path and uniform.
They are independent of one another and of XC . Within XC , the scalar contributions are sums of
Rp products from fresh factor calls, and its subtree arrays use the continued path. Average over
that continuation to obtain a law QC on (4.4). Correlations among the coordinates of this one block
cause no difficulty. Its density qC is bounded by Lp.

Relative to P =
∏

C PC , the original raw-block law has density

Z = 1
n

∑
C

qC(XC).
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Under P these summands are independent and have expectation one. Therefore

EP [(Z − 1)2] = 1
n2

∑
C

EPC
[(qC − 1)2] ≤

L2
p

n
.

The total-variation bound follows by Cauchy–Schwarz. Summing the child contributions and
reconstructing all pending expressions is the same deterministic map in both laws, so it preserves
the bound. It remains valid conditional on every exterior record and hence on averaging that record.
Fresh bucket replacements merely enlarge the finite family of scalar calls; independent uniform cut
rows add uniform coordinates to every block. Both are covered by the same argument. A revealed
value of J would replace the average density by qJ and would lose the factor n−1/2, which explains
the required information restriction.

In Up, the own buckets are separate from the pending ancestor calls and the descendant
matrices. The matrix M =

∑
v∈Kp\{0} vhv is uniform: the linear map from its uniform buckets onto

Kp ⊗ HDp(E) is surjective, since the standard basis vectors occur among the indices. Replacing ha

by an independent uniform h∗
a, for an independent nonzero a ∈ Kp, gives

M∗ = M + ah, h = ha + h∗
a. (4.7)

Conditional even on all old buckets, h is uniform and independent of the old data. Thus this is
exactly the uniform rank-one step, and M is independent of the other displayed arrays and the
pending ancestor calls. This conclusion would not follow by reusing a bucket as an ancestor call.

4.3 Sparse projection and its posterior

The next comparison is a form of sub-code covering: a sparse restriction leaves the lifted query law
nearly unchanged. This method appears in Khot and Safra [22, Section 3.4], with advice-conditioned
thinning estimates in Dinur, Khot, Kindler, Minzer and Safra [9, Lemma 5.5, full version] and Fei,
Minzer and Wang [12, Propositions 4.7–4.8 and 5.5]. Here the independent units are entire child
subtrees, whose records include all stopped-call contributions and displayed descendant arrays. We
prove the comparison and posterior estimate for these finite blocks.

At a level-i cut Di, independently mark each child with probability βi = n
−2/3
i ; take ni > 1

to be a cube. At every leaf in a marked child, sample a source projection conditional on its left
question, and replace that question by its right question. Leave all other questions unchanged, and
call the resulting tuple O. Pullback along these projections identifies HT (O) with a subspace of
HT (E) and preserves pointwise multiplication. Define Mi, the modified experiment, by stopping all
ancestor calls at Di and making their values independent uniform draws in HDi(O). Also sample
MDi and all its descendant matrices independently uniformly in the corresponding projected spaces.
Reconstruct all ancestors by the original stopped expressions. Path choices below i are unused.
Independent extra cut rows and bucket replacements are treated in the same way. The original
unmodified law will be denoted by A.

Lemma 4.3 (Sparse projection comparison). Fix E, the path through Di and an exterior record
generated without the projections. Compare Mi and Ui as laws of lifted functions on E, forgetting
the marks, the projection choices, and the projected-question tuple O. All raw child summands and
descendant arrays may be retained. For a bound Li from (4.5),

TV(Mi, Ui) ≤ εspr
i := 1

2

√
(1 + β2

i L2
i )ni − 1. (4.8)
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The bound holds for any fixed number of independent extra cut rows and fresh higher-level bucket
draws, with their enlarged call count. In particular it holds for observations containing the assembled
ancestor arrays and both candidate tests at levels i < j.

Consequently the modified experiment and the original experiment have observation distance
at most εspr

i + εcut
i when the path below i is forgotten. For the further comparison at a level j > i,

require the observation to be a common deterministic function of the exterior record Ξj, the retained
scalar values at Dj (including its own buckets and any extra cut draws), all displayed arrays strictly
below Dj, and independent auxiliary choices. Here E and the path through Dj are fixed. Such an
observation may include reconstructed ancestors and descendant arrays with their tree locations,
but it cannot use the hidden continuation of the path or the internal decompositions of the retained
scalar values. In particular, a selected lower-level test is permitted only if it is determined by these
data without using the hidden path. The distance from the corresponding unrestricted-j observation
is then at most

εspr
i + εcut

i + εcut
j . (4.9)

Proof. For a child C of Di, let PC be uniform on the unprojected block (4.4). Conditional on
marking C, average over all its projection choices and lift the independent projected uniform
contributions and arrays to E; call the resulting law QC . It is a law on the same finite set, so
qC = dQC/dPC ≤ Li. Different children use independent marks, projections and tapes. Thus their
lifted blocks have product law ∏

C

(
(1 − βi)PC + βiQC

)
,

whose density with respect to
∏

C PC is
∏

C(1 + βi(qC − 1)). Squaring and using independence yields
the exact identity

1 + χ2
(∏

C

((1 − βi)PC + βiQC)
∥∥∥∥∥∏

C

PC

)
=
∏
C

(
1 + β2

i χ2(QC∥PC)
)

≤ (1 + β2
i L2

i )ni .

This proves (4.8). Uniform cut rows are obtained by the same addition map in both laws. A uniform
matrix can be represented either by independent rows or by independent uniform buckets, as proved
above; choose the latter representation when retaining a bucket replacement. Additional calls simply
add coordinates to each finite block.

All higher arrays, and their quotients in a candidate test, are functions of the blocks, exterior
record and independent test directions. Data processing therefore proves their bounds, without
conditioning on their realized values. The comparison with A is the triangle through Ui and
Lemma 4.2. For (4.9), take the common observation just specified. First average the preceding
i-cut comparison over the prefix between levels j and i, and then apply Lemma 4.2 at j to the
original law. A pending scalar value at j is an output of the i-cut reconstruction and is a retained
cut draw in the j-cut comparison, so it can be included throughout. The internal factor choices
within its subtree cannot be included in the latter comparison. This establishes precisely the stated
triangle.

Common observations in the three comparisons. The laws just defined serve different
purposes, and each comparison forgets different information:

Original to unrestricted at one cut.
Lemma 4.2 replaces the cut draws and descendant arrays by uniforms after forgetting the path
below that cut. The observation may include the ancestors reconstructed from those draws.
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Modified to unrestricted at the lower cut.
Lemma 4.3 compares lifted functions on E after forgetting O, the projection choices, and the
marks. Raw child contributions and all displayed descendant arrays may be retained.

Modified lower cut to unrestricted upper cut.
For j > i, Equation (4.9) applies to a common function of the upper-cut record specified in
Lemma 4.3. That record retains pending scalar values there, but not their internal decompositions,
and all displayed descendant arrays. The observation cannot select among those arrays using
the hidden path.

The sparse product calculation also gives a posterior bound for a child selected after seeing the
lifted matrices. This is stronger than a bound for a child fixed in advance, and will allow the lower
decoder to choose a witness from its observed data.

Lemma 4.4 (Posterior bound for adaptive witnesses). In Mi, condition on E, the path through Di

and a permissible exterior record. Let X = (XC)C consist of all lifted raw child blocks, including any
fixed number of independent uniform cut rows. Let G be the sigma-algebra generated by these data
and additional independent random choices, such as a test direction or fixed full strategy tapes. It
contains neither projected-question metadata nor projection marks. For every child C, almost surely,

P(C marked | G) ≤ qi := βiLi

1 − βi
. (4.10)

If a set C(X) of at most m children is selected measurably from these data, then

P(C(X) contains a marked child) ≤ mqi. (4.11)

Both assertions remain valid for a coarsening of this information.
In particular, let F0, F1 be bilinear forms on HDi(E) determined by these lifted data. Then

P
(
F0 ̸= F1, F0|HDi

(O)×HDi
(O) = F1|HDi

(O)×HDi
(O)
)

≤ 2qi, (4.12)

where the restrictions in this display mean restriction of both arguments to HDi(O). No part of the
statement conditions on strategy success, a right output, a slice event, or a witness-matching event.

Proof. Conditional on the fixed exterior data, child independence and Bayes’s formula give, simulta-
neously at every lifted block tuple with positive probability,

P(C marked | X) = βiqC(XC)
1 − βi + βiqC(XC) ≤ βiLi

1 − βi
.

Independent extra choices do not change this conditional formula. For an adaptively selected set,
condition on G first and use

E

 ∑
C∈C(X)

1{C marked}

∣∣∣∣∣∣ G

 ≤ |C(X)|qi ≤ mqi.

Taking expectations and a union bound proves (4.11); the tower property proves the coarsened
versions. There is no factor for the total number of available children.

For the bilinear consequence, write ∆ = F0 − F1. Since HDi(E) =
∑

C HC(E)2, if ∆ ̸= 0,
then there are children C1, C2 and functions x ∈ HC1(E)2, y ∈ HC2(E)2 with ∆(x, y) = 1. Indeed
decompose a pair on which ∆ is nonzero into such sums and expand bilinearly; at least one summand
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is nonzero. Fix orders on the finite spaces and choose the first such witness from the lifted data.
The children may coincide. If neither is marked, their spaces are unchanged and lie in HDi(O),
so the two restricted forms cannot be equal. The bad event in (4.12) is therefore contained in the
event that one of at most two adaptively selected children is marked. Apply (4.11) with m = 2.

The distinction from success conditioning is substantive: after the unconditional bad-event
probability is bounded, it may be subtracted from any success probability. The posterior estimate
itself need not hold within that success event. Exposing a direction ai to the analyst does not
provide it to the left strategy. Likewise, adding assembled ancestor values to the lifted blocks
changes no information, because they are functions of those blocks and Ξi; treating those values as
independently sampled exterior data would not justify the product law used above.

4.4 Bias that is independent of dimension

Total variation above is obtained by increasing branching. The upper Fourier argument instead
requires a small-bias bound before any slice conditioning, obtained by increasing the product counts.
We use the character-wise notion of small bias of Naor and Naor [24]; the required sampler estimate
is proved below. For a law µ on a finite binary vector space V , call it quarter-balanced if every
nonzero f ∈ V ∗ satisfies Px∼µ(f(x) = b) ≥ 1/4 for both b ∈ F2.

Lemma 4.5 (Scalar bias and independent hidden buckets). There is an absolute integer Rmin such
that the following holds if Rp ≥ Rmin at every nonleaf level. Fix the domains and the full path in
the original sampler, or fix E, O, all projection choices, and the path through a modified cut in
Mi. Every scalar law is quarter-balanced. For each nonzero f ∈ H∗

Dp
at an original path node, or

f ∈ HDp(O)∗ at a node strictly above the modified cut,∣∣∣Eh∼νDp
(−1)f(h)

∣∣∣ ≤ (7/8)Rp . (4.13)

At leaves, and at or below the uniformized cut, uniform scalar draws have zero bias on nonzero
functionals.

More generally, fix j > i, a linear map A : Kj → Fr
2, and W = ker A. In the modified experiment

let hv, v ̸= 0, be the separate level-j buckets and set

X =
∑

v∈W \{0}
vhv ∈ W ⊗ HDj (O).

Conditional on the domain and path data just specified, all other actual matrices, and all buckets
with Av ≠ 0, every nonzero character of X has bias at most (7/8)Rj . This remains so on revealing
original questions and any other independent sampling tapes. Its law is determined by O, the path
through the cut, A, and the fixed sampling parameters; it does not require the original questions or
the missing part of a lower matrix. Revealing a full lower matrix here is an analytical exposure;
the right decoder still receives only its prescribed quotient. These conclusions are not asserted after
conditioning on a column slice, on successful decoding, or on cleanliness.

Proof. First suppose g, h are independent draws from quarter-balanced laws on a binary space V ,
and B : V × V → F2 is a nonzero bilinear form. The linear map g 7→ B(g, ·) has proper kernel.
Some nonzero linear functional on V vanishes on that kernel; quarter balance therefore implies

P(B(g, ·) ̸= 0) ≥ 1/4.
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For each such g, quarter balance of the independent h implies P(B(g, h) = b | g) ≥ 1/4 for each bit
b. Hence each bit of B(g, h) has probability at least 1/16, and |E(−1)B(g,h)| ≤ 7/8.

Now apply induction from the leaves, or upward from the modified uniform cut. Let f be
nonzero on the space at a path node Dp. If its restriction to the square space of some ordinary child
is nonzero, the corresponding uniform summand makes f(h) an exactly uniform bit. Otherwise f
vanishes on every ordinary child’s square space. Since these spaces together with the special child’s
square space span HDp , its restriction to the latter is nonzero. The bilinear form

B(g, h) = f(gh)

on that child’s row space is then nonzero, since pointwise products span its square space. The
induction hypothesis makes the two independent factor laws quarter-balanced. Each product thus
has sign expectation of absolute value at most 7/8, and the Rp independent products give (4.13).
Choose Rmin so that (7/8)Rmin ≤ 1/2. Then the resulting scalar law is again quarter-balanced,
closing the induction. Uniform cut and leaf laws provide the initial step. The argument uses only
whether linear or bilinear maps are nonzero, and no dimension enters its bound.

For the hidden sum, identify a character with a functional Φ ∈ (W ⊗ HDj (O))∗. If Φ ̸= 0,
then for some nonzero v ∈ W the functional h 7→ Φ(v ⊗ h) is nonzero; simple tensors span the
tensor product. Conditional on the stated information, every hidden bucket retains its own fresh
tape, independently of the other hidden buckets. This follows directly from the call indexing in
Lemma 4.1; higher matrices use distinct calls even where they visit the same spaces. Consequently

E(−1)Φ(X) =
∏

v∈W \{0}
E(−1)Φ(v⊗hv).

One factor has absolute value at most (7/8)Rj and the others at most one. If W = 0 there are no
nonzero characters and the assertion is vacuous. Every hidden bucket is generated on the projected
domain O by fresh recursion ending with uniform draws at the cut. That recipe uses neither E nor
the values of other actual matrices, proving the asserted law and its invariance under the permissible
additional exposure.

The order of accuracy choices follows from this proof. At descendants one needs only the
absolute quarter-balance guarantee, obtained by the common Rmin. Once an upper level j requires
a tolerance λj > 0, it suffices to choose Rj with (7/8)Rj ≤ λj . No requested upper accuracy imposes
a finer accuracy at a lower level. After all row counts, product counts and the source alphabet are
fixed, choose branching upward. At cut p, Lp is already fixed by lower branching, and

εcut
p −→ 0, εspr

p −→ 0,
2n

−2/3
p Lp

1 − n
−2/3
p

−→ 0.

For the middle limit, use (1 + n
−4/3
p L2

p)np ≤ exp(L2
pn

−1/3
p ). Enlarging higher branching changes only

the exterior record and the reconstruction map, so all three bounds already secured at p persist.

5 Two successful levels and upper decoding
We show that appreciable test acceptance produces two local bilinear-form decoders. Their outputs
agree on the projected lower space with a probability depending only on the upper row count. The
left output is always a normalized product form whose restriction to its displayed lower rows has
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rank at most one. Keeping this probability independent of the lower row count will allow us to
choose that count afterward.

Fix a legal labeling of the partition vertices, extended to unused legal keys as in Section 3. All
responses below are evaluations restored from this fixed labeling. For a candidate test at level p,
write Accp for its acceptance event. Sample the directions for all candidate tests independently,
using the same left query and sampled path.

5.1 Selecting two levels and a quotient table

Suppose that the labeling accepts with probability at least ε, where 0 < ε < 1, and choose dε ≥ 4.
If N =

∑d
p=1 1Accp , then

E[N(N − 1)] ≥ (EN)2 − EN ≥ d2ε2 − dε.

Consequently some i < j satisfies

P(Acci ∩ Accj) ≥ d2ε2 − dε

d(d − 1) ≥ 3ε2

4 . (5.1)

No independence between the acceptance events is used here. Pass to the modified experiment at
level i from Section 4: each child of Di is independently projected with probability βi = n

−2/3
i , and

all calls stopped at Di, its own matrix, and its descendant matrices are independent uniform draws
in their new spaces. Write Pi for this law, with all functions also pulled back to the original tuple
E. By Lemmas 4.2 and 4.3, we can require the comparison error in (5.1) to be at most ε2/4. Thus,
throughout this section,

Pi(Acci ∩ Accj) ≥ c, c = ε2/2. (5.2)

All eventual parameter choices will satisfy the stated bounds for every possible pair i < j.
The comparison at the upper cut forgets which level-i descendant lies on the path. We therefore

build one response table using the displayed rows at every level-i descendant of Dj . Put H = HDj (E),
K = Kj = Fℓ

2, ℓ = ℓj , and M = MDj . The data

P = (E, path through Dj , (MD)D ̸=Dj
)

contain actual functions on the original domains. The record P does not include an explicit tag for
the selected level-i descendant of Dj , and does not append the projection mask or the questions in O.
The retained arrays may carry statistical information about these latent choices; the law comparisons
already apply to the entire retained record. Let Di(Dj) be the set of all level-i descendants of Dj .
Write sC,t ∈ HC(E) for row t of MC , where C ∈ Di(Dj) and 1 ≤ t ≤ ℓi. Define

B = B(P ) = span
(
{1} ∪ {sC,tsC,u : C ∈ Di(Dj), 1 ≤ t, u ≤ ℓi}

)
⊆ H. (5.3)

The inclusion follows from H2
C ⊆ HDj . Fix, by deterministic linear algebra on P , a linear section

s : H/B −→ H of the quotient map π : H −→ H/B. Apply both maps row by row.
For M̄ ∈ K ⊗ (H/B), query the left table with upper matrix s(M̄) and all other matrices

specified by P . Retain the response

fP (M̄) =
(
u, (yC)C∈Di(Dj)

)
, u ∈ K, yC ∈ Ki. (5.4)

Thus the response contains the upper evaluation and the evaluations at every level-i descendant,
without a tag marking the selected descendant. This finite range can be large; none of our inverse
bounds depends on its size.
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To recover the response at the original matrix M , put M̄ = π(M) and write ∆ = M − s(M̄) ∈
K ⊗ B. Addition of ∆ to the upper rows is an invertible triangular transformation of the combined
evaluation tuple, since each row of ∆ is a constant plus a sum of products of unchanged lower rows.
Lemma 3.7 therefore shows that all yC are unchanged and that the upper response changes from u
to u + ∆by, where by evaluates the generators of B according to 1 7→ 1 and sC,tsC,u 7→ (yC)t(yC)u.
This rule is a well-defined linear functional: one legal assignment realizes the entire representative
response, and its evaluation respects every pointwise linear relation among the generators in (5.3).

Define a usefulness mark by

U(P, M̄) = 1{Pi(Acci | P, M̄) ≥ κ}, κ = c/2, (5.5)

setting it to zero off the support of the conditioning data. The conditional probability averages over
the selected lower path, its omitted direction, the B-component of M , and any other unexposed
randomness. Define the partial table f̃P to equal fP where U = 1, and to be undefined (⊥) elsewhere.
We fix these marks once using Pi and use exactly the same partial tables under all subsequent laws.
Lemma 5.1 (Defined equality from a two-response fiber). Under (5.2), resampling the level-j
bucket indexed by its omitted direction gives two matrices M, M ′ such that

Pi
(
f̃P (M̄) = f̃P (M̄ ′) ̸= ⊥

)
≥ c2/8.

If the cut comparison for this enlarged experiment has total-variation error at most c2/16, then
under the unrestricted level-j cut law the same frozen partial tables have average defined equality at
least θ = c2/16 on the ordinary uniform rank-one walk on K ⊗ (H/B).
Proof. The part of Acci ∩Accj on which U = 0 has probability at most κ, by conditioning on (P, M̄).
Hence Pi(Accj ∩ {U = 1}) ≥ c/2.

For the resampling, first fix the domains and projection choices, the path through Di, all
matrices other than M , the omitted direction a ∈ K \ {0} for the level-j test, and every bucket
hv of M =

∑
v ̸=0 v ⊗ hv except ha. Denote this full background by B. Fresh calls make ha and its

resampled copy conditionally independent with the same law. The right level-j query is constant as
a function of this bucket, because M mod ⟨a⟩ is constant. Every successful left response therefore
has the same lower outputs and the same upper output modulo ⟨a⟩.

This assertion also holds for the representative upper output. Indeed, if M ′ − M = a ⊗ h,
linearity of the section gives

[M ′ − s(M̄ ′)] − [M − s(M̄)] = a ⊗ (h − s(πh)).

Successful samples have the same by, so the corresponding folding correction changes by a multiple
of a. Thus at fixed B the useful successful samples have at most two possible values of (5.4). If
their probabilities are p1, p2 (allowing one to be zero), two independent bucket draws yield equal
defined responses with probability at least

p2
1 + p2

2 ≥ (p1 + p2)2/2.

Averaging and applying Cauchy–Schwarz again proves the first bound.
The event just obtained is a function of P, M, M ′ and the fixed partial tables. It records

neither the selected descendant below Dj nor the projection metadata. Apply the modified-i to
unrestricted-j comparison from Lemmas 4.2 and 4.3, including the additional bucket call. Own
buckets at Dj , pending calls used in its ancestors, and descendant matrices are separate independent
families in the reference experiment. Consequently M is uniform independently of P : independent
uniform buckets map surjectively to K ⊗ H. Given all old buckets, h = ha + h′

a is uniform in H and
independent of those buckets. Hence M ′ = M + a ⊗ h is precisely the uniform rank-one walk, and
its image in H/B is the same walk on the quotient. The claimed loss gives c2/8 − c2/16 = θ.
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5.2 From row advice to a predictable upper response

Write P0
j for the unrestricted cut law in the last assertion of Lemma 5.1, with independent auxiliary

choices appended as needed. Put η = θ/2. If the average conditional equality given P is at least
θ = 2η, the set of P for which it is at least η has probability at least (θ − η)/(1 − η) ≥ η. Use the
constants 0 < α ≤ 1, r ≥ 1 in Lemma 2.7 at equality threshold η, obtained from Theorem 2.6 at
threshold η/2. Assume that ℓ meets their largeness requirement.

Sample A ∈ Hom(K,Fr
2) uniformly and independently. For any (P, A, C), where C ∈ Fr

2⊗(H/B),
call the advice good if the row fiber AM̄ = C has a nonempty slice obtained by specifying at most
r columns on which one defined value of f̃P has density at least α in uniform slice measure. For
each good advice choose, using fixed deterministic orders, column functionals q1, . . . , qk ∈ (H/B)∗,
values v1, . . . , vk ∈ K, and a response

t∗ = (u, (yC)C∈Di(Dj)), k ≤ r,

witnessing this condition. These choices depend only on the advice; they are not selected using the
actual position within the column slice. The probability of good advice (P, A, AM̄) under P0

j is at
least

g = η2

4 2−rℓ. (5.6)

Indeed, the set of qualifying P has mass at least η, and for each such P Lemma 2.7 gives good-advice
probability at least (η/4)2−rℓ. Row maps of deficient rank are allowed throughout.

Pull the chosen qa back to H∗ and put Z = span{q1, . . . , qk} ⊆ Ann(B). The chosen response
occurs on a nonempty set of legal representative queries, so the preceding joint-legality argument
defines its functional by ∈ B∗. Define z0 ∈ H∗ by

z0(b + s(h̄)) = by(b) (b ∈ B, h̄ ∈ H/B). (5.7)

This uses the direct-sum decomposition H = B ⊕ s(H/B). At every match to the selected response
the restored upper output equals

Mz0 + u. (5.8)

Every z ∈ z0 + Z satisfies

z(1) = 1,
(
z(sC,tsC,u)

)
t,u

= yCyt
C (C ∈ Di(Dj)). (5.9)

Thus the whole coset is normalized and has tested rank at most one at each of these descendants.
Dependent generators in B cause no ambiguity; legality, rather than a choice of their representation,
defined by.

Define two events on (P, A, M):

J = {advice is good and Mqa = va for 1 ≤ a ≤ k},

I = J ∩ {f̃P (M̄) = t∗}.

Both events belong to σ(P, A, M̄), since every qa annihilates B and the witness uses only (P, A, AM̄).
In particular, I asks for a representative-table match; it does not ask for a restored right answer
to equal (5.8). For uniform M in a fixed nonempty row fiber, imposing k columns costs at most
kℓ ≤ rℓ binary equations. Therefore, with

h0 = 2−rℓ, q0 = gh0, (5.10)
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the reference law satisfies
P0

j (J) ≥ q0, P0
j (I) ≥ αP0

j (J). (5.11)

The entire definition of goodness and the chosen witnesses is now fixed. When evaluating I, J under
another law we use these same predicates.

Lemma 5.2 (Predicting the upper response). Let R
(i)
j ∈ K be the restored upper response of the

level-i right table in the modified experiment. Suppose the total-variation comparison between Pi and
P0

j , for the observations defining I, J , is at most v ≤ αq0/16. Then, with

ρ = κα/4, b = καq0/4,

one has
Pi
(
J, R

(i)
j = Mz0 + u

)
− ρPi(J) ≥ b > 0. (5.12)

All quantities g, h0, q0, ρ, b depend only on c, α, r, ℓ.

Proof. On I the mark U is one. Independence of A and the measurability just proved imply

Pi(I ∩ Acci) = Ei
[
1IPi(Acci | P, M̄, A)

]
≥ κPi(I).

Acceptance at level i preserves the entire upper evaluation. Thus on I ∩ Acci the right response
is Mz0 + u. Exact sharing of canonical keys permits evaluating this right response directly on O.
Writing h = P0

j (J) ≥ q0, unconditional total variation and (5.11) give

Pi(I) ≥ αh − v, Pi(J) ≤ h + v.

The left side of (5.12) is consequently at least

(κα − ρ)h − (κ + ρ)v ≥ 3κα

4 q0 − κ(1 + α/4)αq0
16 ≥ b.

This proves an unconditional inequality. We will disintegrate it below, without reusing the usefulness
estimate after a finer conditioning.

The affine witness now predicts the upper response with positive probability, and every functional
in its coset is normalized and passes the lower rank test. To obtain two local decoders, we need
a bounded collection of candidate functionals, computed from the right input, that contains the
restriction of some functional in this coset to the projected space. The same collection must work
for every compatible left witness.

5.3 The local inputs and the original hidden law

Here and below the experiment is Pi. Write H ′ = HDj (O), Hi = HDi(E), H ′
i = HDi(O), and

S = MDi . Pullback identifies the primed spaces with subspaces of the unprimed ones, preserving
products. Put W = ker A and split the upper matrix into

M = Mknown + X, Mknown =
∑

v∈K\W

v ⊗ hv, X =
∑

v∈W \{0}
v ⊗ hv ∈ W ⊗ H ′. (5.13)

The known sum is determined without any bucket whose index lies in W . In particular AM =
AMknown.
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We specify the two inputs exactly. Tree locations are retained in these analytical inputs, even
though the original partition keys omit unnecessary sampling metadata. The left information is

L = σ
(
E, path through Di, A, (MD)D ̸=Dj

, (hv)v∈K\W

)
, (5.14)

where every function is represented on its original E-domain. These data supply S in full, without
supplying ai, O, or the projection choices as additional fields. The right information is

R = σ
(
O, path through Di, A, ai, (MD)D ̸=Dj ,Di

, S mod ⟨ai⟩, (hv)v∈K\W

)
, (5.15)

with functions represented on their O-domains. The right is supplied only the displayed quotient
of S, with no additional missing-component ingredients. Neither side is supplied X. The left can
compute P and AM̄ from (5.14), so it can compute the good-advice predicate and its chosen witness
without knowing M . Figure 1 summarizes these information restrictions.

For clarity, the independence underlying these inputs is exact, not an approximation. Conditional
on O, the projection choices, and the path through Di, give each actual node matrix its own random
tape. Give each scalar bucket in a matrix a fresh recursive call tree, with independent ordinary-child
uniforms and independent factor calls at every product. All calls that reach Di terminate in separate
uniform draws in H ′

i. In particular, even a call used for an ancestor of Dj and a bucket of M that
both visit Dj use disjoint random tapes. The product factorization of these tapes implies

(hv)v∈W \{0} ⊥⊥
(
(hv)v /∈W , (MD)D ̸=Dj

)
given the domains, path, and A. (5.16)

The same statement remains true if the original questions E and the projection maps are additionally
given: they determine the embeddings of the spaces but do not change the intrinsic O-space sampler.
This also explains why analytical disclosure of the full S is harmless for this factorization, although
S is not part of the right input.

Let µR be the distribution on W ⊗ H ′ obtained by sampling the hidden buckets in (5.13) with
this original modified-i sampler. It is a function of the right input alone. Indeed, the right knows O,
the path down to the terminating cut, all spaces and all sampler parameters. Independent recursive
calls above that cut can be enumerated on those spaces without knowing E, any projection map, or
the missing part of S. Formula (5.16) shows that µR is also the actual conditional hidden law after
revealing all of the data in both inputs, including full S.

For each fixed right input, define

GR : W ⊗ H ′ −→ K (5.17)

by assembling the level-i right query with upper matrix Mknown + X, consulting its fixed partition
label, and restoring the upper component. This is a well-defined local function: the lower matrix in
this query is precisely S mod ⟨ai⟩. The original labeling has already been extended to unused legal
keys, so this definition is total for every X in the ambient space.

Assume that every product count meets the absolute balance minimum of Lemma 4.5, and that

(7/8)Rj ≤ λ. (5.18)

Every nonzero character of W ⊗H ′ then has bias at most λ under µR. To check this directly, identify
a character with a nonzero linear map Φ : W −→ (H ′)∗. Some nonzero v ∈ W has Φ(v) ̸= 0, so its
expectation on the corresponding bucket has absolute value at most λ by Lemma 4.5. Independence
factors the expectation over all hidden buckets, and all remaining factors have absolute value at
most one. This argument makes no claim about small bias after a slice, a successful match, or any
later conditioning.
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Latent sampling structure
Original sampler:

separate calls at the same node
ancestors

Dj : upper matrix M
upper
cut ...

j > i; not necessarily
adjacent levels

Di: lower matrix S
lower
cut

ordinary C C∗ = Di−1

C∗ is the original sampler’s latent child.
The modified-i law uses no path below Di.

Own bucket at Dp

hp,v ∼ νDp

Stopped ancestor call at Dp

h′ ∼ νDp

fresh tape

fresh tape

Independent conditional on
the domains and shared path;

no call is reused in the other array.

Left decoder: functions on E

E, path through Di, and A

Full S

(MD)D ̸=Dj ,Di
on E

(hv)Av ̸=0 on E

No ai or projection metadata is supplied.

Right decoder: functions on O

O, path through Di, A, and ai

Only S mod ⟨ai⟩
(MD)D ̸=Dj ,Di

on O

(hv)Av ̸=0 on O

The missing component of S is not supplied.

Neither decoder is supplied the hidden upper sum X =
∑

0̸=v∈ker A v ⊗ hv.

Figure 1: Cuts and the information supplied to the decoders. The selected levels satisfy j > i. The
tree depicts latent sampling choices; the upper-cut comparison forgets the path below Dj . The
call panel shows the original sampler; at a modified cut these calls are replaced by independent
uniform draws in the cut space. An own bucket and a stopped ancestor call at the same node use
separate tapes, independently conditional on the domains and shared path. The cards summarize
the analytical inputs (5.14)–(5.15), with W = ker A. The left receives full S without ai; the right
receives ai and only the quotient of S. Both receive upper buckets with Av ̸= 0 on their own
domains. These analytical records are distinct from the original game’s canonical partition keys.
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5.4 A bounded list for an arbitrary small-bias law

We record the Fourier calculation separately. It uses characters under their actual sampling law rather
than treating small bias as total-variation closeness to uniform measure. The short-list principle is
related to Goldreich–Levin heavy-character decoding [13]. We prove the needed statement for the
present nonuniform, own-question law; no efficient decoding algorithm is required. If V = W ⊗ H ′,
write

χΦ(X) = (−1)⟨Φ,X⟩, Φ ∈ V ∗ = Hom(W, (H ′)∗).

For σ ∈ K∗ and a fixed function G : V −→ K, put gσ(X) = (−1)σ(G(X)).

Lemma 5.3 (One heavy list for all affine-slice witnesses). Let K = Fℓ
2, let W ⊆ K have codimension

at most r, and let H ′ be a finite vector space. Let µ be a probability law on V = W ⊗ H ′ with
|EµχΦ| ≤ λ for every nonzero Φ ∈ V ∗. Fix G : V −→ K, 0 < ρ ≤ 1, and set

h0 = 2−rℓ, τ = ρh0/4.

Suppose
2−(ℓ−r) < ρ/8, 0 ≤ λ ≤ min{h0/2, τ2/2}. (5.19)

For each σ ∈ K∗ define the list

Hσ = {Φ ∈ V ∗ : |Eµ[gσχΦ]| ≥ τ}. (5.20)

Each list has size at most 2/τ2. Moreover, let Q ⊆ (H ′)∗ have dimension at most r, let tQ ∈
Hom(Q, W ) specify the nonempty affine slice C = {X : X|Q = tQ}, and let z′ ∈ (H ′)∗ and k0 ∈ K.
If

Pµ(G(X) = Xz′ + k0 | X ∈ C) ≥ ρ, (5.21)

then some σ with σ|W ̸= 0 has a list element in

(σ|W ) ⊗ z′ + W ∗ ⊗ Q. (5.22)

The lists in (5.20) depend on µ, G, W, H ′ and τ , and not on the witness Q, tQ, z′, k0.

Proof. Put w = dim W and q = dim Q. The map V −→ Hom(Q, W ) given by X 7→ X|Q is
surjective: choose a basis of Q, extend it to a basis of (H ′)∗, and extend any specified linear
map to all of (H ′)∗. Thus the linear equations for C have rank wq ≤ ℓr. Their dual space is
L = W ∗ ⊗ Q ⊆ V ∗. Choose any X0 ∈ C. The exact character identity for the affine slice is

1C(X) = 1
|L|

∑
Ψ∈L

χΨ(X0)χΨ(X). (5.23)

Indeed, the sum is one when X − X0 annihilates L, and zero otherwise. Consequently

µ(C) ≥ 2−wq − λ ≥ h0 − λ ≥ h0/2 > 0. (5.24)

This proves the needed slice mass using unconditional bias.
Expand the equality in (5.21) over K∗:

Pµ(G(X) = Xz′ + k0 | C) = 2−ℓ
∑

σ∈K∗
(−1)σ(k0)Eµ[gσ(X)χ(σ|W )⊗z′(X) | C].
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The fraction of σ annihilating W is 2−w, which is at most 2−(ℓ−r) < ρ/8. Each term has absolute
value at most one, so some remaining σ has∣∣∣Eµ[gσχ(σ|W )⊗z′ | C]

∣∣∣ ≥ ρ/2.

Multiply by (5.24) and then insert (5.23). The coefficients in that expansion have total absolute
value one. It follows that for some Ψ ∈ L,∣∣∣Eµ[gσχ(σ|W )⊗z′+Ψ]

∣∣∣ ≥ (ρ/2)(h0/2) = τ.

This gives (5.22). Notice that the unknown target offset contributes only a sign in the equality
expansion.

It remains to bound the lists under the possibly nonuniform law µ. Take m distinct elements
Φ1, . . . , Φm of one list and choose signs ϵa ∈ {−1, 1} aligning their correlations with gσ. Cauchy–
Schwarz gives

m2τ2 ≤
(
Eµ

[
gσ

m∑
a=1

ϵaχΦa

])2

≤ Eµ

( m∑
a=1

ϵaχΦa

)2
 ≤ m + m(m − 1)λ ≤ m + m2λ.

For distinct indices the product character is nonzero, which justifies the off-diagonal bound even after
sign alignment. If m > 0, the hypothesis λ ≤ τ2/2 yields m ≤ 2/τ2; the empty case is immediate.
Only the selected characters were summed, so no ambient-dimension factor appears. All correlations
defining the lists are unconditional under the same law µ.

5.5 Constructing the two decoders

Proposition 5.4 (Upper decoding with a lower rank test). Suppose a legal labeling has acceptance
at least ε, dε ≥ 4, and the cut comparisons have the errors required in (5.2), Lemma 5.1, and
Lemma 5.2. Choose upper inverse constants α, r and ℓ = ℓj as above, and assume (5.19) and (5.18),
with the absolute balance minimum at every level. For the pair i < j supplied by (5.1), there are
randomized strategies, measurable on (5.14) and (5.15) respectively, returning bilinear forms FL on
Hi and FR on H ′

i such that

Pi
(
FR = FL|H′

i×H′
i

)
≥ γj := b 2−ℓ τ2

2 2−r > 0. (5.25)

Every left output has the form

FL(x, y) = z(xy), z ∈ (H2
i )∗, z(1) = 1, rank

(
FL(St, Su)

)
t,u

≤ 1.

The constant γj depends only on c, α, r, ℓj; it is independent of the lower row count ℓi, the branching
numbers, the source alphabet and instance size, and the bias accuracies chosen for lower levels. The
left strategy never receives ai, and the right strategy uses S only through its quotient by ⟨ai⟩.

Proof. On good advice the left samples z uniformly from z0 + Z, using fresh private randomness,
and returns FL(x, y) = z(xy) for x, y ∈ Hi. The products belong to H because Di is a proper
descendant of Dj . Equation (5.9) proves normalization and the rank bound on S. On bad advice
it evaluates at a fixed legal assignment on the original subtree, obtaining the same two validity
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properties. These rules also define valid defaults on any other well-typed left input: use the stated
construction whenever its witness is valid, and point evaluation otherwise. The rule involves no
omitted direction.

For the right decoder, use µ = µR and G = GR from (5.17), and compute all lists (5.20). Choose
σ ∈ K∗ uniformly. If σ|W ̸= 0 and its list is nonempty, choose an element Φ uniformly from that
list. Choose hσ ∈ W deterministically from (A, σ) with σ(hσ) = 1, for example the first such vector
in a fixed order, and put zR = Φ(hσ) ∈ (H ′)∗. Return

FR(x, y) = zR(xy), x, y ∈ H ′
i. (5.26)

The inclusion (H ′
i)2 ⊆ H ′ makes this a bilinear form. In the remaining cases return the zero bilinear

form. These defaults make the algorithm total; normalization is required only of the left output.
No chosen witness from the left enters the right rule.

We now prove agreement for these particular algorithms. For this analysis only, expose E, O, all
projection maps, the path through Di, A, ai, all nonhidden upper buckets, and all other matrices
including full S. Call the resulting data D. Do not expose X, any hidden bucket ingredients, the slice
event J , the representative-match event I, a successful test, or either decoder’s final random choices.
This exposure determines P , Mknown and AM̄ , since AX = 0. Hence it determines goodness, Z, z0, u
and the column witness. By (5.16), the conditional distribution of X given D remains exactly µR,
with the bias bound already proved.

On good data let Q = Z|H′ ⊆ (H ′)∗ and z′ = z0|H′ . The event J either is impossible, or is an
affine slice

CD = {X ∈ W ⊗ H ′ : X(qa|H′) = va − Mknownqa for every a}.

In the latter case these equations define a well-defined linear specification on Q, of dimension at
most r. This also handles a collapse of some columns on restriction to H ′. The target in (5.12) is
Xz′ + k0, where k0 = Mknownz0 + u is fixed by D.

Set pD = µR(CD) on good compatible data, and zero otherwise. When pD > 0, let

qD = Pi
(
GR(X) = Xz′ + k0 | D, X ∈ CD

)
,

and set qD = 0 otherwise. Disintegrating the already proved unconditional inequality (5.12) gives

Ei[pD(qD − ρ)] ≥ b. (5.27)

Its integrand is nonpositive unless the data are good and compatible, pD > 0, and qD ≥ ρ. The
integrand is at most one everywhere. The set of data with those properties consequently has
probability at least b. This is the sole use of the finer exposure: we have not asserted that usefulness
persists upon conditioning on it.

Fix any such favorable D. Lemma 5.3 supplies at least one nonannihilating σ and one

Φ ∈ Hσ ∩
(
(σ|W ) ⊗ z′ + W ∗ ⊗ Q

)
.

The right chooses such a pair with probability at least 2−ℓτ2/2. Every such choice, with the already
fixed hσ, has

zR = Φ(hσ) ∈ z′ + Q.

The restriction map Z −→ Q is surjective. Uniform measure on z0 + Z therefore pushes to uniform
measure on z′ + Q, so the fresh left choice has restriction equal to this particular zR with probability
2− dim Q ≥ 2−r. It is independent of the right’s final choices conditional on D. Equality of these
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functionals on H ′ implies agreement of their product forms on H ′
i ×H ′

i. Averaging over the favorable
data proves (5.25).

For a fixed right input, the law µR, function GR, lists Hσ, and contraction vectors hσ are
identical for all compatible left inputs and witnesses. Different favorable exposures may certify
different elements of these same lists. The preceding hit probability holds separately for each
exposure, so averaging introduces no factor for the number of witnesses.

Finally, η, α, r were fixed from c, while g, q0, b, ρ, τ were fixed from these constants and ℓj .
Conditions (5.19) require only an upper row-count lower bound and an upper bias tolerance.
Condition (5.18) is met by choosing Rj large enough; below j it uses only the common absolute
balance minimum. The inverse statement applies to H/B even in small dimension by Lemma 2.5.
Thus none of these choices depends on the later lower row count or source and branching dimensions.

The algorithms in Proposition 5.4 are now fixed local rules. In particular, the right rule always
computes its heavy lists from the original law µR just defined. A later conditioning may change the
physical law of the hidden buckets; it does not change that algorithm. The subsequent rank and
repetition arguments use these same rules with their prescribed inputs.

6 From tested rank to full rank
Proposition 5.4 provides two local decoders whose bilinear forms agree after projection with
probability at least γj > 0. The left form has rank at most one on the displayed lower rows. We now
show that a positive part of this agreement comes from left forms of bounded rank on the entire
lower function space. The distinction matters: the form selected by the decoder can depend on the
rows on which it is tested.

The passage from agreement of restricted forms to a fixed form of bounded rank has a close
predecessor in Fei, Minzer and Wang [12, Lemmas 5.15–5.16]. Here we carry it out for the tree
function spaces, using the sparse-projection posterior bound and an estimate on affine row and
column slices.

Fix the levels i < j, and write

Hi = HDi(E), H ′
i = HDi(O) ⊆ Hi, Ki = Fℓi

2 , S = MDi .

All restrictions below use the injective pullback identifying H ′
i with a subspace of Hi. For a bilinear

form F on Hi, let
GramF (S) =

(
F (Su, Sv)

)
1≤u,v≤ℓi

.

Call F admissible at S if there is a linear functional z ∈ (H2
i )∗ such that

F (x, y) = z(xy), z(1) = 1, rank GramF (S) ≤ 1. (6.1)

The left form in Proposition 5.4 is admissible: its functional on HDj (E) restricts to H2
i , since Di is

a proper descendant of Dj . On a default input a legal point evaluation has the same properties.
Admissibility is a condition on the left input and output alone; in these finite spaces it can also be
checked by solving the linear equations for z and computing a matrix rank.

6.1 Local tapes and the unfiltered pair experiment

We first specify the randomness to be used without enlarging either decoder’s information. At the
modified cut at Di, condition on E, O, the projections and the path through Di. The advice outside
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the list S is generated by independent exterior ingredients, independent uniform descendant arrays
in their projected spaces, and a bounded number of independent uniform scalar calls in H ′

i. The
scalar calls generate all dependencies of ancestor arrays and the visible level-j buckets. The list S
uses fresh randomness independent of all these calls. This uses the stopped-call representation of
Lemma 4.1, with the independent cut rows in the modified experiment defined before Lemma 4.3. In
particular, already assembled ancestor arrays are functions of these calls and the exterior ingredients;
they are not additional independent exterior variables.

The direct-row representation in Equation (4.3) uses T̂i scalar cut rows, including the rows of S.
The lower resampling below adds one independent row, giving the count T̂i + 1 for that comparison.
Calls may be included before the row map A selects which level-j buckets are visible. Thus their
number depends on the fixed row and product counts, and not on ni or on branching at higher
levels.

The left decoder receives E, the path through Di, its displayed arrays including S, the upper
row map A, and the prescribed visible upper buckets as functions on its own domains. It receives
neither O, the projection choices, nor the omitted lower direction ai. The right decoder receives its
corresponding data on O, together with ai and S mod ai, and receives no ingredients determining
the missing part of S. The latent data just described are an analytical representation of these
inputs, not additional inputs to the decoders.

A complete local random tape specifies the decoder’s random choices on every possible local input.
Since all input and output sets are finite, each randomized decoder is a distribution on deterministic
local functions. Averaging therefore permits fixing both complete tapes while preserving any
hypothesized unconditional agreement probability. Such a fixing does not condition on a realized
answer or on an agreement event. For a cutoff s, erase a left output if it is not admissible at its own
input or if its full rank is at most s. This erasure depends only on the left input and its fixed tape.

Lemma 6.1 (Resampling and transfer to full equality). Fix complete local tapes and the left erasure
just described. Suppose the nonerased left form agrees with the right form on H ′

i ×H ′
i with probability

h in the modified experiment. Let Li be a simultaneous child likelihood bound for the lifted raw cut
data, including the rows of S and one additional independent row. Let υi bound the total variation
between these lifted data and their unrestricted uniform version. There is an unrestricted experiment
in which S ∈ Ki ⊗ Hi and l ∈ Hi are independent uniform variables, ai ∈ Ki \ {0} is uniform and
independent, and

Pr
unif

[
f(S) = f(S + ail) ̸= ⊥

]
≥ h2 − 2βiLi

1 − βi
− υi. (6.2)

Here f also depends on background data independent of (S, ai, l) conditional on the domains. For
every fixing of that background it is one partial table on Ki ⊗ Hi, with no ai or l input. Every
defined output is admissible at its argument and has full rank greater than s.

Proof. We use two disintegrations of the same pair distribution. The first establishes a lower bound
for agreement of restrictions; the second bounds the chance that unequal full forms become equal
after projection.

For the first disintegration, let C include both domains, all projections, the path through Di, A,
exterior ingredients, descendant arrays, and all cut calls other than those generating S. The fixed
tapes are part of this background. Conditional on (C, ai), the list S is uniform in Ki ⊗ H ′

i. Write
q = S mod ai. Once (C, ai, q) is fixed, the right input and hence its answer FR are fixed. Let

p(C, ai, q) = Pr
[
f(S) ̸= ⊥, f(S)|H′

i×H′
i

= FR | C, ai, q
]
.
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Draw S, S′ independently from this same quotient fiber. Conditional independence and then
Cauchy–Schwarz give

Pr[both draws agree with FR and are nonerased] = E[p2] ≥ (Ep)2 = h2. (6.3)

In particular both defined left restrictions agree with each other with probability at least h2.
Before either agreement event is inspected, this pair distribution has the following exact alterna-

tive description:

C has its original law, ai is uniform nonzero,

S is uniform in Ki ⊗ H ′
i, l is independently uniform in H ′

i,

S′ = S + ail.

(6.4)

Indeed the quotient q has its original marginal, the first draw is uniform, and for every fixed S the
map l 7→ S + ail is a bijection from H ′

i onto the fiber containing S. Thus the pair construction
has introduced no filtering by either success or rank. The inequality in Equation 6.3 is an event
probability under the unfiltered law (6.4).

For the second disintegration, expose E, the independent exterior ingredients, the path through
Di, A, the fixed tapes, and ai. Within each child of Di, expose only the lifted raw block: the
child summands for all cut calls, including the rows of S and l, and its descendant arrays. Do not
expose O, projection metadata, the right answer, or any success event. Let D denote this exposure.
All visible left inputs for both draws are functions of D. Consequently both full left outputs are
determined by D, even though the projection flags need not be.

Write F0 = f(S) and F1 = f(S + ail). On inputs where either value is undefined, assign that
output the zero bilinear form solely for applying Lemma 4.4. The resulting two forms are functions
of the permitted lifted data D. That lemma applies with the enlarged call family containing the
extra row l: the exposure includes the independent direction and fixed tapes, but no projection
metadata or right response. Its bilinear consequence (4.12) therefore gives

Pr
[
F0, F1 ̸= ⊥, F0 ̸= F1, F0|H′

i×H′
i

= F1|H′
i×H′

i

]
≤ 2βiLi

1 − βi
. (6.5)

Here F0, F1 ̸= ⊥ refers to the original partial-table outputs. The inequality is unconditional under
the pair law (6.4); neither successful draw has been used as a conditioning event. Subtracting
Equation 6.5 from the event probability in Equation 6.3 yields full defined equality with probability
at least h2 − 2βiLi/(1 − βi).

Full defined equality depends only on E, the lifted raw data and the independent exterior choices.
Lemma 4.3, applied with the extra row l, therefore transfers this event at loss at most υi to the
unrestricted cut law. In that law S, l are fresh independent uniforms on Hi, all other cut calls and
descendant arrays are independent of them, and ai is independent of all these data. This proves
Equation 6.2.

For clarity, the function evaluated at an arbitrary unrestricted input S is the original left algorithm
on its reconstructed input, followed by the local erasure. In particular, its space B = B(S), splitting
of HDj (E)/B(S), good-advice predicate and chosen upper slice witness are recomputed from that
input. The usefulness marks and witness selection rules remain the fixed rules of Section 5; their
values are not held constant as S varies. Neither ai nor l is passed to this algorithm. Values outside
the original support are defined by the same local extension and erased if they fail (6.1). Fixing the
other independently generated data therefore leaves a single partial table f(S) with all the asserted
pointwise properties.
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We have converted substantial high-rank agreement into equality of one partial table under an
ordinary rank-one step. The inverse theorem will select a single output form dense on a row/column
slice. The next lemma shows that a fixed form of high rank cannot pass the tested rank condition
on such a slice, even when its free rows have affine offsets.

6.2 A rank bound on affine slices

Lemma 6.2 (Fixed forms on affine row/column slices). Let H be a finite-dimensional vector space
over F2, let F be a bilinear form on H, and let ℓ, r′, m be nonnegative integers with m ≥ 1 and
ℓ ≥ 2m + r′. Let A ⊆ Hℓ be a nonempty affine slice defined by at most r′ row combinations and at
most r′ column functionals: for suitable linear maps A0 and q1, . . . , qb ∈ H∗, where b ≤ r′,

A = {S : A0S = U, Sqv = wv (1 ≤ v ≤ b)}, A0 has at most r′ rows.

Then, for uniform S ∈ A and t0 = rank F − 2r′,

Pr
[
rank GramF (S) ≤ 1

]
≤ (2m − 1)2−t0 +

[
1 + (2m − 1)2]2−m2

. (6.6)

In particular, if rank F > s, the first term can be replaced by 2m−(s−2r′).

Proof. The form F is fixed throughout this proof. First remove dependent row equations, leaving
a = rank A0 ≤ r′ independent ones. Nonemptiness of the slice guarantees the corresponding
relations among their prescribed values. Extend these a row combinations to an invertible matrix
T ∈ Matℓ×ℓ(F2) and put Y = TS. The first a rows of Y are fixed. Bilinearity gives the congruence

GramF (Y ) = T GramF (S)T t. (6.7)

It follows that the two Gram matrices have the same rank. We are transforming the rows of a fixed
form, and make no equivariance assumption about any decoder that might have selected F .

Remove dependent column functionals as well, leaving a basis q1, . . . , qc of their span with c ≤ r′.
Again, the nonempty slice guarantees every required dependence among the right-hand sides. The
column equations transform to Y qv = Twv. Define

N =
c⋂

v=1
ker qv, codimH N = c.

After the first a rows have been fixed, the equations on each remaining row are independent of those
on the other rows and specify a nonempty translate of N . Thus the uniform slice measure makes its
ℓ − a ≥ 2m free rows independent, each uniform on a possibly different affine space uk + N . This
conclusion also covers redundant original equations, zero column span, and zero row rank.

Let FN be the restriction of F to N × N , and put t = rank FN . Regard a bilinear form as a
map from its first argument space to the dual of its second argument space. Restricting the domain
from H to N loses at most c in rank. Restricting the codomain from H∗ to N∗ also loses at most c,
since the restriction map has a kernel of dimension c. Consequently

t ≥ rank F − 2c ≥ rank F − 2r′ = t0. (6.8)

Choose two disjoint groups of m free rows, denoted x1, . . . , xm and y1, . . . , ym. Write xu = uu+nu

with independent uniform nu ∈ N . The full functionals supplied by the first group are

λu = F (xu, ·)|N = F (uu, ·)|N + F (nu, ·)|N ∈ N∗.
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Let V ⊆ N∗ be the image of FN , of dimension t. Each λu is uniform on its specified translate of V ,
and the λu are independent. For any nonzero e = (e1, . . . , em) ∈ Fm

2 , the sum
∑

u euλu is uniform on
a translate of V : select one index with eu = 1 and condition on all other summands. Its probability
of being zero is therefore either zero or 2−t. Taking the union over the 2m − 1 nonzero coefficient
vectors gives

Pr[λ1, . . . , λm are linearly dependent] ≤ (2m − 1)2−t. (6.9)

The offsets F (uu, ·)|N are included in these functionals; no claim about independence of only their
variable parts is being made.

Conditional on a realization of the first group for which the λu are linearly independent, the
linear map

N −→ Fm
2 , n 7−→ (λ1(n), . . . , λm(n))

is surjective. A second-group row yv = vv + n′
v has n′

v uniform in N , independently of the first
group and of the other such rows. Its cross column (F (xu, yv))m

u=1 is a fixed offset plus the image of
n′

v under this surjection. It is therefore uniform in Fm
2 . The cross matrix

C =
(
F (xu, yv)

)
1≤u,v≤m

is consequently uniform in Matm×m(F2), conditional on that first group.
Exactly one such matrix has rank zero. Every rank-one matrix has a factorization uvt with

nonzero u, v ∈ Fm
2 , unique over F2 because the only nonzero scalar is one. Hence exactly 1+(2m −1)2

matrices have rank at most one. If the full Gram matrix of Y has rank at most one, its cross
submatrix C does as well. Combining this count with Equations 6.7, 6.8 and 6.9 proves (6.6).
Finally, rank F > s implies (2m − 1)2−t ≤ 2m−(s−2r′), giving the stated simpler bound. Neither
symmetry nor nonalternation of F was required.

6.3 Positive agreement of bounded-rank forms

Proposition 6.3 (Low-rank agreement). Fix a pair i < j for which Proposition 5.4 supplies
agreement at least γ = γj > 0. Apply Theorem 2.6, including Lemma 2.5, at the equality threshold

ηlow = γ2/8,

and let α′ > 0, r′ and ℓ′
0 be its density, constraint and row-count constants. Choose integers m ≥ 1,

s ≥ 1 and ℓi such that[
1 + (2m − 1)2]2−m2

< α′/2, 2m−(s−2r′) < α′/2, ℓi ≥ max{ℓ′
0, 2m + r′}. (6.10)

Take ni sufficiently large that the data in Lemma 6.1 satisfy

2βiLi

1 − βi
≤ γ2/64, υi ≤ γ2/64, βi = n

−2/3
i . (6.11)

Then the original randomized decoders satisfy, in the modified experiment,

Pr
[
FL|H′

i×H′
i

= FR, FL is admissible at S, rank FL ≤ s
]

≥ γ/2. (6.12)

The rank cutoff and row-count requirements depend only on the upper agreement constant. The
likelihood and total-variation requirements can be met after the source alphabet and lower branching
numbers have been fixed, without any dependence on higher branching numbers.
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Proof. Suppose instead that agreement from left outputs of rank greater than s has probability at
least γ/2. Fix complete local tapes preserving this high-rank agreement mass, and erase the left
outputs as above. Since the original left decoder is admissible, this leaves nonerased agreement
probability h ≥ γ/2. By Lemma 6.1 and Equation 6.11, the unrestricted experiment satisfies

Pr
unif

[f(S) = f(S + ail) ̸= ⊥] ≥ γ2

4 − γ2

64 − γ2

64 = 7γ2

32 > ηlow.

Fix the domains and all remaining independent background data at a value for which this equality
probability is at least ηlow. Conditional on this fixing, S, l, ai still have the independent uniform
laws required by the inverse theorem. The output alphabet is the finite set of bilinear forms on this
fixed Hi; its size has no effect on the inverse constants.

Theorem 2.6 now selects one fixed defined output F and a nonempty affine row/column slice,
with at most r′ constraints of either type, on which f(S) = F has density at least α′. Every such
occurrence satisfies rank F > s and rank GramF (S) ≤ 1, by the pointwise definition of the partial
table. Only after fixing this output do we apply the row operations in Lemma 6.2. That lemma and
Equation 6.10 show that the latter rank event has density strictly less than α′ on the same slice, a
contradiction. Dependence of B(S) and the upper witness on S does not enter this step: at each
occurrence of the selected form its Gram rank condition holds on that occurrence’s own list.

Thus high-rank agreement has probability less than γ/2 for the original randomized decoders.
Subtracting it from the agreement mass at least γ proves Equation 6.12. The temporary fixing of
tapes was used only to refute the hypothesized high-rank mass; it has not replaced the original
decoder algorithms in the conclusion.

For the parameter claims, the second summand in Equation 6.6 tends to zero as m grows. Choose
m first, then s, and then ℓi as in (6.10). All these choices depend only on γ. The finite likelihood
bound Li is fixed once the source alphabet, upper row and product counts, and lower branching
numbers have been fixed; the extra resampling row changes only this finite bound. Lemmas 4.3
and 4.4 then make both losses in (6.11) arbitrarily small by increasing ni. For the finitely many
upper levels j > i, one may meet all row requirements and take the maximum rank cutoff. Increasing
a cutoff only strengthens every high-rank exclusion already proved.

The resulting agreement event supplies a normalized product form of bounded full rank. Its
restrictions to the atomic indicators at a leaf will produce an odd list of at most s legal answers.
The next section turns those lists into local strategies on many independent source questions.

7 Clean children and independent repetition
A normalized product form of bounded rank determines a short odd list of answers at each source
leaf. When the decoded forms agree after projection, their lists satisfy a projection constraint. To
apply parallel repetition to these lists, we must recover independent source edges and local answer
rules despite their sampled advice.

We do this by finding projected children whose contributions to every sampled function are
zero. The probability of this event is exactly independent of their source questions. Revealing the
remaining data therefore leaves independent source edges at designated leaves, and each player can
reconstruct its original decoder input from its own questions there. Repetition then bounds the
low-rank agreement from Proposition 6.3.

Fix levels i < j and use the modified experiment at Di throughout this section. Write

Hi = HDi(E), H ′
i = HDi(O), S = MDi .
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We identify H ′
i with its pullback subspace of Hi. The integer s ≥ 1 is a full-rank cutoff as in

Proposition 6.3. The source game, denoted by Gsrc, is a fixed t-fold power of the clause–variable
game. For a source question u on the left and v on the right, write Λu and Γv for their nonempty
legal answer sets. Thus Γv = Ft

2, with a separate coordinate for each slot, including slots with
repeated variable IDs. Let µ be the distribution on source edge records e = (u, v, πe).

7.1 Odd lists and leaf indicators

For a finite nonempty set Λ, define

Os(Λ) = {L ⊆ Λ : 1 ≤ |L| ≤ s, |L| odd}.

Given a map π : Λ → Γ, define its parity pushforward by

πodd(L) = {b ∈ Γ : |L ∩ π−1(b)| is odd}. (7.1)

The same parity pushforward describes restriction of Fourier characters in low-degree long-code
analysis [8, Section 2.3, Equation (1), ECCC version]. The odd-list game Godd,s has the same
questions and edge distribution as Gsrc, legal answers Os(Λu) and Os(Γv), and edge map (πe)odd.

Lemma 7.1 (Odd-list projection and extraction). Every map in Equation (7.1) sends Os(Λ) into
Os(Γ). In particular, Godd,s is a total projection game, and

val(Godd,s) ≤ s2 val(Gsrc). (7.2)

Suppose a bilinear form F on Hi has the form

F (x, y) = z(xy), z ∈ (H2
i )∗, z(1) = 1, rank F ≤ s.

For every leaf λ below Di, with local answer set Λλ, its diagonal on the leaf indicators specifies a
member of Os(Λλ). If that leaf is projected by πe and a form F ′ on H ′

i equals the restriction of F ,
then its corresponding diagonal list is the parity pushforward of the left list.

Proof. For L ∈ Os(Λ), summing all preimage multiplicities modulo two gives

|πodd(L)| ≡ |L| ≡ 1 (mod 2).

Each member of πodd(L) has at least one preimage in L, and these preimage sets are disjoint.
Consequently its size is at most |L|, proving totality.

Take any deterministic labeling of the odd-list game. Each player independently chooses a
uniformly random member of the list it would return. On an accepted list edge, the two lists
contain an accepting ordinary answer pair: any element of the nonempty right list has an odd, hence
positive, number of preimages in the left list. The independent choices select some accepting pair
with probability at least 1/(|L||R|) ≥ s−2. This is a legal randomized source strategy; averaging
deterministic answer tables bounds its success by val(Gsrc). Maximizing over the list labeling proves
Equation (7.2).

For the extraction statement, let ea be the indicator that the answer at leaf λ is a ∈ Λλ, extended
by ignoring every other leaf. By Definition 3.1, ea ∈ Hi. Pointwise multiplication gives

eaeb = 0 (a ̸= b), e2
a = ea,

∑
a∈Λλ

ea = 1.

41



Thus (F (ea, eb))a,b is diagonal, with diagonal da = z(ea). Its rank is the integer |{a : da = 1}| and is
at most rank F ≤ s. Moreover,

∑
a da = z(1) = 1 in F2, so this support is odd and nonempty.

For a projected answer b, the pullback of its indicator is

e′
b =

∑
a:πe(a)=b

ea.

Agreement of the forms and the diagonal identity imply

F ′(e′
b, e′

b) =
∑

a:πe(a)=b

da. (7.3)

The support on the right is exactly the parity pushforward in Equation (7.1), completing the
proof.

Low-rank symmetric matrices also yield short assignment lists in the quadratic-code analysis of
Khot and Saket, through rank-one decompositions [23, Lemma 2.1 and Section 7.2, ECCC version].
Here the orthogonal leaf indicators give the lists directly as diagonal supports of legal answers.

We use a total local extraction rule also when a decoder fails to return such a form. Order the
legal answers to every source question once and for all. At each designated leaf, a player reads the
diagonal support of its own output form. If that support is odd and has size at most s, it returns
the support. If the output is not a form or this test fails, it returns the singleton consisting of the
first legal answer to its own question. The test and default use only that player’s input and output.
In particular, the right player need not determine the rank or validity of the left form. These rules
produce legal lists on every input, and Lemma 7.1 identifies their outputs whenever normalized
low-rank agreement occurs.

7.2 An exact law for vanishing advice

Zero advice was already used to hide a source coordinate and recover soundness under repetition
by Khot, Minzer and Safra [21, Sections 3.3–3.4, especially Remark 3.2]. Here we zero all sampled
contributions from selected children and prove that the resulting conditional source law is exactly a
product law.

Choose the first leaf of each child of Di as its designated leaf. This choice depends only on the
ordered tree. We will express every uniform cut draw as a sum of independent child contributions.
A projected child will be clean when all its contributions and all its internal arrays are zero. Its
arguments then disappear from the sampled functions, while the zero probability can be computed
on that child’s projected domain.

The family of contributions must cover every input used by the decoders. Stop every recursive
scalar call used by an ancestor array when it first reaches Di, including the calls for every bucket of
M = MDj . Fix this family before the row map A selects visible buckets, and add the ℓi independent
rows of the uniform matrix S. By Equation (4.3), its size is

T cl
i = T̂i = ℓi +

d∑
h=i+1

(2ℓh − 1)
h∏

p=i+1
(2Rp). (7.4)

Indeed, an array at level h has 2ℓh − 1 scalar buckets, and each scalar call at level p > i makes 2Rp

calls in its path child. All other contributions lie outside Di, and distinct calls use fresh randomness.
If a recipe uses fewer calls, pad it with independent unused calls to reach T cl

i . Thus the call count is
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fixed before any visibility decision. The notation T cl
i distinguishes this family from those enlarged

by extra rows in comparison experiments.
Let Ξ record the questions outside Di, the path through Di, the exterior ingredients of the

stopped expressions, and all other arrays supported outside Di. Include the independent choices A
and ai after fixing the call family. Record each exterior function on the domain of its supporting
subtree, together with its location in the expression. This representation requires no endpoint
questions inside Di; each player will later extend it to its own product domain by ignoring the
other arguments. Assembled ancestor values are still functions of the pending cut calls and are not
exposed in Ξ. Consequently Ξ depends only on exterior source records and independent exterior
randomness, so the source samples inside Di retain their independent laws conditional on Ξ.

It is convenient to sample a complete source edge at every leaf, even when its child will remain
unprojected. This merely augments the modified experiment: sample the left question and then a
source projection conditional on it, using that projection only if the child is selected. For each child
C of Di, independently let PC be its projection flag, with Pr(PC = 1) = βi = n

−2/3
i . Write eC for

the tuple of source edge records at its leaves and mi for the number of those leaves. Thus eC has
distribution µ⊗mi .

Generate cut call q ∈ [T cl
i ] by taking, independently for all q, C, a uniform latent summand

Uq,C ∈ HC(O)2, Uq =
∑

C child of Di

Uq,C .

The sum is uniform in H ′
i because the addition map from the product of the child square spaces onto

H ′
i is a surjective linear map. Its fibers all have the same size. The resulting calls are independent,

and are independent of the uniform arrays at every nonleaf proper descendant of Di. The first ℓi calls
can therefore serve as the rows of S, with the rest substituted in the stopped ancestor expressions.
This is exactly the modified sampling law on the visible arrays. No direct-sum assumption on the
child spaces is involved.

Call C clean if PC = 1, every Uq,C is zero, and every sampled array at a nonleaf node in the
subtree rooted at C is zero. Write C for the set of clean children.

Lemma 7.2 (Exact clean probability and conditional source law). Conditional on any exterior
datum Ξ = ξ of positive probability, the clean indicators are independent. In the padded construction
above each has probability βip0,i, where

p0,i = 2

−T cl
i dim(H′2

C )−
∑

D⪯C
D nonleaf

ℓlevel(D) dim H ′
D

> 0. (7.5)

Here D ⪯ C includes D = C, and H ′
D is the function space on a fully projected subtree of the

indicated shape. The exponent has the same value for every child and every choice of source questions
and projection positions. It depends only on the source power, the fixed row and product counts, and
branching below level i; it is independent of the instance, ni, and all higher branching numbers.

After fixing C, expose all source questions, projection choices and latent data at nonclean children,
and all source edge records at nondesignated leaves of clean children. Denote this additional exposure
together with Ξ and C by Dpub. Conditional on every value of Dpub of positive probability, the source
edge records at the designated clean leaves are independent and each has distribution µ.

Proof. Fix Ξ = ξ and a child edge tuple eC . Conditional on PC = 1, the T cl
i latent summands in

that child are independent uniform points of H ′2
C . Their probability of all being zero is 2−T cl

i dim(H′2
C ).

An independent uniform ℓp-row array in H ′
D is zero with probability 2−ℓp dim H′

D . Multiplication
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over all such descendant arrays proves Equation (7.5). This calculation sets each latent summand
to zero separately. The possibility that nonzero summands could cancel, including shared constants,
has no effect on this event or on its probability.

We next prove that the displayed probability is exactly independent of eC . Each fully projected
leaf has answer domain Ft

2. Given two projected subtrees of the same ordered shape, identify
these domains coordinatewise, retaining a separate factor at every leaf and every source-power slot.
Pullback by this product bijection identifies their full leaf function spaces. It preserves sums and
pointwise products, so induction through the tree identifies every corresponding H ′

D and H ′2
D . In

particular their dimensions agree. Neither the question IDs nor the selected projection positions
enter these identifications. Even a right question (v, v) has the full answer domain F2

2 in its two
slots; it does not identify their answer coordinates.

Consequently, for every possible edge tuple e,

Pr(eC = e, C ∈ C | Ξ = ξ) = µ⊗mi(e) βip0,i. (7.6)

The latent child blocks, edge tuples and flags are independent across children conditional on Ξ.
Thus the clean indicators are independent, and the constant factor in Equation (7.6) cancels on
conditioning that a child is clean. The entire edge tuple in each clean child retains its original product
law. Positivity of a question-dependent zero probability would not suffice for this cancellation; its
constancy has just been proved.

Fixing the whole clean mask still leaves a product across children. Exposing full data of nonclean
children therefore imposes no additional condition on any clean edge tuple. Within each clean child,
fixing the nondesignated edge records in its product tuple leaves the designated edge with law µ.
This proves the asserted law conditional on Dpub. Natural repetitions of an ID in different samples
are permitted throughout; this exposure neither requires nor forbids a collision with an exposed ID.

Finally, the child shapes involve only n1, . . . , ni−1, and Equation (7.4) involves row and product
counts but no branching numbers. This proves the stated parameter dependence. If i = 1, the
children are leaves and the descendant-array sum is empty, with value zero, so the same argument
applies.

7.3 Reconstructing the original local strategies

The preceding lemma leaves independent source questions, but repetition also requires local answer
rules on those questions. Here the input restriction is substantive: the left decoder in Proposition 5.4
never receives ai, while the right decoder receives S only modulo ai. We now reconstruct precisely
those inputs after the final exposure.

Lemma 7.3 (Local reconstruction on clean children). Fix Dpub = d0 of positive probability as in
Lemma 7.2. From d0 and its own designated source questions in C, each player can reconstruct its
input to the original decoder of Proposition 5.4. Composing these decoders with the total diagonal
extraction rule defines local strategies for G

⊗|C|
odd,s. Whenever their original forms agree on H ′

i and
the left form is normalized, of product form, and of full rank at most s, these strategies accept every
designated clean edge.

Proof. First reconstruct the two question tuples. The left player combines its designated clause-tuple
questions with all the exposed questions to obtain E. It does not need the selected positions or
variable IDs at its designated clean leaves. The right player combines its designated variable-tuple
questions with the exposure to obtain O: every clean child is projected, and the entire question and
projection data at every nonclean child are exposed. The right player does not need the missing
clause-tuple questions. Repeated IDs specify separate slots in both reconstructions.
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We next reconstruct the functions appearing in the advice. At a nonclean child the exposure
supplies its actual latent summands and descendant arrays, including the projections needed to
pull them back on the left. At a clean child substitute a zero symbol for each latent summand and
descendant row. Such a symbol specifies only its call, row and tree location. The left interprets
it as the zero function on its own original domain; the right interprets it as the zero function on
its own projected domain. It carries no missing endpoint ID, selected position or partner-domain
metadata. In either interpretation it equals the corresponding actual function, because zero pulls
back to zero under every projection.

Sum these child contributions to obtain every cut call, including all rows of S. Then evaluate
the stopped expressions using the exposed exterior ingredients. This yields all ancestor arrays
and all their individual buckets, hence every nonhidden bucket required by the decoders. This
is a reconstruction from the chosen sampled decomposition, not an attempt to recover a unique
decomposition from the resulting function. Overlaps of constants between child spaces, or other
nonuniqueness of a sum representation, do not alter the resulting sums.

To check that no missing domain information enters these expressions, consider the full algebra
of functions on the product of all leaf domains that ignore the arguments in clean children. It
contains constants and is closed under sums and pointwise products. Every reconstructed cut call
belongs to this algebra: its clean summands are zero and its other summands are supported on
nonclean children. Every exterior ingredient also belongs to it, since its support is outside Di.
Induction over each stopped expression therefore shows that every reconstructed ancestor function
ignores all clean arguments. Descendant arrays in clean children are identically zero. Thus products
at higher levels cannot introduce dependence on the unavailable endpoint questions.

Each player now has its own domains and all the functions supplied to its decoder. It can form
their reduced-support partition keys, consult the fixed labeling, and restore the evaluations of the
selected parts in its own domain, using the conventions of Section 3. For each reconstructed sampled
joint function, every clean slot is unused, so canonicalization discards that slot and its domain
metadata. On nonclean projected slots, the exposed projection supplies the necessary pullback; on
designated clean slots, the functions just proved independent of those arguments require none. A
decoder can also evaluate any hypothetical matrices called for by its algorithm: it constructs them
on its own now-known domain. Such additional matrices need not ignore the designated arguments,
since the player already knows its own questions there.

Although this final public record may determine full S, the simulated right decoder is called
with its original input S mod ai. Similarly the left decoder is called without ai, even though the
final public record may contain that direction. Neither decoder receives the reconstructed hidden
M or additional buckets that are absent from its specified input. Extra public information in the
simulation is simply omitted from the relevant arguments. All information used to form the original
arguments is a function of d0 and the player’s own designated questions.

The simulation runs the same fixed algorithms on these reconstructed inputs. The left uses
its fixed usefulness marks and deterministic witness rule. The right computes the heavy lists
in Equation (5.20) using the original law and response function determined by its own input in
Section 5.3, then applies the same selection and contraction rules. Conditioning on Dpub may change
the physical distribution of the sampled hidden buckets, but it does not change the reference law
prescribed by this algorithm. The local simulation therefore requires no small-bias assertion under
the clean conditioning.

Finally, run the total diagonal extraction rule at the designated clean leaves. Each player has
exactly its own source question there, so this is a legal local answer rule on the repeated game.
The rules are defined even on inputs on which the original decoder chooses a default, produces a
high-rank form, or fails the diagonal test. On normalized low-rank agreement, Lemma 7.1 says that
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the left supports are valid odd lists and their right supports are their parity pushforwards. Both
diagonal tests then pass, so every designated clean edge accepts. This is an event inclusion, with no
conditioning on the forms’ validity, their agreement, or their rank.

7.4 The vanishing upper bound

We can now bound low-rank agreement in the original modified law. All public exposures used for
this purpose have already been specified, and none includes a useful-advice event, a slice event, a
decoder output or a successful character match.

Proposition 7.4 (Clean repetition bound). Assume val(Gsrc) < 1/(2s2). Let Li,j,s be the event
in the modified experiment that the two original decoder outputs agree on H ′

i, while the left output
is a normalized product form on Hi of full rank at most s. Then, for the clean probability in
Equation (7.5),

Pr(Li,j,s) ≤
(

1 − βip0,i

64

)ni

≤ exp
(

−p0,i

64 n
1/3
i

)
. (7.7)

The bound holds for randomized decoders and is uniform over the source instance and over the fixed
labeling.

Proof. Lemma 7.1 gives val(Godd,s) < 1/2. Fix a public record Dpub = d0, and put k = |C|. By
Lemma 7.2, its designated edge records have exactly the independent product distribution of k source
samples. By Lemma 7.3, the original decoders and the total extraction rules give local strategies for
the corresponding odd-list game. Theorem 2.2, with gap 1/2, bounds their probability of accepting
all k edges by (63/64)k. For k = 0 the bound is interpreted as one. Private or shared random tapes
independent of the questions cause no difficulty: fixing complete tapes gives deterministic local
functions, to each of which the same bound applies, and then one averages over those tapes.

The event inclusion in Lemma 7.3 therefore gives

Pr(Li,j,s | Dpub = d0) ≤ (63/64)|C|.

This inequality bounds the favorable agreement event; that event has never been used to define the
conditional source distribution or the local strategies. Average over Dpub, and then use independence
of the clean indicators conditional on Ξ. In the padded construction this yields the exact generating-
function identity

E
[
(63/64)|C| | Ξ

]
=

∏
C child of Di

(
1 − βip0,i + 63

64βip0,i

)
=
(

1 − βip0,i

64

)ni

.

The second bound in Equation (7.7) follows from 1 − x ≤ e−x and niβi = n
1/3
i .

Remark 7.5 (Exterior-dependent call families). The padded family above gives one constant clean
probability. The argument also permits independent exterior recipe choices with T cl

i (ξ) ≤ T cl
i

calls. Substituting this count in Equation (7.5) gives an exact question-independent probability
p0,i(ξ) ≥ p0,i. If the recipe differs between children, denote these probabilities by p0,C(ξ). Conditional
on Ξ = ξ, the clean indicators remain independent, and every p0,C(ξ) is at least p0,i. The exact
factors, rather than this lower bound, cancel in Equation (7.6); hence the conditional source law
and the local reconstruction are unchanged.

The same generating-function calculation then gives

Pr(Li,j,s) ≤ EΞ
∏

C child of Di

(
1 − βip0,C(Ξ)

64

)
≤ exp

(
−p0,i

64 n
1/3
i

)
. (7.8)
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Only the second inequality uses the uniform positive lower bound.
For the decoders supplied by Proposition 5.4, Proposition 6.3 gives Pr(Li,j,s) ≥ γj/2. Once

the source power and the lower branching numbers have been fixed, p0,i > 0 is already fixed
independently of ni and of higher branching. Taking, for example,

n
1/3
i >

64
p0,i

log 4
γj

makes Equation (7.7) smaller than γj/4, a contradiction. There are only finitely many choices of
j > i, so one branching number at level i accommodates all of them. Enlarging a higher branching
number adds only exterior data and changes the deterministic stopped expressions; it changes
neither the number of calls in Equation (7.4) nor the projected child dimensions in Equation (7.5).
This is the uniform contradiction needed for the parameter selection in Section 8.

8 Choosing the parameters and completing the reduction
We now combine the local statements into a reduction. The parameters are constants depending on
the requested soundness, but their order of choice matters: the upper agreement guarantee and
its constants must be fixed before the lower row counts used to test rank. We choose row counts
from the root downwards, fix the source repetition power, and then choose branching numbers from
the leaves upwards. The bounds used during these choices are uniform in every dimension and
table range not yet fixed; the decoders themselves are instantiated after all choices. This establishes
soundness for the preliminary weighted game. Completing its at-most-two maps and rounding its
weights will give the fixed alphabets and explicit unweighted output of Theorem 1.1.

8.1 Row counts, rank cutoffs, and source repetition

Fix δ ∈ Q ∩ (0, 1) and put ε = δ/3. Choose a depth d with dε ≥ 4. The pair-counting argument of
Section 5 allows a common positive simultaneous-success threshold; for definiteness take

c = ε2/2, κ = c/2, η = c2/32.

The losses below will be small enough for these choices. Apply Theorem 2.6 at the upper inverse
threshold η/2, and denote its density, number of constraints and minimum row count by α, r, ℓ0.
Set ρ = κα/4.

Choose the row counts from the root downwards. When choosing ℓj , all agreement constants
γk with k > j have already been fixed. For every such k, apply the lower analysis of Section 6
with agreement threshold γk: fix its inverse constants, then a cross-matrix size, then a rank cutoff.
Choose ℓj large enough for each of these finitely many lower row requirements, and also so that

ℓj ≥ ℓ0, 2−(ℓj−r) < ρ/8. (8.1)

At the top level there are no preceding lower-test requirements.
With ℓj fixed, the following conservative constants from Section 5 are available:

hj = 2−rℓj , gj = η2

4 2−rℓj , qj = gjhj , (8.2)

bj = καqj/4, τj = ρhj/4, γj = bj 2−ℓj−rτ2
j /2. (8.3)
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Choose
λj ≤ min{hj/2, τ2

j /2}, (7/8)Rj ≤ λj , (8.4)

and require every Rj to exceed the absolute minimum giving the quarter-balance premise in
Lemma 4.5. The scalar induction uses only this lower balance minimum, not a lower level’s eventual
accuracy λi. Thus choosing Rj creates no requirement to determine a lower source dimension or a
lower row count first.

Carry this procedure down to level 1. Take s ≥ 1 to be the maximum of all the resulting rank
cutoffs. Increasing a cutoff only strengthens the high-rank exclusion estimate, so the estimates for
every pair i < j remain valid. With s fixed, choose the source repetition power t so that

val(Gsrc) <
1

2s2 (8.5)

on unsatisfiable inputs. Theorem 2.2 and the fixed source gap permit this choice. The parameter t
fixes the source alphabets.

The absence of dimension and range factors in Theorem 2.6, Lemma 2.5, and the heavy-list
bound is essential here. Although t changes the dimensions of all actual function spaces, it changes
none of the already selected lower bounds in (8.3). Thus the source alphabet can be chosen after all
row counts and rank cutoffs, leaving only branching to be determined.

8.2 Choosing the branching numbers

It remains to choose the branching numbers n1, . . . , nd. Take them to be integer cubes greater than
one, so βp = n

−2/3
p is rational. All row counts, product counts, source alphabets, inverse densities,

rank cutoffs and agreement thresholds have already been fixed.
There are finitely many cuts, pairs of levels and extra-call variants. Fix a positive accuracy

smaller than one tenth of every tolerance needed for the following uses:

(i) transferring the original pair success to the modified lower-cut law;

(ii) preserving positive upper defined equality before the inverse step;

(iii) the row-fiber transfer in Lemma 5.2, with error at most αqj/16;

(iv) the lower full-law comparison, with error at most γ2
j /64.

In (i) one may reserve error less than ε2/4, and in (ii) less than c2/16. The comparison from the
modified i-law to the unrestricted j-law is a triangle of at most three raw comparisons. The factor
ten accommodates this triangle as well as the direct uses. Reserve separately posterior discrepancy
less than γ2

j /64 for every lower test, and require the clean-game upper bound to be below γj/4.
Choose np in ascending order of p. At that moment, Lemmas 4.2–4.4 and Lemma 7.2 provide a

finite likelihood bound Lp and a positive clean zero-probability lower bound p0,p. They depend on
already chosen lower branching and fixed parameters, but not on np or higher branching. As np

tends to infinity through cubes, all of

Lp√
np

,

√
(1 + n

−4/3
p L2

p)np − 1,
2n

−2/3
p Lp

1 − n
−2/3
p

, (8.6)

(1 − n−2/3
p p0,p/64)np (8.7)

tend to zero. Choose np to satisfy every relevant fixed tolerance. For (8.7), use the uniform bound
conditional on exterior choices if those choices alter the zero probability.
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Later higher branching cannot invalidate an earlier choice. The stopped-call representation in
Section 4 bounds the number of raw calls into the p-cut using only the already fixed upper row
and product counts. Higher branching introduces independent exterior functions and changes the
deterministic map assembling ancestors; it does not change that raw block law or its number of
calls. Total variation decreases under the assembly map, and the posterior estimate is proved on
the raw lifted blocks before assembly. The clean event zeros a predetermined collection of those
same calls. This proves the uniformity needed for the ascending choice.

Proposition 8.1. With these fixed parameters, the preliminary legal-answer game has perfect
completeness, fibers of size at most two, and value less than ε on every unsatisfiable source instance.

Proof. The structural assertions follow from Lemma 3.5 and Proposition 3.6. Suppose that a
labeling on an unsatisfiable input has value at least ε. Pair counting and the selected comparison
errors give levels i < j for which Proposition 5.4 supplies agreement at least γj . The lower row
requirements and error schedule give, by Proposition 6.3, agreement at least γj/2 with a normalized
full form of rank at most s. By (8.5) and Lemma 7.1, the parity-list game has value less than 1/2.
Proposition 7.4 bounds the same agreement by a quantity less than γj/4, by our choice of ni. This
is impossible.

8.3 Completing every fiber to size two

For fixed parameters, let Lmax and Rmax bound the numbers of legal answers at left and right
vertices. These bounds are independent of the input length. Choose a common integer q with

q ≥ max{2, Rmax, ⌈1/δ⌉}, 2q − Lmax ≥ 6/δ. (8.8)

At each vertex, embed its legal answers in the common alphabet by a fixed ordering.
Consider one preliminary edge with legal projection π : L → R. For each b ∈ [q] its residual

capacity is
cb = 2 − |π−1(b)| ∈ {0, 1, 2},

where a right label outside R has no legal preimage. The residual capacities sum to N = 2q − |L|.
Enumerate all maps from the N illegal left labels into these capacities, giving each completion the
same conditional weight. Together with π, each such completion is a map π̂ : [2q] → [q] with every
fiber of size exactly two. There are finitely many completions, and their number is a constant.

For any fixed illegal left label a and fixed right label b, symmetry among the N illegal labels
gives

Pr
π̂

[π̂(a) = b] = cb/N ≤ 2/N ≤ δ/3. (8.9)

This bound is pointwise in the answers chosen by a labeling. Legal-left/illegal-right pairs never
satisfy an edge. Given a labeling of the enlarged alphabets, retain all its legal answers and extend
its other choices to arbitrary legal answers. Every edge satisfied with two legal answers remains
satisfied by this legal extension. The weighted fraction of such edges is consequently at most the
preliminary value. Equation (8.9) bounds all remaining accepting occurrences by δ/3 in total. Thus
the completed weighted game’s value on an unsatisfiable input is at most ε + δ/3.

Every completion agrees with the original map on legal answers. A completeness labeling
therefore satisfies every completed occurrence, not merely their average.
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8.4 Explicit enumeration and removal of weights

We verify the deterministic running-time and encoding assertions. The source power t, the number
of tree leaves, every row count, and every local answer-domain size are constants. If the PCP
instance has size NPCP, all ordered outer question tuples can be enumerated in NC

PCP time for a
fixed C. Repeated question IDs remain separate coordinates, exactly as in the definition of the
source game.

For each tuple, the local spaces can be constructed from their finite truth tables. Pointwise
multiplication, linear algebra, supports, joint partitions and their canonical keys can all be found by
exhaustive enumeration on constant-size domains. The recursively specified sampling law is likewise
a finite enumeration of constant-size random choices. Question IDs require only polynomially many
bits. After equal keys are identified, every vertex and every projection table can therefore be listed
explicitly in polynomial time.

The preliminary probabilities are rational. Uniform finite-space choices have constant denomina-
tors, and source-question probabilities have polynomial bit complexity. Completions introduce only
another constant denominator. Hence we obtain a polynomial list of positive-weight edge entries
e1, . . . , em, with rational weights wa summing to one and with polynomial bit complexity.

In this fixed enumeration of positive-weight entries, set K = ⌈3m/δ⌉ and ka = ⌊Kwa⌋. Add
one to each of the first K −

∑
a ka entries. The remainder is an integer in [0, m), so this adds at

most one copy to any entry and is a deterministic rule. Then
∑

a ka = K and every copy lies in
the original positive support. Some original occurrences may receive zero copies; no new support is
added. Moreover,

TV
(
(wa)m

a=1, (ka/K)m
a=1

)
≤ m/K ≤ δ/3.

Output ka copies of entry ea, with its already explicit exact-two table. The output is nonempty.
Since K < 3m/δ + 1 = O(m) for fixed δ, polynomial-bit rational arithmetic and writing the K
explicit copies both take polynomial time. For every labeling its acceptance probability changes by
at most the total variation distance. Completeness remains one because only accepting support
edges were retained. Soundness is at most

ε + δ/3 + δ/3 = δ.

Any syntactically trivial instance certified during preprocessing may be handled by fixed games
with the same common alphabets. A single exact-two edge is a satisfiable game. For a fixed
unsatisfiable output, take one vertex on each side and enumerate all exact-two maps uniformly as
parallel occurrences. For any fixed pair of answers, the accepting fraction is 1/q ≤ δ, by symmetry of
the right labels. This also ensures the nonempty-output convention in every degenerate preprocessing
case.

All constants chosen above can be hardcoded into one deterministic machine for the fixed rational
δ. Theorem 1.1 requires no efficient dependence on δ. Together with Proposition 8.1, the completion
and rounding arguments prove Theorem 1.1.

References
[1] Sanjeev Arora, Carsten Lund, Rajeev Motwani, Madhu Sudan, and Mario Szegedy. Proof

verification and the hardness of approximation problems. Journal of the ACM, 45(3):501–555,
1998. Preliminary version in FOCS 1992. https://doi.org/10.1145/278298.278306.

50

https://doi.org/10.1145/278298.278306


[2] Sanjeev Arora and Shmuel Safra. Probabilistic checking of proofs: A new characterization
of NP. Journal of the ACM, 45(1):70–122, 1998. Preliminary version in FOCS 1992. https:
//doi.org/10.1145/273865.273901.

[3] Per Austrin, Ryan O’Donnell, Li-Yang Tan, and John Wright. New NP-hardness results
for 3-coloring and 2-to-1 label cover. ACM Transactions on Computation Theory, 6(1):2:1–
2:20, 2014. Theorem 1.3 is cited in the author manuscript dated July 16, 2013: https:
//www.cs.cmu.edu/afs/cs/Web/People/jswright/papers/coloring.pdf.

[4] Boaz Barak, Pravesh K. Kothari, and David Steurer. Small-set expansion in shortcode graph
and the 2-to-2 conjecture. In 10th Innovations in Theoretical Computer Science Conference
(ITCS 2019), volume 124 of Leibniz International Proceedings in Informatics, pages 9:1–9:12.
Schloss Dagstuhl–Leibniz-Zentrum für Informatik, 2019. First circulated in 2018. Lemma 2.3
and Section 3 are cited in arXiv version 1: https://arxiv.org/abs/1804.08662v1.

[5] Mihir Bellare, Oded Goldreich, and Madhu Sudan. Free bits, PCPs, and nonapproximability—
towards tight results. SIAM Journal on Computing, 27(3):804–915, 1998. Preliminary version
in FOCS 1995. https://doi.org/10.1137/S0097539796302531.

[6] Mark Braverman, Subhash Khot, and Dor Minzer. On rich 2-to-1 games. In 12th Innovations
in Theoretical Computer Science Conference (ITCS 2021), volume 185 of Leibniz International
Proceedings in Informatics, pages 27:1–27:20. Schloss Dagstuhl–Leibniz-Zentrum für Informatik,
2021. https://doi.org/10.4230/LIPIcs.ITCS.2021.27.

[7] Irit Dinur. The PCP theorem by gap amplification. Journal of the ACM, 54(3), June 2007.
Article 12, 44 pages. Definition 8.1 and Theorem 8.1 are cited in the author manuscript
dated February 13, 2007, p. 27: https://www.wisdom.weizmann.ac.il/~dinuri/mypapers/
combpcp.pdf.

[8] Irit Dinur and Venkatesan Guruswami. PCPs via the low-degree long code and hardness
for constrained hypergraph coloring. Israel Journal of Mathematics, 209(2):611–649, 2015.
Preliminary version in FOCS 2013. Equation (1) and Fact 9 are cited in ECCC Report TR13-122:
https://eccc.weizmann.ac.il/report/2013/122/download/.

[9] Irit Dinur, Subhash Khot, Guy Kindler, Dor Minzer, and Muli Safra. Towards a proof of the
2-to-1 games conjecture? In Proceedings of the 50th Annual ACM SIGACT Symposium on
Theory of Computing, STOC 2018, pages 376–389. Association for Computing Machinery, 2018.
https://doi.org/10.1145/3188745.3188804. Full version: Theory of Computing 21(11):1–
50, 2025, https://doi.org/10.4086/toc.2025.v021a011.

[10] Irit Dinur, Subhash Khot, Guy Kindler, Dor Minzer, and Muli Safra. On non-optimally
expanding sets in Grassmann graphs. Israel Journal of Mathematics, 243(1):377–420, 2021.
First circulated as ECCC TR17-094 in 2017; preliminary version in STOC 2018. https:
//doi.org/10.1007/s11856-021-2164-7.

[11] Irit Dinur and David Steurer. Analytical approach to parallel repetition. In Proceedings of
the Forty-Sixth Annual ACM Symposium on Theory of Computing, STOC ’14, pages 624–633.
Association for Computing Machinery, 2014. Corollary 1.2 and Sections 2.1–2.2 are cited in the
author manuscript dated June 10, 2014: https://www.dsteurer.org/paper/productgames.
pdf.

51

https://doi.org/10.1145/273865.273901
https://doi.org/10.1145/273865.273901
https://www.cs.cmu.edu/afs/cs/Web/People/jswright/papers/coloring.pdf
https://www.cs.cmu.edu/afs/cs/Web/People/jswright/papers/coloring.pdf
https://arxiv.org/abs/1804.08662v1
https://doi.org/10.1137/S0097539796302531
https://doi.org/10.4230/LIPIcs.ITCS.2021.27
https://www.wisdom.weizmann.ac.il/~dinuri/mypapers/combpcp.pdf
https://www.wisdom.weizmann.ac.il/~dinuri/mypapers/combpcp.pdf
https://eccc.weizmann.ac.il/report/2013/122/download/
https://doi.org/10.1145/3188745.3188804
https://doi.org/10.4086/toc.2025.v021a011
https://doi.org/10.1007/s11856-021-2164-7
https://doi.org/10.1007/s11856-021-2164-7
https://www.dsteurer.org/paper/productgames.pdf
https://www.dsteurer.org/paper/productgames.pdf


[12] Yumou Fei, Dor Minzer, and Shuo Wang. On the hardness of 4-to-1 games with perfect com-
pleteness. Report TR26-179, Electronic Colloquium on Computational Complexity, September
2026. September 14, 2026. https://eccc.weizmann.ac.il/report/2026/179/.

[13] Oded Goldreich and Leonid A. Levin. A hard-core predicate for all one-way functions. In
Proceedings of the Twenty-First Annual ACM Symposium on Theory of Computing, pages
25–32. Association for Computing Machinery, 1989. Author manuscript: https://www.cs.bu.
edu/fac/lnd/pdf/hard.pdf.

[14] Louis Golowich. From Grassmannian to simplicial high-dimensional expanders. Report TR23-
065, Electronic Colloquium on Computational Complexity, 2023. https://eccc.weizmann.ac.
il/report/2023/065/.

[15] Venkatesan Guruswami and Sai Sandeep. d-to-1 hardness of coloring 3-colorable graphs with
O(1) colors. In 47th International Colloquium on Automata, Languages, and Programming
(ICALP 2020), volume 168 of Leibniz International Proceedings in Informatics, pages 62:1–62:12.
Schloss Dagstuhl–Leibniz-Zentrum für Informatik, 2020. Theorem 1. Published paper.

[16] Venkatesan Guruswami and Ali Kemal Sinop. Improved inapproximability results for
maximum k-colorable subgraph. Theory of Computing, 9(11):413–435, 2013. https:
//theoryofcomputing.org/articles/v009a011/v009a011.pdf.

[17] Johan Håstad. On the NP-hardness of Max-Not-2. SIAM Journal on Computing, 43(1):179–
193, 2014. Preliminary version in APPROX 2012. https://www.csc.kth.se/~johanh/
sicompnottwo.pdf.

[18] Thomas Holenstein. Parallel repetition: Simplification and the no-signaling case. Theory of
Computing, 5(8):141–172, 2009. https://doi.org/10.4086/toc.2009.v005a008.

[19] Subhash Khot. On the power of unique 2-prover 1-round games. In Proceedings of the
Thirty-Fourth Annual ACM Symposium on Theory of Computing, STOC ’02, pages 767–775.
Association for Computing Machinery, 2002. https://doi.org/10.1145/509907.510017.

[20] Subhash Khot, Dor Minzer, and Muli Safra. Pseudorandom sets in Grassmann graph have
near-perfect expansion. Annals of Mathematics, 198(1):1–92, 2023. Theorem 1.12 is cited
in ECCC TR18-006, revision 2, 2018: https://eccc.weizmann.ac.il/report/2018/006/
revision/2/download/.

[21] Subhash Khot, Dor Minzer, and Muli Safra. On independent sets, 2-to-2 games and Grassmann
graphs. Theory of Computing, 21(10):1–55, 2025. First circulated as ECCC TR16-124 in 2016;
preliminary version in STOC 2017. https://doi.org/10.4086/toc.2025.v021a010.

[22] Subhash Khot and Muli Safra. A two-prover one-round game with strong soundness. Theory
of Computing, 9(28):863–887, 2013. Preliminary version in FOCS 2011. https://doi.org/10.
4086/toc.2013.v009a028.

[23] Subhash Khot and Rishi Saket. Hardness of coloring 2-colorable 12-uniform hypergraphs with
2(log n)Ω(1) colors. SIAM Journal on Computing, 46(1):235–271, 2017. Preliminary version
in FOCS 2014. Sections 2.1 and 7.2 are cited in ECCC Report TR14-051: https://eccc.
weizmann.ac.il/report/2014/051/download/.

52

https://eccc.weizmann.ac.il/report/2026/179/
https://www.cs.bu.edu/fac/lnd/pdf/hard.pdf
https://www.cs.bu.edu/fac/lnd/pdf/hard.pdf
https://eccc.weizmann.ac.il/report/2023/065/
https://eccc.weizmann.ac.il/report/2023/065/
https://doi.org/10.4230/LIPIcs.ICALP.2020.62
https://theoryofcomputing.org/articles/v009a011/v009a011.pdf
https://theoryofcomputing.org/articles/v009a011/v009a011.pdf
https://www.csc.kth.se/~johanh/sicompnottwo.pdf
https://www.csc.kth.se/~johanh/sicompnottwo.pdf
https://doi.org/10.4086/toc.2009.v005a008
https://doi.org/10.1145/509907.510017
https://eccc.weizmann.ac.il/report/2018/006/revision/2/download/
https://eccc.weizmann.ac.il/report/2018/006/revision/2/download/
https://doi.org/10.4086/toc.2025.v021a010
https://doi.org/10.4086/toc.2013.v009a028
https://doi.org/10.4086/toc.2013.v009a028
https://eccc.weizmann.ac.il/report/2014/051/download/
https://eccc.weizmann.ac.il/report/2014/051/download/


[24] Joseph Naor and Moni Naor. Small-bias probability spaces: Efficient constructions and
applications. SIAM Journal on Computing, 22(4):838–856, 1993. https://doi.org/10.1137/
0222053.

[25] Ryan O’Donnell and Yi Wu. Conditional hardness for satisfiable 3-CSPs. In Proceedings of
the Forty-First Annual ACM Symposium on Theory of Computing, STOC ’09, pages 493–502.
Association for Computing Machinery, 2009. Theorem 2.1 and Corollary 2.2 are cited in the
author manuscript dated November 17, 2008: https://www.cs.cmu.edu/~odonnell/papers/
3bit-hardness.pdf.

[26] OpenAI. Hardness of finding large independent sets in three-colorable graphs. Ope-
nAI Math Release preprint OAI:Hardness-of-finding-large-independent-sets-in-three-colorable-
graphs-September-24-2026, 2026. Theorem 1.1.

[27] Anup Rao. Parallel repetition in projection games and a concentration bound. SIAM Journal
on Computing, 40(6):1871–1891, 2011. Preliminary version in STOC 2008. https://doi.org/
10.1137/080734042.

[28] Ran Raz. A parallel repetition theorem. SIAM Journal on Computing, 27(3):763–803, 1998.
Preliminary version in STOC 1995. https://doi.org/10.1137/S0097539795280895.

53

https://doi.org/10.1137/0222053
https://doi.org/10.1137/0222053
https://www.cs.cmu.edu/~odonnell/papers/3bit-hardness.pdf
https://www.cs.cmu.edu/~odonnell/papers/3bit-hardness.pdf
https://github.com/openai/math/blob/main/preprints/Hardness-of-finding-large-independent-sets-in-three-colorable-graphs-September-24-2026/Hardness-of-finding-large-independent-sets-in-three-colorable-graphs-September-24-2026.pdf
https://github.com/openai/math/blob/main/preprints/Hardness-of-finding-large-independent-sets-in-three-colorable-graphs-September-24-2026/Hardness-of-finding-large-independent-sets-in-three-colorable-graphs-September-24-2026.pdf
https://doi.org/10.1137/080734042
https://doi.org/10.1137/080734042
https://doi.org/10.1137/S0097539795280895

	Introduction
	Historical context and ingredients
	Proof overview
	Applications

	Source games and inverse matrix structure
	Finite projection games and the source gap
	Matrix slices and the Grassmann input
	Partial tables and many row fibers

	The tree of function spaces and the one-bit test
	Formal slots and pointwise spaces
	Joint evaluations and canonical questions
	One-bit constraints and perfect completeness
	Algebraic identities forced by joint answers
	The distribution of tests

	Changing the sampling law without revealing the path
	Stopping the ancestor generators
	Finite child blocks and a hidden special child
	Sparse projection and its posterior
	Bias that is independent of dimension

	Two successful levels and upper decoding
	Selecting two levels and a quotient table
	From row advice to a predictable upper response
	The local inputs and the original hidden law
	A bounded list for an arbitrary small-bias law
	Constructing the two decoders

	From tested rank to full rank
	Local tapes and the unfiltered pair experiment
	A rank bound on affine slices
	Positive agreement of bounded-rank forms

	Clean children and independent repetition
	Odd lists and leaf indicators
	An exact law for vanishing advice
	Reconstructing the original local strategies
	The vanishing upper bound

	Choosing the parameters and completing the reduction
	Row counts, rank cutoffs, and source repetition
	Choosing the branching numbers
	Completing every fiber to size two
	Explicit enumeration and removal of weights


